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Abstract

This study aims to investigate whether the phenomena found by Shnoll et al. when applying histogram
pattern analysis techniques to stochastic processes from chemistry and physics are also present in
financial time series, particularly exchange rate and index data. The phenomena are related to fine
structure of non-smoothed frequency distributions drawn from statistically insufficient samples of
changes and their patterns in time. Shnoll et al. use the notion of macroscopic fluctuations to explain
the behaviour of sequences of histograms. Histogram patterns in time adhere to several laws that could
not be detected when using time series analysis methods.
In this study general approaches are reviewed that may be used to model financial markets and
the volatility of price processes in particular. Special emphasis is placed on the modelling of highfrequency data sets and exchange rate data. Following previous studies of the Shnoll phenomena from
other fields, different steps of the histogram sequence analysis are carried out to determine whether
the findings of Shnoll et al. could also be applied to financial market data.
The findings of this thesis widen the understanding of time varying volatility and can aid in financial
risk measurement and management. Outcomes of the study include an investigation of time series
characteristics in terms of the formation of discrete states, the detection of the near zone effect as
proclaimed by Shnoll et al., the periodic recurrence of histogram shapes as well as the synchronous
variation in data sets measured in the same time intervals.

Opsomming

Hierdie studie het ten doel om vas te stel of die verskynsel deur Shnoll et al. gevind deur die toepassing van histogramontleding op stogastiese prosesse in chemie en fisika, ook in finansiële tydreekse,
in besonder buitelandse valuta wisselkoers- en ekwiteitsindeksdata, voorkom. Die verskynsel is verwant aan die fynstruktuur van nie-gestrykte frekwensiedistribusies geneem uit statisties onvoldoende
steekproewe van veranderinge en hulle patrone oor tyd. Shnoll et al. gebruik die makroskopiese fluktuasiekonsep om die gedrag van histogramme te verklaar. Histogrampatrone gehoorsaam verskeie
wette oor tyd wat nie met tydreeksontleding sigbaar is nie.
In die studie word kortliks aandag geskenk aan ’n oorsig oor die verskillende modelle wat in ’n
finansiële markomgewing gebruik kan word vir die modellering van volatiliteit van hoë frekwensie buitelandse valuta wisselkoers- en ekwiteitsindeksdata. In opvolging op vorige studie op hierdie
gebied, is gepoog om vas te stel of die bevindinge van Shnoll et al. ook op finansiële markte van
toepassing kan wees.
Die resultaat van die studie verbreed die insig aangaande die verandering van volatiliteit oor tyd en
kan moontlik ’n bydrae lewer tot risikometing- en bestuur. Verdere uitkomste van die studie sluit in die
ondersoek na eienskappe van tydreekse veral sover dit die formasie van diskrete stadia aangaan, die
bespeuring van die nabyliggende sones waarna Shnoll et al. verwys en die periodieke hervoorkoms
van histogramvorme sowel as die gelyktydige verandering in datastelle, gemeet in dieselfde tydintervalle.
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Chapter 1
Introduction
Technical analysts and other players in the financial sector frequently search for patterns in financial
data that have been recorded point by point. Transforming a time series to a sequence of successive
histograms in time, changes the information content of this series and the different characteristics of
the time series emerge as a histogram sequence, which is then analysed.
A pattern represents a certain structure in a series that repeats itself. If it may be detected regularly
enough, this structure could be used to make a prediction about the future with particular accuracy.
Analysing sequences of histograms has been pioneered by Shnoll et al. (1998) in the study of other
than financial stochastic processes. This analysis transforms a time series to a sequence of histograms,
where for example the data of each hour are used to draw a frequency distribution that classifies where
and how often particular readings occurred into sub-intervals of the histogram bin ranges.
In evaluating histogram pattern similarity with a view to discover regularities in time, the analysis of
Shnoll (2006) revealed three interesting effects. These are the “near zone” effect, the local time effect
and periods during which a certain pattern may occur with an increased likelihood that is linked to
calendar time. Calendar time, for the purpose of this study, refers to the time determined by planetary
movements as well as the rotation of the earth around itself. (Shnoll, 2006) (Panchelyuga and Shnoll,
nd)
The term “macroscopic fluctuations” (MF) was coined by Shnoll et al. to summarise what is believed
to explain the cause of their findings. It refers to the “regular-in-time changes of the fine structure of
the spectrum of amplitude fluctuations (i.e. changes of the pattern of the corresponding histograms)
in the process of various nature” (Kaminsky and Shnoll, nd, 1). (Kaminsky and Shnoll, nd, 1,7)
Since financial markets are also bound to cyclical phenomena linked to a month, a day, or a trading
week, this poses an opportunity for the application of the MF method to financial markets. This
application differs in principle from the processes studied by Shnoll et al., since these are mainly
concerned with random data as opposed to financial data that are known to carry dependencies of
many kinds. These stem from the interlinkage of financial markets, as well as causal dependencies
between financial and economic quantities.
1

1.1 Background
This section provides some background on the two fields that are combined in this study. Challenges
posed by financial market modelling are confronted by means of the approach of histogram pattern
analysis of Shnoll.

1.1.1 Modelling financial Markets
This study focuses on extending the knowledge of the nature of the mechanisms that drive price
changes. Volatility represents a measure of the way financial asset prices change. If financial markets
record large declines of asset prices in short periods, one refers to a crash. The international financial
system is highly linked, which often results in financial crises spanning more than one economy. Thus,
to be able to predict price movements is not only important for devising a profitable trading strategy,
but also for creating warning mechanisms to protect against or balance abrupt changes that would
otherwise lead to losses. To learn about the timing of price changes of any magnitude could aid in
managing trading processes aimed at valuing assets accurately.
In general, randomness refers to incomplete knowledge. One assumes in constructing a financial
model of price changes that useful information relevant for the future may be obtained from the
patterns and frequencies of price changes. Furthermore, one may assume in this context that these
frequencies reflect some intimate mechanism of the markets themselves. In such a case one may hope
that these frequencies would remain stable over the course of time. (Bouchaud and Potters, 2003, 1-3)
The statistical approach to financial markets is based on the notion that whatever evolution takes
place, will do so sufficiently slowly, so that what happened in the past is relevant for predicting the
future. However, this ‘weak stability’ hypothesis is often quite erroneous and particularly unreliable
in times of financial crises. Hence the statistical description of financial fluctuations is imperfect,
but nevertheless helpful to describe risks. While the prediction of future returns on the basis of past
returns is much less justified, the amplitude of possible price changes - and not their sign - is to a
certain extent predictable. (Bouchaud and Potters, 2003, 1-3) This amplitude reflects the intensity of
price changes—in other words their volatility.
Forecasting volatility in the financial environment is a challenging field of study, as volatility cannot be observed directly in the market place (Mantegna and Stanley, 2000, 57,76). At best, even a
posteriori, volatility is only approximately available. The volatility process is non- trivial and several
stylised facts arise from its behaviour (Zumbach et al., nd, 1).
Over the years various researchers have developed several discrete-time and continuous-time volatility
models. In particular, the modelling of volatility is complicated by the following stylised facts of
volatility (Fasen et al., 2006, 108):
• time variation,
2

• randomness,
• heavy tails,
• volatility clustering on high levels (long memory of the volatility).
The different modelling approaches take one or more of these stylised facts into account. Bouchaud
and Potters (2003, 122) noted that volatility fluctuations are a multiscale phenomenon. Therefore, the
dynamics of volatility cannot be properly characterised on a single time scale. Concerning volatility
clustering Zumbach et al. (n d, 1) pointed out that because of the slow decay of autocorrelations this
clustering occurs at all time horizons.
Several models have been developed to study one specific aspect of the behaviour of stock price movements, namely the clustering of volatility. Besides volatility clustering, other interesting properties of
prices have also been described. These include jumps and downfalls in prices, heavy tails of price
distributions, and their long memory.
Non-linear models evolved from these findings, as they cannot be understood in the framework of linear models (Schiryaev, 2000, 152). Bouchaud and Potters (2003, 130) described how price volatility
correlations lead to anomalous skewness and volatility correlations induce anomalous kurtosis, i.e.
fat tails. The failure of linear models to capture important characteristics of real time series also led
some researchers to consider chaotic modelling for financial markets.
Forecasting financial time series involves an element of uncertainty. Merely a fraction of the information about future price evolution can be known, based on the stochastic nature of financial systems. A
longer prediction time horizon implies more inaccurate results and any prediction thus becomes more
difficult.
It is often assumed that the evolution of stock prices is driven by a noise sequence. Gaussian white
noise is usually used as a first approximation. This distributional assumption is central to many financial applications, such as portfolio risk management and option pricing. Assuming a Gaussian
distribution has many important consequences. Empirical research, however, does not confirm this
assumption. The Gaussian distribution does not incorporate important findings such as heavy tails,
asymmetry and excess kurtosis. (Stoyanov and Racheva-Jotova, 2004, 299-300)
Stable non-Gaussian distributions have been proposed as an alternative. As the name suggests, they
have a desirable stability property as well as domains of attraction. Their use is complicated by their
lack of closed-from expressions for probability density functions and cumulative distribution functions as well as their infinite second moment. According to Stoyanov and Racheva-Jotova, the use of
an infinite variance model for bounded financial asset returns seems inappropriate. However, since
any empirical distribution possesses finite variance, infinite variance distributions may seem inappropriate for any application. Large deviations occurring in stock market price changes suggest that “any
statistical theory based on finite-variance distributions is impossible to predict accurately” (Stoyanov
and Racheva-Jotova, 2004, 300).
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1.1.2 Shnoll’s Findings based on Histogram Analysis
Shnoll revealed two new phenomena concerning the nature of fluctuations with respect to histogram
similarity, namely their fine structure and the periodic recurrence of histogram shapes. Resulting
from long-term investigations of measurements of various time series, Shnoll (2006) concluded that
the laws that may be discovered by examining the fine structure of histograms, are not captured by
traditional time series analysis methods.
These phenomena have been found in the study of biological, chemical and physical stochastic processes. Stochastic processes and their properties are also at the core of financial modelling today.
Shnoll et al. pointed out that accepted statistical methods, based on the central limit theorem, are not
suitable for a histogram fine structure analysis. These techniques do not consider the fine structure of
distributions, and they are insensitive to the particular shape of histograms. As Shnoll et al. explained,
statistical techniques “overlook” (Shnoll et al., 1998, 1034) the fine structure, since they have been
developed for different purposes.
Shnoll et al. (2000) formed histograms from an insufficient number of measurements and focus on
their fine structure. In contrast to analysing smooth histograms, which Shnoll et al. (1998, 1026, 1033)
view as artefacts, their analysis focuses on empirical distributions that have only been smoothed a few
times in succession so as to not destroy the natural extremes present in the distributions.
Shnoll posed the question: Given a histogram pair that passed a test of similarity (visual comparison)
- what is their time distance and is there a time period that can be expected to occur more often?
According to that reasoning (similar histograms → time intervals between them) some predictive

power may be gained if a particular histogram were known to reoccur periodically.

Shnoll and Mandelbrot referred to the concept of probability. Shnoll et al. (1998, 1035) state that
the concepts of probability and stochasticity by themselves do “not yet predetermine the answer to
the question concerning the distribution of fluctuations” (1998, 1035). According to Shnoll et al.
these two concepts are closely associated with the concept of chaos. In this context they claimed
that a distinction should be made between those types of chaos that differ in their distributions of
fluctuations.
On the one hand, the probability of fluctuation may fall monotonically with its magnitude, which
they agreed is the real (or ideal) chaos. On the other hand they suggested that another chaos may be
invented in which the distribution of fluctuations will be non-monotonic, corresponding to the histograms they present. Similarly, Mandelbrot proclaimed the usefulness and even necessity of recognising the existence of several distinct states of randomness and random and non-random variability.
He denoted these distinct states of randomness as mild, wild and slow variability. (Mandelbrot, 1999,
2-3)
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1.2 Problem Statement
The problem pursued in this study concerns the application of the analysis of histogram sequences in
line with Shnoll’s work. The procedures of Shnoll relating to histogram comparison have to be adapted
since - given the data set size requirements - an automated approach is necessary. The data produced
by financial markets are fundamentally different to the data for which histogram time patterns have
been found. To make the method applicable to another field of study, the problems posed by the nature
of financial data need to be pursued. If the method provides useful insight in the financial environment,
the method itself could be extended to suit the requirements of practitioners in the financial field.

1.3 Motivation
There is strong empirical and theoretical evidence that the volatility of log price changes of a financial
asset is a time dependent stochastic process (Mantegna and Stanley, 2000, 76). Extracting additional
information about this stochastic process from the fine structure of frequency distributions and the
dynamics of histogram shapes could add new insights for risk management decision-making.
The results of this approach to financial time series analysis could well yield implications for financial
modelling practice where noise plays an important role. Synchronous changes of stochastic processes,
where a large number of measurements may be obtained in the same time intervals, are particularly
useful for an analysis based on Shnoll’s findings. Synchronous variation of histograms could be employed as another dependence measure between different time series, should they be present.
Against the above background, this study will utilise different methods of analysing financial time
series and test the hypothesis as to whether it is feasible to gain additional information about the
dynamics of asset prices from the study of histogram shapes and their periodicity. The histogram
series are retrieved from time series measurements of data on indices and currency exchange rates.

1.4 Objectives of the Study
The main objective of this study is to apply the method of histogram pattern analysis to financial data,
searching for the phenomena found by Shnoll et al. in investigating other stochastic processes. This
involves to determine whether there is a dependence between the fine structure of asset price movements within one time series, and also among different financial time series measured synchronously.
The phenomena are the formation of discrete states, the near zone effect and increased histogram
similarity for synchronous histograms.
Time-varying histogram patterns in the absolute value of log returns, log returns, and log prices are
investigated. The study focuses on histogram shape changes over time of non-smoothed histograms,
following the precepts from Shnoll’s work. The aim is to establish whether the analyses used by
5

Shnoll in measurements of processes of different nature could also add some value in the financial
environment.
The nature of financial data is inherently different to data used in previous investigations (chemical
and physical processes) and poses its own particular challenges. Thus another objective is the adaptation of the method and the development of data processing strategies to allow the application of
Shnoll’s ideas to financial data. The frequency with which financial data are created is not always
constant and the time when assets can be traded is also limited.
To achieve this goal, the following sub-objectives will be sought, starting with the relevant theoretical
background to investigating histogram sequences.
1. Literature Review:
• theoretical survey of financial volatility modelling
• survey of approaches for modelling high-frequency exchange rate volatility
2. Analysis of indices and currencies to focus on:
• evaluation of distributional structure through non-smoothed layer histograms
• dynamics of traditional statistical measures from similar time sections as later histograms
(coarse structure analysis)

• periodic recurrence of histogram shapes within one series (fine structure analysis)
• synchronous histogram similarity across different data sets
In approaching existing techniques for characterising fluctuations of financial magnitudes, generalisations of the Brownian motion as well as the family of stable processes are of interest, since their
probability distributions are self-similar. Thus the study also investigates the notion of self-similarity.

In the study the histogram fine structure analysis technique will be applied to high-frequency financial
data sets of foreign exchange rate data to test whether the Shnoll phenomena occur. These include the
formation of discrete states in empirical frequency distributions, synchronous changes of histogram
shapes and their periodic recurrence.
The shape of layer histograms formed from the data, as well as similarities of histogram shapes within
the same data set and among different data sets, are investigated. Histogram shapes are compared
using procedures based on the Euclidean distance to find similar histogram pairs in accordance with
Shnoll’s approach. Before studying the dynamical features of histogram changes over time, traditional
statistical measures are employed. The analysis of sections of the time series starts with a “coarse
structure analysis”, where the mean and the standard deviation are used. The next step is the socalled “fine structure analysis” where histogram shapes will be the major focus. The terms coarse and
fine were used since histograms carry more information than the scalar mean and standard deviation
values.
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Histogram patterns are found in the exchange rate and cross currency rate data sets at the minute and
tick-by-tick frequency, respectively. Histograms from one data set at a time, as well as among synchronous data sets, are compared to each other. Histograms from index data sets are also investigated
for one data set at a time as well as for two index data sets. A comparison of different asset classes is
achieved by comparing index data with exchange rate data.

1.5 Scope and Limitations
This study does not aim to establish the best possible limiting process to approximate the observations,
but rather to extract information about the fine structure of price change dynamics from empirical
data that were partitioned into relatively short time intervals. For this purpose, financial index data
measured every minute and foreign exchange data of the same frequency (but from a shorter time
horizon) obtained from Reuters, will be used as the basis for the analysis. Additional insights are
gained using tick data sets of cross currency rates.
Tick data sets are used to investigate further the nature of the time structure and the synchronous time
variation, as the aim of the study is to detect the effects found by Shnoll et al. (1998) - and that if they
should be found - they may be incorporated into financial risk management models at a later point in
time.
The study outcome depends on the suitability of using the approach of Shnoll in a financial environment. The focus of this study is not to reproduce the results of Shnoll et al. (1998) since their data are
not available, but rather to extend the scope of the method.
Building on ideas from this analysis method, algorithms are developed that are suited to tackle the
challenges posed by financial data. The approach followed in this study deviates from the procedures
followed by Shnoll et al. The study automates the process of histogram comparison, using the Euclidean distance and does not use the Histogram Manager Software of Shnoll et al. since this is not
available, and because the visual comparison of Shnoll et al. is impractical in the data set sizes used
in this study.

1.6 Overview of Following Chapters
Chapter 2 provides the relevant theoretical foundations and background to existing methods, as well
as an overview of research on financial modelling and volatility forecasting. It starts with some historical notes, preliminaries, a note on the Markov horizon and memory in prices. It then continues
to introduce general concepts from the statistical analysis of financial markets, autoregressive conditional heteroskedastic models and generalisations ((G)ARCH), volatility models, alternative options
to the Black-Scholes model, chaotic time series analysis and long-range dependence, and multifractal
approaches to financial markets.
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Chapter 3 deals with modelling volatility of high-frequency data and the highly liquid foreign exchange market. It summarises research studies using other methods of volatility forecasting for highfrequency data that require more computationally intensive methods. A common objective of the
analysis of Shnoll applied to financial markets and other approaches is to detect the footsteps of the
underlying mechanism that drives time-varying volatility. Approaches deemed interesting in this regard are analogies to turbulence, market microstructure, and machine learning.
Chapter 4 describes some parallels of existing analyses of dependence structures in time series to
the approach of Shnoll et al. The analysis of histogram shapes may yield a time-dependent pattern.
However, this does not mean that standard methods of detecting dependencies in time series are necessarily useful for the present analysis. Chapter 4 pays attention to the latter notion and describes
the method for applying histogram sequence analysis to financial data. Some steps of data analysis include preprocessing data, constructing histograms, measuring histogram shape similarity, and
detecting patterns in time of similar histograms.
Other statistical results related to Shnoll’s findings are described in Chapter 4. They draw an interesting conclusion for the measure of error in time series and show that other researchers have noticed
patterns before where a dependence of the measurement error and the time interval was noted. Beran, Student, and Newcombe (Beran, 1998, 36-37) considered the factor of time dependence in the
analysis of time series.
Chapter 5 entails the empirical part of the study investigating the macroscopic fluctuations effect to
detect the non-randomness of the fine structure of histogram shapes. Using different exchange rates
and indices from Germany and France, the study takes the steps set out to test for the existence and
usefulness of the phenomena of Shnoll et al. Results are the formation of discrete states, the detection of the near zone effect, periodic recurrence of histogram shapes and synchronous characteristics
across time series.
Chapter 6 summarises the achievements of the study and draws some conclusions. Finally, certain
recommendations and suggestions for further study are provided.
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Chapter 2
Related Financial Modelling Methods
2.1 Introduction
This chapter introduces the subject matter by broadly describing related methods used to model financial markets. It starts with some historical notes and several alternative stochastic variables that could
be used in analysing variation in prices. After the Markov horizon in financial prices is discussed, the
following topics are covered: statistical analysis of financial markets, empirical stylised facts, (generalised) autoregressive conditional heteroskedasticity ((G)ARCH) models, volatility modelling in
general, alternatives to the Black-Scholes model for option pricing, chaotic time series analysis of
exchange rates and finally multifractal models are analysed.

2.2 Historical Notes
Henri Poincaré’s PhD student, Louis Bachelier, presented his dissertation in 1900. In proposing a
probabilistic description for price fluctuations in the financial market he derived the Gaussian distribution five years before Einstein did. Bachelier paved the way for the Mathematics of Brownian
motion and its variant geometric Brownian motion—today widely applied in modelling asset price
dynamics. (Paul and Baschnagel, 1999, 131-132) The diffusion process in the geometric Brownian
motion is considered to be one of the most universally applied models for speculative markets. (Masolivier and Perellò, 2006, 1)
In general, problems that could be processed by using Brownian motion deal with a phenomenon (motion of pollen particle, daily change in a stock market index) that is the outcome of many unpredictable
and sometimes unobservable events (collisions of particles with the surrounding liquid, buy/sell decisions of the single investor). Individual events make a negligible contribution to the observed phenomena, but an observable effect arises from their collective behaviour. The statistical properties of
the individual events determine the observed macroscopic behaviour. (Paul and Baschnagel, 1999,
2-3)
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Much later, in 1959, Osborne established that empirical price distributions did not correspond to the
theoretical distribution of Bachelier’s arithmetic Brownian dynamics. (Masolivier and Perellò, 2006,
1) In 1965 Samuelson recognised the significance of geometric Brownian motion for financial markets
for which he was awarded the Nobel Prize in 1970. Geometric Brownian motion was then also used
for a theory of option pricing, a milestone in the development of mathematical finance. In 1997, Fisher
Black (1938-1995), Myron Scholes, and Robert Merton received the Nobel Prize in Economics. (Paul
and Baschnagel, 1999, 131-132)
According to Paul and Baschnagel (1999), despite their wide usage, the valuation formulas developed
at that time are not perfect. This chapter briefly draws attention to this in Section 2.6. Masolivier
et al. also remarked that especially since the crash of October 1987, geometric Brownian motion
and the Black-Scholes formula were unable to reproduce the option price data of real markets. One
major problem of the Black-Scholes framework is the assumption of a constant volatility, which has
been addressed in different ways with models that assume that the volatility is not a constant, but is
for example a deterministic or stochastic function of the underlying price evolution. It may also be
dependent on past volatility. (Masolivier and Perellò, 2006, 1)
Because of the availability of vast databases since the 1990s and the parallels of financial markets with
stochastic processes from the natural sciences constituting a familiar terrain to physicists, several
attempts by physicists to contribute to the understanding of these deviations between theory and
practice exist. A research field emerged from this collaboration known as econophysics. It spans a
wide set of approaches to modelling and understanding the dynamics of financial markets, such as
statistical analysis of the time evolution of asset prices and microscopic trading models. The general
interpretation employed by econophysicists in the analysis of financial markets is from the viewpoint
of complex many-body systems. Methods from well-established branches of physics are fruitfully
applied to this new field to gain additional insight into market mechanisms. (Paul and Baschnagel,
1999, 131-132)

2.3 Preliminaries: the Stochastic Variable for the Study of Market Dynamics
A review now follows of the appropriate stochastic variable to investigate when studying the dynamics
of financial markets in general. The focus of the study is on transformations of exchange rates and
index time series. Variables to be considered in general are price changes, deflated, or discounted price
changes, and returns, which are given by successive differences in the natural logarithm of price.
The first variable, price changes, does not need any non-linear or stochastic transformations.
Z(t) ≡ Y (t + ∆t) − Y (t)

(2.1)

, where Z(t) represents price changes from time t over a well-defined time interval ∆t, namely the
time horizon of the time series, and Y (t) the price series. This implies that price changes are additive.
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A disadvantage, however, is that price changes are strongly affected by fluctuations in global currency
markets or inflation effects. (Mantegna and Stanley, 2000, 37-38) (Schulz, 2003, 53)
The second variable to consider is discounted price changes,
ZD (t) ≡ [Y (t + ∆t) − Y (t)]D(t)

(2.2)

with the deflation or discounting factor D(t). Advantages of deflated prices are that non-linear transformations are not necessary and that discounted prices are insensitive to the time value of money.
D(t) rescales the price fluctuations and accounts for possible gains of riskless investments. However,
there is no unique choice for D(t) and it is unpredictable over the long-term. (Mantegna and Stanley,
2000, 38) (Schulz, 2003, 54)
Thirdly, returns
R(t) ≡

Z(t)
Y (t + ∆t) − Y (t)
=
Y (t)
Y (t)

(2.3)

give a percentage of gain or loss in a period. However, returns are sensitive to scale changes for long
time horizons.
Lastly, successive differences of the natural logarithm of price naturally include a correction for scale
changes, with the result that there is no need for deflators or discounting factors.
S(t) ≡ lnY (t + ∆t) − lnY (t)

(2.4)

However, the correction for scale changes in this case would only be correct if the growth rate of
the economy is constant. In reality it fluctuates. Furthermore, the use of a non-linear transformation
strongly affects the statistical properties of the stochastic process.
When dealing with high-frequency data (∆t small and |Z(t)|  Y (t)) and short-time period inves-

tigations in a time of low inflation all four commonly used indicators are approximately equal. For

longer time periods it is necessary to decide upon one variable. Mostly, S(t) and R(t) are investigated.
The empirical part of the study will use the absolute value of successive differences in the logarithm
of price, the log return (S(t) above), as well as the logarithm of the price.
The relevant variable to be studied in financial literature is not the price increment itself, but rather the
return and how it varies. The argument in favour of this approach is much less justified when working
with shorter time scales. Here the difference of using returns, rather than price increments, leads to
small, but systematic skewness effects. (McNeil et al., 2005, 120-121)
The appropriate time scale may be represented by the physical calendar time, trading (or market)
time, and the number of transactions. (Mantegna and Stanley, 2000, 35-39) (Schulz, 2003, 53-55)
The time scale refers to the ordering in time of time series measurements. The use of calendar time
as a unit of measurement implies that there may be no data available for certain time intervals when
the markets are closed. Trading time assumes that the time when the markets are open is the relevant
reference. It usually involves approximately 250 trading days in a year with weekends and holidays
not taken into consideration. However, problems with trading time arise if, for example, the price
11

change overnight is treated the same as intra-day price changes. As more information is likely to arise
in the time interval between the opening and closing of financial markets, this could consequently be
misleading.

2.4 Markov Horizon and Memory in Financial Prices
The dynamics of financial markets are influenced by many factors such as economic, political, and
collective decisions of investors. A large set of these may be considered external to a financial market
model, since the precise interactions of all the factors influencing financial markets are unknown and
sometimes not relevant for price movements. The factors that indirectly affect the awareness of traders
and thus their reactions to information in the financial market environment may be seen as atoms at the
microscopic level. Besides the relatively small number of quantitatively available financial variables
(shares, trading volumes, funds), there is a much larger set of irrelevant degrees of freedom that exert
direct or indirect contact with the underlying structures of a financial market (Schulz, 2003, 50).
Each individual transaction may lead to a small change in the market value of a stock. Hidden behind every transaction is a massive number of processes that could formally be traced back to the
microscopic level. The dynamics of the irrelevant microscopic degrees of freedom may be formally
eliminated and probabilistic equations could be obtained that describe such a system on the relevant
macroscopic level.
At first sight, it seems reasonable to use the Markov approximation in the description of financial markets. The fact that the characteristic time scale of financial processes is between 1 and 108 seconds,
while the effective time scale of microscopic interactions is 10−14 seconds, supports this approximation (Schulz, 2003, 51). However, this assumption is only partially true, because the irrelevant degrees
of freedom are based on atomic movements that are not exclusively chaotic, “but show a high collectivity and therefore a complicated hierarchy” (Schulz, 2003, 51). From this, a feedback mechanism
arises that can modify the Markov character to a considerable degree (Schulz, 2003, 50-51).
The Markov approximation may be used if the logarithmic differences of asset prices correspond to
a sufficiently long time horizon ∆t such that price fluctuations could be assumed to be statistically
independent. The time horizon above and below the Markov horizon separates two different cases.
Sufficiently large time differences, well above the Markov horizon, may be modelled in the context of
the theory of Markov processes. Below the Markov horizon, memory effects play an important nonnegligible role. On very short time scales, below the Markov horizon, the autocorrelation function
becomes simpler and the market is nearly stationary (Schulz, 2003, 60-61).
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2.5 Statistical Analysis of Financial Markets
Bachelier in 1900 suggested the classic model of temporal variation of speculative prices. This model
assumes that successive price changes of the form Z(t + T ) − Z(t) are independent Gaussian random

variables with zero mean and with a variance proportional to the differencing interval. Mandelbrot
states that even when one interchanges Z(t) with logZ(t), several facts contradict this model.
Firstly, large price changes are much more frequent than predicted by the Gaussian model. They
are also excessively peaked, i.e. leptokurtic, which has been well-established since at least 1915.
Practically instantaneous price changes often occur, contrary to prediction and it seems that they
should be explained with the help of causal rather than stochastic models. Successive price changes
“do not look independent” but they rather exhibit a large number of recognisable patterns, which are,
of course, the basis of technical analysis of stocks. Furthermore, price records do not look stationary,
and statistical expressions, such as the sample variance, take very different values at different times.
According to Mandelbrot (1997), this non-stationarity seems to place a precise statistical model of
price changes out of the question (Mandelbrot, 1997, 371-373). Rachev also noted the conjecture of
Mandelbrot that financial returns are better described by a non-normal stable Paretian distribution.
(Rachev et al., 2005, 2)
In this study the analysis of synchronous data will assist in determining whether a proxy for volatility
and the log price may show patterns in time. The method used for detecting these patterns follows
the approach of the histogram shape analysis of Shnoll. Empirical statistical analysis of financial data
involves, among others, the statistics of tick data. For example, the asking price of the US dollar to the
Euro maintains a certain value for a certain time until it drops or rises at another random time instant.
This behaviour of an exchange rate raises two questions. Firstly, how do the statistics of the intertick
interval length behave, and secondly, how do the statistics of the price changes behave? (Schiryaev,
2000, 316-317)
Price changes could be analysed in absolute or relative terms, which may give rise to probabilistic and
statistical models of financial processes. These models may help in understanding the evolution of
financial indexes and aid in pricing mechanisms and prediction. Choosing efficient portfolios, making
rational investment decisions, and assessing investment projects, securities etc. are but some possible
applications in financial practice that would benefit from a more detailed understanding of the price
process. (Schiryaev, 2000, 316-317)
The analysis of the statistics of one-dimensional distributions requires preliminary data processing,
such as discretisation, due to their lack of regularity. In the case of exchange rates, the time interval
chosen for analysis has to be considerably larger than the average time between two ticks (Schiryaev,
2000, 327). Deviations from the Gaussian property and leptokurtosis of empirical densities could be
detected (Schiryaev, 2000, 329).
Considering the one-dimensional distributions of log returns, Shiryaev states that the most serious
argument against the conjecture of normality is given by the excessively large kurtosis, which grows
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with a decrease of the time interval ∆t. Furthermore, the positive skewness of empirical distributions
often does not correspond to the theoretical skewness of the normal distribution, which is zero. Thus
the empirical and possibly the actual distribution indicate asymmetry, as the left hand side of the
distribution is steeper than the right hand side. (Schiryaev, 2000, 331)
Cont (1997) showed the link between scaling behaviour and correlation properties of the empirical
distribution of price increments using a non-parametric approach to study their scale dependence.
A linear increase of the variance with the timescale was detected. However, the kurtosis exhibited
anomalous scaling properties, which indicated a departure from the iid hypothesis.
The distribution of price increments is interesting from a theoretical point of view for understanding
the dynamics of markets as well as for numerous applications, such as derivative pricing and Valueat-Risk estimation, where assumptions on the distribution of price changes play a vital role.
Different time scales are involved in financial markets. A few minutes represents the time a typical
financial transaction requires. Time scales interesting for financial applications could range up to for
example several months, being the time scale that is important for portfolio managers.
Studying distributional properties of price changes on different time scales could distinguish - as
opposed to the study of prices at only one time scale - a process with independent increments from a
process with dependent increments. Investigating the deformation of the distribution under a change
of the time scale creates insights about the dependence structure of the time series.
Many studies of the distributional properties of time series of asset prices or returns focus on one time
scale, τ . Mandelbrot compared the distributional properties of price changes at different time scales.
His approach was based on scale-invariance. The quest for finding self-similarity in financial time
series has led to observations of scale-invariant behaviour for small time scales and its breakdown for
longer time scales. Truncated Lévy flight models provided an explanation of this behaviour.
Cont (1997) argued that non-linear correlation and anomalous scaling show that simple random walk
models are not sufficient for modelling the finer aspects of price fluctuations. The aim is to characterise the deformation of the probability density function under a change of time scale T by studying
the scaling behaviour of its variance and kurtosis. The scaling properties are shown to deviate from
that of a random walk. Cont also points out the excess kurtosis, i.e. the leptokurtic character of price
changes as a constant feature of high-frequency data.
Another feature of high-frequency data is that drift effects are negligible compared to fluctuations. A
change from a shorter time scale to a longer time scale Nτ formally corresponds to the summation of
N random variables. However, no a priori reason justifies the assumption that the price of an asset has
independent increments. Also, the absence of serial correlation does not imply the independence of
the increments. Cont provides a consistent picture of price dynamics by relating the scaling behaviour
of the semi-variants of the increments to their correlation structure. In Cont’s study, the resolution
dependence or scaling behaviour of the variance and the kurtosis of the empirical distribution of
price increments was investigated. Different time scales studied reveal much more information than
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studying a single time scale. (Cont, 1997, 5-12)
The study of different time scales is also applied in the analysis of Shnoll et al. They pointed out a
fractality in the sense that the phenomena could be found on different time scales. They investigated
a rather large range of measurement frequencies. Peters undertook an extensive study of fractal properties of financial markets and according to Peters, the statistics of volatility show quite clearly that
the volatility process is characterised by negative correlation and that it possesses a fractal structure
(Peters, 1994).

2.5.1 Stylised empirical Facts
The stylised empirical facts refer to statistical properties that many financial price processes have in
common. They include jumps in trajectories, heavy tails of the unconditional return distribution, no
(linear) autocorrelation after a certain time scale (around 20 minutes where microstructure effects are
important), aggregated normality and volatility clustering (Schnur, 2005, 10).
More empirically observed stylised facts of financial time series are that return series are not iid
although they show little serial correlation, while series of absolute or squared returns are strongly
serially correlated. McNeil et al. further noted that conditional expectations are close to zero. Volatility
seemingly varies over time and extreme returns tend to cluster marking different regimes. (McNeil
et al., 2005, 117)
In contrast with an event-based approach that aims at rationalising market movements based on economic and political events or announcements, the stylised facts arise from empirical findings of financial markets. As different assets on different markets are influenced by different information sets,
one would expect their statistical properties to be different. However, according to Cont (2000, 224),
“the seemingly random variations of asset prices do share some quite nontrivial statistical properties”
of the stylised empirical facts. Most of these facts are qualitative in nature and so constraining that a
stochastic process carrying all these properties is difficult to construct with a model.
An asymmetry between gains and losses in financial markets refers to the fact that large decreases
in stock indices are not balanced by equally large upward movements. This effect is not found in
exchange rates where more symmetry of up/down moves is present. From the asymmetry in financial
returns, a skewness to the left of return distributions follows. (Cont, 2001, 224) (Pochart, 2005, 42)
Aggregated Gaussianity refers to the effect from increasing the time scale of measurement of financial
quantities. After a certain time the distributions tend to adopt the shape of a normal distribution.
Shapes at different time scales differ. At every time scale returns show high variability, reflected
by the occurrence of irregular bursts in time series of many volatility estimators. The phenomenon
of intermittency in prices will be discussed in Section 3.3. The phenomenon of volatility clustering
refers to the positive autocorrelation of different volatility measures reflecting the fact that highvolatility events tend to cluster in time. Concerning the conditional heavy tails mentioned above, Cont
(2000, 224) noted that residual time series still have heavy tails even after a correction for volatility
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clustering, although the tails are not as heavy than the ones relating to unconditional distribution.
(Cont, 2001, 224)
Daily financial returns are leptokurtic, which means that they have a higher kurtosis than the normal
distribution. They are thus characterised by a narrower centre and longer and heavier tails. McNeil et
al. found in a study on log-returns of the DAX a tendency for extreme values of the series to occur
close to volatility clusters. For series on longer time scales, such as weekly, monthly, quarterly and
yearly, the clustering of volatility decreases and the data start to appear more iid and less heavy-tailed.
(McNeil et al., 2005, 120-122)
Bouchaud suggested that the volatility is not only not constant in time, but also has random, lognormal like fluctuations, which cannot be described on a single time scale. Their temporal correlation
function is well fitted by a power-law, which reveals the multi-scale property of fluctuations. For
example, a highly volatile period could last for a few hours or up to a few months. Mathematically,
in the event of the volatility having long-range correlations, the sum of increments that have a finite
stochastic volatility converge to a Gaussian, even if the kurtosis decays much slower than for iid
variables. (Bouchaud and Potters, 2003, 127) The interpretation of long-range dependence is based
on autocorrelations of absolute returns decaying slowly as a function of the time lag, roughly as a
power law. (Cont, 2001, 224)
The conditional standard deviation, given historical observations, is often used to model the relevant
volatility. Although conditional expected returns are close to zero, volatility clustering implies that
the variations in the conditional standard deviation could be predicted to some degree. (McNeil et al.,
2005, 121)
As mentioned previously, over short time scales, weak but significant correlations exist that are too
small from which to profit. On the other hand, in the presence of significant transaction costs, one
may expect that significant correlations would also be present on longer time scales (Bouchaud and
Potters, 2003, 91). Bouchaud and Potters remarked, using the data of a few decades, that significant
correlations on the scale of a few days can be detected. Individual stocks show a tendency for positive
correlation, while indices reveal a small negative correlation. (Bouchaud and Potters, 2003, 92)
The case of non-iid log-returns illustrates a contradiction of the random walk hypothesis for the discrete time development of log prices. If serial correlation in financial data exists, the question arises
whether this information can be used for predictions. These considerations refer to the stylised facts
of time-varying volatility and conditional expectations being close to zero. The fact that the raw data
lack serial correlation, makes the prediction of returns in the next time period very difficult. (McNeil
et al., 2005, 121)
More stylised facts for volatility are a volume-volatility correlation and asymmetry in time scales.
These refer to trading volume being correlated with all measures of volatility and that coarse-grained
measures of volatility are better predictors of fine-scale volatility than vice versa, respectively. (Pochart,
2005, 42)
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Gillemot et al. (2005, 1) investigated some alternative causes of volatility clustering besides transaction volume fluctuations (number and size of transactions). The non-trivial Hurst exponent, heavy tails
of distributions and volatility clustering point towards something more, which is to be found in prices.
Clustered volatility means that the size of price fluctuations has strong positive autocorrelations resulting in periods of large or small price changes. Among others, their practical importance for risk
control and option pricing has triggered much debate. From this emerged the popular view that these
features of prices may be explained by fluctuations in volume, particularly as reflected by the number
of transactions. However, in their study Gillemot et al. found that volume fluctuations or number of
transactions, despite being influential, were not the major factor determining either clustered volatility
or heavy tails. (Gillemot et al., 2005, 2)
Borland and Bouchaud noted the multifractal scaling and the critical relaxation of the volatility after
a shock. They also referred to the asymmetry of financial time series under time reversal, which
basically rules out the strictly time reversal symmetric Bachelier random walk model. (Borland et al.,
2007, 1) The so-called leverage effect signifies a negative correlation between past price changes and
most measures of future volatility. However, the converse is false, and in particular indices reflect
this effect quite strongly. A last asymmetry of financial markets is the HARCH effect, which states
that past volatility at large scales better predicts future volatility at small scales than the converse.
(Pochart, 2005, 42)
To capture the features of financial time series that deviate from the independent and normality assumption - namely fat tails and strong correlations - several classes of models have been suggested.
One research field uses more general Lévy processes than the Brownian motion, relaxing the normality assumption. They show better performance in representing the tails of the distributions of returns.
However, because of their independent increments, they fail to capture real price dynamics, in addition
to which it is also difficult to simultaneously calibrate data on different time scales.
Another class of alternatives is provided by statistical feedback processes whose objective is to fit
the tails of the distribution. These succeed in mimicking the price dynamics through a complex time
dependence of their increments. Furthermore, stochastic volatility models and their discrete counterparts, ARCH and GARCH processes, retain Gaussian distributed returns that are conditional on the
volatility. The volatility itself is random and fattens the tails of the returns. Pochart (2005, 140) stated
that in line with these ideas, “multifractal processes seem particularly well-suited to describe financial
time series”. These approaches are described in more detail in Section 2.8. (Pochart, 2005, 140-143)
This study will focus on the analysis of a transformed time series to a series of histograms and their
patterns in time. Volatility clustering is the phenomenon where extreme returns are followed by other
extreme returns, which are not necessarily of the same sign. (McNeil et al., 2005, 118) The near zone
effect of Shnoll et al. quantifies in a different way the behaviour of succeeding intervals of time series.
In the next part it is necessary to first introduce concepts related to the volatility process and other
concepts relevant for the forthcoming analysis.
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2.5.2 Autoregressive Conditional Heteroskedasticity Models and Generalisations
In general, volatility and correlation could be forecasted using different models. For volatility forecasting the results depend upon the model and market conditions. Correlation forecasts are more problematic because of the instabilities of some correlations. The particular estimate of volatility used for
forecasting depends on the objective. For option pricing, portfolio optimisation and risk management,
a forecast of the volatility should represent the underlying process up to some future risk horizon.
The volatility of a geometric Brownian motion is constant, so the forecast of the volatility would be
the same for every horizon. Since events that happen in the future influence the actual realisation of
future process volatility, this implies some difficulties for the forecasting of future volatility. Instead
of process volatility, one can also forecast implied volatilities.
Unlike prices, volatility and correlation are unobservable. They are parameters of the data generation process that govern returns. In contrast with the market return that is actually observed, process
volatility is never observed, and even after its realisation there is only an approximation available.
Small volatilities give more weight in the centre than large volatilities, so some volatility models provide better forecasts of the central values, while others perform better for extreme return values. The
choice of a benchmark volatility forecast should be considered, as stated by Alexander (2001). This
could be the implied volatility or a long-term equally weighted average. The time and expense of
developing and implementing a technical volatility forecasting model should result in better forecasts
than readily available historical or implied volatility forecasts made available by data suppliers or
easily computed from raw market data. Both types of volatility—implied and statistical—provide a
similar forecast, so both may be used to forecast volatility.
Alexander and Leigh (1997, in: Alexander (2001)) statistically evaluated three types of standard
volatility forecasts: ’historical’, exponentially weighted moving averages (EW MA) and generalised
autoregressive conditional heteroskedasticity (GARCH) models. GARCH forecasts are intended to
capture the fat tails of the distributions and will be described in more detail next. Firm conclusions
about the relative effectiveness of any volatility forecasting method for an arbitrary portfolio cannot be
established. Using index and foreign exchange data from major exchanges, they found that EW MA
performs well for the centre of a normal distribution. Furthermore, VaR backtests show that GARCH
and EW MA methods are more accurate for predicting tails.
Autoregressive conditional heteroskedasticity ARCH models use a probability space and a sequence
of random variables to simulate randomness or uncertainty. The evolution of stock prices is modelled
on the basis of particular constraints on the volatility. The variance equation of the original ARCH
model has a memory of N time periods. Constraints on the coefficients are imposed to ensure that the
conditional variance is always positive. ARCH(N) is simply a weighted moving average where the
series is truncated after N steps. The conditional variance of these non-linear models behaves very
unevenly, because it is dependent on past values of the series (Schiryaev, 2000, 153).
The term heteroskedasticity denotes a changing variance, and consequently conditional heteroskedas18

ticity means a conditionally changing variance. A moving average of past squared errors, models
this heteroskedasticity of asset price fluctuations. The phenomenon of volatility clustering, i.e. large
fluctuations tending to follow large fluctuations, is incorporated in these models. Mandelbrot first
discovered this effect, now called the Joseph effect or conditional heteroskedasticity (Schulz, 2003,
145-149). Thus returns cannot be assumed as being independent, and at best they could be uncorrelated (Hafner et al., 2001, 204).
The unconditional variance is the average of the conditional variance using the probability distribution
function of the ARCH(N) model. N denotes the memory in terms of time periods used in the model.
The variance of the ARCH(N) process is made up of a weighted average of the past N squared price
fluctuations. The distribution of logarithmic price changes will be leptokurtic, since the fluctuating
conditional variance results in more outliers to occur. The autocorrelation of the ARCH(1) process decays exponentially in contradiction to empirical observations that suggest a power-law decay
(Schulz, 2003, 145-149). Already the simplest case of an ARCH(1) model shows that although the
conditional pdf is chosen Gaussian , the asymptotic pdf is leptokurtic because the variance of the
conditional pdf is itself a fluctuating random process (Mantegna and Stanley, 2000, 78).
Since the conditionally Gaussian ARCH(N) model can explain many phenomena of financial price
behaviour - such as clustering, heavy tails, and leptokurtosis - its success led to many generalisations.
One of the first generalisations was the GARCH model of Bollerslev, which is characterised by two
parameters (N, M). N is the number of steps back in time relating to squared errors to be included
in the variance equation, while M represents the number of steps back in time of the variance itself.
Thus M relates the current variance with an average of M past realisations of itself, so the GARCH
model is more flexible with the addition of M autoregressive terms to the moving averages of squared
errors. (Schulz, 2003, 148)
It is difficult to obtain a large memory in the context of the ARCH(N) model. In contrast the
GARCH(1, 1) process has infinite memory. The parameters of the model affect the appearance of
resulting volatility time series. A large lag coefficient (N) results in persistent volatility where shocks
to the conditional variance take a long time to discontinue. A large error coefficient (M) causes the
volatility quicker to react and to become more spiky. (Schulz, 2003, 148)
The GARCH(N, M) model is similar to an ARCH(N) model, but makes an assumption about the
volatility. Its main advantage lies in the adjustments to the statistical data, which leads in effect to
small values of N and M. In contrast, the ARCH(N) model often requires very large values of N
(e.g. of order 12), which makes the determination of the model parameters that describe the evolution
of a time series difficult. (Schiryaev, 2000, 159-161)
ARCH and GARCH models could be strong, semi-strong, or weak, where a strong model is also
semi-strong and a semi-strong model is also weak (Hafner et al., 2001, 206,217). There are many
different types of ARCH models described in the literature, such as ARMA − ARCH, CHARMA,

threshold-ARCH, or double-threshold-ARCH. Different versions of the generalised ARCH model
include IGARCH, AGARCH, EGARCH, or the components GARCH model. (Schulz, 2003,
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145-149) The exponential GARCH (EGARCH), for example, takes into account the leverage or
asymmetry effect because of negative empirical covariance in the behaviour of financial indexes. This
phenomenon cannot be understood in the ARCH and GARCH model framework (Schiryaev, 2000,
163).
ARCH-type models evolve in discrete time, but counterparts exist in continuous time. After suitable normalisation, a weak convergence can be obtained of the solutions of the stochastic difference
equations characterising ARCH, GARCH, and other models to the solutions of the corresponding
differential equations (Schiryaev, 2000, 162).
The evolution of financial prices is characterised by a long memory or a strong after-effect. There
are different ways to describe the dependence structure on the past of a stationary sequence of realvalued variables. Probability theory provides different measures of this dependence, e.g. ergodicity
coefficients, mixing coefficients, etc. These measure the rate at which the dependence on the past in
a stationary sequence of real-valued variables fades away. The measure is provided by the rate of
convergence to zero of the supremum (smallest upper bound) taken over all Borel sets. The autocorrelation function (ACF ) is the standard measure of this dependence. Financial time series exhibit a
stronger correlation dependence between the variables in the sequences than is provided in ARCH
and GARCH model processes.
The correlation in this framework approaches zero at a geometric rate, that is, in (G)ARCH models
the past is quickly forgotten. One could state that a (wide sense) stationary sequence is a sequence
with a long memory or strong after-effect if its autocorrelation function ρ(k) approaches zero at a hyperbolic rate. This rate of decrease is for example typical for the ACF of fractal Gaussian noise. The
ACF decreases hyperbolically as k goes to infinity. HARCH(N) (heterogeneous ARCH) and fractionally integrated (F IGARCH) models incorporate the phenomenon of a long memory (Schiryaev,
2000, 165-166).
Traditionally, serial dependence in time series has been modelled using ARMA structures. ARMA
models are useful for short-term prediction. They condition the process mean upon past realisations
(Rachev and Mittnik, 1998, 168-169).
GARCH models incorporate heavy-tailed distributions in the modelling of financial data, but are unfortunately too light-tailed in some applications. Zhang et al. proposed a mixed GARCH (MGARCH)
model and studied their stationarity conditions and tail behaviour. The model allows for thicker tails
and is thus better suited for capturing this effect of real data (Zhang et al., 2006).
Bartram and Söhnke (2005) investigated different dependence measures between markets under different stochastic processes that are commonly cited in the financial literature. Changes of these dependence measures under different volatility regimes are used to test for volatility bias. Volatility bias
refers to a difference in the correlation between markets under different volatility regimes. Bartram
and Söhnke (2005) aimed to show whether this effect could be ascribed to an increase in dependence
among markets. The purpose of the analysis is to test whether - in times of financial crises, which are
in general characterised by an increase in volatility and large drops in asset prices - portfolio managers
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should also consider a possible change in the dependence structure between markets. In their empirical investigation the volatility effect on market dependence measures was isolated and they concluded
that market dependence was not generally connected to volatility regimes. (Söhnke et al., 2005)
Bartram and Söhnke used Monte Carlo simulation to generate a time series of financial returns. They
based these series upon three stochastic processes, namely a linear regression model, a linear regression model with heteroskedastic error term, geometric Brownian motion and GARCH. They
commented on the stability of dependence measures. The correlation coefficient is often the only dependence measure used in financial studies. However, it could lead to an incorrect inference if the
underlying distribution is not elliptic. Problems arise in particular when the co-movement relationship is non-linear. Correlation coefficients may also suffer from sensitivity to outliers. (Söhnke et al.,
2005)
Kendall’s τ and Spearman’s ρ are applied in the analysis of Bartram and Söhnke because they are a
more general and robust measures of dependence and Kendall’s τ and Spearman’s ρ may be preferable for investigating market co-movement. Rachev et al. proposed the use of copulas as a dependence
measure. Drawbacks relating to correlation discussed by Rachev et al. include three aspects. Firstly,
the variances of the random variables have to be finite, otherwise their correlation is not defined. Secondly, it is true only for elliptical distributions that independence implies zero correlation and vice
versa. In general, zero correlation follows from independence, but the converse is not true. The third
drawback poses a serious disadvantage for the correlation. It is not invariant under situations of nonlinear strictly increasing transformations. Since correlation can only explain linear dependence, more
general dependence measures, such as copulas, are needed in the presence of non-linear dependence.
Copulas allow for the modelling of the dependence of extreme values and are indifferent to continuously increasing transformations, including non-linear transformations. (Söhnke et al., 2005) (Rachev
et al., 2005, 71-73)
Forbes and Rigobon (2002, in: Söhnke et al. (2005)) stated that when markets become more volatile,
the correlation coefficient is a biased measure of dependence. Furthermore, they stated that no socalled contagion could be detected between markets in financial crisis after accounting for this bias.
An assumption in their model is that the relationship between the markets may be represented by a
constant regression coefficient.
Correlation coefficients are not always biased when market volatility is higher. There is a bias in
market co-movement because of increased volatility in the regression model with homoskedastic
noise term and a constant beta, as Forbes and Rigobon suggested. However, if the variances of both
noise terms are allowed to vary, high volatility periods do not always increase market dependence.
Thus, in general, higher cross-correlations do not result from higher market volatility, which in turn
does not drive market dependence up in a crisis period. Corrections for the bias given by Forbes
and Rigobon are conditional on the direction of market movements. Bartram and Söhnke showed
that correlations are biased measures of dependence when calculated conditional on large market
movements, i.e. outliers. They supported the claim that conditional dependence measures may not be
the appropriate general dependence measures between markets, since the correction for this bias is
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model-dependent. (Söhnke et al., 2005)
Concluding from this result, unconditional correlation coefficients for heteroskedastic real world data
are not necessarily biased and do not necessarily require the adjustment of Forbes and Rigobon. This
means that contagion during financial crisis may be a real phenomenon. If it were a real effect - but is
mistaken as a statistical bias and not taken into account - the benefits of portfolio diversification may
be eroded when needed the most. (Söhnke et al., 2005)
Venter et al. studied a particular class of GARCH models based on open, close, high and low prices.
One assumption of the method includes that the price process follows a lognormal diffusion with constant volatility for that day. From this follows normality of the innovation distribution of the GARCH
model for the return process, which is too light-tailed to be realistic in many practical cases. They referred to the phenomenon of volatility clustering in daily close prices. (Venter et al., 2005, 94)
Furthermore, they pointed out two developments in the area of GARCH-type volatility modelling. On
the one hand, limited historical intra-day data in the form of open, low, high and close prices are often
available and a method has been developed by Lildboldt to use all of this data, rather than only closing
prices when fitting GARCH models. On the other hand, the traditional lognormal diffusion approach
used in GARCH modelling of return series based on close prices has been shown to produce ill-fitting
innovation distributions. They stated that this problem could be overcome by using NIG models
instead. Venter et al. (2005) showed how to combine these two approaches to produce a better fit of
GARCH models for return data based on open, close, high and low prices. Lildboldt’s model was
extended to incorporate the latter approach. (Lildholt, 2002) (Venter et al., 2005)
(Evans and McMillan, 2006, 2) stated that the result of financial research in the field of volatility
modelling is inconclusive about whether the ARCH-class of models outperforms the more simple
ones. Evans and McMillan also referred to the lack of consensus about what the appropriate model
for volatility should be. They tested nine models for daily return volatility from 33 different stock markets and concluded that the GARCH models perform the best in 70% of the cases investigated. Furthermore, models that take long memory dynamics or asymmetry of prices into account are deemed
particularly useful. They found that moving average models provided reasonable forecasts. (Evans,
nd, 0)
Previous studies on stock market volatility are twofold: first, in identifying the best volatility model,
several modelling techniques are applied to only one stock market for model evaluation. Second,
market microstructure analyses focus on one modelling technique for forecasting volatility and apply
this to several markets to investigate volatility transmission (or spill-over) across international stock
markets, and the volatility behaviour of several portfolios. In contrast with these approaches, Evans
and McMillan tested a large number of empirical models and stock markets in their study. Models
ranged from simple pre-ARCH to first, second, and third generation post-ARCH models, namely
GARCH, asymmetric models, and long-memory models. Their forecasting performance was tested
against simple methods that employ smoothing and averaging techniques. (Evans and McMillan,
2006, 3-4)
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Evans and McMillan found that the GARCH model genre provided the best forecast for the vast
majority of their series, although the GARCH model itself did not perform best for any series. The
reason for this may lie in potential asymmetries and long-memory dynamics. The moving average
model gives reasonable forecasts. However, Evans and McMillan did not retrieve a reasonable forecast
from any non-GARCH model, including the exponential smoothing-RiskMetrics type model. (Evans
and McMillan, 2006, 3-16)
The so-called ARCH effect in economic literature represents one feature of (G)ARCH models. It
refers to the slow decay of the autocorrelation function of the squared returns. It may sometimes last
days or weeks. It is important to note that this feature is a model-free property of returns not bound to
these kinds of models and does thus not rely on the GARCH hypothesis. (Cont, 2001, 230)

2.5.3 Volatility Modelling
Volatility modelling has attracted increased attention after the stock market crash of 1987 where
some observers identified volatility as the primary cause for the crash. The first Basel Accord (1996)
set minimum capital reserve requirements for financial institutions proportional to the risk to which
they are exposed. This has furthermore increased the need for volatility forecasts because of their
importance for calculating risk. (Evans and McMillan, 2006, 1)
Zumbach et al. (2002) studied different estimators of volatility especially for high-frequency data with
the aim to characterise financial tick-by-tick processes. The optimal choice of the volatility estimator
remains an open problem and there is no single universally accepted definition. (Zumbach et al., 2002,
20-22)
Volatility is the simplest measure of risk or uncertainty. Bachelier’s random walk model presupposed
a constant volatility, which ample empirical evidence found unrealistic. Instead, the volatility is itself
better described by a random variable.
Two stylised facts related to the volatility are volatility clustering, or long-ranged volatility correlations and the leverage effect, or return-volatility correlations. Volatility clustering involves localised
outbursts, where large changes occur between neighbouring points in the time series. The leverage
effect stems from the negative correlation between past returns and future volatility. (Krivoruchenko,
2004)
Bartiromo (2004) used a continuous time random walk description of stock prices to evaluate the
volatility from intraday data. He supported the viewpoint of financial markets being open systems.
In physical terms, a financial market could be described as an open system because it is influenced
by many external factors, such as geopolitical stability, the economic cycle or monetary policies of
central banks. He found that the process determining market volatility was not stationary, while the
market response to external volatility shocks remained constant over the two year period of the data.
The market response was found to be non-linear and stabilising, which could be attributed to the
action of participants acting on different time horizons.
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Financial markets today, being a quantitative result of human activity, have two main functions. They
should assemble all available information to produce a fair pricing of traded assets and they should
minimise the risk of financial activities by distributing them among all market participants. It is generally agreed that markets do a good job in the case of the first task. However, due to high fluctuations
in prices that cannot be attributed to economic fundamentals alone, concerns have been raised that
markets may not yet be perfectly efficient in fulfilling their second task. (Bartiromo, 2004) (Borland
and Bouchaud, 2005)
Volatility measures market fluctuations and may be defined as the relative standard deviation of daily
price increments on a given time frame, usually one year. However, Bartiromo (2004, 3) stated that
this definition does not allow for a “viable quantitative procedure to actually evaluate this important
parameter since volatility itself is time dependent, often with a short-time constant”. Non-Gaussian
distributions of daily price changes are found for many assets and thus posing challenges for researchers.
Consequently volatility is not as much measured as estimated from empirical data, which naturally
implies that there is little information available about the volatility process on short time scales.
Analysing merely the daily closing price is very restrictive, since a wealth of information given by
intraday data is omitted. The use of intraday data for volatility studies has, according to Bartiromo, so
far been rather limited based on the lack of a validated algorithm to extract the required information.
(Bartiromo, 2004, 1-6)
Price changes show an exponential decay in their autocorrelation function. For example, a data set investigated by Mantegna and Stanley (2000) of the S&P 500 index sampled at a one minute time scale,
shows that after about 20 trading minutes the correlations are at the level of noise. However, Mantegna and Stanley (2000) noted that pairwise independence does not necessarily directly imply that
the price changes are independent random variables. They noted that several studies showed that there
is a much longer time memory in non-linear functions of price changes, such as the absolute value or
the square. Long-range correlations may be found in stock market indices and foreign exchange rates.
(Mantegna and Stanley, 2000, 55,57)
These long-range correlations in squared price changes are a hint that another fundamental stochastic
process, often called the volatility, exists besides the price change itself (Mantegna and Stanley, 2000,
57). The volatility is a derived quantity that describes the propensity of prices to fluctuate (Hsu and
Murray, 2006, 1). An estimation of the volatility could be achieved by calculating the standard deviation of the price changes in an appropriate time interval. Alternative estimation techniques include
averaging the absolute values of price changes, maximum likelihood methods, or Bayesian methods.
Reasons why the study of statistical properties of the volatility itself is important include: (Mantegna
and Stanley, 2000, 57)
• volatility can be directly related to the amount of information that arrives in the market at a
given time,

• volatility can be directly used in ARCH/GARCH models (see Section 2.5.2) in modelling the
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stochastic process governing the price changes,
• volatility is a key parameter in measuring the risk of a financial investment.
The autocorrelation function of volatility may be described by a power-law decay. The power spectrum could be investigated to study long-range correlations in the absolute value of price changes.
Mantegna and Stanley reported a consistency of S&P 500 hourly data with 1/f η behaviour. Studies
of the distribution of the volatility used a log-normal distribution for the centre, while others suggested power-law behaviour. Mantegna and Stanley explained why the two observed facts, namely
volatility correlation and pairwise independence of price changes, do not contradict each other. On
the one hand, the autocorrelation of price changes depends on the second order conditional probability density. On the other hand, the volatility autocorrelation is influenced by higher-order conditional
probability densities. (Mantegna and Stanley, 2000, 57-58)
The volatility of asset price fluctuations is believed to change over time and special models have been
developed that often reflect only a part of empirical observations. (Schulz, 2003, 143) Thus it is not
possible to describe price changes by a strict-sense stationary stochastic process, since the volatility
is time-dependent in real markets. (Mantegna and Stanley, 2000, 58)
A stationary stochastic process implies that the dynamics of a market are the same irrespective of
time. Many statistical techniques may be applied to stationary time series. Stationarity of financial
markets would imply time independent laws governing the stochastic process that underlies the return
process. However, looking at DAX returns from 1975 to 2000, Voit (2005,102) concluded that periods
of higher and lower volatility may be clearly distinguished. These findings raise the question as to
whether the data could be represented accurately with a stochastic process that has constant drift and
a constant volatility.
Formally, two classes of models could be distinguished. Both express fluctuations of the logarithmic
price around its trend by the simple Itô stochastic differential equation. This includes a Wiener process
and a time-dependent volatility. Stochastic volatility models add further Wiener processes controlling
the dynamics of the volatility, while other types of stochastic models assume correlations between
stochastic processes. Conditional volatility models on the other hand contain no further stochastic
processes (Schulz, 2003, 143-144).
Broadie and Kaya studied the stochastic volatility (SV) model of Heston (1993), which models the
variance as a square root process that is correlated with the stock price. (Broadie and Kaya, 2006)
Stochastic volatility models with two sources of randomness are able to generate leptokurtic sequences similar to the ARCH family to the extent that the distribution of return densities has peaks
around their mean value (Schiryaev, 2000, 170).
In linear and non-linear models of financial markets, a basic sequence is usually assumed, which is
the carrier of randomness and which generates the return sequence. The usual assumption is Gaussian white noise. The choice of such a basic sequence reflects the wish to build ‘complex’ objects.
such as the return sequence from ‘simple’ bricks. The sequence formed from white Gaussian noise
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is indeed simple, since it is constructed from independent and identically distributed random variables with a classical normal distribution N(0, 1). In the continuous time case the standard Brownian
motion is used to construct many models of complex structure. It is a continuous Gaussian random
process with homogeneous independent increments, covariance function E(Bs Bt ) = min(s, t) and
the self-similarity property of a Brownian motion. Transformations of a Brownian motion yield again
a Brownian motion. Geometric Brownian motion is of particular interest in mathematical finance
(Schiryaev, 2000, 236-240).
According to Hull, many models for option valuation are based on the geometric Brownian motion
of asset price behaviour, which underlies the Black-Scholes model. To overcome the weaknesses of
the geometric Brownian motion, traders use volatility surfaces. The latter determine a volatility that is
to be substituted into Black-Scholes for the pricing of plain vanilla options. This approach, however,
reveals little about how to price exotic options. Unlike the assumption of the Black-Scholes model,
volatility is not constant over time, but is time-varying. According to empirical findings, volatility
itself is a stochastic process. (Hull, 2006, 561-566)
Hull and White showed how to determine the option price with a volatility that is stochastic, but uncorrelated with the asset price. In the presence of asset price and volatility correlations, additional
challenges arise. Option prices could be calculated with the aid of a Monte Carlo simulation. Alternative approaches to describe a stochastic volatility model is provided by exponentially weighted
moving average models (EW MA) or models of the GARCH family. Stochastic volatility models
could be fitted to the prices of plain vanilla options and then used to price exotic options. (Hull, 2006,
566-567)
Micciche et al. (2002) investigated historical volatility of the 100 most capitalised stocks of US equity markets. They constructed an empirical pdf for the volatility and compared it to theoretical results
from the lognormal pdf and the Hull and White model. They found that both models failed to describe
the pdf over a “moderately large volatility range” (Micciche et al., 2002, 1) and concluded that the lognormal pdf is better suited for describing low volatility values, while the Hull and White model better
approximates the empirical pdf for large volatilities. They also referred to the long-range dependence
of the volatility autocorrelation function, which is not considered in the models they investigated as
these models focus more on a short time memory. (Micciche et al., 2002)
Lillo and Mantegna (2006) studied the statistical properties of a single time series and those of ensemble return distributions via their first two central moments. They found typical ensemble distributions,
with the exception of crash and rally days, as they named them. Ensemble return distributions showed
a qualitatively and quantitatively different behaviour in normal and extreme market days. Furthermore, they reported on the finding that the first two moments are themselves stochastic processes
and fluctuating over time. They stated that to detect the overall complexity of a financial market, it is
necessary to consider the statistical properties of the time evolution of stock prices of a portfolio as
well as the statics and dynamics of the correlations between stocks.
They quantified the variety of a financial market, which delivers statistical information about how

26

different the observed behaviour of stock returns is in a given ensemble of stocks at a given trading
time interval. They observed the distribution of variety and found that it is sensitive to the composition
of a portfolio, particularly with respect to capitalisation. According to Lillo and Mantegna (2006), one
needs to consider not only the statistical properties of the time evolution of the price of each stock,
but also the synchronous collective behaviour of the portfolio. The variety in a portfolio may detect
shocks and aftershocks, which makes it a promising directly observable way to measure the pressure
exerted upon a portfolio, as well as how different its current situation is from typical or normal market
activity.
Voit (2005) also referred to Lillo and Mantegna’s study of the width of the return distribution on each
trading day. He stressed the importance to distinguish the variety of the market as proposed by Lillo
and Mantegna and the volatility. The variety measures the inhomogeneity of the market on a given
day, while the volatility measures day-to-day variations.
The variety may be interesting for investors to gain insight about the width of a distribution of stock
returns for a given time horizon. The power law tails of distributions do not directly provide information about their width. Interesting questions in that respect are raised by Voit (2005, 152):
Why is the probability distribution apparently (almost?) form-invariant under addition of
random variables for the short time scales, although the underlying distributions are not
stable? Why does convergence towards a Gaussian occur only beyond four days? Or why
is it so slow, if we refer to the more gradual convergence of DAX returns? Why do stock
indices have the same power-law behaviour in their return probability density functions
as have individual stocks, although the basic probability distributions are not stable and
many individual stocks are added to produce that of the index?
Voit stated that the answer to these questions has not truly been established at present. He stated
however, that it is likely that it has to do with temporal and interasset correlations. (Voit, 2005, 152154)
Lehnert and Wolff (2004) studied scale-consistent Value-at-Risk (VaR). They reported that Lévy
flights include a method for scaling up from a single-day volatility to a multi-day volatility and used
this rule to approximate future volatility and estimated Value-at-Risk several days ahead. They also
compared this to the popular approach, which is a special case of their method.
Back-testing results suggest that the inclusion of more sophisticated tail properties and the data driven
scaling rule improves the performance of the VaR model significantly for short and long time horizons.
Their approach is easier to implement and is less time and computer intensive as compared to Monte
Carlo simulation methods. They found that the nature of hourly price changes did not cover the nature
of fluctuations on a monthly time scale and statistical properties of monthly price changes did not fully
cover daily price changes.
They reported on the strong non-iid clustering effect found in financial research. GARCH models
account for the clustering property of prices and the non-iid nature of the data. In practice, they stated
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that the comparison of distributional properties of price increments at different time intervals provided
insight into the temporal dependence structure of a time series. The analysis of the time scaling behaviour of financial fluctuations corresponds to the comparison of increments for shorter time scales
t and for longer time scales Nt. This formally corresponds to summing N random variables.
The forecasting of volatilities using parametric models, such as GARCH, could be done with reasonable success. These models often include normal or Student-t distributed error terms and serially
correlated conditional variances if the variance exists. In contrast, Lehnert and Wolff used the truncated Lévy flight as innovations of a GARCH process. They captured conditional fat tails and skewness in financial returns, which are frequently observed. They proposed a new scaling rule to forecast
volatility where the location and scale parameter (volatility) are estimated on one time scale (daily).
They calculated the multi-day (weekly or monthly) values with the aid of the stable property of Lévy
processes.
Their approach led to better forecasts and they reported that scaling rules were known for their improvement of the accuracy of VaR estimates as well as lower estimation errors. Another advantage of
their approach is that the relationship between return distributions for different sampling intervals is
gained through the analysis of return time series on one sampling interval, for example daily. (Lehnert
and Wolff, 2004)

2.6 Alternatives to the Black-Scholes Model
Black and Scholes significantly contributed to the understanding of volatility as well as its importance.
In their paper on option pricing they made the rather strong assumption that volatility is constant and
known. Clearly, when pricing an option, it is necessary to have some information on future volatility
to establish the fair option price and assess risk. An estimate of the actual volatility may be obtained
through the implied volatility. (Schiryaev, 2000, 347-348)
Rachev et al. described alternatives to the Black-Scholes (BS) model, since many assumptions of the
model contradict empirical facts. The volatility smile effect shows that the assumption of constant
volatility cannot be sustained. The implied volatility is the volatility which makes the BS price equal
to the market price. (Rachev et al., 2005, 337) Peters explained that the realised volatility is a statistical
artefact calculated as the characteristic of another process. Thus any study of implied volatility is in
many ways a test of the Black-Scholes formula. (Peters, 1994, 147)
Glassermann noted that most derivative pricing models assumed continuous sample paths. However,
studies have shown that jumps should be included in pricing derivatives. Distributions of price processes with jumps are often leptokurtic with high peaks and heavy tails. (Glasserman, 2004, 134)

The phenomena of volatility clustering , skewness, and heavy tails are also not considered in the BS
model. Therefore, possible variants have been suggested. There are two subclasses of continuous time
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generalisations to the geometric Brownian motion (BM), namely stochastic volatility (SV) models and
local volatility models. SV models try to provide a more realistic stochastic process for the underlying
by introducing a second stochastic process for the volatility. These models were developed by Hull
and White (1987). The second continuous-time generalisation is given by local volatility models based
on the insight that every empirically observed option price structure may be generated by a unique
diffusion process. (Rachev et al., 2005, 338-339)
The failure to explain stock price variation by continuous-path stochastic processes has fostered criticism. In response to it, pure jump models or combinations of jump and diffusion processes have been
introduced by Merton (1976, and also the jump diffusion model, JDM). Large variations in stock
prices could also be explained by Lévy processes or the method of subordination.
Hedging becomes more difficult within the framework of stochastic volatility models. The reason for
this is that it is no longer possible to generate a risk-free portfolio from a European call option and a
fraction of the underlying stock because two risk drivers are now present: random volatility and the
noise in the stock price itself. (Rachev et al., 2005, 340)
Local volatility models are another class of “smile-consistent” option pricing models. In contrast with
stochastic volatility models they retain the desirable property of market completeness known from
the BS model which makes it possible, at least theoretically, to hedge a long position in a European
call by selling a certain number of shares of the underlying stock. The fit of local volatility models
to observed market prices stems from a locally deterministic volatility. This means that the volatility
of tomorrow is random i.e. not known today. However, what is known today is that the volatility of
tomorrow can be described as a function of tomorrows stock level St and the time t. (Rachev et al.,
2005, 341)
In the local volatility model framework, the market is complete and a perfect hedge is theoretically
possible. However, the drawbacks of these models concern the calibration of the model. Available
information is incomplete, since not every option price for every strike price at every maturity is
observable in the market and may also not be reliable. Furthermore, the choice of the functional
form for the local volatility and the fact that the model does not explain market prices, but is simply
calibrated to them which may call for frequent recalibration, also represent major drawbacks. (Rachev
et al., 2005, 342)
Merton developed the first model with jumps in 1976. The jump size is assumed normally distributed.
The current stock price evolves in a small time interval. The return of the stock is composed of a
deterministic drift, a normally distributed noise, and the probability that a jump of a particular average
size will take place. The reasoning behind introducing the jumps is that fluctuations occur in stock
markets that cannot be explained by the small variations allowed by Brownian motion.
The jump risk in the jump diffusion models is assumed to be idiosyncratic and the Merton model
allows the derivation of a pricing equation. Jump diffusion models improve financial modelling by
better describing the variability of stock price evolution. Disadvantages include parameter estimation
which may be difficult or infeasible if based on historical observations. Jump diffusion models may
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not always be able to incorporate the statistical patterns of stock price movements. They may also
result in unreliable prices in the case of illiquid instruments.
An attempt has been made to overcome the unrealistic assumption of geometric Brownian motion
in the Black-Scholes model by directly replacing the risk driver with a process that has heavy-tailed
distributed increments. Empirical observations of heavy-tailed and skewed asset returns motivated
this approach. Two options are available to achieve this objective: subordination and Lévy processes.
The lines that distinguish these two theoretical alternatives are not clear-cut, since many Lévy processes could be represented as a subordinated Brownian motion and many subordinated processes are
equivalent to Lévy processes. (Rachev et al., 2005, 342-343)
Brownian motion remains the assumption for the risk driver in the subordination framework. However, an artificial random clock replaces the physical clock in an attempt to reflect market activity.
High activity of the market corresponds to a faster-running clock compressing the path of the Brownian motion. This gives rise to increased volatility. Similarly, low activity and volatility go together
with a stretched timeframe. Particular subordinators give rise to the well-known Lévy process, which
shows the direct relation of the use of subordination and stable Lévy motion as risk drivers. An advantage of these approaches is that they better capture some statistical properties of return distributions.
Disadvantages relate to the Markovian structure of the processes. As already described in Section 2.4,
a Markov process is memoryless and thus volatility clustering cannot be explained by means of a
Markovian structured model. Disadvantages of the Lévy models include too heavy tails that result in
second or higher order moments or in infinite option prices. (Rachev et al., 2005, 344)
Schnur described mathematical finance models based on Lévy processes that can be classified into two
different categories. Firstly, jump diffusion models possess a finite number of jumps and a Gaussian
element. Secondly, infinite activity models include an infinite number of jumps, but not necessarily a
Gaussian element. As opposed to jump diffusion models, the distribution of the jumps is unknown.
Lévy processes may be constructed in different ways. One possibility is given by the so-called subordination, as mentioned before (Schnur, 2005, 13-14).
In the framework of discrete time models, the Black-Scholes formula still holds when the discrete
counterpart of geometric Brownian motion is used. A positive feature of discrete models is that measured data are always discrete, which makes their estimation easier. However, the discrete model too
has to face the same criticism as the Black-Scholes model, since it cannot explain volatility clustering,
heavy-tailed returns, and the volatility smile. The aim of econometric modelling of financial data is
to accurately capture statistical properties of observations. Statistical characteristics to be captured
include heavy tails, skewed and heavy-tailed residuals, volatility clustering, and long-range dependence in volatility and returns. Market consistent option pricing aims at reproducing the prices of
liquid market derivatives. The framework of VaR estimation and risk management is more concerned
with the former aim, while the pricing of illiquid instruments places more emphasis on model price
reliability. Existing models focus either on the first or on the latter task. (Rachev et al., 2005, 345-346)
Rachev et al. proposed three models to enhance the modelling power of the Black-Scholes model.
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Firstly, Duan (1995) assumed a GARCH-driven return volatility to explain volatility clustering and
symmetric volatility smiles. It lacked the ability to capture the leverage effect and the left-skewed and
heavy-tailed residuals.
Secondly, the Heston-Nandi GARCH option pricing model (2000) had a quasi-closed-form solution
for the option price, which is advantageous if model parameters are calibrated to market prices. The
leverage effect is partly explained by the correlation in the model between the variance and stock
returns. Efficient calibration, but not an explanation of option prices, may be achieved through this
model.
Lastly, Rachev (2005) described the GARMAX model of Menn and Rachev (2004). It provided a
satisfactory statistical fit to historical data while seemingly being able to explain the market prices of
liquid instruments. It is similar to the Duan model, the main difference being the choice of distribution
for the innovation process. The normal distribution is replaced by a class of smoothly truncated stable
(STS) distributions. The main advantage of this methodology is that it is reliable in the risk-neutral
setting for pricing purposes and under an objective measure it is important for risk management and
forecasting. Despite the fact that the model overcomes many disadvantages of previously described
models, Rachev et al. stated that a large-scale study still needs to investigate its superior performance.
(Rachev et al., 2005, 347-349)
Broadie and Kaya (2006) studied the simulation of stochastic volatility and other jump diffusion processes. They noted that the dynamics of the state variables in financial models are usually specified by
stochastic differential equations (SDEs). If these yield closed form solutions, Monte Carlo methods
could be used to generate an unbiased estimator of the price of a derivative security. One could generate many sample paths of the state variables, evaluate the payoff for the derivative for each path, and
then retrieve an estimator of the derivative price through discounting and averaging over all paths.
Discretisation of the time interval introduces some bias in Monte Carlo simulation when applied to the
dynamics of state variables that do not yield closed form solutions. An important problem for price
estimations in this context is that the magnitude of the bias is unknown, making confidence intervals
difficult to establish. (Broadie and Kaya, 2006)

2.7 Chaotic Time Series Analysis and Long-range Dependence
Chaotic time series analysis aims to determine whether a data series that initially appears random
has been generated by a chaotic process. A chaotic attractor, which has a fractal dimension, may
be extracted from a chaotic time series. Thus, performing chaotic time series analysis, involves the
search for the dimension of its attractor. The higher the dimension, the more complex is the process
that generates the time series. Edwin Hurst developed the rescaled range (R/S) analysis during his
research on discovering the optimal capacity of water-reservoirs. It could be used to detect long-term
memory in stock market prices (Auckenthaler and Mettler, 1994, 15-18) (Lo and MacKinlay, 2002,
147).
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2.7.1 Rescaled Range Analysis
The rescaled range (R/S) analysis is one possible approach to test time series for chaotic behaviour.
It involves the so-called Hurst exponent, or Hurst coefficient. This coefficient reflects the degree to
which the time series deviates from white noise. R/S analysis helps to detect phenomena in statistical
data, such as cluster property, persistence (in following a trend), strong after-effects in prices, long
memory, fast alternation of successive values (anti-persistence), the fractal property, and the existence
of periodic and aperiodic cycles (Schiryaev, 2000, 367).
R/S analysis provides another way to quantify the correlation between points in a time series. The
Hurst exponent measures the smoothness of the time series, where an uncorrelated sequence produces
Brownian motion with H = 0.5. Processes with 0.5 < H < 1 are also denoted as Lévy flights and
for 0 < H < 1 we refer to fractional Brownian motion (fBm). H > 0.5 values imply persistence
(positive correlation), which lets the trajectory tend to continue in its current direction and produce
enhanced (anomalous) diffusion. On the other hand, H < 0.5 processes show anti-persistence (negative correlation) where the trajectory tends to return to the point from which it came, suppressing
diffusion. (Sprott, 2003, 226-227)
Intuitively it is obvious that the range of price variation increases or decreases depending on the
time horizon (T ). For an observed random time series it could be shown that this range increases
proportionally to T 0.5 (T H , where H = 0.5). Hurst divided the range by the standard deviation to
standardise the variations in time.
The case of H = 0.5 corresponds to a random time series, 0 ≤ H ≤ 0.5 to an anti-persistent

time series (positive correlation of subsequent price changes, the lower H the more pronounced this

behaviour), and 0.5 ≤ H ≤ 1 refers to a persistent time series. The terms, biased random walk or

fractional Brownian motion are used, where values of H other than one half lead to stationary, but not
necessarily independent increments. (Schiryaev, 2000, 371) (Peters, 1994)
Chaouachi (2006) states that the assumption of independent asset prices provides only a crude approximation of the real correlation structure of a time series. The existence of long memory in financial
asset prices has important implications for modern financial theories concerning financial market efficiency and may explain a possible enduring discrepancy between prices and fundamentals. The findings of Hurst (1951) were formalised by Mandelbrot, Van Ness, and Wallis (1969) to model long-term
dynamics using a single parameter, the Hurst exponent (H). On practical grounds ARIMA(p, d, q)
processes have been further generalised to ARF IMA (auto-regressive fractionally integrated moving
average) models. (Chaouachi, 2006, 3-4)
Long memory processes may be defined in the temporal and spectral domain. Firstly, they exhibit
an autocorrelation function that decreases hyperbolically instead of exponentially for short memory
processes. In the frequency domain, long memory processes are characterised by an unbounded increasing spectral density when the frequency tends to zero. The spectral density of a long memory
process thus has a pole at frequency zero as opposed to short memory processes with finite and pos-
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itive values at low frequencies. The distinction between a short memory process and a long memory
process could be made in terms of the speed of convergence (geometrical or hyperbolic) of the autocorrelations towards zero. (Chaouachi, 2006, 3-4)
The Hurst exponent, resulting from R/S analysis, helps in detecting the presence of long memory and
in the classification of time series according to their memory or dependence structure. The R/S statistic, QT is a function of the deviations of a series from its average. It is asymptotically proportional to
T H , where the constant of H, 0 < H < 1 is the Hurst exponent. (Chaouachi, 2006, 3-4)
H≈

logQT
logT

(2.5)

For the case of stationary and independent or slightly dependent series, the R/S statistic should
behave asymptotically like T 0.5 . Chaouachi (2006, 5) summarised some explanations of time series
behaviour on the basis of a non-trivial Hurst exponent. If a series deviates from the T 0.5 behaviour, it
could be due to the series not following a normal distribution, but instead a distribution that exhibits
excess kurtosis (coefficient of flatness) and asymmetry (skewness). This explanation was first given
for the Hurst phenomenon, but has been invalidated since a counter example is given by the lognormal
and the Cauchy distribution. Thus Chaouachi (2006, 5) stated that the R/S statistic is independent of
the form of the marginal distribution.
Other explanations involve the appropriate size of T to check the asymptotic law as well as the nonstationarity of the series. The underlying idea for this is the similarity in the behaviour of a nonstationary and a long-memory series. A study on the water level data of the Nile river revealed that
stationarity could not explain the Hurst phenomenon.
Chaouachi (2006, 5) noted that the non-stationarity of the series could lower the R/S statistic, so in
order to interpret the Hurst phenomenon correctly, it is necessary to make the series stationary before
applying the R/S analysis. The R/S statistic is particularly interesting because it is able to detect
non-periodic cycles of all periods.
If H = 0.5 : the process is reduced to standard ARMA process and does not have any long-term
dependence structure. Such processes are for example white noise, or processes with a short memory.
Since the term, short memory, implies that there is a memory, this could be called a misnomer in this
context since it means to denote a memoryless process.
0 < H < 0.5 : the process is anti-persistent. The autocorrelations alternate in sign and the spectral
density is dominated by high-frequency components (Chaouachi, 2006, 5).
Bassler et al. showed that a non-trivial Hurst exponent does not necessarily imply long time correlations, such as those of fractional Brownian motion. They were able to construct Markov processes
with a Hurst exponent H 6= 0.5. However, by nature Markov processes have no long time correla-

tions. Using scaling solutions of Fokker-Planck partial differential equations they concluded that a
Hurst exponent H 6= 0.5 simply implies that the process has non-stationary increments.
The Hurst exponent described the scaling of the variance of a stochastic process X(t). Using methods
from statistical mechanics, they found that Hurst exponents H 6= 0.5 are consistent with Markov
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processes and the efficient market hypothesis (EMH, see Sections 3.2 and 3.7). No information about
autocorrelations can be inferred from a Hurst exponent alone, since a Hurst exponent that is different
from 0.5 in a Markov process X(t), describes non-stationary increments and not autocorrelation in
X(t). (Bassler et al., 2006)
Kalisky et al. claimed that the origin of the empirical observation of volatility correlation is still unclear. The same holds true for the exact relation between the correlation in the price series and the
correlations of the absolute value of the price series. Natural systems often behave in an irregular and
complex fashion that seems to be arbitrary, but a closer analysis reveals that they often have a scaleinvariant underlying structure and are correlated. Long-range correlations are usually characterised
by scaling laws where the scaling exponents quantify the strength of these correlations. However, it is
clear that the two-point long-range correlations reveal just one aspect of the complexity of the system
under consideration and that higher order statistics are needed to fully characterise the statistical properties of the system. The two-point correlation function is usually used to quantify the scale-invariant
structure of time series (long-range correlations), while the q-point correlation function quantifies
higher order correlations. (Kalisky et al., 2004)

2.7.2 Long-range Dependence in Time Series
Long-term memory components in asset prices have important implications for financial decisionmaking. If stocks were long-range dependent, decisions on optimal consumption, savings and portfolios may become extremely sensitive to the investment horizon. Furthermore, continuous time
stochastic processes commonly used in derivative pricing are inconsistent with long-term memory.
Traditional tests of the Capital Asset Pricing Model (CAPM) and the Arbitrage Pricing Theory (APT)
are no longer valid, since the methods employed are not compatible with persistent time series.
Lo and McKinlay distinguished between long-range and short-range statistical dependence by describing the notion of strong mixing that is widely used for measuring short-range dependence. It
measures the decline in statistical dependence between events separated by successively longer time
intervals. In a strong mixing time series, the maximal dependence between events at any two dates
becomes trivially small as the time interval between these dates increases. (Lo and MacKinlay, 2002,
147-149)
Long-range correlated stochastic processes are not stationary and are characterised by a power-law
autocorrelation function. 1/f noise is an example of a long-range correlated stochastic process. Its
autocorrelation function lacks a characteristic time scale. In order to mimic a 1/f noise over a given
frequency interval, one would need an infinite number of characteristic time scales. When only finite
accuracy is required, a finite number of characteristic scales is sufficient. (Mantegna and Stanley,
2000, 49)
Mikosch and Starica found that ARCH and GARCH models have very good mixing properties,
excluding the long-range dependence (LRD) property. They provided an alternative explanation of
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the LRD effect using non-stationarity of the time series. ARCH processes are particularly popular
for modelling log-returns of stock indices, foreign exchange rates, or share prices. Together with
stochastic volatility models they are the standard models in financial econometrics literature. In 1982,
Engle introduced the ARCH(p) process (ARCH of order p).
Mikosch and Starica stated that little is known about the theoretical (probabilistic) properties of
ARCH and GARCH processes, although they maintained that a pure theorist and a practical econometrician would not agree with this statement. The process (Xt ) is non-linear. The improvement upon
the class of auto-regressive moving average (ARMA) models comes at a cost. Mikosch and Starica
state that except for a few exceptions, namely the ARCH(1) and GARCH(1, 1), it is not possible to
decide in general whether a GARCH(p, q) process has a strictly stationary version. Furthermore, not
much is known about the tails of the marginal distributions of (Xt ), and very little about the finitedimensional distributions, i.e. the dependence structure. According to Mikosch and Starica, almost
nothing is known about the theoretical properties of multivariate extensions of ARCH-type models.
Standard GARCH models are unable to explain long-range dependence. They give a reasonable fit
to log-returns only for short time horizons and have to be updated frequently. LRD and IGARCH
effects in log-return series may both be due to non-stationarity. (Mikosch and Starica, 2003, 441,
456-457)

2.7.3 Chaos and Non-linearities in Exchange Rates
Stocks and bonds represent securities that have an investment value. Contrary to these, currencies are
traded equities with no investment value. The return from currencies is based on speculation. In this
sense, currencies are equivalent to purely speculative vehicles. (Peters, 1994, 37)
Ellis (1992) investigated daily spot rates of the Yen, Dollar, and German Mark and tested for low
dimensional deterministic chaos, using two methods: the correlation dimension and the Lyapunov
exponent. She contrasted the approach of non-linear modelling with linear or log-linear models as
well as the news model, which failed to provide a satisfactory fit, an explanation or prediction of
exchange rate movements. (Ellis, 1992, iv: 1-2)
She described how linear models could have only a single equilibrium, while non-linear models are
characterised by multiple equilibria. Furthermore, in non-linear models, shocks are not necessarily
reversible. She detected ARCH effects and non-linear means using time series methods to test for
non-linearities in the mean and the variance. (Ellis, 1992, 4-6)
The origins of chaotic models lie within physical sciences, but they are increasingly used in economic
applications. Schulz reports chaotic behaviour in a monopolist framework (Schulz, 2003). Ellis describes the appeal of non-linear dynamics. Different behaviour is allowed in such a framework. A
variable that follows a non-linear process can follow three possible options. It may converge to a
fixed point, a cycle (meaning oscillation between two or more points), or converge to an aperiodic
cycle, which represents chaos. Ellis defined chaos and focused on chaos in the Li-Yorke sense. (Ellis,
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1992, 36-37)
The correlation dimension test for chaos aims at distinguishing random (high-dimension) from low
dimension deterministic systems and may also shed some light on the underlying structure of the
system. It measures the dimension of a strange attractor, a subset of the space vector. The correlation
dimension presents a lower boundary on the dimension of the state space, which means that it calculates the minimum number of degrees of freedom that are needed to parametrise the system dynamics.
(Ellis, 1992, 51)
Before applying ARCH models to the exchange rates of interest, Ellis also referred to the concepts
of leptokurtosis and volatility clustering. These stylised facts often lead to the replacement of normal
distribution with members of the stable Paretian family. She quoted a study by Baillie and Bollerslev
(1987 in: Ellis, 1992, 63) which found diminishing leptokurtosis of exchange rate distributions as the
observed frequency increases. This finding is not in line with the stable Paretian hypothesis. ARCH
processes converge to normality under temporal aggregation. Ellis was able to capture most nonlinearities in the exchange rate data with ARCH effects. (Ellis, 1992, 62-63)
Ellis developed a simple model to show how chaos could possibly arise in a non-linear exchange rate
system. From this she hypothesised that chaos could also be possible in more complex systems. In
the empirical part of her study she reported no evidence of chaos for the Mark data as measured by
correlation dimension estimates and Lyapunov exponents. She found a low-dimensional structure in
the Yen, but it failed a test for chaos. She concluded ARCH effects to be important for the Mark
series as well as non-linearities in the mean and the variance in the Yen. However, the study did not
support the hypothesis that the investigated exchange rate series were chaotic. (Ellis, 1992, 136)
Another study of chaotic exchange rate models was undertaken by de Grauwe et al. (1995). They
proposed several approaches for chaotic models of exchange rates. A simple monetary model with
the assumption of speculators using different information sets for forecasting the future exchange
rate, gives rise to several real world phenomena. (de Grauwe et al., 1995, 163)
They described rescaled range analysis as well as chaotic time series analysis with attractor reconstruction on the basis of the time delay method (Packard et al., 1980, Takens, 1981). They analysed
the Yen, Pound, and German Mark rates using these methods and found chaos in specific time periods
(de Grauwe et al., 1995, 226) They stated that the existence of non-linearities was necessary, but not
sufficient for a process to be chaotic. (de Grauwe et al., 1995, 243)
Several statistics to test for non-linearities and arguments against the rational expectations paradigm
were presented. They suggested certain theoretical models based on chaos theory where two classes
of economic agents, namely fundamentalists and chartists, act. For each class, different information
sets about market conditions are important. (de Grauwe et al., 1995, 256)
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2.8 Multifractals
As mentioned before, the Gaussian random walk model of Bachelier did not pass empirical tests despite its long history, once large data samples became available in the financial environment. Particular challenges to this original model are posed by the non-Gaussian distributions of price fluctuations,
the persistent non-linear temporal correlations and the intermittent behaviour that may be found in all
time scales. Financial models to describe stock market dynamics based on fluid turbulence evolved
and these will be described in Section 3.3. Multiplicative cascades are an important ingredient of these
models. These processes generate multifractal signals with a continuous spectrum of scaling indices
f (α). (Kwapien et al., 2004, 1)
A fractal is a mathematical concept involving scale-invariance. In the context of fractal time series,
this concept will be described in more detail in Section 4.2. Multifractals are interesting in the context
of high-frequency stock returns. Multifractal scaling generalises random walk scaling. It can only
hold over a finite time interval. Multifractal behaviour of signals has been found for many different
financial markets and products. Two factors believed to trigger multifractal behaviour of signals are
non-linear time correlations between present and past events, as well as the fat-tailed probability
distributions of fluctuations. (Kwapien et al., 2004, 1-2)
Diffusion processes play a major role in mathematical finance. Fickian diffusion proceeds proportion√
ally to t whereby a scaling diffusion that proceeds like tH with H 6= 0.5 is called non-Fickian, or

anomalous. Mandelbrot showed that the inequality H 6= 0.5 may stem from either of two possible

properties of a process. These are the nature of the individual steps and jumps in this diffusion or

the nature of the interdependence between these steps. The statistical procedure R/S analysis could
distinguish and separate these two possible sources of non-Fickian diffusion. R/S analysis is one
of the tools for studying global (long-term) dependence. When the non-Fickian anomaly stems from
the first possible aspect, Mandelbrot referred to isodiffusion. Similarly, when there is also a contribution from the dependence rule, he spoke of heterodiffusion. Meso-diffusion is an intermediate case in
which R/S analysis indicates that dependence is local, while it is in fact global. (Mandelbrot, 2001,
155-157)
A random walk (RW) on the line is an example of “normal” or Fickian diffusion. It is a function
of integer time with independent and identically distributed (iid) steps X(n) of zero mean and finite
variance. The central limit theorem (CLT) states that for large t, XΣ (t) = Σtn=0 X(n) diffuses like
√
√
t. This implies that XΣ / t oscillates up and down without converging to either 0 or ∞. In “non-

Fickian” cases, XΣ (t) diffuses like F tH , where the prefactor F plays the role of a standard deviation

and H 6= 0.5.
Global dependence between the addends (Joseph effect) and/or infinite variance (Noah effect) may
be the reasons for an anomaly that continues for t → ∞. Mandelbrot proposed a classification of

different forms or “states” of diffusion based on the comparison between the two exponents H and L.

H is called the “actual exponent” and L is the “latent exponent” that prevails after the time sequence of
the X(t) is shuffled at random. H − L = 0 characterises isodiffusion and H − L 6= 0 heterodiffusion.
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According to Mandelbrot (1998), the distinction between global and local cannot really be defined in
unarguable mathematical terms. Σtu=0 X(n) is replaced by XΣ (t). Diffusion concerns the behaviour
of the cumulative function XΣ (t). Two forms of statistical dependence may be distinguished for a
non-periodic process, namely local (or short, short-run, short-term) and global (also long, long-run,
long-term).
According to Mandelbrot “for very non-Gaussian processes, Fourier analysis is either meaningless, or
at least very difficult to interpret” (Mandelbrot, 2002, 161). Multifractal measures aided in resolving
difficulties related to the interpretation of R/S. (Mandelbrot, 2002, 157-161, 603-605) Two problems
inherent in R/S analysis need to be kept in mind according to Mandelbrot. Firstly, when the sample
variance S 2 (t, δ) rapidly converges to a finite population variance, the ratio R(t, δ)/S(t, δ) yields no
value and introduces bias. Secondly, the standard relation R/S ∼ δ 0.5 is not always a sign of local
dependence. (Mandelbrot, 2002, 484) (Mandelbrot and Wallis, rint, 967)

GARCH assumes a purely local form of dependence. Fractionally integrated GARCH (F IGARCH)
is an attempt to include in the GARCH model a global correlation patterned after fractional Brownian
motion (fBm). Mandelbrot states that this attempt has been ineffective and that objective tests were
unconvincing. Fisher, Calvet, & Mandelbrot (1997) produced synthetic records that in no way look
like the actual data. Most economic time series do not fulfil the independent Gaussian ideal. Discrepancies are twofold: local or high-frequency effects and global or low frequency effects. (Mandelbrot,
2002, 605)
Bouchaud and Potters (2003) emphasised that the distribution of price increments on scale N strongly
depends on N, which is in contrast to what would be expected in case of a Brownian random walk.
Here the distribution would be Gaussian for all N. Empirical distributions on short time scales are
strongly non-Gaussian and become increasingly Gaussian with increasing N. He continued to describe a multifractal effect which is related to the intermittent nature of the volatility. This generally
gives rise to an “apparent or approximate multifractal behaviour” (Bouchaud and Potters, 2003, 125).
A truly multifractal stochastic volatility model as well as the Bacry-Muzy-Delour (BMD) model,
which resembles the multiplicative cascade model of Mandelbrot and collaborators is described in
the following. Bouchaud and Potters (2003) stated that multifractal scaling can only hold over a finite
time interval. (Bouchaud and Potters, 2003, 123-127)
Bouchaud et al. (2003) investigated the apparent multifractality in detail. They found multiscaling
behaviour in a stochastic volatility model resulting from very long transient effects that stem from
the long-range nature of volatility correlations. They warned that the multifractal behaviour observed
may be misleading, since it could be caused by crossover effects that do not correspond to true asymptotic behaviour. They recommended empirical studies of the crossover effects to analyse the moments
as well as the cumulants. Another finding published in the article included a new family of stable
laws for sums of correlated random variables for growing volatility correlation with time. They remarked that “it would be very interesting to characterize the attraction basin of these new stable laws”
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(Bouchaud et al., 2003, 7).
Voit also described the construction of the increments of a multifractal time series. It was defined
as the result of a log-normal cascade with each sub-interval interpreted as a time step. He referred
to Mandelbrot, Calvet, and Fisher who used this time series to transform chronological time tn to
a multifractal time Θ(t). This multifractal time is to reflect the empirical observation that markets’
activity is highly non-stationary. Quiescent periods alternate with more highly frequent trading. Θ(t)
increases quickly in periods of heavy trading and becomes slower when the trading activity takes
place on a larger time scale. Such a Θ-time was found empirically for foreign exchange markets and
was used for option pricing theories. (Voit, 2005, 192)
Voit presented the multifractal model of asset returns, which uses deformed time as the risk driver for
a fractional Brownian motion process. There is, however, only weak evidence of a non-trivial Hurst
exponent and Voit states that there may be little difference in using the multifractal Θ-time series in an
ordinary Brownian motion. An important difference between ordinary (non-fractal and monofractal)
processes and multifractal processes is in the determination of the random variable. In the case of an
ordinary stochastic process, the next value of a random variable could be determined from the past
time series and an innovation, a new random increment. The time series may be continued as long as
desired.
Multifractal time series have also been formulated in a way that constructs the entire time series in
one step. In the cases described before, this applies to the cascade generating the multifractal time,
while the stochastic process that is driven by the Θ-time follows the usual rules. (Voit, 2005, 192-193)
Borland and Bouchaud mentioned a drawback of multifractal models. Most of them are strictly time
reversal symmetric and lack an intuitive interpretation in terms of agent-based trading models (Borland and Bouchaud, 2005, 2). Agent-based trading models will shortly be described in Section 3.4 on
market microstructure.
Constantin and Sarma (2005) analysed stock price fluctuations as a non-Markovian stochastic process
using the first-passage statistical concepts of persistence and survival on minute-to-minute and higher
frequency stock market recordings. They found an interesting feature known from turbulent fluids,
namely extended self-similarity. From the view of financial stocks as complex, non-linear, open systems characterised by a large number of parameters, they exhibit among other features, multifractal
behaviour. It is still an open question whether or not multifractality is intrinsic or apparent. Multifractal models such as, for example, the multifractal random walk may explain the absence of correlations
between price variations and long-range volatility correlations. Multifractal models can also be used
to account for the asymmetry of the volatility-return correlation function.
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2.9 Summary
Chapter 2 commenced with a historical overview on the development of statistical approaches to
financial markets and to determine volatility. The description of possible stochastic variables of financial time series and a brief discussion of the Markov horizon and memory in financial prices on
different time scales were provided. Points for modelling the volatility were highlighted in the next
three sections focusing on the statistical analysis of financial markets from a more general perspective,
the empirical statistical properties (stylised facts), and (G)ARCH-type and other volatility models.
Chaotic time series analysis with a specific attention to a study on foreign exchange rates, as well as
multifractal models, followed the description of alternative approaches to the Black-Scholes framework. The next chapter will focus on modelling techniques of high-frequency exchange rates and
will highlight points that are interesting to consider before applying the MF-method of this study to
financial data.
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Chapter 3
Existing Approaches to
Modelling/Forecasting Financial Asset Price
Movements
3.1 Introduction
This chapter introduces more specific approaches relevant to the analysis of high-frequency foreign
exchange rate data, which are relevant for this study. The analogy of financial markets and turbulence,
market microstructure concepts, possibilities for forecasting financial markets as chaotic dynamical
systems, and methods from machine learning - namely evolutionary computation, genetic programming with an application for volatility forecasting, and Neural Networks - are reviewed. After describing models that have been developed as a consequence of prices showing non-linear and nonstandard
characteristics, the chapter ends with a discussion on market efficiency and the random walk character
that the market is on occasion assumed to reflect.

3.2 High-Frequency Data
Vast data bases of financial transaction information are collected and stored in computers. Financial
transaction records depend in nature and format on the financial asset itself and the institution collecting the data. Data have been recorded on a daily basis since the 19th century, with a sampling
frequency of 1 minute or less since 1984 and tick-by-tick since 1993. (Mantegna and Stanley, 2000,
34)
Mantegna and Stanley (2000) investigated the volatility of the S&P 500 high-frequency data and
detected a daily cycle with a period of 6.5 trading hours. Related to this, they found almost periodic
behaviour in the foreign exchange market with peak activity corresponding to the time of day in
different regions of the world. (Mantegna and Stanley, 2000, 41)
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According to Alexander, investigations of financial data reveal that market prices are not completely
random. Findings from tests of dependencies on different markets and for different frequencies indicate that non-linear dependencies are present in financial returns and that particularly at the intra-day
frequency, prices do not follow a random walk. This contradicts the efficient market hypothesis as it
is commonly defined. (Alexander, 2001, 390)
However, Olsen et al. proposed that the concept of market efficiency, despite its shortcomings, should
not be abandoned. The view of financial markets as a zero-sum game has its merits from a static point
of view. Olsen et al. referred to the dynamic and more complex nature of reality. They explained
that a view of markets that is closer to reality should incorporate different relaxation times and time
components, as well as heterogeneous expectations. They coupled the weak form of efficiency with
the rational expectation model, concluding that not all available information could be reflected in
current market prices. (Olsen et al., 1992, 1,5)
This claim is consistent with profit making and does not discount the efficient market hypothesis in
all its forms. Financial data can be predicted, particularly at high frequencies, but because of the nonlinear dependence structure of high-frequency data, linear statistical models are inappropriate to use
for the prediction of high-frequency data. Non-linear models have been developed to address these
shortcomings.
Tick data of bid and ask quotes occur at random times and are thus inhomogeneous and not equidistantly recorded. Many time series analysis methods require the data to be equally spaced, which in
turn requires the sorting of the data within a fixed time bucket. One may record the open, low, high,
and closing values as well as the volume of trading activity in each n-minute interval of the time
series. A closing price is usually inferred by averaging the latest bid and ask quotes during the interval. The data constitute quotes only and not actual transaction prices, which should be taken into
consideration by filtering out unwanted quotes. (Alexander, 2001, 391)
Continuous tick data, such as exchange rate series, also cover periods such as weekends and public
holidays where activity is much lower than during typical trading days. Usually these periods are
ignored, since long series of zero returns distort the statistical properties of prices and returns. The
data used in this study were retrieved from Reuters and F inam (Russian financial services provider)
where data for most of the weekend were not made available.
Autocorrelation properties were studied for high-frequency financial returns. Little could be found in
returns, except for some negative autocorrelation at very high frequencies. However, squared returns
show a high degree of autocorrelation. This conditional heteroskedasticity increases with increasing
sampling frequency. (Alexander, 2001, 391)
The Autoregressive Conditional Duration (ACD) model reflects price durations (intervals between
trades or between price changes) in an alternative way. This parametric model has been developed
for high-frequency exchange rate or stock market data where the expected duration between trades
depends on past durations. The model is similar to the GARCH model.
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The effects of news arrival and other public information on market activity have also been studied
using parametric models. A study by Almeida et al. (1997) showed the short-time (meaning no more
than a few hours) effect of macro-economic news on the USD − DEM exchange rate. Their results

propose an increase in volatility of returns and the volatility of the bid-ask spread because of news
activity. (Alexander, 2001, 392-394)
Autocorrelation statistics for squared returns are entirely different to their non-squared counterparts
in that high positive autocorrelation may be detected. This triggered research in GARCH volatility
models for very high-frequency data. High-frequency data represent the microstructure of financial
markets, meaning the finest resolution of measurements capturing market activity.
The positive relationship between trading volume and volatility has triggered research to analyse the
high-frequency irregularly spaced data. An operational time determined by the transaction volume
or volatility is calculated by mapping calendar time to operational time. The total volume of quotes
is constant in each interval by sampling the price quotes at irregularly spaced intervals. (Alexander,
2001, 394-395) Zumbach suggests that, because of the limitations of volatilities computed with daily
data and some statistical considerations, one should rather use intraday data for the calculation of
accurate volatility estimates. (Zumbach et al., 2002, 1)
Long-term memory of prices implies that prices do not react instantaneously to information that enters
the market, but that they rather do so gradually depending on the efficiency. This property implies that
past price changes are relevant for predicting future price changes. While time series of prices do not
show memory, many studies have shown that the volatility process may be characterised by strong
long-term memory. This relates to the clustering effect of return time intervals. Oh et al. studied
the long-term memory property of financial indices and exchange rates and possible causes using
detrended fluctuation analysis. Results showed deviations from the random walk hypothesis and the
efficient market hypothesis given by the stylised facts of financial time series. (Oh et al., 2006, 1)
Data are filtered with the AR(1) and GARCH(1, 1) models to represent short-term memory and
volatility clustering. They also calculate the Hurst exponent of the return series, which shows that it
is a random walk process (H = 0.5) while the volatility series shows long memory with the Hurst
exponent between 0.7 and 0.9. In investigating data of different frequencies (e.g. 1 minutes, 5 minutes)
and their autocorrelation function, it was found that high-frequency data were more correlated than
data of lower frequencies. The study by Oh et al. analysed return volatility using the series of the
absolute value of standardised returns, the magnitude series |Rt |. Detrended Fluctuation Analysis

(DF A) quantifies the long-term memory property of financial time series using the Hurst exponent.
For calculating the Hurst exponent, the mean is subtracted from the series and the series are then
divided into subsets of the same length n. In each subset, the trend is estimated using ordinary least

squares expressed as yn (i). The yn (i) is subtracted from the accumulated y(i) in each box, removing
the trend. From the result of this procedure a fluctuation magnitude is calculated for every subset. A
scaling relationship results from this procedure applied to every scale n where the Hurst exponents
reflect different correlation characteristics. (Oh et al., 2006, 1-2)
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Oh et al. found that volatility clustering may cause the long-term memory of volatility. All foreign exchange and index data used in their study showed significant long-term memory in the volatility series,
but not in the return series. The property diminishes when the data is filtered with the GARCH(1, 1)
process, which suggests that it can be linked to the volatility clustering property of the financial time
series. The difference between non-filtered and GARCH(1, 1)-filtered data is more pronounced for
high-frequency (1 or 5 minutes) data as compared to daily data.
A further property that becomes apparent in high-frequency data is a higher autocorrelation of highfrequency data, which could be a possible cause of the long-term memory. The volatility clustering
effect has been used to explain the long-term memory property qualitatively. Oh et al. (2006, 4-6)
suggested that this stylised fact is related to the long memory, where in the case of the high-frequency
data, other factors in addition to the autocorrelation, such as long tails, could be used to explain the
long-term memory property.
In order to understand modern financial market dynamics, statistical properties of price fluctuations
have been researched for a long time. Wang et al. (2005) also found the logarithmic changes of stock
prices to be uncorrelated, while the absolute values of this quantity are long-term power-law correlated. For statistical systems, the time resolution of records is an important aspect. The system may
exhibit diverse behaviour in different time windows of width ∆t. Thus there seems to be universal
structure for stocks, not only in different companies, but also in each stock with various time resolutions. (Wang et al., 2006, 2-3)

3.3 Exchange Rates and the Turbulence Analogy
Foreign exchange markets are naturally suited for statistical studies because of the high quality and the
amount of data they generate. No business time restrictions exist, since forex markets are continuously
open, except perhaps for a few annual worldwide holidays. The markets are extremely liquid with a
huge trading volume of the order of 1012 US dollars, roughly comparable to the gross national product
of Italy. (Voit, 2005, 182)
Several research studies used the analogy of financial markets and turbulence. Parallels include the
tent-shaped probability density function for short time scales, which changes to a more parabolic
(Gaussian) density for longer time scales. This means that the probability density function is not
form-invariant under rescaling as has been established on stock market data, at least for not too long
time scales. (Voit, 2005, 183)
Other possible analogies include the scaling of the moments in markets and turbulence. According
to Voit (2005), a strong similarity, maybe even a true mapping, may be postulated between turbulence and foreign exchange markets. The cascade model for turbulence may then serve as a reference
point for a similar cascade model of financial markets. In such a model, the energy of hydrodynamic
turbulence would correspond to information in foreign exchange markets and the spatial distance to
a time delay. The phenomenon of intermittency where laminar periods are interrupted by turbulent
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bursts could be compared to volatility clustering. Lastly, the energy cascade in the space hierarchy
corresponds to an information cascade in the time hierarchy of foreign exchange markets.
The construction of such a cascade model for financial markets is not all that far-fetched, since volatility is a long-range-correlated variable and can, in principle, be predicted. The better our understanding
of the driving mechanisms of the stochastic volatility process are, the better possible forecasts would
be.
The search for a stochastic process across time scales in financial markets, inspired by the turbulence
analogy, goes along the line of a stochastic cascade across spatial or time scales. When investigating
turbulence of a fluid, one observes the manner in which energy is transferred to successively smaller
scales after the injection of energy into a system on a larger scale, such as stirring a bucket of water.
A qualitative parallel in interpreting this approach to financial systems would be the injection of
information into the system on a large scale. From this follows the investigation of the reactions to
this information down to successively smaller scales, culminating with the individual investor.
The analysis of velocity fluctuations in turbulence and index or exchange rate changes in financial
markets could both use the same statistical methods. Both systems are characterised by known but
unsolvable equations of motion, while a basic mathematical description of the process is still lacking.
Analogies between turbulent flow and financial markets include the phenomenon of intermittency,
which may be compared to volatility clustering. Furthermore, both systems are characterised by a
gradual convergence to a Gaussian attractor in probability.
However, distinctions should be noted since the pdfs have different shapes. Furthermore, the probability of a return to the origin behaves differently. Turbulence does not show a scaling regime, while
for index changes Mantegna and Stanley found a scaling regime over a time interval of more than
three orders of magnitude. Another difference includes the anticorrelation of velocity fluctuations as
opposed to index (or exchange rate) changes that are essentially uncorrelated. There is also no analogy for the 2/3 law for the evolution of the variance of velocity fluctuations that could be relevant for
price dynamics. (Mantegna and Stanley, 2000, 88-97)
A very plausible explanation of the information cascade model, applied to heterogeneous financial
markets, is based upon the presence of different types of traders. Having in mind different investment
time horizons, these take into account different sets of information in different relevant time scales.
Day traders keep track of the volatility in very short time intervals, while a long-term investor does not
even perceive short-term volatility because he does not check this often enough. Interestingly, looking
at the statistics retrieved from the market place, the different behaviours of the players operating as
financial agents can be detected. Various actors leave quantitative footsteps behind in the form of
correlations between volatilities. (Voit, 2005, 184-186)
Zumbach explains how the emerging pattern of a volatility cascade from low frequency to highfrequency is different to turbulence. In turbulence, the vorticity at a given time scale is related to
vorticity only at nearby time scales. In finance, changes in volatility trigger a response on all shorter
time horizons. (Zumbach and Lynch, 2001, 5)
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3.4 Market Microstructure
Studies on market microstructure attempt to determine the influence of trading mechanisms on price
formation. Organisational market features, as well as the behaviour of traders, are able to influence the
trading volume, the degree of liquidity and transaction costs, price volatility and information processing. Traders may be distinguished according to their risk aversion, liquidity needs, asset preferences,
beliefs, information and how they learn from it, and their reaction dynamics. There may be a connection between the trading process and the statistical properties of asset returns, such as non-linearity,
non-normality and volatility clustering. (Hasbrouck, 2004, 2-3)
Thus not only the volatility estimated from data plays a role, but also the volatility as it is perceived at
the moment and anticipated in the future by a group of market participants. Investor types are classified and collective phenomena triggered by microscopic movements (individual decisions) could also
be detected. Macroscopic effects resulting from microscopic events are detectable by the statistical
analysis of ensembles.
Hasbrouck referred to a starting point of market microstructure in a paper by Garman (1976). This
paper depicted the temporal microstructure as an important aspect that could describe some aspects of
the markets. The term temporal is used to signify moment-to-moment aggregate exchange behaviour.
(Hasbrouck, 2004, 10)
Zumbach (2001) pointed out some differences between market agents in terms of their geographic
locations, individual preferences, economic expectations, information sets, present market positions,
education, risk aversion or professional constraints. Market participants could also be characterised
based on their characteristic time frame: intra-day speculators, market makers, day traders, and portfolio managers rebalance their positions every week, while pension funds and central banks operate
on a monthly scale. These factors distinguish participants and their circumstances. Yet, he noted, at a
given point in time, the market is in agreement on one thing: a price. Why then could the mechanism
of its formation not follow certain rules that may be quantified and modelled? (Zumbach and Lynch,
2001, 2)
Calamia noted that dynamic properties are often studied without incorporating explicitly the institutional structure that allows the formation of prices. Especially in the long-term such market related
microstructure aspects are of lesser importance. However, for high-frequency data these effects are
certainly important and may help explain regularities in financial price changes. (Calamia, 1999, 3-4)
Market microstructure models model the formation of prices through the trading process and the
interactions of trading decision rules (Calamia, 1999, 17). Structural and organisational characteristics of competing markets, alternative hypothesis on investors’ behaviour, as well as their learning
process and interactions among heterogeneous traders, are important to consider in these modelling
approaches. The increased use of high frequency data has stimulated research on the short-run dynamics of prices where complex interactions among heterogeneous agents and resulting aggregate
dynamics are studied (Calamia, 1999, 33).
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In studying trading activity in the foreign exchange market, Evans found that the short-term volatility of exchange rates largely derives from sampling the heterogeneous trading decisions of a usually slowly changing equilibrium distribution. Furthermore, contrasting the assumptions of traditional
market models, he claimed that public news is rarely the predominant source of exchange rate movements over any time horizon. (Evans, nd, 2)
Krawieckia et al. considered a microscopic model with interacting agents, where the strength of the
interactions between them changes randomly over time. This leads to volatility clustering and probability distributions of returns close to the ones found in practice. In contrast to many other multi-agent
based stock market models, laminar phases and chaotic bursts become more distinct as the number of
agents increase. (Krawieckia et al., 2002, 1-5)
The search for a general model of social impact aims to investigate the source of exchange rate dynamics for simulating financial time series. Agent interactions change randomly around the value at
which the phase transition between the disordered and ordered state occurs. The thermodynamic limit
reduces the macroscopic system dynamics to the mean-field dynamics governed by the average interaction strength. Krawieckia et al. (2002) noted that, interestingly, the details of the interactions among
pairs of agents, and the details of the variation of the mean interaction strength seem unimportant for
the qualitative result.
They showed that some empirical properties like volatility clustering and a power law distribution
of returns result from attractor bubbling, which appears in their model in the limit of many interacting agents. The market is seen as a dynamical system with an extreme kind of intermittency. Their
model is different to other related models that take self-organised criticality into consideration and
include time-dependent interactions between agents. Their model quantitatively reflects multi-agent
dynamics. Necessary conditions for the applicability of their model are random fluctuations in time
of the average interaction strength between agents (corresponding to their average reaction to price
changes), an uncertainty of decision making, which is seen as analogous to thermal heat bath dynamics in the thermodynamic limit, and some small additive noise that simulates the effect of the external
environment. (Krawieckia et al., 2002, 6-7)

3.5 Viewing Financial Markets as Chaotic Dynamical Systems
In chaotic dynamical systems, two initially neighbouring points diverge from each other at an exponential rate, at least over the short-term. If financial markets were better described by a deterministic
model rather than a stochastic model, this would mean that very short-term predictions should be
more accurate than predictions of the long-term. A difficulty in the application of chaos theory is that
the equations that govern an attractor may possibly not be specified because of the dimensionality of
the attractor. According to Alexander (2001, 401), financial markets are unlikely to be governed by
deterministic equations since, especially for high-frequency data, stochastic components are dominant. However, high-frequency data fulfil the necessary data requirement for tests for chaos. Even if
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evidence of chaos may be detected, it would simply signal that an initially very small measurement
error would result in very large prediction errors except for very short-term forecasts.
Some modelling techniques developed in the context of chaos theory may be applied to forecasting financial quantities. Methods testing for chaos, nearest neighbour algorithms and the extension
of the latter to multivariate embedding methods, have recorded successes with high-frequency data
prediction. These will now be described briefly.
In 1981, Takens provided a theorem for time delay embedding. The concept refers to estimating the
dimension of any chaotic attractor by embedding a time series into a higher (m-)dimensional space.
In mapping each point of the time series to a point in m-dimensional space the time ordering of
the univariate time series is not apparent any more. However, if a strange attractor is present, the
time ordering is revealed by a pattern, which these embedded points generate. A system governed by
chaotic dynamics will involve an attractor with a finite, positive fractal dimension. (Alexander, 2001,
402)
The analysis of histograms, that will be described in the following chapter, also loses some time
ordering information since a histogram series is constructed from the time series. Thus frequency
information within a certain time interval is retained. From this perspective on the data, Shnoll et al.
and other studies of the phenomenon hope to better understand different kinds of chaos. As will be
noted in Section 4.2, they also call for further investigations relating to the obvious fractality found in
the near zone effect of their studies.
Chaotic dynamics may also be detected by finding the largest Lyapunov exponent, which measures
the average rate of exponential divergence of neighbouring trajectories. It represents a measure of
sensitivity to the initial conditions. (Alexander, 2001, 403)
Studies mentioned by Alexander (2001, 403) on the S&P500 , the NIKKEI25 , the DAX30 and the
F T SE100 equity indices found non-linear dependence of returns but no indication of low-dimensional
chaotic processes. Problems with such studies in general are related to the sample size. A rather large
sample of at least 100 000 points is required to provide accuracy. In this context a large data set unfortunately does not ensure that wrong conclusions would not be drawn. Secondly, even a small amount
of noise in the data cannot be detected by the mentioned methods. Thirdly, for the measurement of
the correlation dimension in the context of estimating the fractal dimension of the strange attractor,
a ball in m-dimensional space is used to count the points within it. Results of this counting are quite
sensitive to the choice of its diameter. Furthermore, for the correct interpretation of results the time
series need to be stationary.
Research in this area provides evidence in favour of, as well as against chaos in capital markets.
Empirical methods used in these studies do not all meet the criteria mentioned above. Alexander
(2001, 403) stated that algorithms aimed at detecting chaos could only be applied to high-frequency
data prediction of the very short-term.
Nearest neighbour prediction methods map each historical point into m-dimensional space through
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time delay embedding. This results in a pattern of historic data points. The prediction from the current
point in time maps this point using the same embedding as has been used for the historical data. The
nearest neighbours to the mapping of the current point in Rm are selected and their first coordinates
are used as data on the explanatory variable in a univariate prediction model.
Traditional time series prediction methods use points immediately preceding the current points. Nearest neighbour prediction methods use a different approach, since points from the history of the time
series according to their similarity to the current point are used, where the meaning of similarity is
defined by the embedding.
Two approaches may be used to apply nearest neighbours in forecasting. Firstly, an m-dimensional
ball of fixed radius is used to select the nearest neighbours to be used for a prediction. Naturally,
only few neighbours will be identified for a forecast of extreme points. Secondly, a fixed number n
of nearest neighbours can be determined beforehand, which will result in different distances between
possible nearest neighbours. The Euclidean distance is used to measure distance. If markets are fairly
stable, the distances between the n nearest neighbours and the current points would be relatively
small, while they would be large for markets that record frequent extreme events. (Alexander, 2001,
405)
Nearest neighbour algorithms are based on univariate time series. They may be extended to a multivariate framework where more information about the market microstructure and possible interdependencies could be incorporated. Possible variables used as a predictor include the trading range,
the trading volume, and the bid-ask spread, where each could be measured on different time scales.
The embedding needs to be specified, which is a subjective task. The number of nearest neighbours
or the ball radius, as well as the best prediction method, need to be found in a similar fashion to the
univariate case. (Alexander, 2001, 406)

3.6 Machine Learning Techniques in Finance
3.6.1 Evolutionary Computation
The high computational complexity of many problems in finance, such as constrained portfolio selection and non-linear time series prediction, necessitates a search for optimal or near-optimal solutions
within reasonable computing time. Schlottmann and Seese (2004) describe heuristic approaches in finance as alternatives to classical approximation algorithms. After introducing local search algorithms,
simulated annealing, threshold accepting, tabu search and their uses to solve financial problems, they
described evolutionary computation (EC) and successful applications thereof in finance in more detail.
In the 1950s EC came into being. The development of Evolutionary Programming (EP) in the 1960s
was followed by Genetic Programming (GP). Further developments in this field were the Genetic
Algorithm (GA) and Evolution Strategies (ES). Evolutionary approaches have interesting theoretical
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properties and have been applied successfully in research activities since the 1990s.
GAs are randomised heuristic search algorithms that work in line with the Darwinian survival of the
fittest in evolution processes found in nature. A set of n solutions to a problem represents the population or generation where each element is called an individual. The decision variables are transformed
into gene strings by the algorithm. Each element of the decision variable space D becomes a string of
digits and characters in the search space of the algorithm through a one-to-one function mapping. The
element in the decision variable space is called phenotype and the genetic counterpart in the search
space is the genotype. (Schlottmann and Seese, 2004, 331-338)
The algorithm starts the selection process with an initial population, a fitness function defined on the
set of possible genotypes S or the set of possible phenotypes D. This problem-specific function defines the quality of the solution and takes problem parameters and constraints into account. According
to the fitness value of the individuals, the selection for reproduction from the current population takes
place where fitter individuals are more likely to survive and reproduce. The selection mechanism is
to guide the process to the most promising solutions to achieve the task of the GA. This task lies in
the exploration of the search space to find globally optimal and feasible solutions. (Schlottmann and
Seese, 2004, 333-339)
Genetic (or variation) operators can be added to the process to modify selected individuals where an
exchange of gene strings takes place to produce new offspring. A problem-specific cross-over probability comes into play through the variation operator. This operator is to guide the simulated evolution
process through the search space. Mostly, in addition to the variation operator that exchanges genetic
material among individuals, GAs also employ a second variation operator called mutation, which randomly changes the genes of selected individuals. This adds new, previously unexplored, solutions to
the population. The next generation of each step of the selection process could either be composed of
the best individuals from the parent population, or from the joint population of parent and offspring
individuals. (Schlottmann and Seese, 2004, 340)
A Markov chain may model the search process to find global optimum solutions according to the
fitness function and properties of the search space. Challenges of this genetic modelling approach are
the choice of proper fitness functions, selection mechanisms and variation operators and parameters.
All of these choices are not necessarily independent of one another.
Concerning financial applications, a group of individual entities (traders) may be modelled observing
asset prices or the like and from this build individual investment decisions. The built-in adaptation
mechanism could serve the purpose of changing the investment strategy based on historical information. Another application is in the classification of patterns in financial data for the purpose of
evaluating counterparties in credit scoring models, detecting insider trading, or successful trading
strategies in the stock market. The authors provided an example of a modified GA framework that
recorded success in foreign exchange trading strategies on historical data. It discovered successful
strategies using a split population of individuals of different mutation probabilities. It yielded higher
mean returns with similar return standard deviations. (Schlottmann and Seese, 2004, 339-340)
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3.6.2 Forecasting Volatility with Genetic Programming
This section draws a line between Genetic Programming (GP) and the GA approach described above.
It then continues with a specific modelling application for volatility forecasting.
GP uses the same concepts on selection, reproduction and mutation as GA. The difference between the
two lies in the representation of the genes of individuals of the population. Koza et al. (1999) (Koza
(1992), Koza (1994)) point out that “Genetic programming is an extension of the genetic algorithm
in which the genetic population contains computer programmes”. In the GA framework the genetic
representations are single solutions. The GP algorithm uses genotypes that represent programmes acting as candidates for solving the problem at hand. Koza’s Automatically Defined Function represents
programmes by a syntax tree of variables and operators that could be used to formulate mathematical expressions. Each programme of the population, at any time step, evaluates input parameters of
the problem. A process that yields the fitness value of each programme is analogous to the fitness
evaluation of individual solutions of the GA. (Schlottmann and Seese, 2004, 341)
GP may be applied to approximate a priori unknown functional dependencies, where a function
describing their dependency is to be found from given inputs and outputs. This has been applied
to American put option evaluation of non-dividend paying stocks, to support investment decisions
with a decision tree. The GP approach yielded better results (higher excess returns) for a problem,
as compared to linear classification and a problem-specific Artificial Neural Network (for Neural
Networks see Section 3.6.3). Other applications included solving a multi-period constrained asset
allocation problem of an Italian pension fund and the study of properties of artificial financial markets.
(Schlottmann and Seese, 2004, 341-342)
In section 2.5.2 the simplest volatility clustering (GARCH) model was described. It only includes
an exponential autocorrelation function for the volatility. Thus it captures the volatility clustering
only at one time horizon (long- and short-range with α and β). Furthermore, studies mostly use
daily data. Higher frequency data, on the other hand, widen the scope of volatility forecasting, since
the statistical uncertainty decreases and intra-day effects become relevant while problem complexity
increases. Using high-frequency data result in better short-term volatility estimations and pose new
challenges. Zumbach et al. used GP to discover new types of volatility forecasting models for foreign
exchange (FX) rates at hourly frequency. (Zumbach et al., nd, 1)
Zumbach et al. stated that volatility forecasting is a function fitting problem. The realised volatility
is seen as a function to be found by using a causal information set. The GP method employed by
Zumbach et al. is used to search the space of programmes for an individual programme that solves
a particular problem. It simulates an evolution process with a selection mechanism of the survival of
the fittest. Genetic cross-over and mutation of the solutions selected determine the characteristics of
the offspring in the next generation. (Zumbach et al., nd, 2)
According to Zumbach et al. - despite the great number of variations - no single volatility forecasting
model is able to explain all empirical facts of foreign exchange time series (Zumbach et al., nd, 16 et
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sequ.). Similarly, Cont (2000, 233) stated that the stylised empirical facts of asset returns are model
free, since they do “not result from a parametric hypothesis on the return process but from rather
general hypotheses of qualitative nature”. Thus they embody constraints to which a stochastic process
that aims to model them should adhere, in order to reproduce accurately the statistical properties of
returns. He also noted that no existing model succeeds in representing all the empirical characteristics
at once, which shows that they are indeed quite constraining.
A study by Zumbach et al. investigated the realised mean daily volatility from hourly returns. Except
for very short time intervals, foreign exchange price changes show no autocorrelation of returns and
no correlation between the return and the volatility. The study was restricted to forecasts of future
volatility and not on joint forecasts of the return and future volatility. Generated GP trees provide
volatility forecasts based on previous returns, which are then compared to theoretical ARCH volatility models. The models use high-frequency price changes of one hour to construct a volatility forecast
of one day. A third benchmark they use is given by the F IGARCH model where a fractional difference operator sees to it that the long memory of the volatility is included. Lastly, the long memory
Heterogeneous ARCH (HARCH) is based on many independent volatility components evaluated at
different time horizons. The HARCH effect was already mentioned in Section 2.3. The GP results,
as measured by the RMSE, are consistently better than the benchmark models in and out-of-sample.
The authors concluded that GP models could assist in finding good volatility forecasting models without any overfitting of the data sets. They also found a dependency of the realised volatility on the past
price evolution to which they devoted another publication. (Zumbach et al., nd, 17)

3.6.3 Financial Forecasting with Neural Networks
The development of the very large research field on artificial Neural Networks, or Neural Networks,
had several motivations. Primarily, a computer programme was to be designed that could learn from
experience. This would propose an alternative to existing techniques where “rules were coded directly
in the computer” (Noorgaard et al., 2000, 3).
Usual techniques for time series prediction employ techniques for parameter estimation that are basically linear. This is a problem, since economic and financial time series are probably derived from
non-linear processes, because the underlying system is rather complex. Schulz (2003, 213) stated
that “this non-linearity controls the stochastic contributions, which in a linear forecasting theory are
assumed to have a Markov character”. Furthermore, he explained that in a real complex system, although not necessarily in the mathematical model, stochastic terms may also have a memory, which
linear forecasting equations ignore. According to Schulz (2003, 214), the use of Neural Networks
may in general be interpreted as “a step back from rule-based models to data-driven methods”.
Alexander also stated that dependencies between high-frequency data are non-linear. Significant linear
dependencies exist between squared returns, which is - unfortunately for predictive modelling - not
very interesting, since it is more important to forecast the sign as compared to the magnitude of a
return. Neural Networks are non-linear statistical models that have been used in financial markets
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and exchange rates, as well as for the development of prediction algorithms, such as technical trading
rules for stocks and commodities. Neural Networks are able to fit any non-linear function with any
degree of accuracy. They are designed for modelling arbitrary non-linear effects. The formulation of
an underlying model of the process is not necessary. Compared to standard linear models, greater
emphasis must be placed on preprocessing the input data. (Alexander, 2001, 396)
As the name already suggests, a biological parallel may be drawn to this statistical method, since
Neural Networks operate in analogy with the human nervous system. The functioning of the brain is
to be captured using this method. The human brain is a very efficient information processing system,
since many tasks are carried out faster than the speed a computer could achieve. (Haykin, 1999, 1)
Another physical analogy was also pointed out by Schulz (2003, 214-218) where particular choices in
the construction of a Neural Network correspond to the so-called Ising model with Glauber dynamics.
Neural Networks (NNs) are a non-linear forecasting method. NNs require knowledge about a system
that is difficult or impossible to specify. Furthermore, a large set of observations need to be available
before Neural Networks could be useful. The NN approach is parameter-free, meaning that no information about the system that generates the signal is needed. This makes the system a black box with
inputs and outputs. A forecast with a suitable accuracy is retrieved by determining the output when
only the input is known. The learning takes place from so-called training patterns that are presented to
the network. These change the network structure and weights in response to the output error. (Schulz,
2003, 218)
In a Neural Network, weights connect the nodes or computational models. The weights adapt during
use to improve performance. The resulting high performance could be ascribed to interconnections
of the simple computational elements. This is equivalent to the idea of cellular automata. Neural
Networks and cellular automata share the interconnections between their nodes. However, unlike
most cellular automata models, Neural Networks possess many nearest neighbours and thus a dense
interconnection. (Schulz, 2003, 219)
A particular version of Neural Networks have a so-called layer structure. Since they contain no loops,
they are sometimes also called filters or feed-forward networks. (Schulz, 2003, 213-218) Two categories of Neural Networks may be distinguished, based on their feedback mechanisms. These are
feed-forward networks (no loops) and recurrent networks (loops, feedback).
A multi-layer perceptron is characterised by a layered architecture. It matches outputs with targets
that capture a desired response. In a financial context, the price could be the target variable to be used
in forecasting. Neural Networks may also be used to estimate the parameters of a distribution. The
network matches observed returns with predicted returns within the training data set to obtain the
target response. (Alexander, 2001, 396)
After the data input in a multi-layer perceptron has entered into input nodes, it passes through several
hidden layers through the connections of the network and then finally reaches one or more output
nodes. Transfer functions in the hidden layers introduce the typical non-linear twists. If more than one
layer is present they are usually organised such that layers of non-linear and linear transfer functions
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alternate. In general, the Neural Network structure is dependent on the number of layers, the nodes
per layer, restrictions on possible connections between the nodes, and the form of transfer functions:
These functions have to be differentiable. They are usually monotonic and s-shaped to compress the
input from an infinite range to a finite interval on the real line. Transfer functions may differ across
nodes, not necessarily because of a different functional form, but because of differing parameters.
(Alexander, 2001, 397)
The parameters of the network are estimated through a training set of data. The network is trained
starting from some initial values of the parameters and using a type of performance measure to compare the results from the output nodes with observed targets. In the course of this procedure iteration
on the performance measure for output results is used to estimate the weights and biases. This process
is called backpropagation. For comparing the output of a Neural Network with its target output any
standard performance measure may be used (Alexander, 2001, 396-400).
The three attributes that define a Neural Network are thus the topology, node characteristics, and
training patterns stored in the values of the weights. The way a Neural Network stores the training
pattern is paved by the learning procedure. Here, the adaptability of the network refers to the ability
to react to the environment through a learning process. The environment of the present focus is the
market that is determined by widely unknown internal dynamics. (Schulz, 2003, 221)
This learning procedure aims to iteratively update the weights of an adaptive system so that the difference between the prediction of the Neural Network and the real system to be forecasted is optimised.
Ideally, after the training process the Neural Network would have captured the relevant properties of
the unknown system by adapting to changes in the environment and forgetting the past when the latter
is no longer relevant. (Schulz, 2003, 221-223)
Since Neural Networks are able to make the fit of the required targets such that the errors in the
training data become arbitrarily small, the network needs to be prevented from overfitting to stop
the optimisation before the fit becomes too close, which would most likely result in poor out-ofsample performance. A cost of complexity could be included for the performance measure, where
over-complexity is penalised during training. This approach, as opposed to the approach described
before that, prevents the network from overfitting, and does not include the modeller’s subjective
judgment of when to stop the optimisation procedure. (Alexander, 2001, 401)
Constructive learning is another learning procedure which focuses on the change of architecture or
topological interconnections of the network during training. There are NNs that include the possibility
of changing their topology during the learning procedure, the so-called ontogenic Neural Networks.
Constructive learning techniques use network pruning and network growing to add to or reduce the
size of a given Neural Network. The growing mechanism starts out with a rather simple Neural Network, while the pruning starts with a rather large one. (Schulz, 2003, 223)
After training patterns have been formed, Neural Networks could be used to predict trends. After
the training phase the output of a Neural Network builds a pattern only from the last input according to its internal dynamics, which could be interpreted as a forecast. Many situations in business
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and finance may be found where Neural Networks are put to use. Schulz (2003, 224) mentioned one
approach where different forecasting Neural Networks are coupled with a few output nodes. A master network or some other procedure compares the final results of the networks. A simple average
could be employed in the comparison procedure. The simple average can also be exchanged with a
weighted average that takes into account the effectiveness of the Neural Network through a Bayesian
analysis. Through continuous replacement of old patterns with new data, reasonable predictions of
an increase (or decrease) of a stock may be achieved. Neural Networks may also be used to predict
bankruptcy, evaluate credit applications, optimise portfolios, classify consumers and demands, and in
project management (Schulz, 2003, 225).
Dunis et al. summarise recent research in volatility modelling, such as the large literature on GARCH
modelling for volatility forecasting. The RiskMetrics method developed by JP Morgan (1994) to compute VaR for risk management purposes is derived from a standard GARCH(1, 1) model. The use
of genetic programming as an alternative to GARCH and RiskMetrics is evaluated in their study.
They used non-linear nonparametric Neural Network Regression (NNR) and Recurrent Neural Regression (RNN) and found, when comparing the outcomes of these methods with several benchmark
models, that they could significantly outperform GARCH models. This decreases the adequacy of
GARCH-type models for volatility forecasting and for managing market risks. The authors stated
that Stochastic Variance (SV ) models are not yet as popular as GARCH-type models in empirical
discrete-time finance applications. (Dunis and Chen, 2004, 1-4)
Research on non-linear effects in the conditional variance function found that the realised FX volatility
has non-linear features. From this follows that GARCH(1, 1) and SV models have only a limited
predictive power for FX volatility because of their linear specification. For high-frequency FX data,
the predictive power of a nonparametric NNR model is superior to a GARCH model. NNR and
RNN models perform very well in terms of FX volatility forecasting accuracy and in terms of option
trading efficiency. Dunis et al. also stated that the combination of forecasts provides better results over
time than forecasts of a single model that stays constant. (Dunis and Chen, 2004, 4-5)
Dunis et al. use 16 linear and non-linear models for different time horizons. Benchmark models used
are two simple naive random walk models and the RiskMetrics Volatility because of its popularity in
risk measurement. Furthermore, the GARCH model and mixed models are also used. Many research
papers have used the GARCH model and its extensions to measure the volatility of financial time
series. FX volatility is time-dependent and it is to be expected that model parameters would change
over time. This presents a fatal drawback of fixed-parameter models. Dunis et al. stated that some
would consider Neural Network Regression (NNR) to be the state of the art in forecasting methods.
They are used for determining the relative importance of an input (or a combination of inputs) for
predicting an outcome. (Dunis and Chen, 2004, 10-15)
This forecasting technique may be successfully applied to foreign exchange rates, improving FX
volatility forecasting accuracy and option trading efficiency. Combining different models in general
helps to improve forecasting accuracy. They assess the different models, not only in terms of forecasting performance, but also in terms of VaR implementation and trading performance. (Dunis and
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Chen, 2004, 19-20)
Dunis et al. concluded that statistical forecasting accuracy is not the only determining factor for
VaR efficiency or trading performance. The study aimed at improving financial risk management by
investigating the ability of 16 volatility models to predict the EUR/USD and USD/JP Y exchange
rates. Mixed models were a valid alternative to a single model. Mixed models performed best in terms
of forecasting accuracy, risk management efficiency and FX trading performance. Using currency data
sets for the modelling of volatility, mixed models, NNR and the combination of model performed
the best.

3.7 Financial Market Efficiency and Random Walk Character
The efficient market hypothesis (EMH) presumes that stock price processes are Markov processes,
where the price movement at one instant in time is only dependent upon the current level. The absence
of linear autocorrelations is often interpreted as a sign of the validity of the efficient market hypothesis.
The reasoning behind this is that if price changes were to be significantly correlated, this could be
used to devise a strategy and draw profit from it. This concept, called statistical arbitrage, would tend
to reduce correlations above a certain short time scale, which is the time the market needs to react
to information. Organised futures markets report a correlation time of several minutes and foreign
exchange markets are even faster to incorporate information. Mandelbrot expressed this idea stating
that “arbitrage tends to whiten the spectrum of price changes” (Cont, 2001, 229).
Because of this property, traditional signal processing techniques, such as autocovariance analysis and
ARMA modelling in the time domain or Fourier analysis and linear filtering in the spectral domain,
cannot distinguish between returns and white noise. Thus the need for non-linear measures for the
dependence properties of asset returns arose. From high-frequency return series of transaction prices,
the negative autocorrelation at very short lags of typically a few trades is found. This is explained by
the bid-ask bounce where transaction prices tend to settle either close to the ask or closer to the bid
price, therefore bouncing between the two. There are also negative autocorrelations at the first lag in
bid or ask prices themselves, which implies a fast mean reversion of the price at the tick frequency.
This may be because of the action of a market maker. (Cont, 2001, 229)
Random walk models of prices where the returns are seen as independent random variables, have been
inspired and developed because of the absence of autocorrelations. The absence of autocorrelations
does, however, not imply the independence of the increments. Independence would imply any nonlinear function of returns to not exhibit any autocorrelation, which is clearly false. Absolute or squared
returns, simple non-linear functions of returns, are persistent , or significantly positively correlated.
This quantitatively signifies volatility clustering. Thus log prices cannot be seen as random walks, as
previously pointed out in more detail in Section 2.5. (Cont, 2001, 230)
The autocorrelation function (ACF) of squared returns is sometimes used to measure volatility clustering. Originally, the ACF was developed to analyse dependence in Gaussian time series and linear
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models. For these kinds of series the ACF captures the dependence structure correctly. However, the
dependence structure of non-linear and non-Gaussian time series, such as those created by financial
markets, should also be evaluated with other tools. The heavy-tailed nature of these series can hinder
the correct interpretation of the sample ACF. The many non-standard statistical properties of financial
time series invalidate many econometric testing procedures used to detect and measure dependence.
Furthermore, Cont noted that the incorporation of the phenomenon of volatility clustering is not yet
established in practice. (Cont, 2001, 230-231)

3.8 Summary
This chapter drew attention to more specific modelling methods applied to high-frequency data and
foreign exchange rates. Analogies between the statistical analysis of financial market volatility and
velocity fluctuations of fully developed turbulence in fluid dynamics, were described. Market microstructure effects as well as financial market forecasting based on chaotic time series analysis were
discussed in more detail. General machine learning concepts, techniques and their applications to financial processes were also briefly discussed. These included evolutionary computation and genetic
programming, as well as Neural Networks for financial forecasting. The last section pointed out the
need for non-traditional tools to describe dependencies in financial markets. The next chapter employs a measuring technique that characterises different features or focuses on a different aspect of
financial time series. In chapter 5 of the study this technique will be applied to currencies and equity
index data.
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Chapter 4
Background and Methodology of
Macroscopic Fluctuations in Financial Data
4.1 Introduction
The approach followed by Shnoll is explained in detail, and the methodology to be followed in this
study to gain an increased understanding of financial time series variability, will be analysed in this
chapter. The methodology used to detect the macroscopic fluctuations (MF) effect involves several
issues. These are the formation of discrete states, the near zone (or near neighbour) effect (where
histogram shapes are more likely to be similar when they occur in successive or close time intervals),
the periodic recurrence, namely periodical manifestations of similar histograms linked to calendar
time (or trading time for financial systems), and synchronous variation of histogram shapes. The
latter corresponds to a time difference of zero between similar histograms across different data sets.
Furthermore, the methods used in this study will also test whether different asset classes show the
effect of synchronous variation, which would confirm Shnoll’s findings regarding synchronous variation in different processes. The investigations of synchronous variation of two different asset classes
(index and exchange rates) show that the effect could be found for processes of a different nature.
If histogram shapes of indices and exchange rates show common patterns this would be similar to
Shnoll’s findings where parallels in histogram fine structure analyses were found in physical and
chemical processes that are measured simultaneously.
The process that generates the fluctuations is largely unknown. The analysis does not presume the
existence of Shnoll’s findings. The financial time series will be pre-processed, transformed to variables of interest for the histogram analysis, and tested for the effects that Shnoll et al. recorded for
other stochastic processes. Simple and straightforward methods for testing the financial data will be
employed. The major goal of this study is to investigate an alternative perspective on correlation using
financial time series. The existence of histogram (frequency distribution) patterns of the log prices and
their changes will be tested. This measure can widen the understanding of price process behaviour of
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intraday financial data and may thus be helpful in financial risk management and forecasting.
Firstly, self-similarity and several other important theoretical concepts for the Shnoll effects will be
described. A discussion will then be devoted to the sensitivity of measurement errors to time. The
findings of Shnoll as well as a previous study of the phenomenon that did not use financial data
but other randomly generated time series will also be discussed. The result of Shnoll’s histogram
shape comparison is a distribution of the time differences between them. This shows some of the
macroscopic fluctuations (MF) effects already mentioned in Chapter 1. This chapter will then explain
in detail the challenges to be met when applying the MF method to financial data. After these have
been put into perspective, they will be applied in Chapter 5.

4.2 Self-Similarity
The notions of self-similarity and self-affinity refer to the property of an object to be similar on
different scales. A self-similar structure appears about the same on a small and on a large scale or at
different resolutions. A plot of share prices on a yearly, monthly, weekly or daily scale is difficult to
distinguish if the axes are not labelled. (Embrechts et al., 2003, 541)
The simplest non-random fractals decompose simply into smaller parts that appear exactly similar to
the whole. The transformation from each part to the whole takes place linearly, which changes circles
to circles on another scale. Self-affinity is a generalisation of self-similarity in that the transformations
from a whole to its parts are affinities, i.e. “they are linear but at least some of them change circles
into ellipses” (Mandelbrot, 1999, 20). This means that the scaling factors used in the transformations
may not be the same in all directions, whereas for self-similarity the scaling factors are the same.
An early application of a fractal pattern to financial markets was suggested in the 1930s and is still
used today in technical analysis. R. N. Elliot used wave patterns and ratio analysis based on patterns
seen in nature as well as the golden ratio (using φ = 0.618034...) to analyse and predict market
movements. However, Peters (1994) stated that the Elliot wave principle cannot be termed fractal
because of the definition of a fractal. Elliot claims to have found the same pattern on specific time
scales. If Elliot claims the existence of the same basic pattern in weekly, monthly, and daily price
movements, this means that characteristic time scales exist. If the characteristic time scales of month,
week, and day - and not the time scales in between - show this pattern, the term fractal should not be
used, because the lack of a characteristic scale defines a fractal and is not met.
Frost and Prechter noted that Elliot’s wave theory does not reject the idea that exogenous forces influence patterns in the stock market. They referred to studies about connecting sunspot frequency and
stock market prices. This approach reminds one of the cosmophysical explanation given by Shnoll
et al. to explain the phenomena that they attribute to macroscopic fluctuations. A possible explanation provided by research on sunspot frequency and finance is that changes in the magnetic radiation
influence the mass psychology of investors in particular and people in general. Frost and Prechter
also noted studies on changes of human behaviour correlated with planetary and lunar cycles. Ap59

proaches such as these are used for stock market prediction. Elliot’s wave theory explains the patterns
it encounters in price movements, using only the mental and emotional makeup of persons and resulting behavioural tendencies in social situations (Prechter and Frost, 2001, 189-190). They noted that
“if those tendencies are triggered or tied to exogenous forces, someone else will have to prove the
connection” (Prechter and Frost, 2001, 190).
The concept of scale-invariance applied to finance could be useful. Assuming one knows the right
scaling factor, one could draw conclusions and extrapolate (predict) factors from a short time scale
to a longer one. After elaborating on an example of water flow in rivers, Embrechts et al. (2003,
542) stated that “changes of scale in ‘time’ determine in a specific way changes of sale in ‘space’, for
instance the values of a price” (Embrechts et al., 2003, 542). They further stated that this extrapolation
is limited to time and space intervals that still make sense and that care has to be taken in the choice
of the scaling factor to avoid physically impossible outcomes.
In the context of stochastic processes, self-similarity is clearly defined with reference to the underlying
distribution rather than by the sample paths, as is suggested by Elliot’s wave theory. According to
Embrechts (2003, 542), the property of self-similarity of a stochastic process does not refer to sample
paths, but to marginal distributions. They stated that any explanation of self-similarity using scaled
price sample paths are misleading. (Embrechts et al., 2003, 542-543)
Elaborating further on these concepts, statistical self-similarity refers to the distributional character
of a time series that, if scaled by a parameter, exhibits the same statistical properties. An important
characteristic of a fractal is that it lacks a characteristic scale. From the above, similar properties result
at different resolutions. In practice, the resolution comes to an end because of various limitations (e.g.
finite precision of computer calculations), while theoretical fractals continue ad infinitum.
Shnoll pointed out “obvious fractality” that “calls for further investigation” (Shnoll et al., 1998, 1029).
This refers to the finding of the near zone or near neighbour effect, where the nearest histogram in time
(neighbour) shows a similar shape with increased likelihood. The neighbouring histogram is usually
the most likely to be similar. This effect is not influenced by the time scale. Attempts failed to find
the time characteristic of factors that could possibly determine histogram shape similarity. Histogram
plots from the same number of observations, with intervals between histograms ranging from one
hour to one second or millisecond, all show the nearest neighbour effect.
To improve the understanding of the near zone effect, Shnoll aimed to find something that would
support the concept of a lifetime of a certain idea or form. This attempt involved finding a short
interval in which the histogram “would not have time to change” (Shnoll, 2006, 5). The maximal
probability to find a similar histogram closest in time, does not change upon any variation of the
interval. Shnoll mentioned that this phenomenon relates to the notion of fractality. They also called
for a clarification of the physical meaning of this fractality. (Shnoll, 2006, 5)
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4.3 Error Sensitivity to Time
This section draws parallels to Shnoll’s work from studies of long-memory processes that have shown
a sensitivity of the measurement error to time. This may be compared to the time structure found by
Shnoll where histograms close to each other in time (near zone, near neighbour) are more similar
to each other than more distant histograms. It is important to bear in mind that, as opposed to the
analysis of dependencies in pointwise time series measurements, the analysis proposed by Shnoll et
al. involves histogram series where the time factor has been intentionally factored out to some degree.
Time is not considered explicitly. It is absorbed in the length of time that is aggregated in a histogram.
The ordering of individual histograms in the histogram sequence provide sequential information.
Beran (1988, 36) illustrated several examples where one would expect dependence among observations a priori, namely in hydrological data, spatial data, and economic time series. He then contrasted
these examples with the source and nature of analysis errors of routine experiments and measurements. In such situations, one does not expect any or at most very few correlations between measurements, since everything seems “under control” (Beran, 1998, 36).
He referred to Student’s (1927) discussion of the source and nature of errors of routine analysis with
particular emphasis on chemical measurements. The results he reported had been known before that
date to astronomers, because semi-constant errors were known in astronomy before the publication of
Student’s article. As the astronomer Newcombe (1895) observed, in astronomy semi-constant errors
affect whole groups of observations, in other words, successive observations tend to be on the same
level for a long time. He concluded that this drastically increases the “probable error”, so that the
traditional standard error σ/sqrt(n) is clearly too small. (Beran, 1998, 37)
The idea he described also relates to the phenomena found by Shnoll et al. in that the findings by
Student and Shnoll emphasised that for observations retrieved synchronously or close to each other,
the standard error, which is related to the spread of readings, tends to be similar. Beran concluded
that experiments made synchronously or very close in time tend to have the same error. Thus he
recommended that if one wishes to minimise the error of measurements in an experiment (e.g. to
impress a client), one should aim to make the time interval between them as short as possible. This
is in line with the synchronism and nearest neighbour effects of Shnoll. On the other hand, Beran
recommended that the time interval between experiments be maximised if one is interested in the
real error, or the maximum possible error for a particular experimental setup. (Beran, 1998, 36-37)
This shows that there is a possibility to manipulate measurement results solely by changing the time
between measurements or experiments. It also shows a link between distributional characteristics of
different processes that only share time as a common factor.
Beran pointed out that the similarity of errors of analyses made alongside one another also tend to
persist throughout the day and some of them also throughout the week or month. This reminds one
of the concept of daily and monthly periodicity found by Shnoll et al. These errors are referred to
as semi-constant errors. However, this term does not refer to any systematic error or trend that could
be explained or easily corrected. Statistical examination of the results could correct many sources of
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error of this kind. However, it is not likely that all such errors could be eliminated completely. (Beran,
1998, 37)
According to Student, the occurrence of semi-constant errors is the rule rather than the exception
and often no apparent reason is observable, even after a detailed investigation. Beran stated that the
phenomenon of what Student calls semi-constant errors tends to persist throughout the day and sometimes also throughout the week or the month. This is characteristic for stationary processes with
slowly decaying correlations. (Beran, 1998, 37)
In parallel with these findings, groups of observations from certain time intervals are used for constructing a histogram sequence. The main focus of analysing data based on the ideas of Shnoll et al. is
the time difference between certain time series characteristics. Synchronous measurements represent
time difference zero. This is related to experiments made alongside one another, as pointed out by
Beran. The phenomena observed by Shnoll also relate to the spread of readings that is usually desired
to be eliminated, since it is related to the concept of error. (Shnoll et al., 1998, 1033)
The implication of these parallel concepts provides a motivation for time series analysis based on the
approach of Shnoll. More information may be gained by examining the fine structure and the time
structure of histogram observations. From Newcombe’s statement about the flaw in the traditional
standard error, one may also draw a parallel to measuring financial risk. In some cases, the standard
deviation of price movements is assumed to be the risk of an asset. However, an analysis of the above
mentioned structures may reveal when it is appropriate to use the standard error and when different
approaches should be considered.

4.4 Polyextremity of Distributions versus Convergence to
smooth Distributions
This section elaborates on the concept of convergence, which is to be seen in the light of the first phenomenon of Shnoll that was found in the investigation of so-called layer histograms. Layer histograms
are used to illustrate the formation of discrete states. The polyextremity in financial time series’ layer
histograms represents the discrete states possibly arising because of macroscopic fluctuations. Layer
histograms show that as more measurements are added to a frequency distribution of measurements,
the distribution does not converge to a smooth distribution, but rather to a distribution with polyextremes. The smoothness of an empirical distribution cannot necessarily be attributed to characteristics
of the process, but rather to artificial smoothing procedures.
The notions of dependence and correlations have a different meaning when - instead of time series,
(i.e. individual successive measurements) - a series of histograms are investigated. In a way, this
transformation represents an information loss, where at the same time the focus of the analysis is not
to smooth the empirical frequency distributions to the extent that a monotonic function would result.
The idea of convergence to the ‘true mean’ or the ‘true limiting distribution’, as claimed by the law of
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large numbers (LLN) and the central limit theorem (CLT) respectively, may not be appropriate in the
context of a histogram analysis. The findings of Shnoll et al. suggest that the use of larger data sets
does not necessarily imply the convergence to smooth distributions. Theoretical distributions claimed
by the CLT arise as a consequence of the smoothing of the data and are considered artefacts by Shnoll
et al.
By construction, histograms are derived from fixed time intervals that are not long enough to satisfy
a criterion of statistical validity. Thus the object of Shnoll’s analysis is “a statistically inconsistent
exemplar of the distribution” that “changes from realisation to realisation” (Kaminsky and Shnoll, nd,
1).
The law of large numbers comes in many forms. It states that as the sample size increases, the empirical mean approximates the theoretical mean better. A more precise result about the limiting distribution function of the difference between the mean of random variables of a sample of size N (X N )
and its limiting distribution (< X >) is provided by the central limit theorem. (Gardiner, 1985, 3032) The central limit theorem is the reason why many variables are empirically well approximated
by a Gaussian. The CLT “asserts that a random variable composed of the sum of many parts, each
independent but arbitrarily distributed, is Gaussian” (Gardiner, 1985, 37).
In juxtaposition, this study will deal with the analysis of results intending not only to focus on limiting
distributions. Limiting distributions are never truly obtained because of the finiteness of data sets.
Another objective of this study is to investigate the polyextremity of empirical distributions, which
provide richer information than individual central measures of a distribution.
Voit (2005, 119) stated that the CLT cannot always be applied to financial data sets and that “statistical
methods based on Gaussian distributions will become questionable”. He then stated that the claim of
the CLT, namely its prediction of a convergence to a Gaussian, does not take place in empirical
finance. In general, the CLT is related to the maximisation of entropy and thermal equilibrium. It
applies to random phenomena that are a result of a large number of small, independent causes.
The CLT is specifically concerned with the centre of the distribution, which it predicts to be Gaussian.
However, the distribution tails may differ significantly from the tails of a Gaussian. (Voit, 2005, 124)
For this reason, Mandelbrot proposed to rename it as the centre (instead of central) limit theorem.
(Mandelbrot, 1999) The Gaussian distribution is a fixed point or attractor of sums of random variables
with a finite variance. Voit stated that the condition N → ∞ of the CLT is met in many physical

applications, but this may not be the case in financial markets. (Voit, 2005, 125)

Rachev et al. (2005) also stated that the conditions necessary for applying the CLT are not satisfied.
They support this on the basis of many empirical facts, which show that standard financial theories
should take greater care in assuming that “asset returns are normally distributed” (Rachev et al., 2005,
xi).
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4.5 Histogram Analysis Methods of Shnoll
This section provides background on the histogram analysis steps used by Shnoll et al. that are relevant
for the application to financial data. First the phenomena to be investigated will be described. Then the
results of a study that applied the histogram analysis of Shnoll using the Histogram Manager Software
to random data will be provided. Shnoll first examined all histograms from a series and found most
similar pairs based on the visual comparison of their shapes. This procedure will be described and an
example of smoothed histograms of the DAX index series be given. After finding similar histograms,
their time difference will be investigated. This investigation of the time difference between similar
individual histograms is also important for this study. It will be described in the last subsection of this
section.

4.5.1 Findings of Shnoll
The findings of Shnoll et al. may help to answer the question “How do changes in prices occur?” The
new phenomena may shed light on the behaviour of asset price movements in time.
Half a century of research has led Shnoll et al. to detect phenomena in the nature of fluctuations.
These are:
1. the formation of discrete states in the fine structure of histograms
2. synchronous changes of these histograms in time
3. more than expected incidences of similar histograms when they neighbour in time regardless of
time scale
4. the periodic recurrence in time of particular similar histogram shapes.
The realisation of discrete states is reflected in the polyextremity of histograms, namely pronounced
peaks and troughs. This means that the probability of state occurrence has several maxima. Thus some
states seem to be more likely to occur than others.
This further implies that the empirical distributions do not converge to theoretical smooth distributions, such as the Poisson distribution (Shnoll et al., 1998, 1033). However, the smooth distributions
do not at all lose their validity. Shnoll et al. noted that the nontrivial discrete nature of distributions of measured quantities does not contradict any “fundamentals of science” (Shnoll et al., 1998,
1026). Conventional Gaussian or Poisson distributions that result from artificial procedures, such as
histogram smoothing of the processes studied, are not questioned because these distributions are insensitive to the fine structure of histograms. (Shnoll et al., 1998, 1026)
Since the law of small numbers is applicable to statistics of radioactive decay, its validity on the whole
is not questioned. It is merely necessary to acknowledge that standard statistical techniques are not
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sensitive to the effects found by Shnoll et al. Conventional statistical criteria for comparing samples,
or methods for comparing distances in particular spaces cannot detect the distributional fine structure.
Independent of the causes of deviations of non-smoothed histograms from the Poisson distribution,
Shnoll et al. state that the fine structure of these distributions is based on other factors. (Shnoll et al.,
2000, 205)
Critics of Shnoll proposed that distributional shapes of the histograms analysed deviate from the
Poisson distribution, which may be attributed to several causes and could be studied separately. They
evaluated distributions that Shnoll et al. claim to be Poisson distributed and noted certain deviations
from this distribution (Derbin et al., 2000).
Shnoll et al. replied to the above by explaining that the concern of the analysis of histogram shapes is a
different one: the effects found by Shnoll et al. do not depend upon the general form of the distribution
describing a process. Thus the exact distributional shape from a theoretical perspective taken on by
the processes studied is not the major concern of the histogram analysis. The analysis followed by
Shnoll et al. is in that sense insensitive to the distributional characteristics just mentioned, since the
histogram shapes are of interest in this instance. (Shnoll et al., 2000, 205)
Further criticism related to the insensitivity of traditional measures to the fine structure of statistical
distributions. However, although critics agree that statistical goodness-of-fit tests such as the χ2 criterion are insensitive to the distributional fine structure, it would be erroneous to draw the conclusion
that no such measure can be developed. Kushnirenko and Pogozhev (2000) provided an example of
such a measure of similarity, where its parameters could be adjusted to include the important structural
features of the distributions, as well as the intuitive assumptions on similarity estimates.

4.5.2 Previous Study of the Phenomenon
A research team at the University of Krems (n.a., nd) in Austria carried out a histogram analysis as
proposed by Shnoll et al. They used a random number generator (quantis) to imitate the behaviour
of radioactive decay of plutonium. The generator was based on a quantum optical effect and largely
independent of thermal noise influences.
Their goal was to verify the “fairly high probability of similar fine structure of distributions governing
the results of simultaneous measurements of any processes in each time interval” (Shnoll et al., 2000,
205). Other effects investigated included the near neighbour effect and the periodic recurrence of
histogram shapes. In Shnoll et al. (2000), the authors noted that they realised the eccentricity of their
conclusions regarding the attribution of the phenomenon to cosmophysical factors.
To compare histogram shapes and their time differences, the research team in Krems started transforming the time series of the random number generator into a histogram series, where each histogram was composed of 60 measurements that were taken each 10s. Their complete data were based
upon measurements over 74 minutes, from which 444 histograms were constructed. Since the raw histograms showed too much structure to be useful for comparison, the researchers in Krems smoothed
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the histograms with the functionality provided by the Histogram Manager Software. By manual comparison, similarly shaped histogram pairs were identified. The effect of nearest neighbours was found
using of transformations prescribed by Shnoll et al. (n.a., nd).
It is necessary to work with at least 500 comparisons to find significantly similarly shaped histogram
pairs because of the possible number of histogram combinations. The research team in Krems concluded that the time structure must be very complex. They stated that common techniques, such as
Fast Fourier Transform (FFT) and correlation or XY-plots, would have already detected it otherwise.
The different concerns of common techniques just mentioned on the one hand and histogram analysis
on the other hand should also be borne in mind.
A histogram draws a frequency distribution of measurements in a given time interval, or any set of
measurements. Thus it is only sensitive to particular measurement values and not the time of their
occurrence. For FFT and XY-plot, the sequence of the points in the series is of central importance.
This information is disregarded by a histogram.
Consequently this study does not necessarily agree with the statement that the time structure needs to
be very complex, otherwise common techniques would have already detected it. A histogram reacts to
and processes different information of a time series. Histogram pattern analysis may shed more light
on underlying complexities than what is already found by common techniques. Thus disregarding
the sequence information of a time series to a certain degree may help to gain insight despite the
information loss.
The measurements of the data set analysed are comparable to the data used by Shnoll since they
form a time series. The manual (visual inspection by an expert) estimation of the similarity of histogram shapes begins by transforming the time series into a series of successive histograms based
on nonoverlapping segments of equal length that are usually from 60 to 100 consecutive measurements. Histograms for each segment are constructed and smoothed according to the standard method
of moving averages to ease comparison with other histograms. The histogram represents the information about how values of the process have been distributed in a particular time interval.
Histograms are presented to the Histogram Manager Software, which returns similarly shaped pairs.
In analysing the similarity, horizontal stretching and compressing is allowed (horizontal scaling), as
well as rotation around a vertical axis (mirror reflection). This is similar to recognising handwritten
letters written by different people. Pairs of similar-in-shape histograms are displayed and overlaid to
illustrate their more or less similar shapes. (Shnoll et al., 2000, 207)
For each pair, a computer calculates the time interval between the histograms. The information of
the position of each histogram in time that was formerly hidden (to avoid a bias) is now taken into
consideration. The number of similar histograms as a function of their time displacement is graphed.
The two phenomena of near neighbours and periodic recurrence are represented by peaks around
very small (zero for synchronous histograms) time differences and time differences of characteristic
periods. Thus the effects found by Shnoll were also found in random data measured in a time interval
of 74 minutes (n.a., nd). The next section goes into more detail concerning the search for similarly
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Figure 4.1: Example of first 4 DAX histograms, smoothed 7 times with moving averages.
shaped histograms as carried out by Shnoll.

4.5.3 Histogram Shape Visual Comparison to Find Pairs according to Shnoll
To determine whether the macroscopic fluctuations effect is present in a time series of fluctuations,
the data should first be divided into shorter, non-overlapping time intervals. The length of the time
intervals is kept constant, resulting in 30-60 or 60-100 measurements per time interval. For each
of these intervals, a distribution function of fluctuating values, namely a histogram, is calculated.
(Panchelyuga and Shnoll, nd, 1) (Shnoll et al., 1998)
Figure 4.1 shows four examples of smoothed histograms from the DAX time series. The number of
bins used to classify several hundred values of the time series is seventy. Histograms are smoothed
using the standard method of moving averages, thereby conserving the histogram fine structure.
The focus of analysing histogram shape similarity is the recurrence of similar histogram pairs in time.
In comparing histograms according to Shnoll et al., the operations of linear stretching, shifting, and
rotation around the vertical axis are “completely lawful” (Shnoll et al., 2000, 206) since the task of
the expert is to make a decision about the similarity of histogram shapes.
The meaning of these operations on histograms to increase their comparability will now be explained
briefly. Horizontal stretching of a histogram implies that the range of the raw data is increased and all
points that originally occurred are shifted. From this change it naturally follows that the bins of the
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histogram may record different counts because a point that would previously have been recorded in a
particular bin might now shift to another bin.
A horizontally stretched histogram not only does not retain time information of measurements, but
also introduces a bias as to where these measurements exactly occurred. Vertical stretching changes
the histogram information in the y-axis direction. Furthermore, the mirroring of histograms could be
compared to taking the absolute value of a detrended series. All values below the mean of zero are
inverted to stand beside the positive values. Following this, the absolute value operation of a signal
results in a change to its distributional information.
This applies to histograms from different processes, as well as to histograms from the same process.
In the case of histograms of different processes, the reason for applying this operation is to combine
different scales. On the other hand, in the case of histograms of the same process the legitimacy of
these operations should be related to the stochastic nature of processes. Because of the stochastic
nature, Shnoll et al. stated that the time intervals of readings may have different mean amplitudes of
fluctuations.
The strongest concern of critics is related to the (visual) estimation of histogram similarity. However,
Shnoll et al. stated that this method gives much clearer results than computerised techniques using the
calculation of Euclidean distance (sum of differences squared), coefficient of correlation, χ2 criterion,
the Kolmogorov-Smirnov criterion, and other similarity measures. This seems paradoxical, but may
be explained by the fact that in the visual comparison, minor quantitative differences of the curves
that are being compared, are simply disregarded by the expert if they are irrelevant for the “idea of
shape” (Shnoll et al., 2000, 207). (Shnoll et al., 2000, 206-207)
Shnoll et al. (2000, 207) illustrated the benefit of expert decision of histogram similarity by comparing the expert decision with the decision classification according to two measures, namely the
cosine of the angle and the normalised difference area. Optimisation with respect to translation and
stretching had been carried out beforehand. The measures of similarity according to the two criteria
do not correlate with the expert decision. There is no clear distinction provided by the two measures
between the group of histograms classified as similar and dissimilar by the expert. This means that an
expert judging histogram shape similarity makes more accurate decisions than an automated distance
measure, at least according to Shnoll. The values of the exemplary distance measures for the different
expert classifications are practically the same. From this Shnoll et al. concluded that because of this
lack of possibility for discrimination between two obvious choices (according to the intuition of the
expert), these measures cannot replace expert estimation.
Shnoll et al. identified the development of appropriate algorithms to automatically detect similarin-shape histograms as the most urgent and most difficult task facing them. The problem of selecting
histogram pairs and approaches aimed at solving this problem are similar to the recognition of characters written by different people. A pattern recognition is accomplished using observations of samples
from different people, but an automatic character recognition algorithm usually fails if it has not had
the opportunity to learn to recognise samples from a particular handwriting. (Shnoll et al., 2000, 207)
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Shnoll et al. further showed the adequacy of expert estimation in an experiment. They observed narrow
distributions of the probability of histogram shape similarity over time intervals between their recording in physical experiments. This effect was absent in control experiments of randomly generated
numbers according to the Poisson process. They did not obtain narrow distributions when standard
statistical methods for estimating the similarity of histogram shapes were used. (Shnoll et al., 2000,
206-207)

4.5.4 Time Difference between Histograms of Similar Shape
The similarity between histograms may be measured (calculated automatically) or estimated by an
expert. The previous section discussed some alternatives to Shnoll’s visual estimation of histogram
similarity and the need mentioned by Shnoll et al. themselves to develop such automated procedures.
There are problems in connection with the use of a human expert to judge whether histograms are
similar. Time is the major limiting factor for such an expert estimation. The alternatives to expert estimation are hindered by the (still outstanding) development of an algorithm for automatic histogram
comparison and computational means.
After histograms have been found to be similar, namely after pairs are formed, the analysis of the
distribution of intervals between them is straightforward. Outcomes of this analysis may be used as a
performance criterion of the method employed to judge histogram similarity.
Pairs of histograms of similar shape are an outcome of the comparative histogram shape analysis.
For these pairs, the number of possible combinations is dependent upon the distance between the
histograms for a given data set as determined by the total length of the series. For a given length
N of the histogram series, there are N − 1 pairs of histograms (each histogram with its neighbour)

with distance one, while there is only one pair (the first and last histogram) with distance N − 1.

The number of possible combinations shows a linear decrease as the distance between histograms
increases.
Shnoll et al. described how to estimate the certainty of deviations of the distribution of histogram time
intervals from the uniform distribution. The difference is to be found between the sample distribution
of distances between similar histograms from the uniform distribution, which corresponds to the
significance of the peaks of these distributions. A uniform distribution of histogram pairs at a distance
r is assumed. The null hypothesis states that the probability q of two histograms being similar is not

dependent on the distance r between them.
Then, with probability q, a pair of histograms falls into the number of combinations selected from the
total number N0 (r) = N − r of pairs possible for this distance. The mean and variance are given by

qN0 (r) and q(1 − q)N0 (r) respectively. For a given significance level P , the confidence interval for
the number of similar-in-shape histogram pairs m(r) at distance r is now:
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p
m(r) = qN0 (r) + λ(P ) q(1 − q)N0 (r)

(4.1)

The inverse problem can also be solved. This involves a test whether an occurrence rate is exceptional. To achieve this, the parameters N0 (r) and q are substituted into the binomial distribution. The
probability of the particular event being random, and thus the significance level of the expectation
is obtained. Shnoll uses this approach for calculating the confidence interval for the time distance
distribution and the evaluation of the probability of stochastic occurrence of observed prominent frequencies. Prominent frequencies refer to peaks in the time interval difference distribution of similarly
shaped histograms. (Shnoll et al., 2000, 207)
The distribution of time intervals between similar histograms for two different processes measured
simultaneously peaks at time difference zero, i.e. synchronous histograms. Shnoll et al. (2000, 208)
described experiments that show the “synchronous variation of the fine structure of distributions governing the measured results of processes of different natures, using various methods, and with large
distances between the measuring stations” (Shnoll et al., 2000, 208). They found a synchronous variation of the processes that are 200 km apart from each other. According to Shnoll et al., the results
from these examples confirm the adequacy of visual comparison while proving the existence of the
phenomenon under discussion.
The existence of characteristic periods in the distribution of time intervals between histograms of
similar shape is the most prominent evidence of the cosmophysical cause of the phenomenon being
investigated. Since statistical techniques are insensitive to the synchronism, nearest neighbours, and
24 hour histogram shape recurrence, these techniques should not be preferred by default to the visual
comparison. Shnoll et al. furthermore attributed the absence of a peak after 48 hours to the “ ‘nontransitive’ similarity of the histogram shapes” (Shnoll et al., 2000, 208).
The next section introduces the application of the MF method to financial data, focusing on challenges, objectives, steps and methodology.

4.6 Specific Challenges for Searching Financial Data for the
Shnoll Effects
This section will provide an outline for the detailed empirical investigation of the next chapter. General
concepts important for the application of Shnoll’s ideas to financial data will be described first.
Applying the method of Shnoll to search for the phenomenon of macroscopic fluctuations involves
a detailed investigation of histogram shapes. The search aims at the non-randomness of histogram
shapes or their fine structure and the times of their occurrence. Histograms are constructed from short
samples of time series fluctuations of different processes. The processes investigated before were
biochemical reactions, noises, and α-decay rates. (Panchelyuga and Shnoll, nd, 4)
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It should be noted that the process generating the data used by Shnoll et al. is very different compared
to the process generating the data used in this study. Shnoll et al. investigated histograms of random
processes from the precepts of chemistry, biology, and physics. These are less likely to show patterns,
since they occur more randomly than financial asset price movements. Financial time series are not
entirely random and there is a much greater prevalence of external influences and inter-asset correlations among them. The method of Shnoll et al. is the focus of this study, since the results cannot
be tested using their data. This study applies the same idea to financial data. As mentioned before,
the behaviour of some financial assets could be described as chaotic, but results in that regard are
inconclusive. Specific algorithms to investigate the applicability of the method to financial data are
developed in this study.
Searching for the phenomena found by Shnoll in financial time series involves a search for the synchronous variation of histogram shapes, the near zone effect, as well as the periodical manifestation
of time differences between histograms of similar shape. A graph depicting the distribution of the
time differences described in Section 4.5.4 makes characteristic periods apparent if peaks in this distribution arise. (Panchelyuga and Shnoll, nd, 4-5)
Different periods may be found in financial time series. Market time reflects market operations and
trading. The patterns found in trading time may not necessarily correspond to calendar time. The
relevant day, week, month or year may have an impact on what could be expected from asset price
movement periods. The underlying mechanisms that cause price changes are non-stationary. The trading year excludes holidays and weekends, thus the number of days where the effects of trading could
be observed explicitly is about 250.
Despite exchange rates being quoted throughout the day, working times around the globe influence the
frequency of quotes and trading. Daily cycles of trading activity need to be considered, particularly in
the analysis of tick data. If histograms are formed from equal numbers of consecutive measurements,
this variability in trading frequency would result in histograms being formed from differing interval
lengths. If data at the one minute frequency are used and periods from which the rate did not change
are filled with the previous value, the statistical characteristics of the series would be distorted in times
of infrequent trading.
To prepare the time series for the MF analysis, different transformations are applied to the raw data
and outliers above a user-specified threshold are limited. The threshold used is a specified factor
times the standard deviation of a particular day (for 1 minute data) or a particular hour (for tick data).
Variables considered are the log price, the log price difference, and the absolute value of the latter. The
purpose of the outlier limitation is to make histograms more comparable to each other, since the range
of values is limited to a maximum. The range of values will vary from histogram to histogram, which
does not influence the idea of shape. The examples of this section are taken from the ZAR/USD
data set and a factor of 1.5 is chosen.
The outlier limitation may be seen in Figure 4.2, which reflects the first three days of the ZAR/USD
log price difference. These are taken from August 25, 27, and 28 2006, corresponding respectively to
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Figure 4.2: Illustration of first 3 days of the discretised ZAR log price difference.
a Friday where the measurement record starts after 18:00, a Sunday with very sparse measurements
(merely a few readings between 21:00 and 00:00), and a Monday that represents a typical trading
day. Missing time series values have been filled for a constant interval between measurements, 60
consecutive measurements of the discretised time series correspond to one hour.
In Figure 4.3 the first four histograms from the discretised ZAR/USD log price difference are shown.
They were constructed from the 223 values available on Friday, 25 August 2006. The first three
histograms were calculated from the first three 60 values. The last histogram was calculated from the
remaining 42 values. Histograms were constructed by splitting the range of values into 15 bins, where
each bin represents a subset of the range. Histogram 4.3(a) shows that in the first 60 values of the time
series, 24 values were in the range represented by bin 8. A ratio of number of measurements to bins
of approximately 1 : 4 has been maintained throughout the study whenever possible.
The method of forming histograms employed in this study has one of two aims. The first method
maximises the number of histograms per day, where values are taken from one hour on average.
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Figure 4.3: Illustration of first 4 histograms of ZAR/USD series from filled minute data using 15 bins.
The second method calculates histograms using all measurements from one particular hour, which
results in the number of measurements being more variable according to how many measurements
are available.
The first method results in approximately the same number of measurements per histogram per day,
but potentially varying the time interval of the histograms. Histograms are never calculated from
data of more than one day. The second method takes the time interval as fixed. Thus the number of
measurements from which a histogram is calculated may vary, especially when the trading intensity
varies. The hourly approach introduces more bias, but could be useful if it were important to keep to
limits set by calendar time in the application of the macroscopic fluctuations method.

4.7 Summary
This chapter gave an introduction to the Shnoll et al. methodology. It first introduced the concept
of self-similarity and statistical self-similarity, which is interesting since the near neighbour effect is
found independently of the time scale considered. The concept of error sensitivity to time as highlighted in other research studies of long memory processes was described. The approach followed
by Shnoll and other researchers was described, emphasising important aspects for data derived from
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stochastic processes. The chapter concluded with a description of the challenges when applying the
method of Shnoll to financial time series. The chapter explained how this study would deviate from
the approach used by Shnoll et al., and presented time series and histogram examples.
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Chapter 5
Empirical Results
5.1 Introduction
With a view to analysing financial time series, this chapter will follow several steps. Empirical results
obtained will use the South African Rand/US Dollar exchange rate data set, as well as other exchange
rates (CHF/USD, JP Y /USD, EUR/USD, GBP/USD). These results widen the understanding
of how to apply the histogram pattern analysis method to financial data, and to exchange rates in
particular. For the period measured, the ZAR/USD exchange rate did not provide sufficient data for
a synchronous analysis. However, it may be used to test for patterns other than synchronous. Synchronous variation of cross currency rates not quoted against the dollar (ZAR/JP Y , EUR/GBP ,
and ZAR/CHF ) is also investigated.
Two index data sets of the CAC40 and the DAX30 will be used to investigate the synchronous variation between data sets. Index data differ from exchange rate data in that index data are only available
when markets are open, while exchange rate volatility is dependent on the time of day when the
relevant currencies are traded. The trading intensity and frequency of different asset prices had implications for the application of the macroscopic fluctuations method. The information in this chapter
will elucidate how these challenges were dealt with.
A coarse structure analysis will be followed before analysing the histogram fine structure analysis. It
aims to prepare the reader for the analysis methods employed for histograms by first using coarser
measures to describe time series sections. Patterns in time are also found in the coarse structure
analysis. These differ from the histogram patterns detected and which will be discussed in the last part
of this chapter. Differences will be shown and interpreted. The chapter will show that the application
of the histogram fine structure analysis has its merits when applied to financial data.
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5.2 Objectives
The objectives of the study were stipulated in Section 1.4. The main objective is to show whether
the Shnoll phenomena are present in financial time series. The investigation of the Shnoll phenomena
involves:
1. testing for the formation of discrete states in the entire data set by investigating the fine structure
of unsmoothed layered histograms (Section 5.5),
2. transforming time series and deriving characteristics (standard deviation (std), mean, histogram)
from subsections (Sections 5.4, 5.6, 5.7.1, 5.7.2, 5.8.1),
3. detecting patterns in new series that are now histogram (std, mean) sequences, i.e.:
• to find the most similar pairs and investigate their frequency distribution of time differences between them (Sections 5.7.3, 5.7.4, 5.7.6, 5.8.2, 5.8.3, 5.8.5, 5.8.6),

• to investigate the average spatial distance for each possible time difference1 between histograms (Sections 5.7.5, 5.7.7, 5.8.4 to 5.8.7),

• to investigate the average spatial distance for synchronous histograms (time difference
zero) (Sections 5.9.1 to 5.9.4).

The next section will describe how the data used in the study were gathered.

5.3 Data Collection
The experiments reported in this study use the following data sets:
1. CAC40 and DAX30 period: April 2001 - February 2006
2. Tick cross currency exchange rates: August 2006 - March 2007
• EUR/GBP
• ZAR/CHF
• ZAR/JP Y
3. Exchange rates quoted against the dollar: August - October 2006
• CHF/USD exchange rate
• EUR/USD exchange rate
1

time difference refers to the time interval given by the difference between the starting times of 2 histograms
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• GBP/USD exchange rate
• JP Y /USD exchange rate
• ZAR/USD exchange rate
The French index CAC 2 is named after the early automation system ‘Cotation Assistée en Continu’
(Continuous Assisted Quotation). It is a capitalisation-weighted measure composed of the major 40
of the 100 highest capitalised stocks on the Paris Bourse (Paris stock market).
The DAX 3 (Deutsche Aktien Xchange 30, formerly the Deutscher Aktien-Index 30) is a blue chip
stock market index. The electronic Xetra trading system calculates its prices from the 30 major German companies on the Frankfurt Stock Exchange.
The exchange rate data were obtained from Reuters on a daily basis over a period of two months and
index data were obtained from F inam4 . After February 2006, the DAX data were not available any
more at one-minute frequency because of missing observations in the data provided by F inam and,
therefore, could not be used.
The exchange rates were taken from a shorter period, which is sufficient for a histogram analysis
since 400 histograms are needed for statistically significant results, and the data collected allow more
than 900 histograms to be created. More than 5 000 (up to more than 9 000) histograms and more
than 2 000 histograms could be created from the index and cross currency rate data, respectively,
depending on the quantity of measurements from which histograms are formed.
Reuters provides on average the most recent 2 000 values of minute data and 30 000 values of tick
frequency data, with a two hour delay. The frequency of measurements of all data sets used in this
study is one minute, except for the cross currency rates. One minute is the highest constant frequency
with discrete time intervals between measurements provided by Reuters. The highest (non-constant)
frequency is tick-by-tick data, which reflect actual transactions or quotations.
Reuters does not provide data over weekends, except for a few readings late on Sunday evenings,
which corresponds to Monday morning in other parts of the world, specifically the Far East and the
Pacific Rim. Overnight readings are sparser than during typical trading hours of around 05:30 to 18:00
local SA time. Furthermore, the variability of the trading frequency is relatively lower for minute data
as compared to tick data, where many prices could be recorded in the same second.
The one-minute data were the only feasible constant frequency to use, because of the histogram
analysis requirements for statistical significance and the time interval limitation of Reuters. The next
possible constant frequency (5 minutes) would require data collection over half a year. To obtain the
same number of histograms as could be calculated from the minute data collected over two months, a
whole year’s 5 minute frequency data would be necessary.
2

http : //en.wikipedia.org/wiki/CAC 40
http : //en.wikipedia.org/wiki/DAX
4
www.fin-rus.com

3
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Tick data were collected for cross currency rates, which will be used in Section 5.8.6. The nonconstant time interval between tick data points and the rather sparse record of the ZAR exchange
rate data posed specific challenges for the analysis. These were addressed by adapting the method
to form and analyse histograms. Data recorded in non-overlapping hour intervals was used for the
cross currency histograms. The bins were adjusted according to the average number of measurements
available per hour, resulting in 15 bins for the cross currency rates and 10 bins for the ZAR exchange
rate, where the number of bins is approximately a quarter of the number of measurements per hour.
This construction method ensures that each histogram spans one hour exactly. The synchronous variation effect in exchange rates is investigated for the cross currency rates and the more heavily traded
exchange rates, namely the CHF , EUR, GBP , and JP Y .
The cross currency tick data was collected over a longer period than the other exchange rates, namely
from middle August 2006 to the end of March 2007. A longer period was required, since the cross
currency rates (excluding the dollar) used in this study are not as frequently traded as exchange rates.
This study compares results from cross currency rates to results gained from indices because the
data set sizes are of the same order of magnitude. However, because of the longer trading time of
currencies, the cross currency data - collected in one tenth of the time span of the CAC40 and DAX30
indices - already contained one third of their number of measurements. This means that although
the data set sizes are of a similar dimension, the time intervals from which the data derive are not
comparable.
Section 5.8.7 presents results of CAC40 histogram patterns. The dependency of the similarity between
histograms from the two synchronised index data sets (see Section 5.9.4) as a function of the time
difference between histograms is also investigated. For the purpose of comparing histogram patterns
between two processes of different nature, the CAC40 was also retrieved over the same period as the
minute exchange rate data. It will be compared in Section 5.9.3 to exchange rates. The EUR would
be expected to be the most closely linked to the CAC, since these markets are in the same financial
environment and thus most likely to show synchronous variation, should it be present. However,
Section 5.8 finds that the CAC shows more synchronous variation and is more affected by movements
of the CHF and GBP .

5.4 Histogram Construction Example
The first hour of the ZAR exchange rate series with a sufficient number of measurements available
to construct a meaningful histogram will illustrate how a histogram (frequency distribution) is constructed from counting the number of occurrences of time series points and classifying them into
bins.
A histogram represents the number of counts of measured points in a particular interval of the range,
which is represented by a bin. Histograms disregard the time information of when particular measure-
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Figure 5.1: ZAR standardised time series of one hour.
Outliers are limited to −/ + 1.5 STDs.
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Figure 5.2: ZAR time series points of Figure 5.1.
ments occurred and time ordering is no longer of importance after a histogram has been formed. It is
of no consequence when a particular value occurred, only the fact that it did occur is counted.
A histogram may be represented as a vector with its size given by the number of bins. It depicts a
frequency distribution of measurements (values) in each bin, where each bin represents a range within
which a value could fall. It answers the question of how often values in a certain subset of the time
series range (bin ranges) have occurred. The more bins a histogram entails, the more possibilities for
a finer structure to emerge, should it exist. This is because of the bins divide the value range into
smaller subsets. More bins also increase the probability that some bins are empty.
Figure 5.1 shows the time series points of the ZAR in the 20th hour of 25 August 2006. These
are connected with a line to show how the exchange rate value changed throughout that time. The
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Figure 5.3: Subdivision of range into bin ranges and counting of frequencies.
Bins comprise 1/10 of the range. Labels of Figure 5.3 and Figure 5.2 are interchanged.

measurements of the data set comprise minute values of the ZAR exchange rate at discrete points
in time, where they were available. Some ZAR exchange rate time series points and their respective
time are shown in Table 5.5.
Figure 5.2 illustrates the discrete nature of the data by representing each point with an ‘×’ symbol
and which do not connect the time series points. The outlier values of the hourly ZAR exchange rate
time series are limited to 1.5 times the standard deviation of the data shown.
As explained in Section 5.8.1, this study limits the size of the range by setting outliers beyond a
certain threshold equal to the threshold. The threshold is defined as a user specified factor of the
standard deviation of the standardised series section used for constructing a histogram.
Since the focus of this study is on histogram shapes and their comparison, histograms need to be made
comparable. The histogram fine structure cannot be detected properly if the total range is too large,
resulting in a too coarse bin division and possibly empty or overly full bins, depending on how values
are distributed. The choice of the number of values from which to calculate a histogram determines
the length of time that it represents. An attempt should, therefore, be made in this analysis to choose
time series subsections that tie in with the logical pattern of business processes. This increases the
likelihood of finding usable patterns.
By limiting outliers, a consistent subdivision of the range is achieved. Thus measurement points could
be discriminated in detail because they could be classified within the range where most measurements
occurred. The limitation procedure reduces the range which reduces the bin subset ranges which
increases the histogram resolution.
The range is determined by the maximum and minimum values of a set of observations. The range of
the standardised time series is +/−1.5 (unit: standard deviations) due to the outlier limitation process
where the threshold was set to 1.5. This gives a total range of 3. The range of y-axis time series values
80

7

ZAR time series point counts

6
5
4
3
2
1
0
−1.5

−1

−0.5

0
bins

0.5

1

1.5

7

7

6

6
ZAR time series point counts

ZAR time series point counts

Figure 5.4: Bar representation of histogram.

5

4

3

2

1
−1.5

5

4

3

2

−1

−0.5

0
bins

0.5

1

1.5

(a) bin ranges explicit

1
1

2

3

4

5
6
bin indices

7

8

9

10

(b) bin indices

Figure 5.5: Line representation of histograms.
translates to the range of x-axis values represented by the bins of a histogram.
To construct a histogram, the number of points that fall into a particular bin’s range are counted.
Figure 5.3 depicts the division of the time series range into smaller intervals. The axes of Figure 5.2
and Figure 5.3 are interchanged because the x-axis of a histogram represents the range of time series
values depicted on the y-axis. In this example, ten bins were chosen, since the average number of
measurements per hour for this series was around 40 (see Table 5.24 in Section 5.8.6).
The nine separation lines in Figure 5.3 partition the entire range into ten histogram bins, each of which
is one tenth of the range. The interval 1.2 → 1.5 in Figure 5.3 corresponds to the tenth (or rightmost)

bin in Figure 5.4 and Figure 5.4(a) and 5.4(b), in which these measurements were observed.

The values in each respective bin can be counted to cross check the correspondence between histogram bar heights and the number of time series points in each bin. The correspondence may be
observed by comparing the number of ‘×’-signs in Figure 5.3 within each bin with the height of the
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bars in Figure 5.4. Each bar’s height represents the number of points that fall in its bin. For example,
the first bin of range [−1.5, −1.2] records four counts, two outliers as well as the forth and the last
time series point.

Histogram bins are usually characterised either by their midpoints or by their border values, depending
on the application. If bin counts are plotted against midpoints, bin limits are situated in the middle of
the intervals between midpoints because each bin has the same width.
Histograms could be illustrated graphically either by the bar representation as shown in Figure 5.4,
or the line representation of a histogram as in Figure 5.5. When more than one histogram is graphed
at the same time, as will often be the case in this study, a line is used instead of bar chart histogram
representation. Figure 5.5 shows the same histogram twice, once with the range of values on the xaxis (5.5(a)) and once with the bin indices (5.5(b)). For the representation with the actual range on
the x-axis, the bin counts are plotted at the midpoint of each bin, while for the representation with the
bin indices on the x-axis, the number of counts for each bin is plotted at the particular index number.
This section has demonstrated what a histogram represents. The next section illustrates the application
of these principles of calculating a frequency distribution of time series based on the subdivision of
their ranges. The financial data sets are subdivided, using different criteria, while so-called layer
histograms are calculated and illustrated.

5.5 Discrete States in Unsmoothed Distribution: Peak and Trough
Formation in Layer Histograms
The fine structure of a data set may be represented by layered histograms. Shnoll found that in the
construction of layered histograms peaks and troughs emerge as more measurements are added. A
layer histogram is composed of frequency distributions of a stepwise increasing number of observations. At each step, a fixed number of measurements are added and a histogram of all previous values
and the new values is calculated. This step is repeated until the entire data set is exhausted.
Since each new subset contains the previous subset, each bin height of the new histogram will be equal
to or larger than the respective bin of the previous histogram, thus giving rise to layers of histograms
when all histograms are graphed on the same figure.
Figure 5.6 illustrates how the time series are divided into successively larger subsets using the first
2 400 values of the ZAR time series. The number of values added to each new subperiod is determined
by the increment size. Two methods are used for the incrementing.
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Figure 5.6: Example of time series subdivision of ZAR(1 : 2 400).
Illustration of two alternative construction methods of successive layer histograms.
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The first method, also used by Shnoll, adds a constant number of measurements (fixed increment
method) to the previous subset of values (see Figure 5.6(a)). The second approach (increment doubling method) deviates from the Shnoll layer histogram construction method. It is illustrated in Figure
5.6(b). Instead of using constant increments at each step, the increment size is doubled. Thus the doubling of time series subsets at each step of the layer histogram formation leads to a notable decrease
in the number of calculated layer histograms as compared to the constant increment method.
Before the layer histograms are calculated, the series should be standardised. The outliers are then
limited to the specified threshold, and the effect of the thresholding may be seen in the outermost
bins where the outliers are grouped. This ensures that bins represent the same sub-ranges for all layer
histograms. After standardisation, the subperiods are formed and layer histograms calculated.
An alternative approach would be first to standardise the data at each step before a layer histogram
is calculated, instead of standardising the entire data set before subsets are formed. However, this
would lead bin ranges to vary as more measurement points are added because the range varies as
subsets change. Especially for the first layer histograms a changing data range changes the bin ranges.
Because of the influence of a changing range on the subdivision into bin ranges, the same point may
be counted in different bins for different layer histograms. To illustrate the layered histograms and
detect whether discrete states form, it is necessary for the bins to refer to the same range intervals at
each step. This approach was not followed, since a consistent bin range subdivision from the first to
the last layer histogram was chosen.
The convergence of histogram bins to their final assignment makes it necessary to specify bin ranges
before any layer histogram could be calculated. Otherwise the bin assignment will only be converging
to the final assignment as determined by the outlier threshold once sections that include the top and
bottom outlier occur. Thus the programme calculating the layer histograms specifies the bin edges to
ensure that bin ranges are fixed from layer histogram one, instead of a gradual convergence of bins
to their final values. If an outlier to the top and an outlier to the bottom occurred in the first section
from which a layer histogram is calculated, the bins would be fixed at their correct value from the
beginning.
If this procedure of fixing bin widths from step one is not followed in constructing layer histograms
and the outliers do not occur in the first section, bins will shift around for the first few steps. This
shifting continues until outliers are reached for the first time fixing the maximum bin range.
The top line of a layer histogram represents the distribution of the data as a whole and the last layer
histogram formation step. The bottom layer histogram represents the first histogram. It shows the distribution of the first time series period comprising the first few hundred time series values. The first 5
layer lines may be seen in Figures 5.7 and 5.8, using an example of the CHF exchange rate difference series. Figures 5.7(a) and 5.8(a) represent the first 5 steps for two different outlier limitations,
namely 3 and 2 STDs. Figures 5.7(b) and 5.8(b) display the end result of the CHF layer histogram
with respective outlier thresholds.
Table 5.1 summarises the successive time series increments added at each step of the layer histogram
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time series increments

layer line data

1

1 - 300

1 - 300

histogram 1

2

301 - 600

1 - 600

histogram 2

3

601 - 900

1 - 900

histogram 3

4

901 - 1 200

1 - 1 200

histogram 4

5

1 201 - 1 500

1 - 1 500

histogram 5

...

...

...

Table 5.1: Time series points used for layer histogram example (constant increment method).
construction. As can be seen in the table, histogram 1 is composed of the first 300 time series values,
histogram 2 from these plus the increment of 300 further readings, etc. This process continues until
the data set is exhausted, as indicated by the dots in the table, while the end result is shown in Figure
5.7(b) for outlier threshold 3 and in Figure 5.8(b) for outlier threshold 2.
The representation of each time series in sequential layers is provided in this section. The sensitivity of
the structure of successively drawn layers to parameter settings is also illustrated. These parameters
include the number of increments that are added after each layer line, the number of bins, and the
outlier limitation threshold. Figures 5.7(b) and 5.8(b) show that the formation of peaks and troughs
grows more pronounced as layer lines are added. Thus this study proves that the discrete formation
effect found by Shnoll for other stochastic processes is also present in financial data sets.
The study expands further on the method employed by Shnoll et al. (1998, 1026-1028). It could be
expected that the fine structure of layered histograms would grow more pronounced as measurements
are increased because of the way Shnoll et al. propose to increment the number of measurements for
successive layer histograms.
As data are added, each new increment becomes less influential because the number of added values
is constant in absolute terms. The distribution then necessarily represents a similar fine structure to
the previous histogram. The presence of fine structure will now be tested for using an alternative layer
histogram construction method.
Instead of adding the same absolute number of measurements each time, the second method constructs
layer histograms by adding the same relative number of measurements at each step. This means that
at each step the number of measurements used is doubled, resulting in an exponential growth of the
subset size until the entire data set is used.
Different parameters for constructing layer histograms are shown in Table 5.2 and the first 8 increments are exemplified in Table 5.3. The first two steps of the two alternative construction mechanisms
show the same subset sizes. With each step the difference between the two methods grows larger because the subset size grows linearly for the first method and exponentially for the second. Figure 5.9
shows the same data as Figures 5.7(b) and 5.8(b) using the increment doubling method.
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Figure 5.7: Illustration of first 5 CHF layer histograms and complete layer histogram.
Outlier threshold: 3 × ST D
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(a) First 5 steps layer histogram, outlier threshold: 2 × ST D
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(b) Final layer histogram, outlier threshold: 2 × ST D

Figure 5.8: Illustration of first 5 CHF layer histograms and complete layer histogram.
Outlier threshold: 2 × ST D
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Figure 5.9: CHF layer histogram construction using the increment doubling method.
Outlier threshold in subfigure (a) : 3 × ST D, Outlier threshold in subfigure (b) : 2 × ST D.
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number

outlier

successive

of bins

limitation

increments

80

2

300

150

1.5

400

150

1

400

250

2

800

250

1.5

800

250

1

800

150

1.5

800

80

2

800

80

1.5

800

Table 5.2: CAC layer histogram parameters illustrating the alternative construction method.

increments

300

400

800

step 1

300

400

800

step 2

600

800

1600

step 3

1 200

1600

3200

step 4

2 400

3200

6400

step 5

4 800

6400

12800

step 6

9 600

12800

25600

step 7

19 200

25600

51200

step 8

38 400

51200

102400

...

...

...

...

Table 5.3: CAC layer histogram increments for three parameter choices using the increment doubling method.
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Figure 5.10: CAC layer histogram increment doubling method.
The first layer line is drawn after 300 measurements, classified into 80 bins and outlier threshold set to
2 × ST D.
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Figure 5.11: CAC layer histogram increment doubling method.
The first layer line is drawn after 800 measurements, classified into 80 bins and outlier threshold set to
2 × ST D.
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Figure 5.12: Illustration of first 6 (out of 10) CAC increment doubling method layer lines.
The first layer line is drawn after 800 measurements, classified into 80 bins and outlier threshold set to
1.5 × ST D.
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Figure 5.13: CAC layer histogram increment doubling method.
The first layer line is drawn after 800 measurements, classified into 80 bins and outlier threshold set to
1.5 × ST D.
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Figure 5.14: CAC layer histogram increment doubling method.
The first layer line is drawn after 400 measurements, classified into 150 bins and outlier threshold set to
1 × ST D.
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Figure 5.15: CAC layer histogram increment doubling method.
The first layer line is drawn after 800 measurements, classified into 250 bins and outlier threshold set to
1 × ST D.
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Figure 5.16: CAC layer histogram increment doubling method
The first layer line is drawn after 800 measurements, classified into 250 bins and outlier threshold set to
1.5 × ST D.
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Figure 5.17: CAC layer histogram increment doubling method
The first layer line is drawn after 800 measurements, classified into 250 bins and outlier threshold set to
2 × ST D.
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Figure 5.18: CAC layer histogram increment doubling method.
The first layer line is drawn after 800 measurements, classified into 150 bins and outlier threshold set to
1.5 × ST D.
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Figure 5.19: CAC layer histogram increment doubling method.
The first layer line is drawn after 400 measurements, classified into 150 bins and outlier threshold set to
1.5 × ST D.
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The sensitivity of the layer histogram shape in respect of the parameter choices is illustrated in detail
in Figures 5.10 to 5.19. The CAC (and later also the DAX) data set is used because of its large size,
which allows more layer histograms to be calculated and more parameter choice possibilities. It is
clear that the number of layer lines is much smaller and that a fine structure becomes apparent also
under this alternative construction method.
The layer histograms in Figures 5.10 and 5.11 were calculated using the same outlier limitation threshold and bins, but with different increments (300, 800, respectively). Their shape looks remarkably
similar, which means that the number of increments alone has no distinctive influence on the layer
histogram shape.
Figure 5.12 shows the first 6 layer histograms’ fine structure unfolding when the number of increments
is doubled at each step. The next figure (5.13) shows the end result of this parameter setting when the
remaining 4 layer histograms are added. Figure 5.13 shows the same increments and bins as Figure
5.11, with a different outlier limitation (1.5 times the standard deviation). This means that each bin
represents a larger proportion of the entire range. Thus, although the number of bins has not been
varied, the bins refer to different subsets of the CAC time series range, which substantially changed
the histogram shape.
In Figure 5.14 the bins are increased to 150, the increments decreased to 400, and the outlier limitation
set to 1. As can be expected this results in a much finer detection of the layer histogram fine structure.

Figures 5.15 to 5.17 reveal the sensitivity of the final shape to the outlier limitation. These three figures
maintain the number of bins and increments on the same level and vary the limitation threshold. Note
that the outlier limitation necessarily influences the bin widths, and thus the classification intervals of
the histogram. Although the bins stay constant for Figures 5.15 to 5.17, their reference is indirectly
changed by the variation in the outlier limitation. As the outlier limitation threshold is reduced from
Figures 5.15 to 5.17, the shape (number of polyextremes) also becomes less distinguished as bin
intervals grow larger.
Figure 5.18 and Figure 5.19 show that the appearance of the histograms for sections of 800 and 400
points are very similar to each other. The outlier limitation and bins are the same for both illustrations.
This illustrates that the number of increments influences the layer histogram shape less than the number of bins or the outlier limitation, and that the outlier limitation and the number of bins determine
the layer histogram end result the most.
The variations of layer histograms resulting from different parameter choices and different construction methods make it apparent that there is a fine structure in the data. Furthermore, as Shnoll et al.
found in their data, peaks and troughs also emerge in financial layer histograms.
It is important to understand that there is no one correct layer histogram. Different shapes and structures may be detected, where the parameter choices play an important role. The first method calculated increments taking much smaller steps and thus more layer lines were drawn. These represent
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incrementally less additional information. For the construction method that doubled the increments
of previous steps, much less layer lines were necessary.
Figures 5.20 and 5.21 (CAC40 ), Figures 5.22 and 5.23 (DAX30 ) and Figures 5.24 to 5.26 are now
explained. The sensitivity to parameter settings, as well as the layer histogram construction method,
are compared using the ZAR and the CAC data sets. Different settings for the number of bins and the
outlier threshold are illustrated. In doing this, the discrete state structure becomes apparent at different
resolutions. The number of increments is kept unaltered among the data sets, namely 400 for ZAR
layer histograms and 200 for CAC layer histograms. Outlier limitation is kept the same for the ZAR
to focus the illustration on the sensitivity of the final shape to the number of bins used.
The CAC layer histograms are illustrated for an outlier limitation of 2 × ST D (see Figure 5.20,

first 150, 000 values of CAC) and 1.5 × ST D (see Figure 5.21 for entire CAC data set). Discrete

states are most visible for the CAC in Figure 5.20. The constant distance between the peaks in the

distribution suggests that these could be traced to the accuracy with which the CAC is quoted or
the allowed/typical units with which it is traded. Extending the bins to 150 and reducing outliers
to 1.5 × ST D in the CAC layer histogram (Figure 5.21) also shows the discrete states, but less

pronounced. Figures 5.22 - 5.23 show similar layer histograms as have been illustrated in Figures
5.20 - 5.21 for the CAC. The entire layer histogram (5.23) of the DAX uses more increments, fewer

bins and a higher outlier limitation threshold. From this results a smoother fine structure than the layer
histogram of Figure 5.21.
The ZAR layer histograms with three different bin choices illustrate both methods next to each other.
Figures 5.24, 5.25, and 5.26 show that the fine structure becomes apparent using both construction
methods of layer histograms. Discrete states form for all different resolutions under both methods.
Figures 5.24(a), 5.25(a) and 5.26(a) show the increment doubling method. Figures 5.24(b), 5.25(b)
and 5.26(b) illustrate the steps employed by Shnoll to construct layer histograms using a constant
number of increments at each step.
Figures 5.27 to 5.31 show the layer histograms of the data sets not investigated in this section. These
include the EUR, JP Y , GBP (2 different parameter settings), and the three cross currency rates.
Layer histograms consider time information (date and time) of time series values deterministically in
presenting the distributional structure of the data. The subsets of each layer histogram are increased
by counting the subsequent number of values to be added, in disregard of their position in time. A
particular layer histogram counts the frequency distribution of values in respective bins and ignores
the sequential information as any histogram does (Section 5.4). It may be expected by construction
that the information that is added to sequential layer lines represents new information occurring later
in time.
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Figure 5.20: Illustration of CAC layer histogram discrete states of first 150, 000 values.
Layer lines are drawn after 200 measurements, classified into 150 bins and outlier threshold set to 2 × ST D.

5.5.1 Summary for Layer Histograms
In this section, the method Shnoll et al. applied to construct layer histograms was implemented and
extended. Both methods showed that the polyextremes present in the histogram of the entire data set
appear already in small subsets, i.e. after a few layer histogram lines were drawn. The polyextremes
shown by both layer histogram construction methods coincide approximately. It was shown that the
increment size has a mild effect on the final layer histogram shape, while the choice of the outlier
limitation threshold and the number of bins substantially affects the layer histogram shape.
Too many polyextremes - especially when they appear jagged - and empty bins may be an indication
that too many bins have been chosen. To calculate a meaningful layer histogram that provides insight
into the statistical properties of the process, the relation of the number of bins to the increment size
needs to be well chosen. The bin width could be controlled by the outlier limitation threshold.
Peaks occurring at constant distances may be ascribed to the accuracy of process measurements or
because of preferred states of the process. Care has to be taken in the parameter choices for layer
histograms to avoid artefacts to be created. When too many polyextremes (fine resolution, too many
bins) are identified by a layer histogram, the results could well be meaningless. For a too coarse
resolution (no polyextremes), the benefits of the layer histogram method are lost.
If polyextremes are present in the layer histogram of the entire data set, as well as in the first layer
lines, this means that information from a smaller subset of the data could provide information relevant
for a longer time scale. The times of measurements become important when this study investigates
histogram patterns in time. Therefore, the next section will describe how time is of importance for
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Figure 5.21: Illustration of CAC layer histogram discrete states.
Layer lines are drawn after 200 measurements, classified into 150 bins and outlier threshold set to 1.5 × ST D.
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Figure 5.22: Layer histogram of first 150 000 values of DAX equity index.
Layer lines are drawn after 200 values, classified into 100 bins and the outlier threshold set to 2 × ST D.

histogram pattern analysis. It shows how time series are preprocessed to make measurements and
times of measurements comparable.
Several (poly-) extremes of a layer histogram provide more detailed information about the expected
value of the process. In the ZAR example, there are 3 more likely states for the entire 2 months,
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Figure 5.23: Entire layer histogram of DAX equity index.
Layer lines are drawn after 800 values, classified into 30 bins and outlier threshold set to 2 × ST D.

which are already apparent after the data of a few days has been represented in a layer histogram.
These states are the polyextremes, namely bins 13, 20, and 30. This information could be made useful
for the purpose of prediction.

5.6 Time Series Preprocessing
Financial data are different than the data originally used by Shnoll in that there are missing values
within trading time (no price was quoted at these points), as well as limitations to data availability
because of opening times of markets and trading patterns. The layer histograms presented in the
previous section do not explicitly take the date and time of measurements into account. This section
describes how the time of measurements as well as the measurements themselves were preprocessed
to fit the purpose of the study, namely the search for patterns in the characteristics of successive time
series sections.
Missing time series values are filled in (repeated) from the previous value measured. This allows
histograms to be constructed from one hour intervals on average and from approximately the same
number of measurements. Index data over nights and weekends and exchange rate data over weekends
are not filled in so as not to disrupt trading patterns.
Table 5.4 shows the data set size increase after this operation. It becomes apparent that data on the
ZAR exchange rate are the most sparse, since the time series expansion substantially increases the
data set size. Figures 5.32(a) and 5.32(b) plot the raw data disregarding the fact that some values are
missing (x-axis represents measurement indices, not time) and the time series (5.32(b), x-axis: time),
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Figure 5.24: Illustration of ZAR layer histogram discrete states comparing two construction methods.
Layer lines are drawn after 400 measurements, classified into 40 bins and outlier threshold set to 2 × ST D.
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(a) Increment doubling method
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Figure 5.25: Illustration of ZAR layer histogram discrete states comparing two construction methods.
Layer lines are drawn after 400 measurements, classified into 80 bins and outlier threshold set to 2 × ST D.

101

900
800

first layer line drawn after 400 values
outliers: 2 × STD

700

counts

600
500
400
300
200
100
0
0

20

40

60

80
bins

100

120

140

160

120

140

160

(a) Increment doubling method
1400

1200

layer lines are drawn after 400 values
outliers: 2 × STD

counts

1000

800

600

400

200

0
0

20

40

60

80
bins

100

(b) Constant increment method

Figure 5.26: Illustration of ZAR layer histogram discrete states comparing two construction methods.
Layer lines are drawn after 400 measurements, classified into 160 bins and outlier threshold set to2 × ST D.
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Figure 5.27: EU R layer histogram.
Layer lines are drawn after 2000 values, classified into 15 bins and outlier threshold set to 3 × ST D.
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Figure 5.28: GBP layer histogram.
Layer lines are drawn after 2000 values, classified into 20 bins and outlier threshold set to 3 × ST D.)
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Figure 5.29: JP Y layer histogram.
Layer lines are drawn after 1500 values, classified into 15 bins and outlier threshold set to 3 × ST D.
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(a) Increment doubling method (CHF , 3000, 15, 3).
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Figure 5.30: CHF and EU R/GBP layer histograms.
Layer lines in (b) are drawn after 400 values, classified into 40 bins and outlier threshold set to 3 × ST D.
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(a) ZAR/CHF layer histogram.
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(b) ZAR/JP Y layer histogram.

Figure 5.31: ZAR/CHF and ZAR/JP Y layer histograms.
Layer lines are drawn after 400 values, classified into 40 bins and outlier threshold set to 3 × ST D.
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raw data set size

expanded size

CAC40

594842

617006

DAX30

694430

699448

CHF

55826

58384

EU R

56795

58299

GBP

52987

56278

JP Y

55378

56421

ZAR

38006

62644

EU R/GBP

188498

ZAR/CHF

168770

ZAR/JP Y

198933

Table 5.4: Data set size in number of time series points.
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Numeric date (datenum)

ZAR

Date vector (datevec)
year

month

day

hour

minute

second

732917.01250

2006

8

28

0

18

0

7.1601

732917.01736

2006

8

28

0

25

0

7.1592

732917.01875

2006

8

28

0

27

0

7.1587

732917.02986

2006

8

28

0

43

0

7.1592

732917.03055

2006

8

28

0

44

0

7.1587

732917.03263

2006

8

28

0

47

0

7.1549

732917.04305

2006

8

28

1

2

0

7.1593

732917.05625

2006

8

28

1

21

0

7.1509

732917.06527

2006

8

28

1

34

0

7.14

732917.06597

2006

8

28

1

35

0

7.14

Table 5.5: Example of ZAR time points and series values.
respectively. Weekends where data are missing become visible in Figure 5.32(b) when exchange rates
are plotted against time. Figures 5.33 to 5.37 show the other exchange rate and cross currency rate
time series. The index time series are shown in Figure 5.94 in Section 5.9.4, where their synchronous
variation is investigated.
After the data points in trading time have been discretised, data from each day are stored separately
in a Matlab cell. Each cell stores the time and time series values of a particular day. Each cell’s size
is determined by the number of values available on that day. The data are stored as a serial date value
(Matlab date representation without information loss) since Matlab cannot store date text strings in
cells. This represents the number of days and the time of day since 1/1/00 and may again be converted
to a date string from the number.
Table 5.5 shows the first ten time points of day 28 August 2006. The information summarised in
each serial date number (first column in the table, datenum) is split up in a vector of six elements
(datevec) displaying the time information. The last column represents the values of the ZAR recorded
at respective points in time.
Three transformations are applied to the raw data to calculate the log price, the log return, and the
absolute value of the log return. Minute data has been calculated as the average (midpoint) between
the open and the close price of each minute. Each day’s data are standardised individually for the
minute time series. Tick data were processed differently in that they are standardised hourly, instead
of daily.
In constructing the variables to be investigated, outliers are limited above a certain multiple of each
daily standard deviation. Each value that falls above this threshold is set to the threshold itself. Limiting outliers avoids an unnecessarily wide range for the purpose of capturing histogram fine structure.
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Figure 5.32: CHF series measurements (a) and time series (b).
After layer histograms illustrated the fine structure of distributions and data have been prepared to fit
the analysis, the next step of the analysis starts with the search for patterns over the time series of
subsection characteristics, namely the standard deviation and the mean. These prepare the reader for
a histogram pattern analysis, as a histogram is also a characteristic of a time series section.
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Figure 5.33: ZAR and EU R exchange rate time series with missing weekends.
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Figure 5.34: GBP and JP Y exchange rate time series with missing weekends.
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Figure 5.35: EU R/GBP cross currency rate tick time series with missing weekends
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Figure 5.36: ZAR/CHF cross currency rate time series with missing weekends
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Figure 5.37: ZAR/JP Y cross currency rate time series with missing weekends
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5.7 Coarse Structure Analysis: Dynamics of Traditional Statistical Measures
In this section, the standard deviation (STD) and mean of time series sections of approximately one
hour (60 values) are calculated. Later histograms will also be drawn from approximately 60 observations. The coarse structure analysis investigates the time structure of the STD or mean series using
the same methods that the fine structure analysis uses for histogram sequences.
The analysis is termed coarse, because the two measures that are used (STD and mean) provide less
information about respective time series subsets than a histogram does. Nevertheless, it will be shown
that a time structure also emerges for these single measures. The distribution of time differences
between similar STD or mean pairs, as well as the average similarity of all STDs or means of a
particular time distance, are investigated.
First the methodology to be followed for the STD and mean sequences will be described in Section
5.7.1. Section 5.7.2 shows the STD series taken from different time series transformations. Then an
example will illustrate the steps of finding pairs using the CHF exchange rate in Section 5.7.3. These
steps are followed for the CHF STD and mean series in Section 5.7.4 and 5.7.6, respectively.

5.7.1 The Method of Coarse Structure Analysis using the Standard Deviation
The standard deviation is a statistical property of a time series. A histogram provides more information
on the properties of a time series and, therefore, characterises it in finer detail than the STD. The STD
provides one number per time series section, while the histogram of the section is a vector. The
vector’s length is determined by the number of bins, which is 25, 15 or 10 in this study. It remains to
be shown whether the information that a histogram provides is useful in the business environment.
The steps followed to explore the dynamics of the STD series are to calculate the STDs for each of
the approximately one hour sections and to compare them to find the two most similar values, which
are then interpreted as a couple. Next, the time differences between couple members are investigated.
The STD will be calculated for the log price, log return and absolute value of the log return.
The coupling into pairs is based on spatial distance, while the focus of the thesis outcomes is on the
time distance between similar pairs. The spatial distance between two STDs is given by the absolute
value of the difference between them. The Euclidean distance is used for histograms (see Section
5.8.2).
This study first follows an individual approach where two STDs at a time are compared, based on their
spatial distance. The study also uses a statistical approach where all spatial distances (∆x) of a particular time distance (∆t) are evaluated. These approaches test the usefulness of analysing sequences
of properties taken from a time series based on Shnoll’s work.
The individual approach calculates all distances between standard deviations and successively couples
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the ones that are most similar, while they are still below a certain threshold of dissimilarity. The
threshold is not defined as a particular absolute value, but rather as a percentage of the range of all
distances.
STD and histogram patterns are evaluated based on the time interval distribution between similar
individual pairs, as well as the average distance as a function of the time distance. The first approach
is described in Section 5.7.3 and 5.7.4 and the latter is followed in Section 5.7.5 for STDs. The
next section shows the construction of the STD series and how STDs differ for the 3 time series
transformations.

5.7.2 STD Sequence from CHF Time Series
The time series is divided into sections of one hour’s data and the STD for each section is calculated.
Then the absolute value of differences (distances) between each STD and each other STD is calculated. Based on these distances, STD pairs are formed. Before the coupling procedure of STDs is
exemplified, the STD series from the three time series transformations are illustrated.
To illustrate the difference of the three time series transformations applied to the raw CHF minute
data, the time series of the first day that was available completely, namely 29 August 2006, is plotted
in Figure 5.38. Figure 5.38(a) shows all three time series transformations next to each other, Figure
5.38(b) the log price, Figure 5.38(c) the log return, and Figure 5.38(d) the absolute log return.
The blue curves in Figure 5.38 represent the differences based on the black curve. The red curves
(absolute log return) represent the absolute value of the blue curve. The outlier threshold for all three
series is set to 2 × ST D. The range of the absolute log returns spans zero to plus 2 × ST D, since the
value range decreases as the absolute value is applied.

To improve an analyst’s insight in the behaviour of the three time series transformations, Figure
5.39(a) and 5.39(b) plot the STDs that are calculated from values of an hour of each time series.
The day data shown in Figures 5.38(b) to 5.38(d) provide 24 points for the figures in Figure 5.39.
As illustrated in the figures, the STDs of the CHF exchange rate change for different time series
sections.
Figure 5.39(a) shows the non-standardised STD series and Figure 5.39(b) the standardised STD series
for the log price (black), log return (blue) and absolute log return (red). The log price time series
(Figure 5.38(b)) of 29 August 2006 varies relatively the least, which is reflected in the STD series
(black curve in Figure 5.39(a)) situated on average below both return STD series. Since the range of
the log return series (Figure 5.38(c)) is the widest, the STDs (blue curve in Figure 5.39(a)) are on
average above the absolute return and the log price STD series. The log return records the widest
spread, because it captures the variation of the log price while the absolute log return captures less of
the variation, since it ignores sign information (Figure 5.38(d) and red curve in the middle of Figure
5.39(a)).
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Figure 5.38: Illustration of CHF daily time series.
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Figure 5.39: CHF STD series non-standardised (a) and standardised (b).
The log price standard deviations are the lowest in most hourly sections as compared to both return
STDs. The standardised (without outlier limitation) STD series shows a tendency of the log price for
higher positive STD values, while the two return series show a similar variation. This means that the
spread around the average value - which the STD represents - of the standardised log price is smallest,
followed by the absolute log return and the log return.
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Figure 5.40: CHF histogram of STD series non-standardised (a) and standardised (b).
Histograms of the STD series are calculated and plotted in Figure 5.40(a) for the non-standardised
and in Figure 5.40(b) for the standardised STD series. Figure 5.40(b) does not give a histogram of the
time series in Figure 5.38(a) but a histogram of the 929 STDs taken from all days and hours of the
three CHF time series transformations.
The non-standardised STD log price histogram records the smallest spread with higher values in the
lower bins, corresponding to small changes. The log return spreads the widest from which result
on average lower bin heights. The absolute log return in Figure 5.40(a) is situated in between the
frequency distribution of log return and log price values because it registers less information than the
log return, namely the absolute magnitude of log price changes. The standardised histogram in Figure
5.40(b) shows the comparison of bin heights and apparent peaks of the log price.
The next section will provide an example for the formation of STD pairs.

5.7.3 Finding CHF Pairs based on Spatial Distance
This section exemplifies the concept of finding similar STD pairs to investigate their time difference
distribution. The difference in time between two time series sections, ∆t, is defined by subtracting
their starting times.
Shnoll’s work uses the formation of similar pairs based on a characteristic of time series sections to
find regularities in time of these characteristics. If a particular STD is known to reoccur more often
at characteristic periods, information is gained about the process that may be used to predict. This
prediction will be useful if the characteristic periods are pronounced and stable enough over a time
horizon of interest to the business processes. The STD pair formation is exemplified in this section
and will later be applied to histograms following Shnoll’s analysis steps.
Tables 5.6 to 5.11 illustrate the principle of finding individual pairs of STDs using the first six STDs of
the CHF data set. The smallest distance between STDs is to be found for each step of the procedure,
from which the most similar STD pair results. All distances are calculated and stored in a matrix,
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STD 2: 0.5407


0.009 

STD 3: 0.4647

STD 4: 0.3796

STD 5: 0.4026

STD 6: 0.3567

0.067

0.1521

0.1291

0.175

STD 1:

0.5317

STD 2:

0.5407

-

0.076

0.1611

0.1381

0.184

STD 3:

0.4647

-

0.0851

0.0621

0.108

STD 4:

0.3796

∞

-

0.023

0.0229

STD 5:

0.4026

∞

∞

-

0.0459

∞
∞

∞

Table 5.6: Example of step 1, STD pair formation, identifying minimum and couple corresponding STDs.
Their indices are saved in a matrix (see Table 5.7).

as shown in Tables 5.6 and 5.8. The distances on the diagonal are all zero, since they represent the
distance of STD values with themselves. Zeros are replaced with a ‘-’ in the table since they are not
relevant for the pair formation. The matrix is symmetrical around the diagonal (the distance between A
and B is equal to the distance between B and A), and, therefore, only the upper triangle is considered.
The values to the other side of the diagonal are set to ∞ so that they are disregarded in the search

for the minimum of distances stored on the one side of the diagonal. This ensures that they are not
identified as a minimum, while maintaining the matrix structure.
The minimum of all distances between the STDs is marked by a circle. This distance represents the
distance between the most similar STDs. These two STDs form the first pair, and their indices (2, 1)
are written in the first row of the pair matrix, as can be seen in Table 5.7. Each row of the pair matrix
is a couple. Columns represent indices of pair members.
All other distances of the first two coupled values to all others are now deleted, because the optimal
most similar couple has been found. This corresponds to deleting the columns and rows that represent
the distances of the 2 coupled individuals to all others. Thus Table 5.6 is shrinked to Table 5.8 after
coupling the first pair.
In the next step (see Table 5.8), the next minimum is identified and the corresponding indices stored
in the pair indices matrix. Tables 5.8 and 5.9 shows the identification of STDs 6 and 4 These are then
removed from the distance matrix and Table 5.10 results. In this example only 6 STDs were used. The
last couple is not chosen, since it is the only possibility left.
Pair formation for a real world data set should take care not to couple too dissimilar elements. To
achieve this, the range of all distances is calculated and coupling stopped when the threshold of the
minimum distance plus 50% of the total range is reached. Sometimes the minimum distance was
found to be zero, which means that exactly the same STD value occurred twice.
During the calculation of STDs, the time interval from which they derive was also stored. This information is used subsequently after the creation of the pair indices matrix. These indices are exchanged
with the starting time of the intervals when they initially occurred.
The next section describes the results where the pair starting time matrix is processed further. The
steps to couple the most similar values are applied to the entire CHF STD series in Section 5.7.4.
115

2

1

-

-

-

-

Table 5.7: STD couple indices after step 1.

STD 3:

0.4647

STD 4: 0.3796

STD 5: 0.4026

0.0851

0.0621

STD 4:

0.3796

-

0.023

STD 5:

0.4026

∞

-

STD 6: 0.3567
0.108


0.0229 


0.0459

Table 5.8: Example of step 2 STD pair formation, identifying minimum and couple corresponding STDs.
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Table 5.9: STD couple indices after step 2.

STD 3: 0.4647
STD 5:

0.4026

0.0621

Table 5.10: Step 3: pair 3 is determined because of a lack of alternatives.
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Table 5.11: STD couple indices after step 3.
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5.7.4 Time Distance Distribution between Similar CHF STD Pairs
A frequency distribution of the time between similar pairs could show characteristic periods and the
near neighbour effect. The near neighbour effect implies that STDs are more similar if they occur
close or next to each other in time (memory effect). In his experiments, Shnoll also found significant
peaks at other fixed times distances linked to periods, such as one month or year.
The same distances between standard deviation pairs are investigated using the log price, the log
return, and the absolute log return from the CHF data set. To determine how often particular time
distances have realised, the time distance between the elements of each pair is calculated. The pair
matrix is converted to a vector of time differences and a histogram is calculated. The histogram counts
the number of occurrences of particular time distances classified into bins.
The choice of the number of bins and bin width should link the bin width to the time relating to one
day. With the help of the software developed for this study the bin width is selected by trial and error.
It depends upon the particular time interval and time pattern of each series. For the CHF data around
50 bins let each bin correspond to one day as closely as possible (given the data from a 2 month time
interval). This bin width makes the histogram of STD time differences comparable amongst data sets.
Time periods that are multiples of one day, such as a week or a month, are then more likely to become
apparent. Figure 5.41 shows the time distance histogram for the CHF log price.
A peak in the time distance distribution corresponds to a higher probability of similarity at this particular time distance, since more pairs were counted at that particular distance. This refers to the
empirical definition of probability based on the frequency of occurrence. A trough in the time distance distribution means that fewer than expected values have been observed. The comparison relates
to the assumption that all time distances occur with the same relative likelihood.
Table 5.12 shows the range of STD distances for all time series transformations and all exchange rates.
If the similarity criterion is varied, the fraction of the distances range changes. This range determines
the level of similarity that is acceptable for pairs to form, which also affects the number of similar
pairs. The expected number of STD pairs at each time difference is determined by the number of
possible combinations and the similarity criterion. If STDs are already coupled based on the chosen
criterion, only the number of combinations at each time difference needs to be considered. As already
described in Section 4.5.4, from the assumption that all distances are equally likely to occur, the
expected number of pairs at each time distance should decrease monotonically, as the crossed lines in
time distance distribution charts (see Figures 5.41, 5.43 and 5.45) illustrate.
Figures 5.41 and 5.42 show the time distance distribution for the CHF log price, where Figure 5.41
shows the counted number of times that a particular time distance (in days) has occurred. The crossed
line in this bar histogram depicts the distribution that would be expected under the assumption that
all time distances occur with the same likelihood. The deviations from this decreasing line show that
some time distances occur more often than others. The red bar figures (Figures 5.42, 5.44, and 5.46)
reflect the difference between the time distance distribution to the crossed line for the log price, log
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standard deviations

CHF

EU R

GBP

JP Y

ZAR

log price

1.0199

1.0938

1.1764

1.0422

1.1926

log return

1.2045

0.6935

1.0116

0.347

1.1872

abs log return

0.6844

0.3457

0.5275

0.7803

0.7248

Table 5.12: Range of distances among all STDs pairs.
25

time difference between histogram pair counts

number of time distances between similar pairs

20

15

10

5

0
0

10

20

30
bins

40

50

60

Figure 5.41: Time distance distribution of CHF log price STD and theoretical expectation.
(line with crosses) Expected is the uniform distribution of time distances between similar pairs. The crossed
line gives the expected distribution under the uniformity assumption.

return, and absolute log return respectively. Their x-axis is determined by the previously crossed line
in Figures 5.41, 5.43 and 5.45.
Both return time distance distributions (see Figure 5.43 to 5.46) show a peak at 7 days (bin 7) and 8
days (bin 8) after the 1 day peak at bin 1. The largest discernible peak of both return series is 5 weeks
(bin 35). The log price peak (Figure 5.42) is recorded on the eighth day, corresponding to the 8th
bin. Peaks of 2 and 3 weeks also become apparent in the graphs. The absolute log return distribution
(Figure 5.45 and 5.46) reflects pronounced peaks at these frequencies as well, despite the absence of
the near neighbour peak.
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Figure 5.42: CHF log price deviation from expected values based on uniform distribution assumption.
The deviation from expectation graph represents the same information as Figure 5.41 using the crossed line as
x-axis.
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Figure 5.43: Time distance distribution of STD of CHF log return and theoretical expectation.
Expected is the uniform distribution of time distances between similar pairs.
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Figure 5.44: CHF log return STD deviation from expectation.
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Figure 5.45: Time distance distribution of STD of CHF absolute log return and theoretical expectation.
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Figure 5.46: CHF absolute log return STD deviation from expectation.
This analysis method found the near neighbour effect in units of days for two of the three time series
transformations. The near neighbour effect is represented as a significant peak at bin one as shown
in Figures 5.41 to 5.44. The near neighbour effect may be interpreted as one way to measure the
persistence in prices in the sense that price behaviour is more likely to be similar in a particularly near
time interval. Similarity in this context refers to the information that a standard deviation represents as measured by the distance measure employed.
The CHF STD series shows no near neighbour effect in the absolute log return series, but the effect
is present for the two other variables of the CHF , namely the log price and the log return. Figures
5.41 to 5.46 illustrate graphically the frequency counts of particular time distances between STD pairs
and the deviation from what would be expected. It seems surprising that the near neighbour effect is
absent in the absolute log return and present for the log return. The STD of the log return and the
absolute log return need not be similar, since they are calculated from two series that vary differently.
Therefore, the couples would not coincide in a manner, which could lead to the disappearance of the
near neighbour effect in this case.
Time distance distribution results have also been obtained using a harsher similarity criterion (threshold of 0.5 was varied). The stricter criterion did not alter the results meaningfully. The distribution
was sparser and still demonstrated the same general shape. Therefore, the same threshold values were
applied to all pair formations of this study. Section 5.8.2 will present an example of histogram pair
time distributions with different threshold values.
This section evaluated the time distances of individual STD pairs (similar pairs imply low spatial
distance) of the CHF STD series. The next section investigates the average spatial distance between
STDs for each possible time distance.
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Time distance

Number of

Individual pair indices

∆t

possible pairs

for which distance is determined

1

8

12 - 23 - 34 - 45 - 56 - 67 - 78 - 89

2

7

13 - 24 - 35 - 46 - 57 - 68 - 79

3

6

14 - 25 - 36 - 47 - 58 - 69

4

5

15 - 26 - 37 - 48 - 59

5

4

16 - 27 - 38 - 49

6

3

17 - 28 - 39

7

2

18 - 29

8

1

19

Table 5.13: Time distances example for 9 STDs.
Time distances and combination of STDs from which average distances are calculated.

5.7.5 Average Spatial Distances between Standard Deviations
The previous time distance distribution counted individual time distances to summarise how often a
pair time distance occurred. This procedure is now reversed. Instead of first determining individual
pairs that are coupled based on smallest spatial distances to find their time distance distribution, the
average spatial distances (∆x) are evaluated for each possible time distance, ∆t.
Previously the time distance was calculated in calendar time, counting missing weekends. The time
distance, ∆t, now represents the distance between time series section starting times from which a
STD has been calculated, disregarding weekends. All possibilities are considered instead of only
considering selected individual pairs. The larger the time distance, the less the number of possible
distances for a finite data set. Table 5.13 shows the number of possible STD pairs for each time
distance ∆t using an example of 9 STDs. The third column in the table details the STD indices of
possible pairs.
The method illustrated and exemplified in this section was applied to the STD series of the CHF
(also used in Section 5.7.2 and 5.7.4). To calculate the average spatial distances, f∆x , of STDs that
are separated by a certain time distance, ∆t, the STD distances of each time difference (f∆x (∆t)) are
selected and their average value calculated. The total average of these is denoted as f∆x (∆t). Time
distance 1 means that all STD combinations are included that could be marked t, t + 1. Time distance
2 represents all STDs whose indices are marked t, t + 2. Thus time distance 1 represents STDs next
to each other, while time distance 2 represents STDs that are separated by one other STD. Similarly,
the STD distances of time distance 3 are taken from STD combinations; the indices of which follow
t, t + 3, namely which are separated by two other STDs.
The 2 months exchange rate time series mostly involve more than 900 sections of one hour. Finding
average distances for each time difference means that all possible time distances ∆t from 1 to N − 1

are evaluated, where N is the total number of STDs to be compared to each other. N is thus more than

900 for the STDs, means, and histograms from the 2 months exchange rate data sets. In calculating
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f∆x (∆t), one average spatial distance results for each of the N − 1 time distances.
Figures 5.47(a) to 5.47(d) denote the distances matrix between 10 STDs. The row and column numbers represent individual STD indices and the entries in the matrix, marked with ‘X’, represent distances between the respective STDs. The red ellipses in the tables mark the subset of individual spatial
distances from which an average will be taken to calculate the first 4 average spatial distances f∆x of
time distances ∆t = 1, 2, 3, 4. The first table (5.47(a)) shows the 9 STDs for time distance 1. When
an average is taken of all distances marked red in the first table, the average distance of time distance
1 results. The average spatial distance for time distance 1 is the average nearest neighbour distance.
Similarly, the distances considered to calculate the average value for ∆t = 2, 3, 4 in Tables 5.47(b),
5.47(c), and 5.47(d), respectively, are marked by ellipses.
Figure 5.47 shows an example of ten sections’ characteristics of the time series, which could refer to
STDs, means, or histograms. The diagonal is not considered when only one data set is evaluated. In
this case the diagonal elements represent the distance between each STD with itself, i.e. zero values
along the diagonal. Later, when two synchronous data sets are compared, the diagonal will show the
distances between synchronous histograms.
The four averages calculated in this way determine the points plotted in the next step where the results
from this averaging procedure are illustrated. In principle, Figure 5.47 explains the origin of the first
four values of the average spatial distances curves in Figures 5.48 and 5.49, where the latter figures
matrices would be of a much higher dimension (∼ 900 instead of 10).
The x-axis of Figures 5.48(a) to 5.48(c) is the time distance ∆t in units of the sections from which
the STDs are calculated (approximately 1 hour). The y-axis represents the average value of distances
f∆x (∆t) sometimes plotted together with their standard deviations, fstd (∆t). The fstd (∆t) represents
the standard deviation of the distances between the STDs of the time series for each ∆t. In the later
quantitative evaluation of the nearest neighbour effect the average over all fstd (∆t) (from STD and
histogram series) is calculated and denoted by fstd (∆t).
If the first point of the average time distances graph represents a minimum, this reflects the presence
of the nearest neighbour effect. The previous analysis showed the near neighbour effect as a peak in
the first bin (1 day) of the time distance distribution between individual pairs. This analysis approach
reflects the same phenomenon at the smallest possible time distance and is, therefore, called the
nearest neighbour effect. A minimum in this distribution means that STDs of the particular time
difference, considering the total population of distances, tend to be more similar to each other than
the ones of other time distances f∆x (∆t), or the total average distance, f∆x (∆t).
The values illustrated in Figures 5.48 and 5.49 are derived in the following way for the CHF exchange rate data set. Assume there are 1000 standard deviations available. Then there are 999 STD
distances ∆x where ∆t = 1. The average of these (∆x) is composed from 999 numbers. Time difference 2 provides 998 possibilities and so on until only one possibility remains for time distance 999.
For each ∆t the average distance between STDs f∆x (∆t) is calculated and plotted.
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(b) ∆t = 2, 8 distances for average distance f∆x (2)
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(c) ∆t = 3, 7 distances for average distance f∆x (3)
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(d) ∆t = 4, 6 distances for average distance f∆x (4)

Figure 5.47: Illustration of spatial distance calculation f∆x (∆t) for different ∆t.
The 4 figures show time distances 1-4, where 9-6 possibilities exist for a total of 10 STDs (later: histograms).

As ∆t increases, the number of STD combinations for that time distance decreases. Thus the average
value (f∆x (∆t)) becomes less representative with decreasing ∆t since it is taken from a gradually
lower number of spatial distances (∆x). The f∆x (∆t) further to the right (higher ∆t) in Figures 5.48
and 5.49 have increasingly less influence on the total average f∆x (∆t). This may explain the change in
slope to the end of the graph—sensitivity to outliers is higher when averages emanate from a smaller
set of values.
The time unit of the graphs in this section is different to the graphs that previously illustrated the time
distance frequency distribution. In Section 5.7.4 the time distance calculations used calendar time
as a unit to determine the time distance between individual STDs. If a weekend occurred between a
pair, its time was counted into the time distance, although no STD could have been calculated from
weekend time. For this reason, troughs become apparent because of the absence of information over
weekends. These gaps make some distances less likely to occur.
The time distance ∆t = 1 is assigned to two time series sections that occur next to each other within a
trading day. The time distance between the last section on Friday to the first section on Sunday is also
(in trading time) assigned ∆t = 1. The average spatial distances as a function of the time difference
evaluation ignores other times outside the available trading time. The time distance between two STDs
is thus not represented anymore in calendar time, but rather in trading time.
The x-axis time distance is indexed with days or hours, while each successive point in the graphs
represents a STD time section. Figure 5.48 shows similar series with the one hour x-axis index. Thus,
either nearly 40 days, or more than 900 hours serve as x-axis indices. Since a time series section is
close to one hour, if the f∆x (∆t) curves in Figure 5.48 show a minimum at 24 units, it means that
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Figure 5.48: CHF average distances of STD time series transformations with STD bands.
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Figure 5.49: CHF average distances of STD time series transformations.
The f∆x (∆t), f∆x (∆t), fstd (∆t) and f∆x (∆t)-fstd (∆t) of CHF log price (a), log return (b), and absolute
log return (c) as a function of the time distance and relative to respective standard deviations.
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at time distance 24 hours there is an increased likelihood for similarity—a smaller average distance.
The 24 hour distance of Figure 5.48 is denoted with 1 on the x-axis in Figure 5.49.
The two sets of three figures (Figures 5.48(a) to 5.48(c) and Figures 5.49(a) to 5.49(c)) show details on
each CHF time series transformation. The averages curves are plotted with their σ-bands, meaning
the blue curve of Figures 5.48(a) to 5.48(c) depict the f∆x (∆t) and the red curves to the top and
bottom depict respective differences of fstd (∆t) to f∆x (∆t). These involve the standard deviation of
all spatial distances between STDs for each ∆t. They measure how much the distances varied for each
∆t by calculating the standard deviation of distances between STDs. The top standard deviation band
(top red curve) represents the middle curve plus respective fstd (∆t) and the bottom curve represents
the middle curve minus respective fstd (∆t). This results in the top and bottom curves’ shape being
correlated with the middle curve and gives an idea of the significance of minima and the deviation
from the total average.
From this comparison it is obvious that the log price results are the least significant, followed by
absolute log return results. The significance of the log return f∆x (∆t) is highest. This could be seen
by the strongly pronounced periodicities in relation to the standard deviation bands. The average
distances’ oscillations fill a large share of the range given by the STD bands to the bottom and top.
Figure 5.49 illustrates the total average f∆x (∆t) (magenta-coloured straight line), the f∆x (∆t) (blue
curve), the fstd (∆t) (green curve), and the difference (red curve) of f∆x (∆t) and fstd (∆t) for each
∆t.
Figures 5.49(a) to 5.49(c) detail the average distances f∆x (∆t) and the actual fstd (∆t) (green curves),
depicting only the difference between them (one red curve). The top red curves of Figures 5.48(a) to
5.48(c) are disregarded, but the bottom red curve is plotted and shown in red colour to illustrate the
distance and the curves from which this distance is calculated. The difference between the f∆x (∆t)
and the actual fstd (∆t) in these graphs is depicted by subtracting the green curve from the blue curve.
Comparing both Figures (5.48, 5.49) the blue, red and green curves make apparent the positive correlation between the f∆x (∆t) and the fstd (∆t). This means that whenever the average distances
f∆x (∆t) are lower, their fstd (∆t) also tends to be lower. Thus the blue and green curve move closely
together. This positive correlation explains the different shapes of the two red curves in Figures 5.48(a)
to 5.48(c). The positive correlation between the blue and green curve (see Figures 5.49(a) to 5.49(c))
explains the shapes of the red curves in all subfigures. When the green curve is subtracted from the
blue curve, the bottom red curve’s oscillation amplitude is decreased. This only occurs if the blue
and green curves are positively correlated. The addition of the blue and green curve results in an
amplification of the oscillation amplitude of the top red curve (Figure 5.48).
The fstd (∆t) itself is much less periodic as could be observed in Figure 5.49 and may record a nearest
neighbour effect as well. A nearest neighbour effect in the standard deviations of average spatial STD
distances means that STDs of time distance one tend to be more similar. This could be because of the
nearest neighbour effect of the average distances, which implies that STDs at time difference one are
more similar to each other and less spread.
127

hourly section unit
1 day

24

1 trading week

120

2 trading weeks

240

1 trading month

480

3 trading months

1440

Table 5.14: Time series section units relevant for average spatial distances (f∆x (∆t)).
The evaluation of the blue curve in Figure 5.49 shows that the log price (Figure 5.49(a)) of the CHF
demonstrates an unstable periodicity with periodic minima of order much larger than one day, possibly one week or one trading week. The log return (Figure 5.49(b)) shows the most stable recurring
minima. These are also the most significant as compared to the standard deviation bands. They are
more pronounced than the similarly shaped absolute log return (Figure 5.49(c)) average distances.
The progression of the curves in Figure 5.49, does not reflect a smooth convergence to the average
value of all distances, but rather a cyclical increase and decrease. Recurring minima arise with a
relatively constant distance between them. This means that distances tend to be smaller periodically,
where the period is very close to one day.
A time distance of two weeks corresponds to approximately 240 hours. Other periods applicable to
all average distances graphs that use hours on the x-axis are depicted in Table 5.14. The period of one
week (120 units) and its multiples could be seen in the log price curve, while the daily periodicity
is most pronounced for both return series. The log price of the standard deviation values shows a
mildly pronounced structure at more than one week frequency (minima at 120, 240, 360 hours) and
the nearest neighbour effect (1 hour).
Similar to the previous analysis, individual pairs are found to occur more frequently than expected
at time difference 1 day as well as multiples of one day. The recurring minima of period one day in
this analysis imply that STDs are more similar every 24 hours, for example every day (in the trading
week) in the ninth hour. This means that the STD every day around 09 : 00 a.m. is more similar on
average than STDs that occurred around 09 : 00 a.m. and 09 : 00 p.m. A time-shift of 12, instead
of 24 hours, reflects the distance between a minimum and a maximum. This is shown most clearly
for both return average distances graphs in the approximately 12 hour distance between minima and
maxima and their periodical recurrence.
Thus the results of the previous analysis steps support the results of this section’s analysis. The near
neighbour effect of time distance one day has been found when looking at similar individual values.
This near neighbour effect is reflected in the average time distance graphs by the recurring minima
of period one day. The nearest neighbour effect is represented by the global minimum of the smallest
possible time distance (f∆x (1)), namely the first point in the average distances illustrations.
The nearest neighbour and periodicity effects will be evaluated quantitatively for all STDs as well as
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Figure 5.50: CHF log price mean individual pair time distance results.
histograms in Section 5.10. Later time distance zero is also evaluated when two different data sets
are compared to each other in Section 5.8. The synchronous effect will be evaluated visually and
quantitatively. The next sections will apply the same analysis steps to the CHF mean series.

5.7.6 Time Distance Distribution between Similar CHF Mean Pairs
The second step of the coarse structure analysis evaluates the means from time series sections following the same steps as for the standard deviation calculations in Section 5.7.4. Figures 5.50, 5.51 and
5.52 show the time distance distribution between similar pairs of means, taken from the three CHF
transformations.
The log price time distance distribution shows peaks at one day, one week, three weeks and one month.
These are the peaks at the 1st bin or day, 7th bin, 21st bin as well as bin 29 depicted in Figure 5.50.
The log return (Figure 5.51) shows similar characteristic periods. Peaks at one week and multiples of
one week (7,14,28/29) are, however, much less strongly pronounced relative to the peak at bin 1. The
near neighbour effect records double the magnitude in absolute terms (time distance distribution) and
more than triple when compared to the other peaks in the deviation graph. More than 40 as opposed
to more than 20 similar pairs are counted at this time distance interval, which can be read from the
graph by the height of the first bar.
Figure 5.52 illustrates the absolute log return time distance distribution. The counts of the near neighbour bin (1 day) are around 20, similar to the log price. Around 16 counts would be expected as
depicted by the cross at the first bin. Thus, means of the log price and the absolute log return, show
the near neighbour effect to a similar extent. The peak at 3 weeks is much more pronounced than the
1 and 8 day peak, which are approximately of the same magnitude relative to what would be expected
at bin 1 and 8 (see the expectation deviation bar chart, Figure 5.52).
The means of all three time series transformations clearly show the near neighbour effect. However,
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Figure 5.51: CHF log return mean individual pair time distance results.
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Figure 5.52: CHF absolute log return mean individual pair time distance results.
the log return does not reflect a highly significant number of counts at other characteristic time differences. The absolute log return characteristic time distances are similar to the log price. Apart from the
3 week peek of the absolute log return, the log price displays the most distinguished peaks at larger
time distances than one day.
This means that the means of log price sections show the most number of different periods, after which
they are likely to reoccur. Log return mean values record increased similarity at ∆t = 1 day. Fewer
log return mean periods are realised as compared to the log price. Periods are more pronounced for
the absolute log return. This implies that absolute log return means reoccur with several pronounced
characteristic periods. The absolute log return shows a lower number of peaks than the log price does.
The next section will investigate the means of the same data in terms of the time differences as a
function f∆x (∆t). It may be expected from this section’s results that the log price difference would
show few periodicities as compared to the log price and the absolute log return.
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Figure 5.53: CHF mean f∆x (∆t) of log price, log return and absolute log return.
Figure 5.53b shows the standardised average distances f∆x (∆t).

5.7.7 Average Time Distance between Means
Figures 5.53 to 5.56 show the average spatial distances (f∆x ) between means as a function of the time
difference (∆t). Depicted in the first graph (Figure 5.53) are all average distances (f∆x (∆t) of the
log price (black, top), the log return (blue, bottom), and the absolute log return (red, middle). Figure
5.53(a) shows the three transformation series as they were calculated, and Figure 5.53(b) shows the
same information where each series is standardised.
As previously shown for individual mean pairs, the log price reflects the most periodicities as well as
a nearest neighbour effect. The lowest minima and highest maxima occur in the first trading week.
Other periods beyond the first trading week are irregular. They occur with a changing amplitude and
variable time distances. The log return shows hardly any periodic structure as compared to the log
price and the absolute log return. The absolute log return shows very stable recurring minima and
maxima, where the period of one day is apparent.
To increase the comparability between the f∆x (∆t)-curves, they have been standardised (Figure
5.53(b)). This shows that the amplitude of log prices is higher on average than the amplitude of
absolute log returns. The periodicities of the standardised absolute log return averages and the standardised log prices are not strongly time-shifted (curves follow each other) up to about 500 hours.
The absolute log return’s periods are more regular.
To evaluate the significance of the near neighbour effect and periodicities of the log price mean,
f∆x (∆t) curve (blue) is first plotted with fstd (∆t) (red) in Figure 5.54(a). Then fstd (∆t) are added to
(top curve) and subtracted from (bottom curve) f∆x (∆t) (middle curve) in Figure 5.54(b) (log price)
and Figure 5.56(b) (absolute log return). From this the nearest neighbour effect appears significant
in relation to fstd (∆t). The log return standard deviation bands were not illustrated due to a lack of
periodicities.
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Figure 5.54: CHF mean of log price f∆x (∆t) with fstd (∆t) and with STD bands.
Top and bottom line in (b): f∆x (∆t) +/− fstd (∆t).
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Figure 5.55: CHF mean log return f∆x (∆t) (blue) and fstd (∆t) (red).
Figure 5.55 shows f∆x (∆t) and fstd (∆t) next to each other. Figure 5.55 shows the log return mean
series’ f∆x (∆t) (blue) and fstd (∆t) (red). No characteristic periods can be discerned, but a time
structure is present in that the average distances of log return means reveal a linear increase with the
time distance ∆t. The shapes of σ-bands would look similarly noisy and were not depicted in an
additional figure.
The f∆x (∆t) and the fstd (∆t) curves in Figure 5.56 of the CHF absolute log return mean series are
compared. Both show the nearest neighbour effect and periodic minima. As could be seen in Figure
5.56(a), the two curves (f∆x (∆t) (blue) and fstd (∆t) (red)) are positively correlated. For this reason,
Figure 5.56(b) depicting the f∆x (∆t) plus the STD(∆t) (top line) and the f∆x (∆t) minus the fstd (∆t)
(bottom line) depicts alternative shapes of the top and bottom curves.
Although the top and bottom curves are derived in the same way, the amplitude of the top curve
oscillations is much higher than the bottom one. This may be ascribed to the positive correlation of
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Figure 5.56: CHF mean absolute log return f∆x (∆t) (blue), fstd (∆t) (red) and f∆x (∆t) with STD bands.
the f∆x (∆t) and the fstd (∆t) curves. It results in an amplification of oscillations for the top curve and
in a damping of oscillations for the bottom curve.
Both curves (f∆x (∆t), fstd (∆t)) also reflect time intervals of a slightly increasing and decreasing
amplitude of oscillations. These will be detected on a larger time scale and more pronounced later in
cross currency rates and indices histograms. They are then referred to as bubbles and bottlenecks.
The results from STD of time series sections, as compared to the mean of time series sections, differ in
terms of characteristic periods. Firstly, the log price periods of STDs showed a clear weekly structure,
while the mean recorded daily recurring minima within one trading week. This could mean that at
similar times of the week, the STD tends to be similar. There may be periods where log prices change
in a more and less pronounced fashion. The mean of log prices as a function of the time difference
was expected to show strong relations to itself, because prices do not change abruptly reflecting a
continuity of prices.
The patterns in the log return, as well as absolute log return series, were exactly opposed to each other
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for the STD and the mean. On the one hand, for the STD the periodicities were present for both log
returns. They were more strongly pronounced for the log return and less strongly pronounced for the
absolute log return. Thus the STD shows more structure in the log return. On the other hand, the mean
records no periodic patterns, but a linear time structure.
This means that taking the absolute value of returns discards relevant information for the standard
deviation, while the means gain patterns from this operation. This is intuitively obvious, since the
standard deviation is related to the spread of readings. If the spread of readings is lessened by only
referring to one side of the value scatter around an average, the STD will have less power to detect a
time structure.
In contrast with the STD log return patterns, the log return means showed no periodic patterns. The
linear increase of f∆x (∆t) implies that as the time distance between means increases, so do the average spatial distances of the means. It would be interesting to ascertain the reason why the absolute
log return mean series reveals such clear structure, while the log return mean series shows none.

5.7.8 Summary of Coarse Structure Analysis
Based on the CHF data, the STDs and means of hourly time series sections were investigated in the
coarse structure analysis. These statistical measures helped to understand the exchange rate process
and prepared for the investigation of histogram sequences, dealt with in the next section. A histogram
also measures the characteristics of a section of the time series. Similar to STDs and means, distances between histograms can be calculated, taking different information into consideration than the
information captured by the STD or the mean.
The method employed by Shnoll of finding individual pairs of measures of a subset of a time series
based on minimal distance has been illustrated. Furthermore, the idea of Shnoll to investigate the time
difference between similar time series section pairs was extended. A statistical evaluation of STDs
and means of time series sections evaluated all average distances for all possible time distances. This
complemented the investigation of individual similar time series sections.
It was found that the individual STD pairs show peaks in their time difference distribution, where the
major peaks are of comparable height. The same results were detected for the CHF mean series log
price and absolute log return pairs. In contrast, the mean log return pairs showed a pronounced near
neighbour effect and mild peaks at other time distances.
The average distances of all STDs for all possible time differences showed a mild but irregular structure for the log price STDs and means. The log return STDs showed the most pronounced periodic
structure, while the log return average distances for the means increased nearly linearly with the time
distance. The reason for this may be that the mean of the differenced exchange rate process is much
more likely to be different for a longer time interval and more likely to be similar in shorter time
intervals. This explains the positive slope in the average distances graph and this is also confirmed by
the presence of the near neighbour peak in the individual mean pair time distance distribution of the
134

log return. The STD of the log return CHF series could reflect periodic increases and decreases in
the average spatial distances (f∆x (∆t)) because of the different information it captures.
A somewhat surprising result was found for the absolute log return of means. It exhibits a similar
periodic daily structure as the STD average distances. This is unexpected at first, because the log
return average distance of the means showed no periodic structure. An explanation of this finding
could lie in a possible gain in information if the process is relatively symmetrical around the mean.
Taking the absolute value of the log return would then enable the mean to capture information to
which it was previously blind.
The next section will complete the histogram analysis, which is the major focus of this study.

5.8 Fine Structure Analysis of Histogram Sequences
The patterns in time of histograms are investigated in the same way as the standard deviations and
means in the previous sections. The Euclidean distance between histograms is now used to find similarities instead of the absolute difference.
The index series cannot be evaluated on an individual basis, since the number of histogram distances
that would have to be calculated is beyond the scope of the computational means available to this research. It would involve comparing over 9000 histograms, for histograms constructed from 60 values
classified into 15 bins and over 5000 histograms constructed from 100 values and classified into 25
bins for the CAC and DAX data sets. Finding pairs would involve storing a 9000 × 9000 matrix. As

the number of histograms (N) increases, the number of computations necessary for histogram pair
formation scales by N 2 . The matrix entries are distances between histograms involving 10, 15, or

25-element vectors.
Therefore, individual pairs will be evaluated for the EUR, ZAR, and ZAR/CHF , and in Section
5.10 also for the JP Y . It will be shown that the time difference distribution of individual histograms
reveals periods of one day and longer. The cross currency rates are derived from a period of around
half a year. This will provide individual pair results from that longer time interval.
Histogram distances (f∆x (∆t)) are evaluated for different possible time distances. The unit of time
is either one day, as previously for the STDs and means, or a one hour histogram time interval.
Periodicities larger than one day, as well as the behaviour of distances smaller than one day, are
evaluated. If histograms close to each other in time (up to one day) are found, it is referred to as the
near neighbour effect. If histograms are found more likely to be similar when neighbouring in time
on an hourly time scale, it is referred to as the nearest neighbour effect. Insight is gained through
histograms in terms of recurring minima, the nature of the cyclical variation, and the near zone or
near neighbour effect.
Synchronous variation of data from the same asset class will be investigated using exchange rates,
cross currency rates, and indices in Section 5.9.1. Different asset classes will be compared syn135

chronously based on the CAC equity index and exchange rates. Before the study evaluates histogram
time patterns, the next section provides details on how a histogram is formed for the financial data of
the study.

5.8.1 Histogram Construction Details
Choosing Subsets of Time Series for Histogram Construction
As previously pointed out in Section 4.6, two approaches for choosing subsets of time series values
to be used for calculating histograms could be identified, each with its particular advantages and
disadvantages. Histograms may either be constructed strictly with the same number of values per
histogram, or strictly from the same hour.
The first method disregards the exact time interval from which measurements are taken and thus also
the trading frequency. For discretised one minute data the first approach is used. Depending on the
opening time of the market on a particular day, this approach allows histogram intervals not to start
at the full hour. If measurements are available every minute, this day’s histograms span 2 different
hours.
The second approach, where the time interval for a histogram is strictly one hour, with the limits
of that hour exactly corresponding to physical hours, is followed for tick data sets and the sparsely
traded minute-ZAR data. Low frequency tick data sets were chosen, where the average value of
hourly readings is approximately 60 or less. The actual time where measurements occurred within
a particular hour is not known any more after the histogram is constructed. Thus, theoretically, the
histogram information could consist of measurements that occurred in only 5 minutes, for example.
The non-constant time intervals between tick series measurements are a challenge for pointwise financial time series analysis methods. However, in terms of principle, histograms disregard time information of measurements. This presents an opportunity for the application of histogram pattern
analysis to tick data sets. Sometimes hours provided too little information to construct a histogram,
or no significant information, such as no variation in prices was available. The programme developed
in Matlab for this study deals with such hours by deleting them.
For the investigations of histogram properties over time, the variance of interval lengths from which
a histogram derives has been minimised. Intervals are approximately one hour because of the time
series expansion which makes every minute within the trading time available by filling in gaps and
repeating previous values.
Filling in the missing points of time series values results in a consistent number of measurements per
histogram. The time interval from which they are derived, as well as the sample size of histograms
across the whole data set, may differ to a certain extent. The total number of daily measurements varies
slightly. This translates to a variation in histogram sample sizes, since for the sake of consistency (in
terms of observations), as much data as possible is used for constructing histograms. The size of
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Figure 5.57: Example of time interval distribution of CAC absolute log return series.
the last histogram might be smaller than the other histograms because of the incompatibility of the
total number of measurements of that day with the target number of measurements to be used for a
histogram. If the number is too small for constructing a histogram with sufficient information, the
software ignores those observations. For the same reason some days are also disregarded completely.
After describing the variation in the number of measurements used for a histogram, the next subsection deals with histogram time interval variance.

Histogram Time Interval Length and Measuring Distances between Histograms
Intervals may vary in length, since not all hours of Fridays and Sundays are available and thus cannot
be filled in like those of the other weekdays. Histogram time differences are calculated during the
histogram pattern analysis. This involves the assignment of their time to their index. If all intervals
from which histograms were derived were equally long, i.e. if measurements were available in every
single minute of the day as well as every day, it would not make a difference which time information
was assigned to the indices. Most histograms taken from the data used in this study are from one
hour. Figure 5.57 shows a histogram of the CAC time intervals from which CAC histograms are
calculated. The starting point of the histogram interval is used to calculate histogram differences in
time.
Despite using the same criterion for all days and all histograms of approximately 60 values per histogram, the histogram interval could vary depending on the exact daily number of measurements. The
extent of this variation is illustrated in Figure 5.57, which reveals that the majority of time intervals is
exactly one hour or very close to it.
The next section provides details for synchronous histogram analysis, where time needs to be considered strictly.
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Synchronisation
Synchronous histogram comparison requires the data sets to have either synchronous pointwise measurements or the same histogram time intervals. Histograms are synchronised using two approaches
depending on the nature of the data. Results will be described in detail in Sections 5.9.1 to 5.9.4.
The synchronous variation analysis of at least two data sets is interesting, since it is able to detect
the average histogram distance of histograms of time difference zero. In comparing histogram shapes
within one histogram sequence, the nearest neighbour effect and characteristic time periods could be
identified.
Synchronisation is achieved using two different methods. Pointwise measurements for the index and
exchange rates of one minute frequency are synchronised before histograms are formed. Cross currency rate histograms are synchronised after they have been constructed by deleting all histograms
that have no equivalent in the same hour.
After constructing the histograms, both methods result in histogram vectors stored in a matrix. The
matrix’s dimension would be equal to the bins per histogram times the total number of histograms.
The construction of this matrix thus either incorporates variability in time intervals or variability in
the number of measurements used for a histogram.
For the synchronous analysis of histograms from different data sets, data have to be disregarded if
histogram time intervals or the points in time where measurements occurred do not coincide. When
comparing the CAC equity information to exchange rates this becomes most apparent. Two thirds
of the exchange rate data for a day should be ignored as the CAC provides no records for the corresponding interval.
The next section draws attention to histogram bin ranges, namely the subsets of the time series range
represented by one bin.

Comparability of Histogram Bin Ranges
Histograms reflect insufficient statistical distributions, since they are taken from a small number of
values relative to the data set size. Depending on histogram construction criteria, histogram bins may
refer to different subsets of the range. The range of raw time series points from which a histogram is
constructed can vary. Standardisation and outlier limitation, followed on a daily basis for the minute
data and on an hourly basis for the tick data, controls such variability.
The absolute range of each histogram for the hour histograms will coincide because the different
ranges, means, and standard deviations of each hour are standardised and outliers are limited. For the
purpose of investigating histogram shapes, it is necessary to construct histograms consistently using
the same method throughout a particular investigation.
The range of each histogram does not perfectly coincide across the daily standardised series. This
means that the bin widths represent different absolute interval ranges. Thus the histograms are only
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comparable in relative terms, which is the idea of histogram shape comparison. The next section
concludes the detailed histogram discussion by pointing out general concepts of price variation.

Price Changes triggered by Information Arrival in Markets
The news approach to markets (Prechter and Frost, 2001, 182) assumes that price changes are driven
by the arrival of information relevant to traded asset prices. In time intervals where trading is not
possible because of the opening times of markets, or less frequent on the basis of biological cycles,
information relevant for price movements could arrive, but is not processed instantaneously.
A challenge for financial data analysis is that information that is relevant for the stock market may
arise during the time when markets are closed. Thus the incorporation of this information in market
movements may occur with some delay. The assumption that the last value in a day is the same as the
first value in the next day or that the price change from the last to the first value may be treated similar
to intra-day changes, could in fact be misleading.
However, even though most trading is usually concentrated to actual trading hours, exceptions in
times of crises could arise. In such an event, the closing times of markets - especially over weekends
- may increase the severity of financial crises because the longer the time where uncertainty about
market movements prevails (coupled with the impossibility to take action), the more likely investors
are to follow irrational decisions as soon as possible, i.e. Monday morning.
Prices do not usually change over a weekend in proportion to the time interval of a weekend. This
would correspond to a price change equal to three times an overnight change during the week. If
not much relevant information for the market is created during times when markets are closed, price
changes over weekends are normally less severe than three week nights.
Bouchaud and Potters (2003, 95) discuss the importance of the contribution of the overnight price
movements to the total close to close variation. They state that the variance of the overnight return
is equivalent to one fourth of the entire day, excluding the overnight change. The overnight variation
corresponds to approximately two hours of trading in the day. In their study of the long-term German
interest rate (Bund) and the GBP exchange rate, they provided the overnight values in proportion to
the daily variance. 80% of the variance of the GBP is taken up by the overnight return, while for the
Bund they recorded 16%. (Bouchaud and Potters, 2003, 95)
The method used in this study naturally side-steps this problem, since the data are processed such that
histograms are constructed from time intervals that never span more than one day. The differences
are only taken after the data have been partitioned into cell objects storing either a particular day’s or
hour’s observations.
Histograms capture time patterns because they are sensitive to how prices change, but not to when they
change within a particular time series section. Two approaches for evaluating the distance between
histograms in either calendar time or trading time of markets could reveal characteristic times for
reoccurrence of histogram shapes. The first approach finds characteristic peaks in the time difference
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distribution of histogram pairs (calendar time). The second approach evaluates the average spatial
distances (f∆x (∆t)) for all histogram time differences (trading time). Patterns found may be linked
to trading patterns of investors in financial markets. The next section investigates the first approach of
finding histogram pairs.

5.8.2 Coupling individual Histogram Pairs
The previous section provided a detailed description of histogram construction methods with a focus
on histogram comparability. This section begins by exploring time patterns in histogram sequences
of one financial time series. Individual histograms are coupled based on their similarity as previously
illustrated in the coarse structure analysis.
If the Shnoll phenomena are present in histograms from financial time series, peaks should arise in
the distribution of the time difference between histogram pairs. Synchronous histograms should also
be more similar than non-synchronous ones.
Shnoll uses a visual histogram comparison method, as already mentioned. However, in this study
several hundred histograms (for minute exchange rates) and several thousand histograms (for minute
indices, cross currencies) were compared. Therefore, an automatic comparison approach has been
developed to determine histogram pairs. The Euclidean distance is calculated to find the most similar
histograms, where small distance means more similar, and distance zero means the same or equal.
As mentioned in Section 1.5, the Histogram Manager Software was not available for this study. The
study did not use visual comparison of histograms to evaluate shape similarity, but proposed algorithms especially for this purpose. The algorithms were developed in Matlab5 and Matlab’s built-in
functions were used whenever appropriate. The study used the Euclidean distance as a measure of
histogram vector similarity. The Euclidean distance D between two vectors X and Y is defined as:
D=

p

Σ(X − Y )2

(5.1)

Following the same steps as for the STD coupling, histogram pair formation is illustrated with an example of the CHF data in Tables 5.15 to 5.20. The tables illustrate the principle of finding individual
histogram pairs using the first six histograms of the CHF data set. In contrast to comparing STDs, a
histogram distance is derived from vector differences between respective bin values. Thus histogram
distances contain more information, i.e. they are a vector as opposed to scalar values.
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histogram 2

histogram 3

histogram 4

histogram 5

histogram 6

histogram 1

13.638

24.021

17.748

16.583

15.524

histogram 2

∞

18.628

16.34

12.207

8.775

∞

∞

20.347

∞

∞

∞

histogram 3
histogram 4
histogram 5

∞

∞

21.401

 8

∞

22.716



∞

16.186
10.954

Table 5.15: Example of histogram pair formation. Step 1:
Identify minimum and couple corresponding histograms. Save their indices in a matrix.The table entries
represent histogram (1-6) distances.
5

4

-

-

-

-

Table 5.16: Histogram couple indices after step 1.

histogram 1
histogram 2
histogram 3

histogram 2

histogram 3

13.638

24.021

15.524

18.628



8.775



∞
∞

∞

histogram 6

22.716

Table 5.17: Step 2: find next minimum to form pair 2.

5

4

6

2

-

-

Table 5.18: Histogram couple indices after step 2.
histogram 3
histogram 1

24.021

Table 5.19: Step 3: Distance of remaining 2 STDs.
Pair 3 is determined without finding minimum since no other candidates are left.
5

4

6

2

3

1

Table 5.20: Histogram couple indices after step 3.
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After pairs are formed, the entries of the matrix with the histogram couple index information are
interchanged with the time corresponding to the index. Time interval information of a histogram
replaces respective histogram indices, which results in a matrix with the starting times of histogram
pairs. Then the time of the later histogram is subtracted from the time of the earlier histogram to form
a vector with all histogram pair time distances.
The method of forming histogram pairs used in this study assigns a threshold factor above which
couples are no longer formed, thus disregarding too dissimilar histograms. The sensitivity of the
time difference distribution shape to the strictness of the threshold value for coupling histograms was
tested. The histogram pair formation first couples the most similar histograms and continues up to
the point where less similar histograms are coupled, according to the maximum distance allowed
by the threshold. When the threshold is varied, the most similar histograms remain and dissimilar
ones are disregarded. The CHF data is used to illustrate how the general shape of the time distance
distribution between similar histograms is affected by the choice of a threshold factor.
The comparison results in individual histogram pairs in the order of most similar to most dissimilar.
They could be plotted to compare their similarity. Individual histograms found to be similar may be
visualised from two matrices that are provided as output by the functions developed.
The time difference distributions for the CHF log price and absolute log return are shown in Figures
5.58 and 5.59. Figure 5.58 (5.58(a), 5.58(c)) shows the CHF log price and Figure 5.59 (5.59(a),
5.59(c)) the absolute log return time difference distributions for different settings of the threshold
parameter.
For the CHF log price, 466 pairs could theoretically form from the 933 log price histograms. They
are all realised for the default similarity criterion using a threshold factor of 0.25. Decreasing the
threshold factor by 50% to 0.125 affected the number of pairs similarly for both, the coupled values
of the log price (result: 376 pairs coupled) and the absolute log return (result: 366 pairs coupled).
This threshold could not be halved twice for the log price, because 0.06 resulted in 6 pairs. A value
between the two was chosen, namely a decrease from 0.125 to 0.75 was employed, resulting in 52
pairs. A threshold value of 0.1 resulted in 243 pairs, which made a too small difference to the 376
pairs of threshold value 0.125. The significant decrease in the number of pairs from Figures 5.58(a)
(376 pairs) to Figures 5.58(c) (52 pairs) changes the distributions, but not to the extent that the general
shape of the time distance distribution is affected.
If the shape of the time distance distribution changes from decreasing the threshold, this may be
ascribed to the absence of time distances counts of the least similar histograms. The characteristics of
the new distribution of more similar histograms (lower threshold, smaller distance) describe the most
similar histograms, as determined by the threshold. If characteristic peaks or the near neighbour effect
become more pronounced, this means that the most similar histograms reflect these phenomena most
strongly. For the log price, the near neighbour effect continues to be pronounced relative to the other
peaks, while decreasing in absolute number (change: 16 to 5 counts in bin 1), which means that the
most similar histograms display this.
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(d) Similarity threshold: 0.075. 52 pairs.

Figure 5.58: CHF log price time distance distribution for 2 similarity threshold settings.
It is also important to bear in mind that the number of bins changes, because not all time differences
that realised before could occur if fewer histograms are coupled. The time difference range (not the
spatial difference range, which stays constant) has to be varied for different numbers of histogram
pairs according to the range given by the most distant (in time) histogram pair.
The CHF histogram time distance distribution illustrations may be compared to the STD log price
(see Figures 5.41 and 5.42) and absolute log return (see Figures 5.45 and 5.46) time distance distributions of Section 5.7.4. The most interesting difference between the STD and histogram pair time
distance distributions is the presence of a strong near neighbour effect for absolute log return histograms that is not found for the STD absolute log return.
The CHF absolute log return is now investigated. From the total number of absolute log return
histograms (932), a maximum of 466 pairs are possible to form. The threshold value used for all
histogram couplings (0.25) resulted in 425 pairs, and half of this value (0.125) resulted in 366. Since
the difference between these two was so small, the value was more or less halved again. The threshold
factor of 0.06 resulted in 116 remaining couples.
The shapes in Figures 5.59(a) and 5.59(c) show significant similarity. The most important but not
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(d) Similarity threshold: 0.06. 116 pairs.

Figure 5.59: CHF absolute log return time distance distribution for 2 similarity threshold settings.
striking difference between the figures for the different similarity threshold settings is given by the
heights of histogram bars, which are explained by the decreased number of histogram couples. All
illustrations in Figure 5.59 show a strong near neighbour effect that remains stable for the two similarity threshold choices. The absolute value time distance distribution between STD pairs showed no
near neighbour effect. This means that a CHF absolute log return histogram near to another in time
is more likely to be similar. This was not found for the STD. Figures 5.59 (c) and (d) show that the
peaks at 21 days and one month grow more pronounced, or appear for the first time. This means that
the histogram pairs taken from a more strictly similar subset at these time distances are more similar.
Based on the ‘histogram similarity’ criterion applied to the same first 6 sections of the CHF data,
different pairs result than the pairs that resulted for the STD. The STD couples are the following: 2−1,
6 − 4, 5 − 3, while the histogram couples displayed in Table 5.20 are 5 − 4, 6 − 2, 3 − 1. The difference

between STDs refers to the difference between two scalar values. The histogram distances summarise
different information based on the distribution of values. Because they measure different information,
it cannot be expected to find the same individual histogram pairs and STD pairs. The distributional
characteristics of time differences between pairs could reveal parallels for STDs and histograms. A
difference already pointed out for the CHF absolute log return is the presence of the near neighbour
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Figure 5.60: First four similar histogram pairs taken from the CHF log price.
effect in the histogram pairs, while no near neighbour effect has been found for respective STD pairs.
The four most similar CHF log price (Figure 5.60) and absolute log return (Figure 5.62) histogram
pairs are plotted. Since two different histograms are plotted in the same graph, the histograms are
represented in blue and red. The figures show the difference in the general histogram shape of the
two variables, log price and absolute log return and the gradually increasing dissimilarity of coupled
histograms. This is reflected by the fact that the first pair represented in the figures is more similar
than the fourth. The first histogram pair of the log price (Figure 5.60(a)) shows that the blue and red
histograms coincide, which means that they are equal. Bin 8 represents all 59 counts that occurred for
the histograms of this pair. This does not necessarily imply, however, that the time series in these two
hours appear to be similar, since exact values of that particular bin range as well as the sequence of
time series values could vary.
The time series of the third CHF absolute log return pair of Figure 5.62(c)are illustrated. Based on
their indices (703 and 902) and their starting and ending times the appropriate time series values are
found and plotted. The earlier histogram has been calculated from time series values of 9/10/2006,
16:14 p.m. to 17:12 p.m. The time interval of the later histogram is 20/10/2006, 4:43 p.m. to 5:44
p.m. As may be seen from the times of day, the histogram data emanate from similar times in a day.
Figure 5.63(a) plots the earlier time series and Figure 5.63(b) the later time series of the histogram
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Figure 5.61: Example of the first six coupled CHF absolute log return histograms.
couple measurement section.
Since the two series are not from the same day, they cannot be plotted in one figure against their time.
Therefore, to compare the time series values directly, only the measurements without their respective
times are plotted in Figure 5.64(a). The information captured by their histograms (see Figure 5.62(c))
appears remarkably similar, also in the time domain.
The four ‘realistic’ absolute log return histogram pairs in Figure 5.62 may be compared to the 3 pairs
from the first 6 CHF histograms (Figure 5.61) used to illustrate the histogram coupling procedure.
The CHF pairs are more similar than the exemplary CHF histograms (see Figure 5.61). Especially
the last CHF histogram pair is not very similar, because it was formed due to a lack of alternatives.
The dissimilarity threshold would usually prevent such pairs to form, depending on how the similarity
criterion divides the range of distances into acceptable and unacceptable histogram distances.
To illustrate an example of histogram pairs with their exact times of occurrence, Figure 5.65 shows 8
histogram pairs of the ZAR hourly histograms. They have been formed from 750 histograms available
from the hourly data. On average, 40 values from an hour are classified into 10 bins. Since the total
number of histograms to compare for the CHF data is higher and classified into 15 instead of 10
bins, the distance between histograms looks smaller. This is depicted in the figure by the difference
between the blue and red lines. A lower number of bins means a coarser classification of values.
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Figure 5.63: CHF absolute log return time series of third couple represented in Figure 5.62(c).
The 750 available histograms were coupled into 361 pairs. The first 8 of these are illustrated in Figure
5.65. The points in time of the first 8 ZAR hourly histograms are shown in Table 5.21. Their time
information is firstly shown in terms of their indices and serial date numbers (Table 5.21) and secondly the date vectors of the first and second column of the couple’s matrix are illustrated in Table
5.22. Figure 5.66 shows the time distance histogram of the first 20 ZAR hourly histograms with the
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Figure 5.64: CHF absolute log return time series of third couple represented in Figure 5.62(c) plotted together.
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Table 5.21: Hourly ZAR first 8 histogram couple indices and serial datenumbers.
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month

day
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sec
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day
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2006
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5

5

0

0

2006

8

29

5

0

0

2006

9

28

8

0

0

2006

9

7

14

0

0
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9
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0

0
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9
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9

0

0
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12
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0

0

2006

9

26

15

0

0

2006

10

23
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0

0

2006

9
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17

0

0

2006

10
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6

0

0

2006

9

18
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0

0

2006

8

28

6

0

0

2006

8

25

20

0

0

2006

9

6
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1

0

2006

8

25

18

18

0

Table 5.22: Serial date numbers of pairs transformed to date vector.
The first block above represents the starting times of the first histograms. The second block represents starting
times of the second histograms.
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Figure 5.65: Example of first 8 similar histogram pairs taken from the ZAR hourly log return series.
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Figure 5.66: Histogram of time differences based on first 20 ZAR hourly pair indices.
histogram indices on the x-axis. Table 5.22 provides an idea of where in time the first 8 hourly ZAR
log return histogram pairs occurred. Whenever the column showing the minutes is not equal to zero,
the first measurement in that hour occurred at that later minute.
The next section will reveal the distribution of time differences as a histogram. The CHF exchange
rate data set example illustrates the near neighbour effect and characteristic periods that become
apparent in this distribution.

5.8.3 Time Distance Distribution between CHF Histogram Pairs
In this section, histogram pairs for all exchange rate transformations of the CHF data are formed and
their respective time difference distributions investigated. Figure 5.69 shows time difference distributions of histogram pairs that were found to be similar in shape. As described before, the bin width of
the time distance distribution is as close to one day as the particular range of the data permits.
Whenever a peak (blue bars above the crossed line) or a trough (blue bars below the crossed line)
occurs, the actual histogram time difference distribution deviates from the expected one. Variation
from the expected theoretical distribution is expected to occur to some extent. The spread around the
expected distribution should occur randomly and not in pronounced peaks corresponding to trading
time periods. The graphs with the red bars depict the deviation from the crossed line, which means
that the crossed line is taken as the x-axis. The red cross values are subtracted from the blue bars and
the result plotted as bars (see Figures 5.67(b), 5.68(b), and 5.69(b)). Since one bin corresponds to one
day approximately, successive bins represent an increasing number of days.
The vector of more than 400 time distances results from calculating differences of histogram pair
starting times that were retrieved by exchanging histogram indices with their respective times. Depending on which particular time distances realised, the time distance range varies. The total range
is only equal to the maximum possible range if the first histogram was found to be similar to the last
one. Then the maximum time is subtracted from the minimum time, and the range of the time distance
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Figure 5.67: CHF time difference distribution and relative deviation expectation.
The line given by the crosses gives the expected distribution under the uniformity assumption.
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Figure 5.68: CHF time difference distribution and relative deviation expectation.
distribution is equal to the theoretically possible maximum.
The time distance distribution illustrations show this deviation of the realised range from the theoretically possible range. The last bar of the time distance distribution graph represents the largest distance
that has been found for a particular vector of histogram pair time differences. It does not have to be
equal to the theoretically possible maximum time distance. The theoretical maximum time distance
is marked by the cross on the x-axis. The difference between the last bar and the cross on the x-axis,
if present, denotes the difference between the maximum theoretically possible time distance and the
largest realised time distance. The height (counts on y-axis) of the last bar represents - like all other
bars in Figures 5.67(a), 5.68(a), and 5.69(a) - how often that time distance occurred.
The time distance distribution illustrations reflect the histogram of histogram pair time distances. If
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Figure 5.69: CHF time difference distribution and relative deviation expectation.
the histogram similarity did not depend on the time distance, the characteristic time distances (peaks
in the time distance distribution) of histogram pairs that tend to occur more often, will not show. It is
assumed that each time interval is similarly equally likely to occur, and the height of bars should not be
far from the red cross line. The near neighbour effect is detected for time scale one day for individual
histogram pairs. Time scales smaller than one day are investigated in the statistical approach followed
in the next section and in Section 5.10 for the individual histogram pair approach.
The log price results show the least pronounced near neighbour effect, and peaks after 6/7 days,
13/14 days, 20/21 days, and 28 days. The peak at 1 day is less pronounced than the peaks for the
other periods. For the log return and its absolute value, mild peaks arise at around one month. The
log return shows a peak at 3 weeks. Characteristic periods for both log return histogram time distance
distributions are, however, much less strong in relation to the strong near neighbour effect.
The near neighbour effect is relatively more pronounced for histograms as compared to the STD
near neighbour effect. This means that histograms that are near to each other in time (close or near
neighbours) tend to have similar fine structures. Neighbours of time distance smaller than one day
cannot be detected in this analysis step. Since the data have been retrieved from a period of two
months, characteristic periods (peaks) of the order of a day and a week or multiples of it (up to 5
or 6 weeks) could appear in the graphs. Histogram near neighbour peaks are more pronounced than
peaks at weekly periods. The near neighbour effect for STDs, when it was present, was of comparable
height to other peaks.
Histogram pair time distance distributions in Figures 5.67, 5.68 and 5.69 record a much more pronounced near neighbour effect than the STD pair time distance distributions and also characteristic
periods for all three variables considered. The histograms of the absolute log return show a far more
pronounced near neighbour effect compared to the STD results previously obtained for the CHF
(see Section 5.7.4, Figures 5.45, 5.46). The log return for the STD (Figure 5.43, 5.44) indicates the
most pronounced peaks at time distance one day, as well as two and three weeks. The most significant
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troughs occur at 5, 6, and 10 days. In contrast to the above, for the CHF log return histograms (Figure
5.69(a) and 5.69(b)), a much larger frequency at time distance one day as well as three weeks, two
weeks and 8 days is observed.
The next section will follow the steps of the histogram analysis procedure of this section in the reverse
order. The average distance based on the time difference between histograms is calculated, instead of
evaluating the time distances between histograms based on the similarity of two histograms.

5.8.4 Average CHF and EU R Histogram Distances
In this section, the average spatial histogram distances for all possible ∆t are determined, similar
to previous average distances. The average spatial distances of all histograms (∆x) separated by
a particular time difference ∆t are illustrated as was done for STDs and means in Section 5.7.6 and
5.7.7, respectively. The nearest neighbour effect and the histogram similarity at different time intervals
∆t, result.
Figure 5.70 graphically depicts the average spatial distances for each ∆t. The overall average (the
magenta-coloured straight line in Figures 5.70(b), 5.71(a), and 5.71(b)) could be compared to the
nearest neighbour average represented by the first point of the blue curve in this graph. The overall
average is calculated by averaging over all histogram distances possible (all ∆t), i.e. it is an average
over distances that number N(N −1)/2, where N > 900. The nearest neighbour average is calculated

from the N − 1 possibilities of histogram distances, where histograms are neighbours in time, i.e.

∆t = 1. The significance of this difference may be evaluated through the bounds given by the standard

deviation (see Figures 5.72 (a), (b) and (c)) between histograms as a function of the time distances,
∆t. Figure 5.70 and 5.71 also plot fstd (∆t) and the difference between f∆x (∆t) and fstd (∆t).
The recurring minima are of particular interest when evaluating the behaviour of average histogram
distances (f∆x (∆t)). They recur each 24 hours, which means that histograms are more similar if
separated by a time distance of one day. The time distance between minima of the order of one day
corresponds to peaks at the first bin in the time distance distribution of the previous section. Larger
characteristic distances correspond with peaks at other time distances between similar pairs.
Similar to the results for the standard deviation sequences (see Figure 5.48(a) and 5.49(a) for log price
STD), the minute exchange rates do not reflect significant patterns in the log price (Figure 5.70(b)).
The log return (Figure 5.71(a)) shows the nearest neighbour effect as well as periodic minima in the
average distances f∆x (∆t). The nearest neighbour effect is exhausted after approximately one day
and the absolute log return f∆x (∆t) (Figure 5.71(b)) exhibit the phenomena more strongly than the
log return data.
The absolute value of the log return (5.71(b)) shows more f∆x (∆t) patterns than the log return itself.
These effects are converse for the STDs since more patterns were discerned for log return STDs as
compared to the absolute log return (compare Figures 5.49 with 5.70 and 5.71).
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(a) CHF histogram f∆x (∆t) of all 3 time series transformations.
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Figure 5.70: CHF f∆x (∆t) of three time series transformations and log price,
with overall average (f∆x (∆t)) and fstd (∆t) also depicted

The STD results from Section 5.7.5 of the log price show a near neighbour effect of the order of
approximately one sixth STD. It is exhausted within one day, in other words, after one day the periodic
minima are of a similar order after the global minimum at ∆t = 1. Furthermore, periodic minima are
apparent with a period of approximately one week with irregular behaviour between these minima.
The nearest neighbour effect of the log return STD is of the order of one third standard deviation.
Recurring minima of time period one day are also observed. They are virtually as low as the nearest
neighbour minimum. The absolute value series of the STD sequence appears to be similar to the
log price series, with the difference of more pronounced minima. In general, the histogram average
distances (f∆x (∆t)) show a smoother periodicity than the standard deviation.
154

20

average distances or stds

18
16
14
12
CHF log return total average
average distances
average distances−std
std

10
8
6
4
0

5

10

15
20
25
time (∆ t) [day]

30

35

40

(a) CHF log return histogram f∆x (∆t).

average distances or stds

25

20

15
CHF abs log return total average
average distances
average distances−std
std

10

5
0

5

10

15
20
25
time (∆ t) [day]

30

35

40

(b) CHF absolute log return histogram f∆x (∆t).

Figure 5.71: CHF log return and absolute log return.) f∆x (∆t).
After CHF histograms were evaluated, the EUR histogram patterns depicted in Figures 5.73 and
5.74 are now discussed. Figure 5.73(a) reflects all three time series transformation f∆x (∆t). Figure
5.73(b) shows the log price f∆x (∆t), f∆x (∆t) and fstd (∆t) and the difference between the latter two.
Figures 5.74(a) and 5.74(b) represent the same information for the log return and absolute log return,
respectively.
The log price of histograms depicted in Figure 5.73(b) shows very little structure and a mild nearest
neighbour effect. The log return (Figure 5.74(a)) records a nearest neighbour effect of the order of
nearly one standard deviation and daily periodicities. The nearest neighbour effect disappears within
approximately one or two days.
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Figure 5.72: CHF histogram f∆x (∆t) with STD bands.
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(a) EU R histogram f∆x (∆t) of all 3 time series transformations.
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Figure 5.73: EU R f∆x (∆t) of three time series transformations and log price.
The absolute log return histograms (Figure 5.74(b)) show a much more significant near neighbour
effect of the order of more than one standard deviation, as well as stronger periodicities of larger amplitude. The EUR absolute log return histogram average distances show the most significant results
with periodic minima separated by ∆t one day and more pronounced periodic minima every week.
The nearest neighbour effect is evaluated quantitatively for STDs and histograms in Section 5.10. As
depicted in Figure 5.73(a), the strong near neighbour effect is exhausted after approximately one day.
The three variables have been calculated from the time series to evaluate whether patterns become
more apparent for different time series transformations. The importance of mirror histograms might
explain the increase in histogram patterns for the absolute log return. By taking the absolute value
of the return series, mirrored histograms are indirectly considered. Shnoll mentions the chirality of
histograms, referring to a similarity of two mirror-inverted histograms. This study considers these to
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Figure 5.74: EU R log return and absolute log return.
some degree by taking the positive part of the log price difference series, which is also a proxy for the
volatility, or the amplitude of price changes. It should be noted that while the time structure becomes
more pronounced from log return to absolute log return, the distances also increase from around 18
to 23 (CHF ) and from around 18 to 20 (EUR).
Intuitively, an information loss would be expected from the absolute value transformation, since it
involves disregarding sign information. This expectation is confirmed for the standard deviation series,
but fails for the histogram results of spatial distances as a function of time distance between all
histograms. The next section deals with the histogram fine structure analysis of the ZAR minute data.
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Figure 5.75: ZAR log price time distance distribution and deviation from expectation.

5.8.5 ZAR Exchange Rate Histogram Fine Structure Analysis
This section presents both histogram pattern analysis methods used in the study applied to the ZAR
exchange rate. Results of individual histogram pairs’ time distance distributions are related to the
average distances as a function of the time differences between all histograms.

Time Difference between similar Pairs
Figures 5.75 to 5.77 illustrate the distribution of histogram pair time differences of the log price,
log return and absolute log return. Characteristic periods refer to more than expected occurrences
of a particular time distance. These are shown by peaks above the crossed line in the time distance
distribution or the bars above the x-axis in the deviation from expectation graphs. As may be seen in
Figure 5.75, the log price shows characteristic periods of no longer than one day, one week, and one
month.
Peaks in the log price arise at bin 5, 7, 15, 21, 29, 42, 44, where one bin is approximately a day. The
highest peaks occur at bin 5 and 42. Characteristic periods in terms of weeks are present in the log
return mentioned, but appearing here in ascending order of importance (see Figure 5.76): 5 weeks
(bin 36), 1 week (bin 7), 2 weeks (bin 14), and 3 weeks (bin 21).
The absolute log return depicted in Figure 5.77 shows, besides the near neighbour effect (bin 1),
the most pronounced characteristic period of 2 weeks at bin 14. Peaks at 3, 5, and 1 weeks are also
apparent in the figure.

Average Distances between Histograms
In this section, the average distances between ZAR histograms are investigated. Figure 5.78 shows
the average spatial distance between histograms, ∆x, as a function of time distance, ∆t, for all three
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Figure 5.76: ZAR log return time distance distribution and deviation from expectation.
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Figure 5.77: ZAR absolute log return time distance distribution and deviation from expectation.
histogram sequences, namely of the log price (black), the log return (blue), and the absolute log return
(red).
Each curve exhibits a clear daily periodicity. Minima and maxima occur in this graph with a time shift
of one day. This means that every 24 hours histograms tend to be similar. The minima and maxima
are separated by a time difference of 12 hours.
Figure 5.78(b) shows the average distances f∆x (∆t) (top curve), and the respective fstd (∆t) (bottom
curve) for the log price. The log price shows the lowest amplitude in histogram similarity oscillations.
A time structure in histogram similarities clearly emerges in the log price graph. However, as can be
seen in Figure 5.79, the log return (a) and more specifically the absolute log return average distances
(b) show a much more pronounced tendency for histograms to be similar periodically. This is reflected
by the larger relative amplitude of oscillations.
The STD as a function of time difference, fstd (∆t), depicts the variability of histogram distances at
different time distances. It varies more for the log return than for the absolute log return, which means
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Figure 5.78: ZAR f∆x (∆t) of all time series transformations (5.78a) and log price with fstd (∆t) (5.78b).
that log return average distances are less significant, not only because of their lower oscillation amplitude, but also due to the more pronounced variation of histogram distances at each ∆t, as measured
by fstd (∆t). Note the negative correlation between the average distances and the standard deviations
in Figures 5.78(b) and 5.79.
Looking at fstd (∆t) next to f∆x (∆t) provides an idea about the significance of the periodicities of
recurring minima and of the nearest neighbour effect. The latter is shown by the first value of the
averages curve and it will be evaluated quantitatively in Section 5.10.
Next, cross currency rates are investigated in detail, two of which incorporate the South African Rand.
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Figure 5.79: ZAR log return and absolute log return f∆x (∆t) and fstd (∆t).
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number of hours
average hourly measurements
number of histograms
number of bins

EU R/GBP

ZAR/U SD

ZAR/CHF

ZAR/JP Y

4 161

947

2 963

3 303

45.2444

37.7783

56.2563

59.9012

4 143

750

2 918

3 271

15

10

15

15

Table 5.23: Cross currency exchange rates and hourly ZAR/U SD log return histograms.

5.8.6 Cross Currency Histogram Fine Structure Analysis
This section presents results gained from histograms taken from exactly one hour. Since the ZAR
traded comparatively sparsely, histograms were also formed in the same manner as the cross currency
tick data to allow the comparison of ZAR/USD results under two alternative histogram construction
criteria.
Because of insufficient information to construct a histogram in some hours, there are more hour
sections of data than histograms constructed. If there were not enough time series values in an hour
or no variability, no histogram was constructed for that hour. The number of hours, histograms, and
bins for the EUR/GBP , ZAR/CHF , ZAR/JP Y , and ZAR/USD are summarised in Table 5.23.

Time Difference between Similar Pairs in the ZAR/CHF Data
A total of 3 271 histograms were constructed from the ZAR/CHF log return data and histogram
pairs were found. Figure 5.80 depicts the results of how similar pairs were distributed in time. The
near neighbour effect of one day is shown by the highest peak at bin 1. The next highest peaks are
recorded at 1 week (bin 7) and 6 weeks (bin 42). Distances at two and three weeks are also more
pronounced.
The time interval from which histograms were formed is 7 months for cross currency rates, while
exchange rate histograms were derived from 2 months. The presence of peaks at one week and multiples of one week confirms the weekly characteristic periods that were found previously for the shorter
exchange rate data. There were considerably more opportunities for histograms to couple at this frequency. Figures 5.80 and 5.81 show more coupling to have indeed occurred at characteristic time
differences.
The deviation from the uniform expectation found with the cross currency rates supports what was
found previously in data derived from two months. Pronounced peaks and troughs alternate. Figure
5.81 shows the peak significance, where peaks and troughs that represent deviation from the uniform
expectation are plotted as a bar chart. The previously crossed line (as in 5.80) now serves as the x-axis
(i.e. their bar chart represents the bar chart in Figure 5.80 with the uniform expectation subtracted).
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Figure 5.80: ZAR/CHF log return time distance distribution between pairs.
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Figure 5.81: ZAR/CHF log return deviation from expectation of pair distances.
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Log return

Abs log return

EU R/GBP

ZAR/U SD

ZAR/CHF

ZAR/JP Y

ZAR/U SD

15

10

15

15

10

f∆x (∆t)

23.8779

10.9155

26.5043

28.8114

11.6585

max (f∆x (∆t))

24.3071

11.4607

29.636

32.4201

12.1786

min (f∆x (∆t))

22.8914

9.5871

21.7313

23.4386

9.6525

range (f∆x (∆t))

1.4157

1.8736

7.9047

8.9815

2.5261

fstd (∆t)

6.8735

2.7348

12.5513

13.788

3.0578

range (fstd (∆t))

4.6356

0.8561

5.25

6.7347

0.6883

bins

Table 5.24: Cross currency exchange rate average histogram distances f∆x (∆t) results.
Average Distance between Cross Currency and Hourly ZAR Histograms
The average spatial distances between cross currency histograms, f∆x (∆t), are summarised in Figure
5.82. The lengths of the average curves differ, since the number of histograms formed varied across
the three data sets (Table 5.23). Figure 5.82(b) enlarges the view into Figure 5.82(a) to 2000 f∆x (∆t),
which are available for all three data sets.
The average distances and standard deviation details related to the figures in this section are provided
in Table 5.24. It reflects a general increase in distances from the ZAR log return to absolute log return
histograms. Furthermore, the ZAR/JP Y and ZAR/CHF statistics in the table are comparable,
while the EUR/GBP statistics differ for the total average, the mean of the standard deviations and
both their ranges. This difference of the EUR/GBP to both ZAR cross currency data sets and the
similarity between the latter two are now illustrated graphically.
Figures 5.83 to 5.85 each show average distances f∆x (∆t) graphs with a zoom into the first ∼ 300
values to provide details on their periodicities. The ZAR/CHF (Figure 5.84) and the ZAR/JP Y

(Figure 5.85) show the most structure. The EUR/GBP histogram patterns in time (Figure 5.83) are
less pronounced and the zoom into the averages distances f∆x (∆t) shows a jiggly daily periodicity
with recurring minima and maxima separated by one day and half a day.
The nearest neighbour effect significance of cross exchange rates is shown in Table 5.37 in Section
5.10. It shows that the EUR/GBP has practically no nearest neighbour effect, while the ZAR/JP Y
records a slightly stronger nearest neighbour effect than the ZAR/CHF .
It is very interesting to discern intervals of time distances between histograms where the spatial distances tend to be much smaller and then again become much larger. The amplitude of the oscillations
becomes consistently smaller for some time distance intervals and then increases again. For example, bottleneck (interval with lower oscillation amplitude) ∆t-intervals arise for the ZAR/CHF at
∼ ∆t = 450 and ∆t = 1400 and for the ZAR/JP Y around ∆t = 750 and ∆t = 1150. These time

intervals correspond to 19 days, 58 days, 31 days and 48 days, respectively. Similar bubbles as for

the CAC and DAX in Figures 5.87 and 5.88 and bottlenecks are visible in the ZAR/CHF (Figure
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Figure 5.82: All cross currency rates’ log return f∆x (∆t).
All distances and first 2000.

5.84) graph and less pronounced in the ZAR/JP Y graph (Figure 5.85).
The ZAR/CHF average distances show stronger bubbles and bottlenecks, while the ZAR/JP Y
has a higher oscillation amplitude across the entire data set. This means that periodicities are more
pronounced, which goes along with increased variation in histogram similarity. The absence of structure above the 1 day period of the EUR/GBP could mean that it is more often traded and more
information efficient. The ZAR/CHF and ZAR/JP Y are likely to be less intensely traded than the
EUR/GBP , which is why time patterns in their histogram shapes are present on certain time scales.
The two ZAR cross currency data sets might take longer to react to information and incorporate it in
their quotations. Alternatively, there could also be less information available for them based on their
trading intensities.
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Figure 5.83: EU R/GBP log return f∆x (∆t) with zoom.
The ZAR/USD set was evaluated on an hourly basis like cross currency tick data sets to compare
results of the ZAR exchange rate after 2 cross currency rate data sets (ZAR/CHF , ZAR/JP Y ) that
include the ZAR were investigated. As could be seen in Figure 5.86, even the shorter data set in time
with a lower record in terms of number of measurements, reflects the bubble and bottleneck effect.
A similar variation for the ZAR log return (Figure 5.86) as for the hourly cross currency average
histogram distances could be observed.
The amplitude of oscillations is slightly higher for the log return average histogram distances (see
range of averages in Table 5.24). As the previous statistical histogram pattern analysis showed, the
other more frequently traded exchange rates usually reported an information gain in favour of log
returns when log return and absolute log return were investigated. This was repeatedly observed for
histograms, where the oscillation amplitude is higher and not lower as was the case for the STD
averages, fstd (∆t). The next section follows the same analysis of histogram patterns within one data
set of the CAC and DAX indices.
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Figure 5.84: ZAR/CHF log return f∆x (∆t) with zoom.
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Figure 5.85: ZAR/JP Y log return f∆x (∆t) with zoom.
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Figure 5.86: ZAR/U SD histogram f∆x (∆t) of log return compared to f∆x (∆t) and fstd (∆t).

5.8.7 Average CAC and DAX Index Distances
The longest data sets will now be evaluated for average distances f∆x (∆t). One should recall that the
index calculations involve three times the number of observations (∼ 600 000) compared to the cross
currency rates (∼ 200 000), derived from a ten times longer time interval (5 years versus 7 months).
The set of CAC and DAX histograms is too large for an individual comparison and coupling of
explicit pairs. Thus only their average distances as a function of their time difference f∆x (∆t) are
evaluated. CAC and DAX histograms have been constructed from 100 values and with 25 bins as
well as from 60 values and 15 bins. Patterns within the individual series are found and illustrated in
Figures 5.87 and 5.88. The larger histogram set was used, namely over 9 000 histograms constructed
from 60 values at a time and classified into 15 bins to show patterns within the CAC and DAX equity
data sets individually. The study will at a later stage investigate the synchronous variation between
the two indices for both histogram construction parameters.
Both graphical illustrations of CAC and DAX average histogram distances show all 3 time series
transformations next to each other in Figures 5.87(a) and 5.88(a) as well as the log return and the
absolute log return next to each other (see Figures 5.87(b) and 5.88(b)) in the second graph. Both
series show the fewest patterns in the log price and significant patterns in both log return histogram
average distances. The log price f∆x (∆t) show less oscillation amplitude variation but, similar to the
return f∆x (∆t), record the recurring minima of time distance one day as well.
These patterns exhibit the cyclical minima and the near neighbour effect. Patterns in the CAC are
shown in Figure 5.87 and DAX patterns in Figure 5.88. Both average distances reflect time periods
where the amplitude of variations is significantly less, and then increases again as represented by the
bubbles and bottlenecks in the graphs. This is particularly pronounced for both return histograms (see
Figures 5.87(b) and 5.88(b)). This pattern of increased and decreased oscillation amplitude reminds
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(a) CAC histogram f∆x (∆t) of all 3 transformations.
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Figure 5.87: CAC histogram f∆x (∆t).
Subfigure (a) shows f∆x (∆t) of all three variables and (b) shows log return and absolute log return f∆x (∆t).
Black: log price, red: log return, blue: absolute log return.

one of the cross currency rate average distances results.
For both average distances (f∆x (∆t)), the absolute log return histograms’ bubbles are more pronounced and the absolute values of the average distances are larger. This implies an increased average
spatial distance of histograms at the particular time distances. The time intervals where bubbles and
bottlenecks appear coincide for the log return and the absolute log return.
The bubbles are more pronounced for the absolute log return histogram distances. Information is more
compressed for the absolute log return, since the value range of the absolute log return histograms
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(a) DAX histogram f∆x (∆t) of all 3 transformations.
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(b) DAX histogram f∆x (∆t) 2 returns

Figure 5.88: DAX histogram f∆x (∆t).
Subfigure (a) shows all three transformations’ f∆x (∆t) and (b) shows log return and absolute log return
f∆x (∆t). Black: log price, red: log return, blue: absolute log return.

becomes smaller as sign information is disregarded. The disregarding of sign information and the
lower value range of the time series translates into bins classifying more points. The potential for
more observations classified into the bins and less differentiation could lead to larger average distances
between histograms.
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5.8.8 Summary of Fine Structure Analysis
The same analysis steps of the coarse structure analysis of statistical measures were followed in the
fine structure analysis of histograms. Individual pair time distance distributions showed peaks in the
time distance distributions of histogram pairs. The average spatial distances were also calculated for
all possible time distances. The fine structure analysis investigated one data set at a time, while the
synchronous analysis will investigate two data sets at a time.
Three time series transformations - namely the log price, log return and the absolute log return - were
distinguished. The near neighbour effect (time scale: up to one day), the nearest neighbour effect
(time scale: one hour), recurring minima and maxima, and bubbles and bottlenecks were located and
are now explained.
The near neighbour effect was present in the CHF individual histogram pair time distance distributions. The log return showed a mild near neighbour effect, which was of much lower significance
than the peak at one week. The near neighbour effect grew more pronounced for the log return, where
three times more similar histograms were coupled at time distance one day or less. The absolute log
return histogram near neighbour effect was more than twice as pronounced for the absolute log return
as compared to the log return. Thus six times more absolute log return histogram pairs were formed
than log price histogram pairs.
The South African Rand showed a strong near neighbour effect in the log price and the absolute log
return. The near neighbour effect of the log return ZAR histograms was of the order of about two
thirds as compared to the log price and absolute log return. The ZAR individual histogram pair results
differ from the CHF results. To explain this effect, a glance at their time series is helpful. Their time
series show that the CHF is much less volatile than the ZAR. Thus ZAR histograms carry more
information on the exchange rate process variability.
The CHF time distance distributions show the successive information gains provided by the time
series transformations. Since the log price reflects some mild variability, the transformations applied
to the log price provide larger information changes for the histogram pattern analysis than in cases
(such as ZAR) where the price process itself is volatile.
The CHF near neighbour effect grows more pronounced from the log price over the log return to its
absolute value. The ZAR individual histogram pair time differences show a near neighbour effect of
the same magnitude in the log price and the absolute log return. Peaks at weekly periods grow more
pronounced from the log price to the log return and its absolute value. The near neighbour effect,
however, is nearly unaffected by the time series transformations. It decreases by one third from the
log price to the log return.
One cross currency data set has also been investigated in terms of its individual pair time distance
distribution. The ZAR/CHF cross currency individual histogram pair time distance distribution was
evaluated for the log return only. Peaks at characteristic periods of one week and multiples of one
week and the near neighbour effect of one day became apparent as an outcome of this analysis. The
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analysis retrieved similar results on two time scales, namely 2 months for exchange rates and 7 months
for the cross currency rate.
The evaluation of average spatial distances, f∆x (∆t), was followed for the CHF , EUR, all cross
currency rates and both equity indices. The absolute log return average histogram distances f∆x (∆t)
showed the most pronounced periodical structure, followed by the log return, which showed a similar
variation. The nearest neighbour effect was present to some degree in all data investigated. However,
intermittently recurring minima (separated by ∆t one day) were found that were similarly low as the
nearest neighbour minimum (f∆x (1)). For the data sets available in a time interval of more than two
months, another effect became apparent that was termed bubbles and bottlenecks. It showed periods of
time differences where histogram similarity significantly decreased and increased again (bottleneck),
or increased to decrease again (bubble). During these two regimes the daily periods remained stable.
The next section will discuss one time difference between different data sets: zero or synchronous
histograms.

5.9 Synchronous Average Distances of two Data Sets
5.9.1 Synchronous Time Variation among Exchange Rates
After investigating in detail the average distances f∆x for each ∆t, this section evaluates the average
distance of the synchronous time distance (delay = 0). Two histograms are synchronous if the time
series observations from which each histogram is calculated were measured in the same time interval.
The total average distance f∆x (∆t) and the f∆x (∆t) between all histograms are also calculated. There
are N synchronous histogram distances. The total average is derived from N × (N − 1)/2 number
of distances values for one series and from N × (N − 1) distances when two data sets are being

compared.

The average synchronous distance (f∆x (0)) is calculated for 6 comparisons of the four exchange rates,
namely the CHF , EUR, GBP , and JP Y . As mentioned before, the ZAR was not compared synchronously with the other minute exchange rate data because of the much sparser number of readings.
This means that minute exchange rates and the ZAR are not comparable in terms of the number
of observations. The ZAR is considered when cross currency rates are evaluated synchronously in
Section 5.9.2. Table 5.25 shows the average spatial distances of hourly histograms for the log return.
These include the synchronous average, the total average among all histograms of both exchange
rates and the total average of all histograms of one exchange rate histogram series. The averages of
one exchange rate are calculated by comparing the average distance of all histograms of one exchange
rate, while the total average and synchronous average arise from a cross comparison among the two.
The synchronous average is always below the total average. The EUR—GBP synchronous average
is the smallest relative to the total average. For the synchronous analysis, EUR—GBP refers to the
EUR/USD as compared to the GBP/USD. Previously, EUR/GBP referred to the cross currency
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CHF —GBP

EU R—CHF

total average

35.04

total average

37.14

average CHF

36.98

average EU R

36.88

average GBP

32.62

average CHF

37.48

sync average

16.93

sync average

18.35

CHF —JP Y

EU R—GBP

total average

37.72

total average

35.4

average CHF

36.9

average EU R

37.5

average JP Y

38.38

average GBP

32.64

sync average

18.15

sync average

16.95

JP Y —GBP

EU R—JP Y

total average

35.64

total average

38.06

average JP Y

38.38

average EU R

37.5

average GBP

32.66

average JP Y

38.38

sync average

17.4

sync average

18.62

Table 5.25: Synchronous exchange rate average distances (f∆x ) results.
rate, where a quote of the EUR against the GBP was directly retrieved from Reuters.
To illustrate the average distances for each ∆t, Figure 5.89 shows the CHF —JP Y results, namely
the total average f∆x (∆t), the synchronous average f∆x (0), the average distancesf∆x (∆t) and the
fstd (∆t). The CHF —JP Y data were selected since these showed the most pronounced periodicities.
These data also recorded the second most pronounced (in relative terms) synchronous effect. The blue
line represents the f∆x (∆t), where mild recurring minima and maxima separated by one day may
be detected. The fstd (∆t) (red curve) also illustrates the daily periodicity, which is relatively more
pronounced. The average distances are calculated from all possible combinations of two exchange
rates. Thus, for each time distance, the number of distances is double the number of distances that
were available when one time series was evaluated.
It should be noted that the similarities found in this section could be attributed to the common factor
present in the exchange rates, since they are all quoted against the USD. The next section evaluates
the synchronous variation for the longer cross currency rates.

5.9.2 Synchronous Time Variation among Cross Currency Rates
The time structure of cross currency rate histograms without the dollar as a common factor is evaluated
in this section. To test the sensitivity of synchronous variation in histograms of different exchange
rate data sets to the dollar, exchange rates quoted against each other, and not against the USD, were
retrieved. These are available over a longer time horizon and for tick frequency.
The histogram construction approach was adapted according to the challenges posed by the nature
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Figure 5.89: CHF —JP Y total average, synchronous average, f∆x (∆t) and fstd (∆t).
of the tick data. Instead of dividing the data into days and constructing an optimal number of histograms from slightly varying time intervals, the fixed, one hour time interval was used. Steps set out
previously for discretising the time series, synchronising time series points and then constructing histograms were alternated for the tick data. The average number (60) of cross currency measurements
per hour are comparable in size to the minute data. Thus the hourly values were classified into 15 bins.
This makes the results comparable to previous results as histograms are constructed similarly. After
the data sets are divided into hourly measurements, the return is calculated and if there are enough
measurements in an hour, a histogram is calculated and the time information retained. The histograms
are formed from each available hour. Histograms of two data sets that are not available in the same
hour are deleted before starting the evaluation of synchronous and other ∆t distances.
Two comparisons are possible without a known common underlying factor among cross currency
rates, since two of the data sets are quoted against the ZAR. Comparing the ZAR/CHF with the
ZAR/JP Y would imply a similar common factor as when exchange rates quoted against the dollar
were compared. In that case, the ZAR plays the role of the USD. The synchronous variation without
a common underlying factor will be tested using the EUR/GBP as compared to the ZAR/CHF
and the EUR/GBP as compared to the ZAR/JP Y .
Table 5.26 shows that the synchronous average is smaller for the cross currencies investigated. The
number of distances from which the synchronous average was calculated is equal to the total number
of histograms that were available in the same time intervals, namely 2 918 for the EUR/GBP —
ZAR/CHF and 2 766 for the EUR/GBP —ZAR/JP Y . Thus synchronism was found for the cross
currency rates. The cross currency rates between Europe and Britain and between South Africa and
Japan were not expected to show any synchronism. The f∆x (∆t) do not show periodicities. However,
the fstd (∆t) showed not only periodicities (recurring minima and maxima), but also bottlenecks and
bubbles. This means that the standard deviation of f∆x (∆t) reflects the patterns observed before.
The synchronous effect was found for all three time series, as already summarised in the table. Figure
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EU R/GBP and ZAR/CHF
total average

52.91

average EU R/GBP

46.38

average ZAR/CHF

52.98

sync average

26.81
EU R/GBP and ZAR/JP Y

total average

55.50

average EU R/GBP

46.9

average ZAR/JP Y

56.04

sync average

27.98
ZAR/CHF and ZAR/JP Y

total average

54.72

average ZAR/CHF

53.33

average ZAR/JP Y

55.09

sync average

26.97

Table 5.26: Synchronous cross currency rate average distances (f∆x ) results.
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Figure 5.90: EU R/GBP —ZAR/CHF total average, synchronous average, f∆x (∆t) and fstd (∆t).
5.90 and Figure 5.91 show a very similar shape for the f∆x (∆t) (blue) curves. The fstd (∆t) (red)
curves are similar qualitatively where the EUR/GBP —ZAR/JP Y shows more pronounced bottlenecks. This means that at these particular time distances, histograms tended to show less variation
in average distances while still maintaining the daily periodicity.
The daily periods could be attributed to variations in trading given by daily activities. The bubbles
and bottlenecks might be attributable to time periods where the interlinkage between the markets
that the exchange rates represent was lower, or higher in times of bubbles (∆t-intervals of increased
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Figure 5.91: EU R/GBP —ZAR/JP Y total average, synchronous average, f∆x (∆t) and fstd (∆t).
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Figure 5.92: ZAR/CHF —ZAR/JP Y total average, synchronous average, f∆x (∆t) and fstd (∆t).
oscillation amplitude).
The figures reveal that periodicities were found in the fstd (∆t), but not in the f∆x (∆t). To gain further
insight into why the fstd (∆t) would show time structure while the f∆x (∆t) does not, the ZAR/CHF
was also synchronised with the ZAR/JP Y . This is comparable to the evaluation of synchronous average histogram distances of exchange rates over three times the time interval. Figure 5.92 shows periodicities in the ZAR/CHF —ZAR/JP Y f∆x (∆t) and the ZAR/CHF —ZAR/JP Y fstd (∆t).
The bubbles and bottlenecks of their f∆x (∆t) and fstd (∆t) do not coincide, except for the bubble at
around 40 days, or 2 trading months. Furthermore, the f∆x (∆t) time structure is more regular and
more pronounced than the fstd (∆t).
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The CHF —JP Y exchange rates (Section 5.9.1 in Figure 5.89), for example, share the dollar as
common factor. They also show daily periods in the average distances and the standard deviations
despite their shorter time interval. The periodicity is relatively more pronounced for their fstd (∆t).
This could be the result of the difference in the sample sizes (∼ 50 000 versus ∼ 200 000) or it could
mean that another factor influences histogram shapes, because the USD would be expected to be

more influential than the ZAR.
The next section investigates synchronous variation among two different asset classes, namely the
CAC index compared to exchange rates.

5.9.3 Synchronous Time Variation of Indices and Exchange Rates
The CAC index was selected for synchronous comparison with exchange rates because - unlike the
DAX - it was available for this study over the same time interval as exchange rates. To test the
independence of synchronous variation with the process nature, the CAC data set was compared
to all exchange rates that have previously been compared among each other in Section 5.9.1. Histograms from precisely one hour were formed and average distances investigated. Table 5.27 shows
the average histogram distances when the CAC is compared to exchange rates. The synchronous
averages (f∆x (0)) are lower than the overall average that considers all possible histogram distances
f∆x (∆t). CAC—CHF and CAC—GBP record the highest difference between the total average
and the synchronous average. The CAC—JP Y synchronous average is the smallest, followed by the
CAC—EUR. This could reflect the importance of Britain and Switzerland, being major players in
financial markets.
Figure 5.93 shows the CAC—CHF and CAC—GBP average f∆x (∆t) and fstd (∆t). Similar to
the cross currency rates, the averages (blue curve on top) show little periodicity while the standard
deviations (red curve at the bottom) of the averages from which the f∆x (∆t) is calculated have a daily
periodicity with recurring minima and maxima. This is true for both comparisons of the CAC—CHF
and CAC—GBP .
The difference between the overall average spatial distance between all histograms, f∆x (∆t), and the
synchronous distance, f∆x (0), could be read from the table, but should be interpreted with caution.
Firstly, the number of distances from which the synchronous average is calculated is much smaller
(size: N) than the number of distances that are used to calculate the overall average histogram distance
(size: N ×(N −1)). It is more comparable to evaluate the difference between the synchronous average

with the first value of the f∆x (∆t) (or f∆x (1)) since they are derived from a comparable subset of the
total averages, namely (N − 1) × 2. In this case, the actual nearest neighbour average value (f∆x (1))

is similar to the overall average distance (f∆x (∆t)) if compared to the synchronous average distance.
From the graphs and the table it may be concluded that the synchronous average value is approximately half of the total average and the f∆x (1). The standard deviation is also plotted (red curve)
and could be used to evaluate the relative distance of the synchronous average to remaining average
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CAC and CHF

CAC and GBP

total average

30.88

total average

28.22

CAC average

25.02

CAC average

25.10

CHF average

34.12

GBP average

29.84

sync average

14.89

sync average

13.62

CAC and EU R

CAC and JP Y

total average

31.76

total average

32.26

CAC average

24.92

CAC average

24.92

EU R average

35.98

JP Y average

36.56

sync average

15.49

sync average

15.94

Table 5.27: Synchronous index and exchange rate average distances (f∆x ) results.
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Figure 5.93: CAC—CHF and CAC—GBP total average, synchronous average, f∆x (∆t) and fstd (∆t).
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distances. The synchronous average is of the order of 2 standard deviations lower than the other averages of the CAC—GBP and of the order of nearly 3 standard deviations for the CAC—CHF . In
both cases, the average of the STDs was approximately 6, while in absolute terms the CAC—CHF
distances were 8% higher as compared to the CAC—GBP (30.88 versus 28.22, Table 5.27).
The next section presents the analysis in terms of synchronous variation among indices.

5.9.4 Synchronous Time Variation of Indices
As was mentioned before, this study aims to investigate another measure based on the histograms
of correlation. This section evaluates whether the correlation that is obvious over time (time series),
could also be observed in the histograms. Synchronous CAC and DAX histograms are compared
as previously illustrated for STDs in Section 5.7.5. Figure 5.94 shows that the two time series are
strongly correlated. Both (raw and standardised) CAC and DAX time series follow each other
closely. Opening times of the CAC and the DAX do not overlap perfectly, and holidays may also
differ across France and Germany. The data sets are synchronised such that only measurements from
the same minutes remain. The approach of previous synchronous analyses was not followed for the
CAC and DAX, since the approximately eight hours of daily data needed to be used as efficiently as
possible.
The synchronised one minute data are available for nearly five years. The extent to which the average
distances results change after a change in the number of values from which a histogram has been
constructed, is investigated for the CAC and DAX histograms. Each index series results in around
eight histograms per day if histograms are constructed from 60 values using 15 bins. Histogram construction from 100 values and 25 bins results in about five histograms per day. The first construction
parameters result in over 9 000 histograms for the entire time interval, while the second histogram
construction method creates more than 5 000 histograms from the same synchronised time series
data.
To test whether histograms that occurred at the same time are more similar, the average Euclidean
distance of synchronous histograms is calculated and compared to the average distances between all
histograms, f∆x (∆t), as well as to the f∆x (∆t). The synchronous average is calculated from about
9 000 distances while all histogram distances are averaged over 80 million possibilities. The second
construction method compares the synchronous average from 5 000 values with their total average
from about 25 million possibilities.
The calculation of all synchronous and non-synchronous distances results in a matrix representing
the distances between five CAC and DAX histograms, as shown in Table 5.28 for five exemplary
histograms. The time distances possible between 5 histograms (0 to 4) are illustrated, where all synchronous values are located on the main diagonal. Therefore, the main diagonal represents the distances between histograms from two data sets of time difference zero. The total synchronous average
value is the average of the distances on the main diagonal, or f∆x (0). The values above and below the
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Figure 5.94: CAC and DAX raw and standardised time series.
CAC (blue) and DAX (red) raw time series: average value of minute data and standardised series.

diagonal show the distances values between histograms of ∆t = 1. Averaging over the diagonal to the
top and bottom of the main diagonal gives the average of time distance ∆t = 1, the nearest neighbour
average or f∆x (1). The diagonals further from the main diagonal represent the spatial distances of
histograms that are separated by larger time differences (∆t > 1).
An exemplary matrix using CAC and DAX histograms is represented in Table 5.28. The ‘S’ signs on
the main diagonal represent the synchronous histogram distances (∆t = 0). The diagonal just below
the main diagonal shows all spatial distances between CAC and DAX histograms of time difference
1, and so on. Table 5.28 reflects the time distance on the particular position of the matrix, while Table
5.29 explains the number of possibilities for each time difference between histograms ∆t as well as
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CAC hist 1

CAC hist 2

CAC hist 3

CAC hist 4

CAC hist 5

DAX hist 1

S

1

2

3

4

DAX hist 2

1

S

1

2

3

DAX hist 3

2

1

S

1

2

DAX hist 4

3

2

1

S

1

DAX hist 5

4

3

2

1

S

Table 5.28: Synchronous histogram distances f∆x (0) illustration.
S denotes synchronous histograms. 1 to 5 are the time difference ∆t (∼ hour). The position of histogram
distances for those ∆t are illustrated.
time distance

possible number

indices of actual

of distances

possibilities

∆t = 0 (sync)

5

C1D1-C2D2-C3D3-C4D4-C5D5

∆t = 1

8

C1D2-C2D3-C3D4-C4D5-D1C2-D2C3-D3C4-D4C5

∆t = 2

6

C1D3-C2D4-C3D5-D1C3-D2C4-D3C5

∆t = 3

4

C1D4-C2D5-D1C4-D2C5

∆t = 4

2

C1D5-D1D5

Table 5.29: Possible combinations of synchronous histogram distances f∆x (0) illustration.
the indices of individual possibilities using the example of 5 histograms represented by their indices.
Under the two histogram construction criteria employed for the equity indices, one trading day produces either 8 or 5 histograms. Therefore, the eight hours of trading time in a trading day amount to
8 or 5 when represented as a histogram sequence. Five trading days (each with 8 or 5 histograms)
amount to one trading week. To convert to a trading week, 5 times the daily number of histograms are
included. Thus one week corresponds to about 40 (8 histograms per day) or 25 (5 histograms per day)
histogram interval units.
Figures 5.95 to 5.97 illustrate the average distances between synchronous histograms, all histograms
and histograms with a particular time difference between them. The graphs show all time distances in
units of days. Nearly 5 years of data translate to more than 1 000 trading days. It would be recalled
that a trading year consists of roughly 250 days.
Daily cycles in recurring minima and maxima occur for both histogram construction choices. The
100-value histograms record a larger distance. The number of histograms from which the averages
are formed are significantly less for the (100, 25)-histograms. Nevertheless, the results recorded for
the log price (Figure 5.95), log return (Figure 5.96), and absolute log return (Figure 5.97) histograms
appear very similar. The (60, 15) average absolute log return histogram distances in Figure 5.97(a)
seem like a stretched-out version of Figure 5.97(b).
Histogram averages of a particular time distance (f∆x (∆t)) illustrate the periodic minima. The exhaustion of the nearest neighbour effect (f∆x (1)), as well as the difference between the sync average
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log price

log return

abs log return

60-15

log price

log return

abs log return

100-25

total average

49.36

29.44

30.14

70.26

40.19

41.73

average CAC

49.14

28.72

29.58

70.06

39.26

40.94

average DAX

49.38

29.82

30.36

70.22

40.54

41.96

sync average

16.15

10.87

10.22

22.69

14.59

13.84

Table 5.30: CAC-DAX f∆x , CAC f∆x DAX f∆x , CAC-DAX f∆x (0).
and the total average, are also depicted. The synchronous average is much lower than the overall average, which is recorded in Table 5.30. It could be compared to the histogram average totals (f∆x (∆t)),
the histogram averages of each time difference (f∆x (∆t)), and in relation to the fstd (∆t). The fstd (∆t)
show that the synchronous average is significantly lower, of the order of more than one STD for all
three time series transformation histograms.
Figure 5.98 shows the periodicity of average distances f∆x (∆t) by illustrating extracts from Figures
5.95(a), 5.96(a), and 5.97(a). The minima recur with a time distance of one day between them. The
zoomed log price average distances (Figure 5.98(a)) shows the smallest oscillation amplitude and less
pronounced regularly recurring minima and maxima. The log return’s oscillation amplitude (Figure
5.98(b)) is higher, periodicities regular, and it reveals a bottleneck at the end of the zoomed graph.
The absolute log return is zoomed to different resolutions. The first illustration (Figure 5.98(c)) grants
a closer look to the absolute log return average histogram distances bubbles and bottlenecks. Several
more and less pronounced bubbles that are separated by bottlenecks could also be identified. Figure
5.98(d) shows a similar zoom as for the log price and log return. In comparison to the two previous
zooms, the absolute log return shows the largest position in absolute terms, stable periodicity, the
largest oscillation amplitude and the relatively most pronounced first bottleneck.
The distance between the total average (CAC—DAX f∆x (∆t)) and the synchronous average (CAC—
DAX f∆x (0)), in relation to the distance of the total average to the average of the STDs (fstd (∆t)),
was evaluated and represented graphically and the absolute numbers are included in the table (5.30).
The synchronous average is lower than the synchronous averages evaluated before. Previous synchronous averages amounted to about half the absolute value of overall average distances, while this
relation is closer to one third for the equity indices.
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(a) CAC—DAX log price average distances (60, 15).
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(b) CAC—DAX log price average distances (100, 25).

Figure 5.95: Average distances of CAC and DAX log price histograms.
Histograms were constructed from 60 values and 15 bins (a) and from 100 values and 25 bins (b).
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(a) CAC—DAX log return average distances (60, 15).
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(b) CAC—DAX log return average distances (100, 25).

Figure 5.96: Average distances of CAC and DAX log return histograms.
Histograms were constructed from 60 values and 15 bins (a) and from 100 values and 25 bins (b).
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(a) CAC—DAX absolute log return average distances (60, 15).
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(b) CAC—DAX absolute log return average distances (100, 25).

Figure 5.97: Average distances of CAC and DAX absolute log return histograms.
Histograms were constructed from 60 values and 15 bins (5.97a) and from 100 values and 25 bins (5.97b).
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(b) CAC-DAX log return (60, 15) zoom.
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(a) CAC-DAX log price (60, 15) zoom.
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(c) CAC-DAX absolute log return (60, 15) zoom.
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(d) CAC-DAX absolute log return (60, 15) zoom.

Figure 5.98: Expanded views of average distances of 60, 15 CAC-DAX histograms.
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5.9.5 Summary of Synchronous Analysis
Synchronous analysis that involved exchange rates of all kinds was undertaken for the log return
only. Exchange rates were also compared with the CAC equity index since they are both available
at the one minute frequency. The synchronous average histogram distances of indices (comparison of
CAC and DAX) were evaluated for all three time series transformations as well as for two different
histogram construction criteria. This involved either eight (from 60 values) or five (from 100 values)
histograms calculated from each trading day, which were classified into 15 and 25 bins, respectively.
Based on the work of Shnoll, a time difference of zero between histograms - in other words histograms
that have been calculated from the same time interval - are of particular interest in the investigation of
macroscopic fluctuations. Shnoll found in the visual comparison of histogram shapes that histogram
similarity is most likely to occur for synchronous histograms. He evaluated histograms of processes
that bear no resemblance to each other, except for being measured at the same time.
The synchronous evaluation of histogram distances of this study followed the same steps as done
in the statistical evaluation of average spatial histogram distances. The overall average distance was
calculated from a much larger set of distances than the synchronous histograms, since only a small
subset of histograms of two processes occurs synchronously.
In each case, the synchronous average was significantly lower than the average of all possible histogram distances. To complete the analysis of two data sets at a time, the average spatial distances for
all other time distances among histograms from two processes were also evaluated.
Results were illustrated for the following data sets:
1. minute exchange rates quoted against the USD: CHF , EUR, GBP , JP Y ,
2. cross currency rates (EUR/GBP , ZAR/CHF , ZAR/JP Y ) and the ZAR/USD, applying
an adapted method,
3. CAC compared to USD-quoted minute exchange rates: CHF , EUR, GBP , JP Y ,
4. and the CAC and DAX equity indices.
The significantly lower synchronous average, as compared to the overall average distance was unexpected for exchange rates and cross currency data. It is not intuitively obvious why the log return
of these series should show very strong parallels in the average distance of synchronous histograms,
since the time series do not appear to be correlated. The lower synchronous average was less surprising for the CAC and DAX data sets, since their time series follow each other quite closely, showing
high correlation.
The average distances illustrations between all histograms of two different data sets for all other time
distances showed regularities. Exchange rates quoted against the dollar, as well as the ZAR/CHF
compared with the ZAR/JP Y , showed a periodical structure in average distances and the standard
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deviation. This may be explained by the common factor present in these data sets, namely the American Dollar and the South African Rand, respectively.
When the EUR/GBP was compared to the ZAR/CHF and to the ZAR/JP Y , the regularity in the
average distances largely disappeared, in other words, it became less pronounced. This points to the
effect of the ZAR as the common denominator. This also agrees with the results of the USD minute
exchange rates. However, the periodic variation and the bubbles and bottlenecks were still present in
the standard deviation fstd (∆t), which remains at this point an unexplained effect.
The results from the comparison of the CAC equity index with the minute exchange rates were
comparable to the cross currency results without a common factor. The synchronous average was
much lower and the fstd (∆t) showed periodically recurring minima and maxima. The data used for
comparing the CAC to the minute exchange rates was limited by the CAC only being available
during trading hours, unlike exchange rates. This meant that a great deal of information had to be
deleted from the exchange rates, which are available throughout the day, except for weekends. The
DAX equity index was not available to this study for the same period as exchange rate data sets.
Therefore, it could not be used for a synchronous comparison with exchange rates.
A comprehensive evaluation was undertaken for the five year data available from the two equity
indices. It was found that the amplitude in the oscillations of the log price average distances was
lower and their periodicity less pronounced. The average distances were similar for the log return and
the absolute log return. The two histogram construction criteria showed the same general shape for
the three time series transformations. The histograms that were calculated from a shorter time interval
always showed lower average distances than the histograms taken from a smaller subset of the daily
time series. This is obvious, since the Euclidean distance between two 25-element vectors provides
more opportunities for the average distance to be larger than two 15-element vectors.
Figure 5.99 shows three examples of CAC and DAX equity index histogram pairs. The left column
plots synchronous histograms from the hours 3, 300, and 1 000. The figures on the right hand side plot
the same CAC histograms against DAX histograms that were calculated from the hour that lies 1 932
hours later in time. CAC histograms are plotted with lines marked with ‘×’ and DAX histograms
are represented by broken lines.
The histogram pattern analysis showed positive results in processes of a different nature (exchange
rates compared to indices) as well as processes of the same nature (exchange rates compared to
exchange rates, indices compared to indices). This means that the perspective of analysing time series
that were transformed to histogram sequences has its merits. It may well aid analysts in evaluating
correlation among time series as well as for the detection of patterns.
In the next section, a quantitative evaluation of the nearest neighbour effect is given. The nearest
neighbour effect is shown in the average histogram (and STD) distances of time distance one (f∆x (1),
fstd (1)).
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Figure 5.99: CAC-DAX synchronous versus non synchronous histogram examples.
Left column: synchronous histograms. Right column: histograms with time shift 1 932 hours. CAC
histograms: lines marked with ‘×’; DAX histograms: broken lines.

5.10 Exchange Rate Nearest Neighbour Effect Significance
Individual Histogram Pairs
The significance of the nearest neighbour effect of time frame 1 day was directly evaluated in the
individual histogram pairs’ graphical illustrations. Wherever the time distance distribution between
similar pairs was shown, the deviation was also given from what would be expected.
The JP Y histogram series are used to illustrate the time distance distribution at the smallest possible
time scale. The first bin in previous time distance distributions represents one day. One day is composed of around 24 time distances between histograms. Thus the near neighbour effect of time scale
approximately one day is composed of different histogram combinations of several time distances.
To evaluate the smallest possible time scale, the total number of histograms is taken into consideration.
The number of log return JP Y histograms is N = 943. The largest possible time distance is N − 1,
or 942. The number of histograms coupled is 429. Their time difference distribution is depicted in
Figure 5.100 and the deviation from the expected distribution based on the uniform assumption is
plotted in Figure 5.101.
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Figure 5.100: JP Y nearest neighbour effect of individual histogram pairs.
Time distance distribution with uniform expectation at the smallest possible time scale.
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Figure 5.101: JP Y log return deviation from expected distribution.
The most pronounced peak after the first bin (nearest neighbour) is shown at bin 132.
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The two most pronounced peaks occur at time distance 1 and 132. One bin corresponds to one hour
and 16 minutes, or 76 minutes. The nearest neighbour effect is shown in the first bin of Figure 5.100
and the first bar of Figure 5.101. This is highly significant. To investigate the time difference to which
the second most pronounced peak corresponds, the bin number 132 is multiplied with 76 minutes. The
peak thus records a time interval of 10 032 minutes, 167.2 hours, or 6.96 days, which is very close
to one week. The precise position of the peaks at one hour and one week in this example confirms
the nearest neighbour effect. Characteristic time differences between individual histogram pairs have
been found on this smallest time scale. From Figures 5.100 and 5.101 it is obvious that if this time
difference distribution were illustrated with one bin corresponding to one day, the major contribution
of the near neighbour effect (time scale up to one day) would be derived from time difference one
hour, in other words the nearest neighbour.

Average Histogram Distances
This section compares the nearest neighbour average distance f∆x (1) for exchange rate STDs and
histograms, and cross currency rate histograms. This involved the comparison of histogram distances
within one data set.
To what extent the nearest neighbour effect on the smallest time scale (one histogram interval) deviates
from what would be expected was evaluated from two perspectives. Firstly, the total average f∆x was
compared to the nearest neighbour distance (f∆x (1)) relative to the nearest neighbour STD (fstd (1)).
Secondly, the total average was compared with the nearest neighbour distance relative to the total
average of the STDs, fstd (∆t).
The total average of all average distances is calculated from the total number of distances, which
amount to (N −1)∗N/2. The first value of the average STDs, fstd (1), represents the nearest neighbour
STD, which is calculated from (N −1) distances. The f∆x (1) is also calculated from N −1 values. The

first ratio represented in the tables is calculated by taking the range between the average of all average
distances f∆x for each ∆t and the nearest neighbour STD fstd (1). Since the comparison involves the
total average over all distances and the averages of one time distance, the use of both STD averages,
namely the fstd and the fstd (1), is justified.
The difference is negligible for some data sets and significant for others. A significant difference could
be attributed to the presence of a nearest neighbour effect in the STD. This means that compared to
the fstd (∆t), the nearest neighbour distance fstd (1) is smaller. To see whether the difference between
the two ratios could be ascribed to the STD nearest neighbour effect, the total average of all STDs
should be compared to the fstd (1). The STD nearest neighbour effect is depicted in the first value of
previous graphs showing the fstd (∆t).
The ratios considering the fstd (1) are sensitive to the STD nearest neighbour effect (first % in tables)
while the nearest neighbour effect of the f∆x (1) is evaluated. Comparing the average nearest neighbour distances f∆x (1) with the total of all distances (f∆x (∆t)) and all STDs (fstd (∆t)) is summarised
by the second ratio (%) in the tables.
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log price

CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

0.1131

0.1217

21.6494

0.1293

0.1368

fstd (1)

0.1332

0.1453

10.9196

0.1357

0.159

f∆x(∆t)

0.1672

0.1825

23.8213

0.1703

0.224

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)

159.1%

163.4%

16.8%

118.5%

134.2%

fstd (∆t)

0.1579

0.1753

0.1415

0.1336

0.1805

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

581.7%

844.4%

9.2%

111.7%

200.4%

Table 5.31: Nearest Neighbour Effect significance of exchange rate log price STDs.
log return

CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

0.1098

0.0993

0.132

0.1081

0.1574

fstd (1)

0.0884

0.0797

0.1059

0.0836

0.1568

f∆x (∆t)

0.1751

0.1346

0.221

0.1557

0.3925

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)

75.3%

64.3%

77.3%

66.0%

99.7%

fstd (∆t)

0.1352

0.0866

0.1463

0.1259

0.327

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

163.7%

73.6%

119.1%

159.7%

358.9%

Table 5.32: Nearest Neighbour Effect significance of exchange rate log return STDs.
The results from these calculations are depicted in the tables of this section. First the statistical measure (STD) nearest neighbour effect is shown for all exchange rates (Tables 5.31, 5.32, 5.33) and all
time series transformations. Then the histogram nearest neighbour effect is shown in Tables 5.34,
5.35, and 5.36. Lastly, the cross currency rate log return nearest neighbour significance may be found
in Table 5.37.
To be able to decide whether the method detected non-random patterns in financial market data, the
method is tested against random data sets in the next section.

absolute log return

CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

0.0528

0.0469

0.0632

0.0512

0.0971

fstd (1)

0.0448

0.037

0.0544

0.0427

0.1102

f∆x (∆t)

0.0735

0.0595

0.0933

0.0659

0.1975

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)

72.1%

56.0%

77.4%

63.4%

115.0%

fstd (∆t)

0.0526

0.0408

0.0668

0.0519

0.1629

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

99.0%

67.4%

113.6%

105.0%

290.2%

Table 5.33: Nearest Neighbour Effect significance of exchange rate absolute log return STDs.
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CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

21.8803

21.1492

21.6494

22.4948

28.7507

fstd (1)

11.3521

10.0884

10.9196

12.3434

19.086

f∆x (∆t)

24.1955

23.276

23.8213

24.7338

34.6854

18.0%

16.1%

16.8%

18.1%

38.0%

11.2088

10.4453

10.787

16.9905

18.3925

17.8%

16.6%

16.7%

28.9%

36.4%

log price

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)
fstd (∆t)
ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

Table 5.34: Nearest Neighbour Effect significance of exchange rate log price histograms.

CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

15.8808

13.8099

16.6934

15.1153

26.9422

fstd (1)

8.9564

7.4756

8.6264

8.6282

27.0604

f∆x (∆t)

20.9549

17.8076

20.8353

19.2514

34.4314

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)

42.3%

38.7%

33.9%

38.9%

101.6%

fstd (∆t)

6.6834

6.9953

6.7241

7.2056

20.4001

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

35.6%

37.0%

29.4%

34.3%

53.4%

log return

Table 5.35: Nearest Neighbour Effect significance of exchange rate log return histograms.

CHF

EU R

GBP

JP Y

ZAR

f∆x (1)

13.0149

11.7568

14.5096

12.3989

17.057

fstd (1)

7.1868

5.8541

7.0979

6.6562

18.4795

f∆x (∆t)

24.7887

22.8253

23.6109

22.5702

30.0225

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)

66.9%

65.2%

55.1%

63.9%

112.3%

fstd (∆t)

6.9178

6.8245

7.9501

6.9744

19.1768

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

65.9%

69.2%

58.1%

65.2%

119.5%

absolute log return

Table 5.36: Nearest Neighbour Effect significance of exchange rate absolute log return histograms.

EU R/GBP

ZAR/CHF

ZAR/JP Y

f∆x (1)

23.3129

21.7313

23.4386

fstd (1)

9.2466

16.167

18.4103

f∆x (∆t)

23.8779

26.5043

28.8114

3.8%

46.2%

51.6%

6.8735

12.5513

13.788

3.3%

34.2%

36.8%

ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (1)) (%)
fstd (∆t)
ratio (f∆x (∆t)-f∆x (1))/(f∆x (∆t)-fstd (∆t)) (%)

Table 5.37: Nearest Neighbour Effect significance of cross currency rates histograms.
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5.11 Histogram Patterns in Random Data
Lastly the methods of this study are tested to investigate whether the effects could also be found
in random data. First two random matrices are retrieved using the “rand” and the “randn” functions
of Matlab, which produce uniformly and normally distributed values, respectively. For comparability of the random data and the minute exchange rate data used in the study, data sufficient for 900
histograms are simulated and compared. 900 times 60 values are classified into 15 bins. The approximately 300 resulting histogram pairs are formed and their time distance distribution as well as the
average distances (f∆x (∆t), fstd (∆t)) of all histograms are evaluated.
The time differences between similar simulated histogram pairs are depicted in Figures 5.102(a) to
5.104(b). Since the process is not bound by units linked to calendar time, the bins do not need to
be formed to correspond to a particular time interval. Thus the time unit for the random data results
are not specified as previously. The time distance ∆t is then referred to as a distance ∆ referring to
the sequence of events. Three different settings are illustrated. Time distance distributions between
similar pairs and the deviation from the expected distribution are shown using 25 bins (5.102(a) and
5.102(b)), 55 bins (5.103(a) and 5.103(b)) and 105 bins (5.104(a) and 5.104(b)).
The time distance distribution of individual pairs does not show a large near neighbour effect. For the
most coarse resolution (25 bins) there is a near neighbour peak and other peaks of the same order of
magnitude appear. The medium resolution shows two more pronounced peaks at bin 8 and a trough
at bin 4. The near neighbour bin for the finest resolution records a trough and a peak at bin 2, 15,
etc. Peaks and troughs are scattered and heights of deviations do not decrease with increasing time
interval as was the case for the exchange rates and the cross currency rate.
The uniformity of the random data used and the uniformity assumption concerning the distribution of
the time difference between individual histogram pairs need to be noted. They refer to two different
concepts. The simulated data are uniformly distributed, while the uniformity assumption refers to the
claimed independence of histogram similarity on the time interval.
In assuming that all time intervals between histogram pairs are equally likely, the frequency of their
occurrence should stay within bounds of the monotonously decreasing function illustrated by the
crossed line in the time distance distribution graphs. This is calculated from the maximum number of
possible pairs at a particular time distance and determined by the total number of pairs. The deviation
from the expected distribution is shown in Figures 5.102(b), 5.103(b), and 5.104(b) for different
resolutions.
The following figures provide a comparison of real data used in this study showing the CHF time
distance distribution to the histograms of uniformly distributed data. Figure 5.105 shows that the
near neighbour effect is the most distinctive factor separating the real and simulated histogram time
distance distribution results. The same number of bins (52) was used for the random histogram time
distance distribution as was necessary for making the CHF time distance bins correspond to one day.
At this resolution, the CHF time distances show a clear peak at the first (near neighbour) bin, where
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Figure 5.102: Random histogram time distance distribution (a) and deviation expectation (b) for 25 bins.
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Figure 5.103: Random histogram time distance distribution and deviation expectation for 55 bins.
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Figure 5.104: Random histogram time distance distribution and deviation expectation for 105 bins.
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Figure 5.105: CHF and random time distance distributions and their deviations.
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Figure 5.106: CHF and ZAR time distance distributions versus random histogram pair counts.
52 bins for CHF and 55 bins for ZAR.
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the random data scatter evenly around the crossed line. Thus simulated histograms show no peak that
is similarly pronounced as the CHF near neighbour peak.
To confirm the presence of the near neighbour effect in real data as opposed to simulated data, the line
representation of time distance distributions was used in Figure 5.106. This allowed the illustration
of random histogram time distances in the same figure as CHF and ZAR time distances distributions. While the near neighbour effect is clearly significant for real histograms, other peaks are less
pronounced. The CHF shows a peak at 3 weeks and the ZAR peaks at 1, 2, 3, and 5 weeks.
The same criterion for the stopping time of the coupling was used for the formation of simulated histogram pairs. This means that only the bottom 25% of the distances range is acceptable for histogram
pairs to form. Figure 5.106 shows this important difference between real and simulated histogram
pairs: while the same approximate number of histograms (900) was formed, because of the lower
range of variability of random histograms, fewer histogram pairs resulted for the simulated data. The
coupling stops earlier at around 300 simulated histogram couples, while for the CHF and ZAR
around 400 histograms resulted. This larger total number of pairs may be observed in the time distance distribution. The bar heights (or points for the line representation) are higher, counting more
pair time differences, because of the larger total number of pairs.
From these results it may be concluded that histograms coupled from real data are more meaningful.
A real histogram pair forms from a selection that is based on more distinctive characteristics. The
higher variation as measured by the range of histogram distances reflects histogram dissimilarity.
This could be seen in the total number of histogram pairs, as well as in the much lower variance of
average histogram distances shown in the last figures of this section.
Average histogram distances from uniformly and normally distributed data and corresponding fstd (∆t)
are now described and illustrated. Figure 5.107(a) shows average distances and fstd (∆t) of histograms
from uniformly distributed data. Figure 5.107(b) shows the average distances and standard deviation
results for histograms from normally distributed simulated data. Results look very similar in that both
f∆x (∆t) are at around 10. The normal histograms exhibit a slight increase with increasing ∆t and
show a slightly wider oscillation amplitude. The normal histogram fstd (∆t) is situated higher than
uniform histogram fstd (∆t). The reason for this is that different histograms from a normal distribution exhibit larger variability than histograms from a uniform distribution. In this case it leads to a
generally larger standard deviation of average histogram distances, f∆x (∆t), as measured by fstd (∆t).
The average simulated histogram distances f∆x (∆t) are depicted in Figures 5.107 and 5.108. Figure
5.107 shows the average distances (top, blue) and respective fstd (∆t) (bottom, red). Figure 5.108
shows the average distances (top) and the average distances f∆x (∆t) minus fstd (∆t) (bottom). No
nearest neighbour effect appears for the average distances and no periodicities or patterns arise. The
width of the noisy oscillations becomes wider, which could be observed by the larger variance of
the difference curve between f∆x (∆t) and fstd (∆t). For real data, a damping or strengthening of
periodicities (depending on the correlation between f∆x (∆t) and fstd (∆t)) was found, which does
not occur for simulated histograms. The amplitude of the bottom graph oscillations (Figure 5.108)
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increased from the combinations of the blue and red curve in Figure 5.107.
The last figures (Figure 5.109 and 5.110) illustrate the ZAR histogram average distances compared
to the average distances of Figure 5.107(a). The blue curve in 5.107(a) is now represented in red and
the standard deviations are not illustrated. It would be seen quite clearly that the average distances of
the ZAR as compared to simulated histogram average distances show a pronounced structure. The
random histogram f∆x (∆t) are much lower in absolute value and show no regularity. They appear
nearly constant when graphed next to the pronounced periodicities of the ZAR, in other words the
simulated histograms demonstrate a much lower variation of average histogram similarity.
Figure 5.109 graphed the average histogram distances in absolute terms. This showed that ZAR
histograms were about three times more distinct on average than random histograms. In Figure 5.110
the data of Figure 5.109 were standardised to illustrate their relative variational structure. Figure 5.110
shows the first 800 standardised values of both average distances.
They both record a decreasing trend with increasing ∆ or ∆t. As opposed to the distinct regularity
(periodic recurrence of minima and maxima) of ZAR average distances and the nearest neighbour
effect of the ZAR, the simulated histogram distances are noisy and without patterns or visible structure. Thus it becomes clear from the comparison of simulated and real data that the histogram pattern
analysis detected certain patterns that cannot be attributed to random components in the original data.

5.12 Summary
This chapter focused on the usefulness of the Shnoll histogram analysis when applied to financial
data. It proved that the application of histogram pattern analysis to financial data detects some useful information and helps analysts to understand the price process from a different perspective. The
phenomena of Shnoll (discrete states, nearest neighbour effect, synchronism) as well as new patterns
(bubbles, bottlenecks) were found.
The chapter commenced by briefly stating its objectives and then provided a description of the data
collection methods. Index, exchange rate and cross currency data sets were collected. The data sets
and their fine structure were investigated using layer histogram analysis. Layer histograms focused on
distributional characteristics of price changes without taking their time explicitly into consideration.
Discrete state formation was detected, as predicted by Shnoll. The sensitivity of the layer histogram
shape to construction parameter settings was investigated. Shnoll’s method of constructing layer histograms was applied first, and a new method was proposed to investigate the fine structure of these
distributions. It was shown that discrete states also form and fine structure also emerges from the use
of this alternative method.
The time series were processed to allow the analysis of subset characteristics. The dynamics of traditional statistical measures - namely the standard deviation and the mean - were used to illustrate the
analysis steps later applied to histograms. Since one scalar measure from a section of the time series
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Figure 5.107: Random histogram average distances and STD for each time distance.
Top curve: averages f∆x (∆), bottom curve: fstd (∆).

provides less information than a histogram of that same section, the analysis of singular statistical
measures was denoted coarse structure analysis. Conversely, the histogram analysis is referred to as
fine structure analysis. Histogram construction and comparison were described.
The time distance distributions were evaluated between similar pairs of time series sections with
respect to standard deviations, means and histogram pairs. Characteristic periods of one week, multiples of one week, and the near neighbour effect were found for individual STD pairs and mean pairs.
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The study applied a statistical approach for exploring the patterns in time of similar STDs, means or
histograms to investigate the dependence of their average spatial distance as a function of the time
difference, ∆t. Results were obtained for three transformations taken from the time series, namely
the log price, log return and the absolute log return.
These findings were described and interpreted. The standard deviation and the mean showed patterns
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Figure 5.110: Standardised ZAR and random histogram distances.
in the log price. Periodically recurring minima were present in the log return of the standard deviation
sequence, and the absolute log return of average mean and STD distances. The cyclical pattern in the
absolute log return STD was less pronounced (lower oscillation amplitude) than the log return STD
average distances. The mean average distances, however, showed stronger periodic patterns in the
absolute log return than in the log return. The mean average distances from the log return showed a
linear increase with time distance ∆t and no cyclical patterns.
The histogram fine structure analysis was performed after obtaining results of the coarse structure
analysis and the methodology was illustrated. Histogram pairs reflected a stronger near neighbour
effect than the STD or mean series. The nearest neighbour effect was more significant for the STD
method than for the histogram method. However, in the quantitative evaluation of the nearest neighbour effect, it should be considered that histograms represent more information than a single statistical
measure. One cross currency rate histogram example showed larger characteristic time distances in
the time distance distribution of individual histogram pairs. The near neighbour effect (time scale ∼ 1

day), as compared to the nearest neighbour (time scale ∼ 1 hour) effect, was illustrated in detail using

one exchange rate data set.

The time structure of histograms was investigated, following the same general steps as for the STD
and mean series analysis. Histogram distances describe the similarity between histograms of the same
data set as well as that of different synchronous data sets. Histogram pairs were formed from minute
exchange rates and cross currency tick data (ZAR/CHF data set), but not from index data because
of the (large) size of the index data sets. Cross currency exchange rates helped to gain some deeper
insight into the nature of exchange rate data from the analysis of a tick data set spanning a longer
period of ∼ 7 months. The cross currency time distance distribution results supported the characteris203

tic periods recorded for the shorter exchange rate histogram pairs, while longer periods also became
apparent. Individual pair results for the cross currency showed parallels to the minute exchange rates.
The statistical evaluation of all the average spatial histogram distances for each time distance, ∆t,
relating to cross currency data, showed parallels to results from the DAX and CAC.
The discretised minute and raw ZAR data were investigated under two different histogram construction criteria. First a complete histogram fine structure analysis was applied to the ZAR data set in
a similar fashion as to other minute exchange rate data. Subsequently the ZAR was investigated using the same approach developed for cross currency rates (i.e. the ZAR/CHF , ZAR/JP Y , and
EUR/GBP tick data). Patterns that were named bottlenecks and bubbles were found in the average
histogram distances as a function of the time differences. These patterns became apparent in the ZAR
data, the cross currency rates that involve the ZAR as well as both index data sets.
Processes of a different nature (CAC as opposed to exchange rates) were investigated. Significant
synchronous variation became apparent. Synchronous variation between exchange rates and between
cross currency rates was also found. The strongest synchronous variation was found for the CAC and
the DAX index data. The two index data sets already showed strong correlation in their time series.
Thus the pointwise correlation between them was confirmed by the histogram fine structure analysis.
A synchronous variation was found for all time series transformations from the two index series. The
CAC index compared to exchange rates showed the synchronous effect and stronger periodicities
in fstd (∆t) than in the average distances, f∆x (∆t), were similar to what was found for the cross
currency rates without a common underlying factor (EUR/GBP -ZAR/CHF and EUR/GBP ZAR/JP Y ). They showed daily recurring minima and maxima and bottlenecks in fstd (∆t), but no
significant periodicities in f∆x (∆t). The cross currency rate average distances of the ZAR/CHF ZAR/JP Y showed these effects in both fstd (∆t) and f∆x (∆t). They were more strongly pronounced
for the average distances f∆x (∆t), which became apparent in the larger oscillation amplitude and the
more regular periodicity of f∆x (∆t) as compared to fstd (∆t).
This led to the conclusion that the similarities in the time structure for the exchange rates and for the
cross currency rates stem from both data sets sharing a common exchange rate against which they
are quoted. The USD and ZAR influence the time and histogram series. The disappearance of the
time structure in the average distances for both cross currencies without the ZAR as common factor
confirms this supposition. However, the pronounced time structure in the standard deviation of the
averages fstd (∆t) did not disappear. Similar results hold for the time structure of the fstd (∆t) for
CAC histograms with exchange rates. The reason for this is still unclear and could be a topic for
further research. The strong presence of the periodicities and bubbles and bottlenecks in all CACDAX histogram distances results and the stability of the periodicities during both regimes were
unexpected and could equally be further investigated.
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Chapter 6
Conclusion and Recommendations
The aim of this study was to test whether the phenomena of Shnoll et al. could be found in financial
index and exchange rate time series. The core theme centred on finding patterns in data sets, in this
case financial data. These phenomena are the formation of discrete states, the near zone effect, and
synchronous variation of histogram sequences derived from time series transformations. The study
provided empirical evidence that the effects of near zone, synchronism and formation of discrete
states were present in the financial data sets examined based on the Shnoll et al. approach.
The study started with a review of several financial market modelling and prediction methods. Special
emphasis was placed on methods dealing with high-frequency data. A general overview of modelling
techniques popular in the quantitative finance literature was provided. A review of approaches for
volatility modelling then followed and ways to understand the stochastic processes acting on financial
markets were discussed.
Before introducing the methodology used in this study, high-frequency data and analogies to turbulence, market microstructure, and machine learning were emphasised. The necessary background for
the empirical part of the study was given by describing related work by Shnoll and other studies that
used the same software as Shnoll et al. The approach followed by Shnoll et al. themselves - as well
as specific challenges to be borne in mind for the sake of this study - were discussed. Adaptations
from the original method in the application of the MF method were described. These deviations were
necessary, since the method of Shnoll was applied to financial markets instead of physical or chemical
processes.
Chapter 5 extended the methods of Shnoll by solving problems related to the challenges of financial
data. High-frequency financial data were not readily available. Therefore, index, exchange rate and
cross currency data were collected over a period of seven months. The raw data collected were not
directly applicable to Shnoll’s methods and, therefore, had to be preprocessed first. The following
sections will summarise this study’s contribution, recommendations, open questions, and proposals
for possible future research.
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6.1 Contribution
Shnoll’s methods were developed for stochastic processes originating from the chemical and physical
domain. The nature of financial data is fundamentally different and, therefore, the study proposed
certain adaptations to the original Shnoll analysis to make it applicable to financial data.
A detailed review of the analysis steps of Shnoll was given. These steps were followed as closely
as possible given the data and using the automated procedures proposed in this study. The layer
histogram calculations were applied to the data using two different methods, one being the original
Shnoll method and the other one being an adaptation of it.
The characterisation of the entire data set was illustrated via layer histograms, which illustrate the
fine structure of the entire distribution and the effect of polyextremity. The shape of a layer histogram
differs according to the parameter choice used to calculate it. Sensitivity of the final layer histogram
shape to construction parameters was illustrated by varying them for different choices. The number
of increments chosen to calculate each successive layer histogram line, the number of bins into which
these measurements were classified, and the outlier limitation threshold represented the choices.
The study also proposed an alternative approach for the evaluation of histogram similarity or average
histogram distances. Shnoll started his analysis by finding histogram pairs and then evaluating the
time intervals between them. The study followed this approach, but also reversed the steps of this
investigation. For a particular time distance, the distances between all histograms of that time difference were evaluated. Thus illustrations of average spatial distances f∆x (∆t) for all possible time
distances ∆t complemented Shnoll’s distributions of time distances between individual pairs. In addition, the variation of the spatial distances at each time difference was investigated through their
standard deviation, namely fstd (∆t).
Characteristic periodicities larger than one hour (nearest neighbour effect) or one day (near neighbour
effect) of index and exchange data sets were evaluated, following different approaches.
The first approach coupled individual histograms based on their Euclidean distance. Then the number
of times that the time difference between histograms fell within a certain time interval was counted.
The time points representing the starting time of a histogram time series interval were allocated to the
pair indices. A histogram of the time difference between similar pairs was calculated to represent their
frequency distribution on the basis of Shnoll’s analysis. Except for one detailed example that showed
time distance of ∼ 1 hour, the individual histogram pair time distance distributions were evaluated on

a time scale of one day.

The second approach followed aimed at the evaluation of all possible time distances starting from the
smallest time distance determined by one histogram interval. This approach did not search for two
particular most similar histograms, but instead evaluated the average distance of histograms for all
possible time distances.
This study answered the following question through the statistical evaluation of histogram distances
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based on the idea of Shnoll et al.: Given all histograms of a particular time distance, how similar
are they to each other? This study also drew attention to the average Euclidean distance between all
histograms of a particular time distance. Both methods followed detected patterns in histogram distances or similarity. Shnoll found similar histogram pairs and investigated how these were distributed
in time. On the basis of this method, the study found the near neighbour effect, where histograms of
time distance one day occurred often enough not to attribute this event to chance. The methods used
in this study were also tested against random data.
Following the second line of reasoning (time interval → histogram similarity) the study found the
nearest neighbour effect as well as periodicities in time. In evaluating the average distance of all

histograms that are separated by a particular time distance, the oscillating behaviour was identified in
both average histogram distances as well as time periods that recorded consistently higher or lower
distances. The study detected the nearest neighbour effect of average spatial histogram distances. The
nearest neighbour significance was also evaluated quantitatively.
The behaviour of distances between histograms from three transformations of the time series was
tested and results were presented in comparison to their standard deviations calculated from the histogram distances for each time distance. The average distances, as well as the standard deviations
of the distances, showed periodic patterns. The absolute log return histogram patterns were the most
pronounced. It was suggested that mirror histograms could be an explanation for the difference in
results for the log return and the absolute value of the log return.
The log price average distances patterns were generally less pronounced and less regular. Periodicities were found to be most pronounced in both return series. These periodicities involve minima of
histogram distances that occurred with constant periods of one day. Maxima occurred with a time
shift to the minima of half a day. The maxima were separated from other maxima by a time interval
of 24 hours.
The statistical approach to histogram pattern analysis was applied to three different kinds of financial
data. It proposed an alternative measure of correlation for exchange rates, cross currency tick data,
and index data. Results were obtained through the evaluation of histogram distances f∆x (∆t) within
one data set and the comparison of different exchange rates, cross currency rates and index data. One
inter-asset comparison was completed by investigating the CAC index with exchange rates of the
same frequency. The influence of a common factor given by the USD and the ZAR for comparisons
of different data sets was detected, while the cause of other time patterns was not obvious.
Synchronous variation of histogram shapes was found and was more significant for indices as compared to either exchange rates quoted against the dollar or cross currency rates. Furthermore, the
independence of the process nature (CAC compared to exchange rates) was found using the data of
this study. An increased similarity of synchronous histograms was found, in other words a much lower
average distance between histograms from the same time (f∆x (0) as compared to either f∆x (∆t) or
f∆x (∆t)).
The three cross currency histograms were constructed from one hour with histogram interval limits
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corresponding to hours in the day. The ZAR/USD data and all series testing for synchronous variation, except for the CAC-DAX comparison, were also divided into individual hourly measurements
of these one hour limits. More information was disregarded using this approach. The comparison of
more than one data set showed that synchronous variation was present in the data adhering precisely
to time intervals of one hour.
The study showed that synchronous histograms of the CAC and DAX index data were more likely
to be similar than non-synchronous ones. The synchronous average f∆x (0) of all other data sets was
also lower than the average of other time distances. Especially time distance ∆t = 1 received some
detailed attention. The near neighbour effect of histograms meant that histograms from one hour
neighbouring in time were more likely to be similar, a finding which could not have been expected a
priori.
An interesting effect was recorded for the short ZAR/USD data set, the ZAR/CHF and ZAR/JP Y
data sets and the CAC and DAX indices when histograms were compared among histograms from
the same series. The index data also showed the effect when average distances of both data sets were
investigated. Periods of varying length where histograms tended to be more similar, alternated with
periods where they were on average less similar. Some time distance intervals showed so-called bubbles, where the average histogram distances varied more strongly, represented by a higher oscillation
amplitude. These periods of larger oscillation amplitude were separated by periods where the oscillation amplitude was significantly lower, and which was referred to as bottlenecks.
The daily periodicity was upheld under both regimes. In the low-distance bottleneck regime (lower
variation of histogram similarity), the daily cycles were less pronounced. In the high-distance regime,
the histogram distances (minima and maxima) became more pronounced making the daily minima
and maxima more apparent.

6.2 Recommendations
Using index and exchange rate data from different sources, this study concludes that the method of
Shnoll could well be applied to the financial environment. It may be employed to gain some insight
in financial processes from a different perspective than from traditional time series analysis. Despite
the many external influences affecting financial markets, the stochastic process that governs price dynamics can be investigated using a method that originated from the analysis of chemical and physical
stochastic processes.
For a time series analysis employing histogram sequences instead of pointwise time series measurements, special attention should be paid to first make histogram shapes comparable. The fine structure
of histograms is most representative if the resolution given by the histogram bins are chosen to capture
the variation in the data set. Different data frequencies pose challenges for histogram pattern analysis.
To ensure comparability, either the number of measurements used for a histogram or the time interval
length of histogram data (or both if possible), should be kept constant. The non-equidistant intervals
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between tick data measurements pose challenges for a financial time series analysis. However, since
tick data represent precisely the information to which a histogram is sensitive, the histogram pattern
analysis proved useful, especially for tick data.
Comparing histograms, for the sake of this study, involves investigating their time differences or to
calculate their spatial distances of each time difference. This may be achieved following two different
objectives as shown in this study. Firstly, based on minimum distances or other measures of histogram
shape similarity (Shnoll), one is able to find histogram pairs. Then their time distances distribution
can be evaluated to infer at what particular time distance an individual histogram is likely to reoccur.
The other objective that should be evaluated are the time distances between similar histograms. The
different perspective where all histogram distances are used to detect patterns in average histogram
similarity should be used to complement Shnoll’s approach, because more patterns become apparent.
These aid analysts in finding characteristic times that the market takes to react to information and
trading patterns. The detection of a correlation between exchange rates and index data using the
histogram pattern analysis presents hope for the application of the method to fulfil risk management
objectives.

6.3 Open Questions and Future Research
Although this study answered many questions, more questions remain unanswered. This section gives
an overview of possible starting points for future research. The most interesting and most difficult task
would be to determine the cause of the existence of the Macroscopic Fluctuations effects in financial
markets. To achieve this, automated mechanisms and more sophisticated procedures for histogram
similarity evaluation would need to be developed.
The daily cyclicity of average histogram distances found in this study, could be determined by trading
cycles of markets or by the cosmophysical influence mentioned by Shnoll (Shnoll et al., 2000, 1).
These two causes may possibly be interlinked.
This study detected the Macroscopic Fluctuations effects in financial data using a simple measure. In
future, more advanced measures to evaluate histogram similarity could be employed. This study used
the same standard measure for comparing two histogram vectors in evaluating the time differences
between similar histograms and the average histogram distances for each time difference. It would be
particularly interesting to test whether the near neighbour effect also arises for data of other frequencies and longer time horizons. In future, the application of the method could also be extended by the
explicit consideration of mirror histograms.
The fractality of the near neighbour effect mentioned by Shnoll was found for this study on two
different time scales, namely one hour and one day. Using different data frequencies from larger time
horizons, the near neighbour effect could be investigated further. The data of this study were suitable
for the two time scales for which the near and nearest neighbour effects were found. In evaluating
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different frequencies, the dependence of the information content of the histogram sequence on the
measurement frequency could be tested. It would be interesting to study the minimum and maximum
histogram sample sizes, should they exist, for which the effects could still be detected.
Another possible focus area would be the investigation of partial information provided by a histogram,
such as maxima, minima, tails, and measures of central tendency. Histogram characteristics could be
selected based on how suitable they prove to track differences between histograms or their similarity.
In comparing histograms, the outlier limitation is likely to play an important role. It would be interesting to study whether the idea of histogram shape, as focused on by Shnoll, is the most important
factor. Investigating the effect of constant bin intervals across all histograms of a histogram sequence
could be a worthwhile endeavour. The characteristics important for evaluating histogram similarity
could be guided by the requirements of different applications, such as devising a profitable trading
strategy or evaluating risks.
To test the synchronous effect, histogram patterns could be evaluated from data that are never available
synchronously, therefore, from stock markets that are never open at the same time. The effect of
different time zones also provides some opportunities to test how the histogram patterns are affected
by trading cycles. It would also be interesting to evaluate the shape of the time distance distribution of
pairs for assets traded only within opening times of stock markets such that all time distances could
occur with similar likelihood. This would amount to retrieving time distance distributions linked to
trading time.
The level of correlation between markets may be investigated using the histogram pattern analysis
method. If a correlation - as measured by histogram similarity - could be determined, it could well
be used in forecasting models. Histogram pattern analysis is able to help in linking information in a
forecasting model such that the variation of some quantities could be identified to be a good predictor
of a target quantity based on the timing of when particular histogram shapes occur. The discrete state
formation shown in this study could help determine states taken on by financial processes that are
more or less likely to occur, in other words polyextremes preferred by the process. The reasons why
certain states are preferred could be investigated in more detail. Histograms from more than one data
set could also be compared in terms of their particular shape and synchronous variation.
Discarding time sequence information in the transformation of a time series to a histogram series
has led to the detection of patterns. These patterns are based on information to which a histogram
is sensitive. The characteristics of a histogram could be made useful in the financial environment,
especially where large data sets are available.
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