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Abstract 

During an imaging pass of a remote sensing satellite, the satellite’s attitude has to be controlled so that 

the imager bore-sight sweeps out equal distances over time and so that images with a square aspect 

ratio are produced. The satellite attitude control system uses forward motion compensation (FMC) and 

time delay and integration (TDI) techniques to increase the quality of images. 

The motion of the scene relative to the satellite camera can be described by a two dimensional 

translation motion and a rotation about the camera bore-sight. 

This thesis describes an algorithm for measuring ground motion from viewfinder video data that can 

aid the satellite control system during imaging missions. The algorithm makes use of existing motion-

from-video techniques – it operates in a hierarchical, feature-tracking framework. Features are 

identified on camera frames, and correspondences on consecutive frames are found by the Lucas and 

Kanade algorithm. A pyramidal image representation enables the estimation of large motions. The 

resultant sparse disparity map is used to estimate the three motion parameters, using a least squares fit 

to the projected motion equations. 

The algorithm was developed and implemented as part of the MSMI project. Results of tests carried 

out on simulated satellite viewfinder data (using the Matrix Sensor camera that was also developed for 

the MSMI project) confirms that the requirements are met. 



 

 

Opsomming 

Gedurende ’n afstandswaarneming-satelliet se foto-neem sessies moet die beheerstelsel die satelliet se 

oriëntasie beheer sodat die kameramikpunt gelyke afstande oor tyd beweeg en sodat foto’s met gelyke 

wydte- en hoogteverhoudings geneem word. Die beheerstelsel gebruik FMC en TDI tegnieke om die 

kwaliteit van foto’s te verbeter. 

Die beweging van die grond relatief tot die satelliet se kamera kan beskryf word deur ’n twee-

dimensionele translasiebeweging asook ’n rotasie om die kamera se kykrigting.  

Hierdie tesis beskryf ’n algoritme waarmee die grondbeweging gemeet kan word deur gebruik te maak 

van videodata vanaf ’n matriks tipe sensor op die satelliet. Die algoritme maak gebruik van bestaande 

beweging-van-video tegnieke. Dit gebruik ’n hierargiese kenmerk-volgings raamwerk. Kenmerke 

word geïdentifiseer op kamerarame en die ooreenstemmende kenmerke op opeenvolgende rame word 

gevind deur die Lucas en Kanade algoritme. Groot verplasings kan gemeet word deur ’n piramidiese 

voorstelling te gebruik. Die individuele kenmerkverplasings dien as insette vir ’n kleinste-kwadrate 

passing tot die bewegingsvergelykings.  

Die algoritme is ontwikkel en geïmplementeer as deel van die MSMI projek. Resultate wat verkry is 

vanaf gesimuleerde video data (deur die matriks kamera van die MSMI projek te gebruik) bevestig dat 

aan die vereistes voldoen word. 
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Chapter 1  

Introduction 

Remote sensing satellites take images of the earth. They usually employ scanning sensors - sensors 

with only a single row of pixels per colour channel - for high-resolution ground images with a large 

swath. An image is constructed by sweeping the camera’s bore-sight over the earth’s surface. The 

rows in the image are integrated over time, instead of as a single snapshot (as will be the case with a 

matrix type sensor).  

During such an imaging pass, the satellite’s attitude has to be controlled so that the bore-sight sweeps 

out equal distances for each image row. Also, the distance mapped out for each image row, has to be 

such that pixels with a square aspect ratio are produced. The other factor that determines the aspect 

ratio of the pixels is the time for which the sensor collects light for a single image row (the integration 

time of the sensor). The process of controlling the satellite attitude for differing integration times, is 

called forward motion compensation (FMC). 

In an ideal imaging scan, the satellite would be rotating at a rate of 360 degrees per orbit period so that 

the imager points at the center of the earth for the scan duration. The camera bore-sight will be 

perpendicular to the earth’s surface and images will have the least distortion. In order to produce an 

image with a square aspect ratio, the integration time has to be a fixed value that depends only on the 

orbital period and camera parameters. It may be that this integration time is not sufficient – the amount 

of light that is accumulated is not enough to produce good quality images.  

During an FMC imaging scan, the ground scanning velocity is slowed down and the integration time 

of the sensor is increased for an improved signal to noise ratio.  

 

Figure 1.1: Satellite imaging passes (Left) The earth imaging satellite is nadir pointing for the duration of 

the scan. (Right) During FMC, the satellite uses a larger period of the orbit to complete a scan of the same 

area. 
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Figure 1.2: FMC ratio 

The FMC ratio is the ratio of the surface distance that would have been swept by the imager in an ideal 

scan to the actual distance that was scanned. Referring to the figure above, the FMC ratio equals α/β. 

Earth imaging satellites usually also have a matrix type sensor (one with rows and columns) that 

produces earth images with lower resolution or smaller swath. The matrix sensor may even use the 

same optical front end as the primary scanning sensors. This viewfinder data is ideally suited for 

detection and measurement of relative ground motion, that can aid the satellite’s control system during 

an imaging pass. 

The measurement of ground motion is useful when performing FMC for two reasons. The first reason 

is the fact that it is a direct measurement and provides a direct feedback of what the control system 

needs to know. During imaging, all the sensors on the satellite are used to determine the satellite’s 

attitude and its orbit model parameters, which is necessary to determine the speed at which the ground 

is scrolling past, so that square pixels can be produced by the line scanning sensors. All the other 

sensors are subject to transformations to contribute to ground velocity measurements. When using 

viewfinder video data to measure this, no transformations are necessary. 

The other reason for using viewfinder motion data, is its accuracy. In systems where the viewfinder 

uses the same optical front end as the rest of the imaging system, the large focal length implies that the 

viewfinder images have a fairly fine ground resolution (called the ground sampling distance, or 

G.S.D). For imaging satellites, typical ground sampling distances are between 0.5m to 50m. It is 

evident then that sub-pixel motion estimates based on this data can be quite accurate. The most 



Chapter 1 Introduction 

3 

accurate other sensors on a satellite are the rate gyros and star camera. For the viewfinder motion data 

to be really useful, its accuracy must be better than or comparable to that of the gyros and the star 

camera. 

Another type of scanning, called TDI (Time Delay and Integration) can also benefit from viewfinder 

motion data. TDI scanning sensors are matrix type sensors with a few pixel rows. At every snapshot, 

the area that the sensor scans, would have advanced by exactly one pixel row.  

For instance, if the sensor has 10 rows, then a small strip on the ground will be scanned 10 times, each 

time by the next row of pixels. The outputs of the 10 scans are then summed (or integrated) to produce 

an output with a better signal to noise ratio as that of a single scan. 

 

Figure 1.3: Time delay and integration (TDI) scanning. The same strip of surface area is scanned multiple 

times. The scanned lines of the same surface area are summed together to produce a better signal to noise 

ratio. 

TDI scans always take place at an FMC ratio of 1 because larger FMC ratios cause a distortion in the 

matrix image over time. For FMC ratios larger than 1, the camera rotates relative to the ground and the 

strip on the ground that gets scanned multiple times will not be the same every time. 

During a TDI scan it is also necessary to control the satellite attitude so that the rotation angle around 

the camera bore-sight remains zero. The ground must only translate in the direction of the TDI sensor 

rows. If there is a translation component along its columns, the information between multiple scanned 

lines will not overlap. 

The rest of this thesis describes an algorithm for measuring ground motion from viewfinder video 

data, together with its implementation as part of the MSMI project.  
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The MSMI (Micro-Satellite Multi Imager) is a multi-imaging system for satellites consisting of 

several scanning sensors with different frequency responses on the same focal plane. Also on this focal 

plane is a monochrome matrix type CMOS sensor that can be used as a viewfinder. Camera frames 

from this sensor are processed by an included processor unit. The algorithm that is described here is 

implemented for this particular platform. 

The algorithm is adopted from existing image processing and motion-from-video techniques.  

It is possible to measure relative motion of a camera in a scene by comparing consecutive camera 

frames. The translation and rotation motion of a moving camera in a static scene produces predictable 

changes in the image that the camera sees. These changes can be measured using image processing 

techniques, and can be applied to the camera’s motion equations to yield the actual motion of the 

camera. 

The satellite environment, in which the algorithm will function, enables us to avoid most of the 

problems experienced in the general motion-from-video case. In the general case, there are usually six 

motion parameters to estimate – translation in three dimensions, and rotation around three axes. The 

motion of the ground surface relative to the camera can be characterized by three parameters only – 

translation in two directions perpendicular to the camera’s pointing direction, and a rotation around the 

camera’s bore-sight. 

In the general case the depth to the imaged surface is not known, and because of an inherent ambiguity 

in the projected motion equations, only a depth-scaled translation can be recovered. In our case, the 

distance to the earth’s surface can be obtained from the satellite’s attitude control system. The control 

system uses an orbit propagator or GPS receiver or both to determine the satellite’s current position in 

its orbit. The distance from the satellite to the ground surface can thus be easily obtained, enabling us 

to estimate proper translation motion. 

The variation in height of the earth’s surface is small relative to the altitude of the satellite (LEO 

remote sensing satellites have a typical altitude of 200 to 2000km), which implies that the imaged 

surface can be considered planar. This is an assumption that is made by most motion estimation 

algorithms, especially homography based methods, even when it is not strictly true. We can expect 

higher accuracy because of the fact that this assumption is valid for the satellite case. 

The conditions for which optical flow is equal to image motion (Optical flow is the apparent motion of 

the brightness pattern in consecutive camera frames. Image motion is the projection of 3D motions in 

the scene onto the 2D image plane. This is explained in more detail in section 3.3) are almost never 
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satisfied in the general case, but the assumption is always made. For the satellite case, this assumption 

is valid. 

Also, in the general case a scene with multiple motions such as objects moving relative to each other 

and a background, are considered. For the simplified satellite case, it may be that occlusions occur in 

the scene being imaged, but the objects moving relative to the earth’s surface will be small, and their 

contribution to the overall scene motion can be treated as outliers rather than separate motions. Thus, 

the problem of segmentation of the motion field is ignored here. 

The developed algorithm operates in a hierarchical, feature-tracking framework. Features are 

identified on camera frames, and correspondences on consecutive frames are found by the Lucas and 

Kanade algorithm. A pyramidal image representation enables the estimation of large motions. The 

resultant sparse disparity map is used to estimate the three motion parameters, using a least squares fit 

to the projected motion equations. 

The algorithm was implemented for a generic processor board with an add-on daughterboard that 

controls a CMOS matrix camera and provides extra memory for storing frames. The implemented 

application runs on a real-time operating system, and outputs measurements of the image motion at 1 

Hz intervals. 

The rest of the thesis is organized as follows: chapter 2 gives a summary of the relevant literature and 

a brief summary of the history of computer based motion detection. In chapter 3, the theory required 

by the algorithm is explained, and in chapter 4, a detailed explanation of the algorithm is given. 

Chapter 5 contains a description of the hardware platform on which the algorithm functions, as well as 

the implementation of it on a real-time operating system. Chapter 6 contains results on simulated 

satellite images, and in chapter 7, a conclusion is given. 
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Chapter 2  

Literature Study 

The use of video for autonomous navigation has already yielded a number of applications and motion 

from video in general has been widely researched. All algorithms of this kind involve estimating one 

or more motion parameters from camera frames taken at intervals. 

There are two distinct approaches to solving the motion estimation problem. The first arose from 

treating the motion of the camera between frames in a similar manner to stereo vision. Stereo vision 

involves finding point correspondences between frames. Huang and Lee (1989) proposed a linear 

algorithm to obtain the 3D motion parameters of a point on a rigid object, thereby introducing the 

epipolar equation.  

The epipolar equation assumes that the surface being photographed is planar, or that it can be 

described by a series of planes. If a point’s location on two camera frames can be described by the two 

vectors x and x’, then the rigid motion constraint implies that 

x’ = Rx + t         (2.1) 

where R is a rotation matrix, and t a translation vector. The epipolar constraint states that Rx, x’ and t 

all lie in the same plane. 

Based on this constraint, a number of approaches have been followed, sometimes referred to as 

epipolar methods. Faugeras and Lustman (1988) showed that the movement of a camera relative to a 

planar environment can be described by a homography – that is a 3x3 affine matrix transformation 

 m1 = Am2         (2.2) 

where m1 and m2 are the projections of a point onto two different camera frames (for the stereo vision 

case) or onto a camera at different times (in the motion from video case). 

The matrix A is called the fundamental matrix. From this matrix, the motion parameters can be 

computed, as well as camera focal length and the equation of the plane on which the points lie. 

Other authors have expanded on this method. Saphiro, Zisserman and Brady (1995) solve the affine 

epipolar line equation, and in a next step determine the camera motion parameters. Ostuni and Dunn 

(1996) also utilize of the epipolar equation but with a different parameterization for the rotation matrix 
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that makes use of a point correspondence tracked over three frames. Hartley and Zisserman (2000) 

considered linear, ―gold standard‖ and robust techniques for the motion estimation solution. 

The other main approach to estimating motion, involves calculating the optical flow, which is 

theoretically the instantaneous velocity field over the image. Under this approach it is possible to 

recover the 3D motion of the camera, as well as the depth to the imaged surface, from which the scene 

structure can be inferred. 

The equations relating optical flow to the six motion parameters were first derived by Longuet-

Higgins and Prazdny (1981). The same derivation can also be found in the book Robot Vision by 

B.K.P Horn (1986). The derivation involves finding a perspective projection of the instantaneous 3D 

motion of a point (a 3D translation velocity vector and a 3D rotation velocity vector – six parameters 

altogether), and to determine the assumptions for which this projected motion would equal the optical 

flow. 

Since then, multiple solutions have been presented. Horn (1986) presents closed form solutions for 

solving the purely rotational and purely translational case. He also derives a set of non-linear equations 

that can be solved iteratively for the general case. Szeliski and Kang (1993) use a non-linear least 

squares method with Levenberg-Marquardt optimization. Chunke et al. (2001) presents a three-step 

solution making use of a subspace method. In the first step, the direction of translation is estimated by 

minimizing a residual function. The next step determines the rotation parameters by using least 

squares optimization. In the last step, a relative depth map is calculated. 

Motion algorithms are frequently divided into groups based on batch or on-line methods. On-line 

methods usually make use of Extended Kalman Filters (EKF) to provide a filtered best estimate of the 

motion parameters at any given time.  

Azarbayejani and Pentland (1994) present a recursive EKF framework together with representation 

improvements that result in more stable solutions. Barron and Eagleson (1995) use a Kalman filter to 

estimate first order (translation direction and rotation velocity) and second order (rotational 

acceleration) motion parameters. Broida et al. (1996) includes kinematic parameters as well as scene 

structure parameters in their state-space formulation.  

Comparative studies between motion algorithms include the work done by Tian et al. (1996), 

Xirouhakis and Delopoulos (2000) and Adams et al. (2002). 

Certain authors have proven the similarity between motion algorithms. In particular, Kanatani (2000) 

showed that it is possible to find the fundamental matrix from optical flow. 
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Also, the problem of calculating optical flow was approached differently. A group of algorithms that 

compute optical flow from image gradients proved to be quite popular. Horn and Schunck (1981) and 

Horn (1986) noted the fact that gradient information at a single image location is not sufficient 

information to solve for both the x and y components of optical flow. This property was named: the 

aperture problem. Horn and Schunck (1981) solved this ambiguity by imposing extra smoothness 

constraints, and required the calculation of second order partial derivatives from image data. The 

method of Lucas and Kanade (1981) proved to be very effective for determining displacements 

between image regions to sub-pixel accuracies. Their method constrains the optical flow in a region by 

assuming that the optical flow is constant over the region. The general form of their algorithm makes it 

possible to model more complex motions than optical flow, and it has particular use in stereo vision. 

Another form of optical flow algorithm uses region matching techniques such as finding the 

correlation surface maximum, or finding the minimum on a sum-of-squared-differences (SSD) surface. 

The algorithm of Anandan (1989) uses a hierarchical image representation to decrease the amount of 

processing required. The minimum of a SSD surface is found on a coarse-to-fine basis. Interpolation 

of the SSD surface is used to find displacements to sub-pixel accuracies. 

Fleet and Jepson (1990) present a technique for finding component image velocity by representing the 

image sequence as a family of spatiotemporal velocity-tuned linear filters. This introduced the phase-

based approach. Adelson and Bergen (1985) has shown that this type of processing is encountered in 

biological motion processing. 

Good comparative studies on optical flow includes those done by Barron et al. (1994), Beauchemin 

and Barron (1994), and Galvin et al. (1998) 

Since then, unified frameworks for optical flow algorithms were presented. The similarity between 

phase-based and gradient based methods was noted by Simoncelli and Adelson (1991). Baker and 

Matthews (2002) presented a unifying framework for image alignment algorithms, and also an 

efficient inverse computational algorithm for the unified framework.  

In addition to autonomous navigation, this class of image algorithms is also used for video 

compression (Wang et al. 1994), 3D structure estimation (Tomasi and Kanade 1993, Zucchelli et al. 

2002), time-to-collision detection, depth estimation, face identification and more. 

The algorithm employed in this thesis makes use of the Lucas and Kanade method for finding 

displacements between frames. The implementation is in part identical to the implementation found in 

the Intel Computer Vision Library for tracking features (Bouguet, 1999). 
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The motion estimation part of the algorithm makes use of a closed form solution similar to Horn 

(1986), but with simplifications to reduce the number of motion parameters to estimate. 
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Chapter 3  

Theory 

3.1 Discrete 2-D Convolution 

A lot of low-level image operations involve 2-D discrete convolution. These operations include 

smoothing (blurring) and calculating image gradients.  

Smoothing of an image is achieved by discrete convolution with a fixed matrix (sometimes called a 

kernel). Likewise, image gradients are computed by discrete convolution with a fixed matrix. 

For an image ),( yxII  , where (x,y) is the coordinate of a pixel, and a (m x n) kernel matrix, H (and 

jihji ),(H ), the output of discrete convolution is denoted by 

IHG           (3.1) 

and given by 


 











n

i

m

j

ji
m

jy
n

ixyx
1 1

),(
2

,
2

),( HIG     (3.2) 

Discrete convolution with a fixed kernel amounts to calculating a weighted sum of surrounding image 

pixels, for each new pixel in the output G. The kernel matrix can be seen as a matrix of weights to 

apply to surrounding image pixels. The figure below demonstrates this: 

 

Figure 3.1: Image convolution. A pixel in the output image is constructed by calculating a weighted sum of 

nearby pixels in the original image 
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For operations that should preserve the image intensity, such as smoothing, the sum of the weights in 

the kernel matrix must equal 1: 


 


n

i

m

j

ji
1 1

1),(H         (3.3) 

Equation (3.2) is only valid for kernels with even dimensions. For kernels with either m or n uneven, 

the term 
2

m
 should be replaced by 

2

1m
 (for uneven m) and 

2

n
 by 

2

1n
 (for uneven n). 

It is also evident that problems arise at the image boundary, because then the indices of equation (3.2) 

will extend past the image. One solution would be to use an image value of 0 for all off-image 

locations, but this causes a darkened border in the convolution image G. Instead, the summing in 

equation (3.2) is only carried out for coordinates that fall within the image boundary, and the resulting 

sum is multiplied by the sum of all the weights in H, and divided by the sum of weights used. 

Convolution is commutative, 

HIIHG          (3.4) 

and associative 

J)(IHJI)(HG         (3.5) 

3.1.1 Smoothing 

An image is smoothed by taking the average over pixels in a region, and substituting the average value 

for the new image pixel. A simple smoothing kernel is the 2x2 averaging kernel: 
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Gaussian smoothing is achieved with the following kernel: 
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H        (3.6) 

where , the standard deviation, determines the amount of smoothing (blurring) to perform. 
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The Gaussian kernel is illustrated in the figure below, for  = 3.0. 

 

Figure 3.2: Gaussian smoothing kernel, with  = 3.0 

 

Figure 3.3: Illustrating the effect of Gaussian smoothing. The image on the left is the original. The one on 

the right is after the above Gaussian kernel was applied. 

3.1.2 Gradients 

The simplest way to calculate a gradient from discrete data is to use the 2-point difference formula: 

)1()1()(  xxxx III        (3.7) 
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where Ix denotes the gradient of I with respect to x. In two dimensions, this is the same as convolution 

with the following kernel: 
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dxH         (3.8) 

Likewise, the gradient of I with respect to y can be obtained by convolution with the kernel: 
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dyH         (3.9) 

In practice, the 2-point difference kernels behave poorly in the presence of noise. They tend to amplify 

noise in the data. To dampen the effect of noise, the image is smoothed (usually with a Gaussian 

kernel) before calculating the gradient. Because of the associative property of convolution, the 

smoothing and gradient kernels can be combined to produce a derivative-of-Gaussian (DoG) kernel. 

Such a kernel is illustrated in the image below. 

 

Figure 3.4: Derivative-of-Gaussian kernel 
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Figure 3.5: Illustrating the effect of the derivative-of-Gaussian kernel. The image on the left is the 

horizontal edges (gradient of I with respect to x), and the one on the right contains vertical edges. (Dark 

areas in the images are large negative gradients, white pixels represent large positive gradients, and grey 

areas have gradients in between.) 

3.2 Image Corner Detection 

For reasons that will be explained later, it is necessary to identify regions on an image that contains 

sufficient information content. It is common to use corner detection (Shi et al., 1994) to locate areas of 

interest.  

Numerous algorithms exist for finding corners in image data. From figure 3.5, it can be seen that the 

gradients of image pixels contain information regarding the edges in images. An obvious attempt to 

locate corners in an image would be to select pixels that have large horizontal and vertical gradients. 

The Plessey and Wang-Brady corner detection algorithms (Wang et al., 2004) both make use of image 

gradients to calculate a measure indicative of how much a pixel represents a corner. Actual corners are 

then selected by applying a threshold to these measures. 

For purposes of speed, the SUSAN corner detection algorithm (Smith et al., 1997) was selected 

instead of the above alternatives. A comparison indicated that the SUSAN algorithm is less reliable 

than the Plessey algorithm (Wang et al., 2004), but the performance gain (shorter execution time) is 

more important for this application, and the occasional false corner can be tolerated. 

The discussion that follows is applicable to grey-level images. The SUSAN algorithm involves 

calculating the size of an image area that has uniform intensity. Considering the figures below, a 
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circular mask is placed at all possible image positions. The number of pixels with similar intensity 

than the pixel at the center of the mask is then counted. The authors called this area inside the mask 

that has the same brightness as the center pixel, the USAN (Uniform value Segment Assimilating 

Nucleus).  

Similar brightness implies that the brightness of a pixel inside the mask differs from that of the center 

pixel by less than a threshold value, called the uniform intensity threshold. 

From the size of the USAN, edges and corners can be detected. In particular, edges are identified as all 

image locations where the size of the USAN is smaller than three quarters of the size of the mask. 

Corners are the subset of these points, where the size of the USAN is smaller than half of the size of 

the mask.  

 

Figure 3.6: Circular masks at different positions in an image. The mask at (a) has a USAN area that is 

smaller than ½ the size of the mask, and is a corner. The mask at (b) has a USAN area that is just larger 

than ½ of the mask size, and is an edge (edges will have a USAN between ½ and ¾ of the mask size). 

(Smith et al., 1997) 
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Figure 3.7: USAN area for a simple image, showing edge and corner enhancement. (Smith et al., 1997) 

The centroid of the USAN area can further be used to determine the orientation of the corner. 

In practice, the circular mask is formed out of a 7x7 square matrix: 
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If this mask is placed over the image pixels, only the pixels that have a 1 in the corresponding mask 

position, is evaluated for the USAN calculation. The maximum size that the USAN can have is 37, so 

if there are 27 or less image pixels in the mask area with the same brightness as the center pixel, the 

center pixel represents an edge, and if there are 18 or less, the center pixel represents a corner.   

The uniform intensity threshold that defines ―similar brightness‖ depends on the noise and variations 

in the scene, but typically varies between 15 and 25 grey levels. 
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The size of the USAN area is calculated for every pixel on the image, resulting in a corner map with 

the same dimensions as the image. Corners are then selected as all pixels with corner map values 

below a threshold. 

3.3 Image Matching and Optical Flow 

Image matching and template matching is the process of determining the transformation (warp) that is 

required to match one image with another (or parts of images) (Baker and Matthews, 2002) (Lucas and 

Kanade, 1981). An example of template matching is that of matching faces from a database to video 

images. 

 

Figure 3.8: Matching faces from a database to video images is an example of template matching. 

When detecting motion from satellite images, the template image consists of some region of interest 

on the ground in one camera frame. The matching process involves finding the transformation that is 

required such that the transformed region of interest will now be at the same position and have the 

same orientation of that region in another camera frame. Template matching is also referred to as 

image registration. 
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Figure 3.9: Template matching from satellite images. The top left and right images are two consecutive 

camera frames. The bottom left image is the template, selected from the first camera frame. The bottom 

right image is the second camera frame rotated and translated into the coordinate frame of the template 

(photo obtained from www.spaceimaging.com) 

The transformation involved can be simple or complex. At its simplest, the transformation is just a 

translation. More complex transformations include rotation, shearing and scaling.  

Although more complex warps are possible, the transformations that occur between frames, for 

satellite viewfinders, can be parameterized by translation in the x and y direction, and rotation around 

the pointing direction alone (See 3.4). Also, when matching templates, we will assume that small 

image patches transform by translations alone. The assumption is valid because rotations around the 

pointing direction will be small. This enables the calculation of optical flow (explained below), which 

in turn is used to estimate the relative 3D motion between the camera and the ground. 

The criteria that is most often used to match image data, is to minimize the sum of squared errors 

between pixel values of the two images – the template image, T, and another image, I, transformed 

back into the coordinate frame of the template (Baker and Matthews, 2002), (Barron et al., 1994) 

(Okutomi and Kanade, 1990): 

http://www.spaceimaging.com/
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The transformation, W(x, y; p), warps coordinates from the one camera frame into the other’s 

coordinate frame, using the parameters in p. For a translation in two dimensions, the warp is 
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And the cost function to minimize is: 
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The summing in equations (3.10) and (3.12) is carried out for some window, centered on the region of 

interest:  
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The matching window then has dimensions (2n+1) x (2n+1). 

The above equation can be evaluated for every possible (integer) ∆x and ∆y, thus performing an 

exhaustive search to find the smallest possible sum-of-squared error. This approach, however, has 

drawbacks: It is time consuming if the search space is large, that is, if the image dimensions are large. 

It also limits the ∆x and ∆y calculation to integer resolution. 

There are a few options available to solve equation (3.12) more efficiently. The one option is to use an 

image pyramid, or image hierarchy to reduce the search space. Another option would be to use prior 

knowledge about the region’s motion to predict where the template would be at the current time 

instant. The search space can then be limited to a window around the expected position. 

The integer resolution problem is overcome by using the Lucas and Kanade registration algorithm to 

iteratively solve for ∆x and ∆y to sub-pixel accuracy. 

The use of image pyramids is discussed next. In section 3.3.2 optical flow is defined, and section 3.3.3 

explains the Lucas Kanade algorithm. Section 3.3.4 explains bilinear interpolation which is required 

by the Lucas Kanade algorithm.  
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3.3.1 Image Pyramids 

The time that a processor takes to complete an image processing task, is almost always dependent on 

the dimensions of the image being processed. This is a problem when searching for a template in an 

image, especially if no prior knowledge exists about the position of the template. 

Motion detection algorithms that operate in real-time make use of image pyramids to speed things up 

(Bouguet, 1999), (Barron, 1997). The idea is to first find the template in a small version of the original 

image (with lower resolution) using an exhaustive search, and then use the result as prior knowledge 

when looking for the template on the original sized image. 

An image pyramid is simply a set of similar images at different resolutions. A level of the pyramid 

consists of an image and the dimensions of images decrease as the level increases. Usually the next 

level in the pyramid has half the dimensions of the current level’s image. 

An image pyramid is a Gaussian image pyramid, if Gaussian smoothing is applied before sub-

sampling, to produce the next level’s image. (Burt, 1983) 

Thus, to get from one level to the next, one would first apply a Gaussian smoothing kernel such as in 

3.1.1, and then create a new image from every other pixel per row and column. 

An example of a Gaussian image pyramid is shown below, for a pyramid with 6 levels. 

 

Figure 3.10: Example of a Gaussian image pyramid with 6 levels. (Burt, 1983) 

A pyramid can have an arbitrary number of levels, although there is usually no advantage to be gained 

for an image size below 32x32 (Bouguet, 1999). 
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3.3.2 Optical Flow 

The set of (∆x,∆y) parameters that minimizes equation (3.12) at every possible image location, is 

called the disparity map or displacement map - the discrete approximation of optical flow (Chu and 

Delp, 1988) (Okutomi and Kanade, 1990). Optical flow is defined as the instantaneous velocity of the 

brightness pattern on an image (Horn, 1986) (Barron et al., 1994). Few authors, however, make the 

distinction between the disparity map and optical flow. Most motion algorithms assume small 

displacements between frames, and then the optical flow is closely approximated by the displacement 

map. 

Optical flow, in turn, is an approximation of the 2D motion field (Horn, 1986). The 2D motion field is 

the projection of 3D motions in a scene onto the camera frame. The conditions for which the optical 

flow equals the 2D motion field are (Beauchemin and Barron, 1994): 

- Uniform illumination 

- Lambertian surface reflectance 

- Pure translation parallel to the image plane 

A Lambertian surface reflects a constant radiance regardless of the viewing angle (Adelson, 2001). 

For the satellite environment, we can assume that the change in illumination between frames will be 

insignificant. Light from the sun illuminates the earth’s surface, and between frames the direction and 

intensity of the sun’s rays will not vary much. Also, the type of motion that the tracker has to contend 

with and the geometry involved makes the third assumption valid (See 3.4.2). 

Assuming that the 2D motion field is sufficiently described by the disparity map, it enables us to 

recover the original 3D motions through the 3D motion equations (see 3.4).  

Optical flow is also explained and calculated by means of the so-called gradient constraint equation: 

If two images are related to each other by translation alone, and if the intensity between frames is 

conserved, then the template image is simply the other frame shifted by some amount in both axes. 

 ),(),( vtyutxyx  IT        (3.14) 

In this equation, (u, v) is the true optical flow – the velocity at which the brightness pattern, I, is 

moving. The optical flow is related to the displacement (∆x, ∆y) of equation (3.12) by 

vtyutx   
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assuming constant or near constant optical flow for the duration t. 

A Taylor expansion of (3.14) to first order yields the gradient constraint equation: 
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with 
dt

dx
u   and 

dt

dy
v  . The optical flow at that image point is then 
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Equation (3.15) serves as a single constraint for the two unknown components of optical flow. 

Additional assumptions are required to determine u and v uniquely. Some algorithms assume that the 

optical flow varies smoothly, and imposes extra smoothness constraints on the flow field. These 

constraints often involve second-order derivatives, such as the approach followed by Horn and 

Schunck (1981) and Nagel (1983). 

The Lucas and Kanade algorithm assumes that the optical flow is constant over a small spatial 

neighbourhood, and employs a least squares fit to local first-order derivatives to a constant model for 

[u,v]
T
. (Barron et al., 1994). This amounts to minimizing equation (3.12) for a small image area.  

3.3.3 The Lucas and Kanade Algorithm 

The Lucas and Kanade (1981) algorithm attempts to minimize the L2 norm measure of error: 
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By making the linear approximation 
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to minimize E, the following solution for ∆x and ∆y is obtained (after substituting equation (3.18) into 

(3.17), and setting 
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The iterative solution consists of repeating equation (3.19) after shifting I(x,y) by an amount (∆x,∆y): 
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Equation 3.20 can be solved in closed form: 
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The matrix A contains a row entry for each x,y gradient pair in the summation window. The vector b 

contains one element per temporal gradient (The time derivative of I is approximated by a central 

difference operator as  

),(),( yxyx
dt

d
IT

I
  

in the summation window. In practice it is not necessary to compute A or b, but rather A
T
A and A

T
b, 

using equations (3.22) and (3.23). 

The equations involve summing over some window in the image, centered on coordinates (x0, y0). The 

window has a size of (2n+1) x (2n+1). In practise the window can be quite small. Typical window 

sizes would be 5x5 or 7x7 pixels (n = 2 or n = 3).  

The quantity (A
T
A)

-1
 only has to be computed once. The gradients Ix and Iy have to be computed only 

once at the start of the first iteration. At each iteration, only the difference 

),(),( kk yyxxyx  IT        (3.24) 

has to be recomputed. 

The image gradients, Ix and Iy, are computed for all points in the window, using the following 

derivative-of-Gaussian kernels: 
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Barron (1984) also applies a weighting function to the matching window, giving more influence to 

constraints closer to the center of the window.  

The iterative solution requires that the image intensity be known at non integer locations. This is done 

by interpolating between the images pixels. Bilinear interpolation is used in this case.  

3.3.4 Bilinear Interpolation 

The image brightness at a coordinate (x,y) where x and y are not integers, is computed as follows: 

Let x0 and y0 be the integer part of x and y, and αx and αy the remaining fractions (between 0 and 1). 
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Then the brightness at (x,y) is computed from (Bouguet, 1999) 
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           (3.26) 

3.4 Motion Equations and their Solutions 

3.4.1 Motion and Optical Flow 

In this section, the equations relating the motion of a camera to the optical flow it generates, are 

derived. 

This derivation was first done by Longuet-Higgins (1981). 

It is arbitrary whether the motion of a camera in a static scene is considered, or a still standing camera 

in a moving scene. For this derivation, assume a moving camera in a static scene.  

Further, assume that the coordinate system is fixed with respect to the camera and that the optical axis 

of the camera points in the positive Z-axis direction. Then let  TZYX ,,r  be the instantaneous 

coordinates of a point P in the environment. The motion of this point can be decomposed into two 

components: a translational velocity component  Tzyx TTT ,,t  and a rotational 

velocity  Tzy  ,,xω . 

Then the velocity of P is given by 

)(),,( trωv  TZYX         (3.27) 

which gives 
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Now, let 
Tyx ),(p  be the 2D coordinates of point P on the camera plane. If 3D coordinates map 

onto the 2D camera plane by perspective projection, then 
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where f is the camera’s focal length. The optical flow at image coordinate p is given by 
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By differentiating equations (3.29) and by substituting the derivatives of X, Y and Z (in equation 3.28) 

the following equations for optical flow are obtained: 
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  (3.31) 

These equations relate optical flow to the six motion parameters: Tx, Ty, Tz, Ωx, Ωy, and Ωz. The right 

side of equation (3.31) can be split into a translation part and a rotational part: 
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           (3.32) 

In equation (3.32) it can be seen that the contribution that translation velocity makes to the optical 

flow, depends on the distance to the imaged point, Z. This implies that if the scene geometry is 

unknown, a distance scaled translation can be recovered at most. This can be explained intuitively. If a 

camera sees two objects, both moving at the same speed, (assume that they are moving in a direction 

perpendicular to the camera’s pointing direction), but at different distances from the camera, then the 
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object in front will produce larger optical flow than the furthest object, for the same translation 

velocity.  

In the section that follows, we exploit some of the satellite environment properties to simplify equation 

(3.32), and to overcome the depth scaled problem. Then in section 3.4.3, the solution for the simplified 

case is given. For complete solutions to the 6 parameter motion case, see Horn (1986) and Barron and 

Eagleson (1995) and Chunke et al. (2001). 

3.4.2 Simplified Satellite Motion 

For a satellite being controlled by an attitude control system, there exists some prior knowledge about 

the geometry in the scene. This knowledge is in the form of the satellite’s position relative to earth’s 

surface, and a geoid model of the earth.  

The attitude control system can supply the distance from the ground being imaged, to the camera. This 

known depth value can then be substituted into Z in equation (3.31) so that the translation can be 

solved exactly. 

If the control system employs a GPS receiver with proper geoid corrections, this distance can be 

known quite accurately. Otherwise the control system would use an orbit propagator and model of the 

earth to determine its distance to the target. 

The other simplification that can be made is to reduce the number of motion parameters. Consider the 

following scenario that takes place when an imaging satellite takes a photo: 

 

Figure 3.11: Satellite scanning scenarios and FMC. (Left) The earth imaging satellite is nadir pointing for 

the duration of the scan. (Right) During FMC, the satellite uses a larger period of the orbit to complete a 

scan of the same area. 

In an ideal scan the satellite’s camera is nadir pointing (it points toward the earth’s center) for the 

duration of the scan, because this type of scan results in undistorted images. The control system has to 

ensure that the camera is nadir pointing, and just before the desired target is reached, the camera is 
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switched on. The line sensor then collects light for a short time before the data is read out of the sensor 

and sampled at discrete levels using an analogue to digital converter. This is repeated for a desired 

number of lines making up the image. All the while, the satellite is moving in its orbit and the control 

system keeps it nadir pointing. In this scenario the ground would be scrolling by at a constant rate 

T

R
vground

2
          (3.33) 

where R is the radius of the earth and T is the orbital period of the satellite. 

The time for which the sensor collects light (per line) is called the integration time. It is kept constant 

for the duration of a scan otherwise parts of the image would have non-uniform exposure. This time is 

chosen, given the ground velocity, so that the pixels that are produced have a square aspect ratio. The 

required integration time depends only on the ground velocity and the camera parameters: 

groundv
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t

..
int           (3.34) 

tint is the required integration time and vground is the ground velocity relative to the camera. G.S.D. is 

the ground sampling distance. It relates the size of a sensor’s pixels to a distance on the ground. It is 

given by 

s
f

h
DSG ...          (3.35) 

where 

h is the distance from the object to the camera. In our case this equals the altitude of the 

satellite. 

f is the focal length of the lens 

s is the size of a single pixel of the sensor. 

For example, if a sensor is used of which each pixel is 6μm x 6μm, together with a 1.5m focal length 

lens, and the satellite has an altitude of 500km, then the G.S.D. is 2m. This means that every pixel in 

the output image will represent a 2m x 2m area (if the required integration time was used. If it was not, 

then the resultant pixels would represent an area of which the width is 2m, but the height will differ 

and the image will appear stretched or squashed). 
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The scanning sensor requires that a certain amount of light reaches it within the integration time, 

otherwise the entire span of the analogue to digital converter is not utilised, and images of poor quality 

are produced (a high gain would have to be used for the A/D converter which will result in amplified 

noise). 

It may be that the integration time required for square pixels (from equation 3.34) is too short for the 

sensor to collect enough light. This would be the case if a lens with large focal length and small 

aperture is used. 

If this allowed integration time is too short to yield proper images, then a process called forward 

motion compensation (FMC) can be used to dwell longer for each image line so that the sensor will 

gather enough light. This effectively decreases vground, so that the required integration time, tint will 

increase. 

To do forward motion compensation, the satellite control system uses actuators to rotate the satellite so 

that its bore sight moves slower over the earth’s surface. The motion detection sensor described in this 

thesis then measures the rate at which the bore-sight moves over the surface and thus provides 

feedback to the controller. 

To this end, it’s only necessary for the sensor to measure the translation of the ground, and the 

direction in which this movement is taking place. Although the camera is undergoing more complex 

movements, the information that we’re interested in, is the speed at which the ground moves past. 

We accomplish this by reducing the movement of the camera relative to the ground to only three 

parameters – a translation velocity in the x and y directions (Tx and Ty), and a rotation rate around the 

optical axis (Ωz). 

By measuring these three parameters, it’s possible to detect the ground velocity, as well as errors in 

the yaw angle and sensor misalignment. The control system would then control the yaw angular rate to 

zero, and the translation ground velocity to the required amount for square aspect ratio pixels. In this 

case, the motion equations reduce to 
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The same simplified option results if the motion detection algorithm is intended as a pure attitude rate 

sensor, and not as a feedback sensor for imaging: 
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By noting that the focal length of the camera is large relative to the sensor dimensions, and by 

assuming that the translation velocity component in the Z direction will be zero, equation 3.31 can be 

reduced to 
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If the translation motion components (Tx, Ty) can be supplied from the attitude control system, their 

contribution to the optical flow can be removed, resulting in the constraints: 
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From equation 3.36 and 3.38 it is evident that a rotation around the camera Y-axis will have the same 

effect on the optical flow as a translation in the X direction. It is therefore not a good idea to attempt to 

estimate both of these components (likewise for an X-axis rotation and Y translation movement). 

Equation (3.38) implies that the attitude rates (Ωx, Ωy) can be recovered from the measured pure 

translation velocities (Tx, Ty) by first subtracting the actual satellite motion (Tx,satellite, Ty,satellite) and 

dividing by the distance to the target, Z: 
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        (3.39) 

The motion detector can thus be used as a pure attitude rate sensor by using the same parameterization. 

3.4.3 Solution to Simplified Motion Equations 

By parameterising the relative motion between the camera and the ground surface by 2D translation 

and Z-rotation alone, and by treating Z as a known constant, equation (3.31) reduces to: 
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f           (3.41) 

Each image point, for which the optical flow is known, provides two constraints for the three unknown 

motion parameters. A minimum of two optical flow measurements are therefore required to solve for 

Tx, Ty and Ωz. In practice many more optical flow measurements are available, which enables us to 

apply a least squares fit to the motion parameters. This solution is given by 
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where wi is the confidence measure associated with measurement i. The matrix C is given by 
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3.5 Modeling Optics 

The focal length of the camera is a required constant in the motion equation solution. In order to get 

accurate motion detection results, the focal length has to be accurately known, and any distortion that 

the optics causes must also be compensated for. The focal length and optical distortion parameters are 

determined during calibration of the lens. 

A simple lens model is used to model optical distortion. The distortion that the lens causes is modelled 

by the relationship between actual image coordinates and projected image coordinates for an 

undistorted image.  

The simple lens model determines that light rays that enter the lens at an angle θ from the optical axis 

(the line joining the centres of curvature of the lens) will also exit the lens at the same angle if there 

was no lens distortion present.  

 

Figure 3.12: Lens distortion. (Left) A light ray passes through the lens undistorted. (Right) In the presence 

of lens distortion the light ray is bent from its incident angle. 

In the presence of lens distortion, however, the light ray will exit at a different angle. The distortion is 

further assumed to be radial about the optical axis so that the exit angle, θ’, will be a function of the 

entry angle θ. 

The camera coordinate system is defined as follows: 

The Z-axis coincides with the optical axis and points away from the camera in the direction of the 

scene being imaged. The X-axis points in the direction of increasing image column indices, and the Y-

axis in the direction of increasing row indices, forming a right handed coordinate system. 
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Figure 3.13: The camera coordinate system 

For a light ray coming from direction [X,Y,Z]
T
 the projected image coordinates (assuming zero lens 

distortion) are: 

Z

Y
fy

Z

X
fx





         (3.45) 

Because of lens distortion, the light ray strikes the detector at a different location, say (x’, y’). The 

assumption that the distortion is radial symmetric about the optical axis implies that the projected 

coordinate and the actual coordinate will lie along the same line from the optical axis intersection. The 

optical axis intersection (xoai, yoai) is the image coordinate where the optical axis intersects the 

detector. The assumption also implies that distance from the optical axis intersection to the projected 

coordinate is a function of the distance from the optical axis intersection to the actual observed 

coordinate. The differences between these two distances are modelled using a 3
rd

 order polynomial 

function. 

Assume that a feature was detected from a camera frame at coordinate (xdetected, ydetected). The camera 

frame was produced by a distorting lens. The undistorted corrected coordinate is found by applying the 

following steps: 

1. Set the optical axis intersection as the origin of the image coordinate system. The image 

coordinate is described relative to the new origin by calculating 

oai

oai

yyy

xxx





detected

detected
        (3.46) 
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2. Calculate the distance from the coordinate of interest to the optical axis intersection. 

 yx

yxr





,atan2

22


        (3.47) 

3. Calculate the undistorted distance as a function of r. A 3
rd

 order polynomial is used for the 

difference between observed distance r, and expected distance rcorrected. (rcorrected is the expected 

radial distance if the point of interest was projected onto the detector without lens distortion). 

  3
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3 1 rkrkrkrkrkrkrrcorrected     (3.48) 

4. Calculate the corrected coordinate using the original angle   and the corrected distance: 
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       (3.49) 

The correction can be applied without the trigonometry functions by noting that 
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       (3.50) 

This simplifies to: 
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      (3.51) 

The images on the next page illustrate the process. 
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Figure 3.14: The steps in the lens distortion correction process. (Top) A coordinate of interest is found at 

(xdetected, ydetected). (Middle) The coordinate is described relative to the optical axis intersection. (Bottom) 

The corrected coordinates are found by moving the coordinate along a line from the optical axis 

intersection. 
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The three constants, k1, k2 and k3, are the parameters of the lens distortion correction. The focal length 

and these three constants are determined during calibration of the camera.  

The calibration process involves measuring the direction of a light source and the corresponding image 

coordinate where the light source causes a spot. The focal length is measured for small angles between 

the incident light rays and the optical axis because it is assumed that lens distortion is negligible close 

the optical axis. In this case the projected coordinate is the same as the measured coordinate, and the 

focal length can be recovered from equation 3.45. 

For other points on the image, where the angle between incident light rays and the optical axis are 

larger, the projected image coordinate is found from the measured direction of light. The differences 

between expected (projected) coordinates and actual measured coordinates are used in a least squares 

fit to find the three constants of the lens distortion correction.  
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Chapter 4  

Algorithm 

The inputs to the motion detection algorithm are two camera frames, I and J, taken t seconds apart. 

The output is a vector with three motion parameters – the translational motion Tx and Ty, and the 

rotation around the bore-sight, Ωz. 

The relation between inputs and output and meta-data of the algorithm is shown below. 

Motion Detection

Image I

Image J

t

Motion Vector

{Tx, Ty,Ωz} 

Image height : h

Image widht : w

Maximum feature list size : f

Image pyramid

Corner map

Feature list

Inputs Output

Constants Meta-data

 

Figure 4.1: Inputs and output of the motion detection algorithm 

As part of the motion detection process, an image pyramid representation of the images is generated. 

A corner map is generated during the feature detection part of the algorithm, and the output of that part 

(and input for the motion estimation part) is the feature list.  

This chapter explains the steps in which the image processing theory in the previous chapter is applied 

to captured images, to finally arrive at a motion estimate. An initial breakdown of the processing steps 

and flow of logic is shown in a high-level flow diagram. The processing blocks in the flow diagram 

are then individually expanded into a form of pseudo-code. 

4.1 Flow Diagram 

The steps that the motion detector would execute at the start of an iteration depend on the output of the 

previous iteration. If there is no previous iteration or if the previous iteration did not yield a motion 
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estimate (because not enough features could be detected) then a pyramidal representation is used for 

the images.  

Features are detected from the original input image I, and corresponding matches on image J are 

found by first doing an exhaustive search on coarse image versions of the input frames, and then 

successively on finer image versions until the original representation is reached. 

Is a motion estimate available?

Create Image Pyramids

(from Image I)

Detect Features

(from Image I)

Match Features (First Iteration)

(on Image J)

Detect Features

(from Image I)

Match Features (Other Iterations)

(on Image J)

Are there enough matched 

features?

Estimate Motion

No Yes

No

Yes

Predict feature positions (on image J)

 

Figure 4.2: Flow diagram of feature tracking motion detection algorithm 
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If a motion estimate was computed previously, the features that are detected from image I are given an 

initial displacement equal to the previous motion estimate. These predicted positions form the center 

of a small search area on image J from where matches are obtained. 

Once the features are matched, the displacement vectors are fed to the motion estimation least squares 

fit to result in a motion vector. 

Section 4.2 explains how image pyramids are created and section 4.3 explains how features are 

identified. Section 4.4 details the Lucas and Kanade step which is used in feature matching. Section 

4.5 explains how to correct coordinates and vectors for lens distortion. Section 4.6 describes a helper 

subroutine for predicting the position of features based on a previous motion estimate. Section 4.7 and 

4.8 contains the steps for matching features with and without previous motion estimates and section 

4.9 describes the least squares fit of motion estimation. 

4.2 Image Pyramids 

The following algorithm explains how to create an image pyramid from an input image I with a width 

of w pixels and height of h pixels. 

I0
, I1

, I2,
.., Im

 = MakePyramid (I, w, h) 

Inputs: 

 I pointer to image data of image I 

 w width of input images in pixels 

 h height of input images in pixels 

Outputs: 

 I0
..Im

 Pointers to different levels of image pyramid 

Algorithm step Pseudo-code Reference 

equations 

Let image I
0
 be the same as input image I I

0
 = I 

h
0
 = h 

w
0
 = w 

 

For every level in the pyramid For l = 1 to m  

The next levels width and height is 

half that of the previous level 

h
l
 = h

l-1
/2 

w
l
 = w

l-1
/2 

 

For every pixel on this level (for every 

new row and column) 

For i = 0 to h
l
-1 

For j = 0 to w
l
-1 
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Algorithm step Pseudo-code Reference 

equations 

Let the new pixel be the 2x2 

average of the higher resolution 

pixels 

I
l
(j, i) = [I

l-1
(2j,2i)+ I

l-1
(2j+1,2i) 

+ I
l-1

(2j,2i+1)+ I
l-1

(2j+1,2i+1)]/4 

Eqs. 3.1, 3.2, 3.6 

End of loop over new levels pixels End (for j) 

End (for i)  

 

End of loop over pyramid levels End (for l)  

The above algorithm does not make use of a large Gaussian smoothing kernel, but rather the 2x2 

averaging kernel mentioned in 3.1.1 to save time. The results are still satisfactory. 

4.3 Feature Detection 

This part of the algorithm identifies locations on an image that will be easier to match. It does so by 

identifying corners in the image. The result of feature detection is a feature list – a list containing the 

positions of the image with the lowest corner values (which corresponds to highest information 

content on the input image). 

Let I be the input image with width w and height h pixels. Let M be the 7x7 mask in section 3.2. The 

feature detection process makes use of a corner map as meta-data. Let C be the corner map. The 

dimensions of the corner map are ¼ of the width of the input image and ¼ of the height.  

When creating the corner map, every 4
th
 column and 4

th
 row  of the input image is evaluated. For each 

of these locations, a 7x7 window around that location is examined. The number of pixels in the 

masked window with the same intensity level as the center pixel is counted and this gives the corner 

map value for that image location.  Each entry in the corner map can have a value between 0 and 37. 

(The size of the mask is 37 pixels.) 

The reason for only examining every 4
th

 column and row is twofold: Firstly, this prevents the same 

feature that occupies adjacent pixels from being used twice. The second reason is to shorten execution 

time. By jumping 4 columns and 4 rows, the number of corner values that are calculated is 16 times 

less than for the full image, with the resulting execution time also 16 times less. 

As the corner map is created, counters keep track of the number of locations on the corner map that 

have a certain corner value. Bin 0’s counter counts the number of locations with a corner value of 0. 

Bin 1’s counter counts the locations with corner value of 1 and so on. These bin counters are used to 

select features from the image so that the highest information content locations are used. If the feature 

list has a maximum size of f elements, then a cut-off corner value, cutoff_usan, is found such that the 

sum of the first cutoff_usan bin counters are just larger than or equal to f. This ensures that at least f 
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locations are selected with their corner values being the lowest (which corresponds to the most 

prominent corners). 

The corner map is then evaluated at every location. During this second loop over the corner map, the 

locations where the corner map’s value is less than the cut-off value are added to the feature list. 

The feature list is an array with f elements. Each element contains the x and y positions of the feature 

on the image. Let feature_list be the array and feature_list[i].x the x coordinate and feature_list[i].y 

the y coordinate of feature i. 

This step is placed in a subroutine so that is can be called from both branches of the displacement map 

calculation steps. 

feature_list = DetectFeatures (I, w, h) 

Inputs: 

 I pointer to image data of image I 

 w width of input images in pixels 

 h height of input images in pixels 

Outputs: 

 feature_list List of detected features 

Algorithm step Pseudo-code Reference 

equations 

Initialize bin counters For i = 0 to 37 

   bin[i] = 0 

End (for i) 

 

For every 4
th

 row and every 4
th

 column 

on the input image I  

For i = 0 to h-1, step 4 

For j = 0 to w-1, step 4 

 

Set the number of uniform pixels 

equal to 0. 

usan = 0  

For every position inside the 7x7 

square area around pixel (j,i)  

For k = -3 to 3 

For l = -3 to 3  

 

If this position is in the circular 

mask 

If M(l,k) = 1 then  

If this position has an 

intensity value that is close 

to the center pixel intensity 

value 

If |I(j+k, i+I) – I(j,i)| < usan_threshold then   

Increment the uniform 

pixel counter 

usan = usan + 1  

End of if statement End (If |I(j+k, i+I) – I(j,i)| < usan_threshold)  

End of if statement End (M(l,k) = 1)  
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Algorithm step Pseudo-code Reference 

equations 

End of loop over 7x7 area End (for l) 

End (for k) 

 

Save the uniform pixel value in the 

corner map 

C(j/4,i/4) = usan  

Increment the bin counter for this 

corner map value 

bin[usan] = bin[usan] + 1  

End of loop over image pixels End (for j) 

End (for i) 

 

Find the cut-off corner map value (to 

result in a feature list size of f)  

nr_features = 0 

cutoff_usan = 0 

While nr_features ≤ f do 

nr_features = nr_features + 

bin[cutoff_usan] 

cutoff_usan = cutoff_usan + 1 

End (while nr_features ≤ f) 

cutoff_usan = cutoff_usan - 1 

 

Calculate how many features are 

required with a corner map value equal 

to the cut-off value 

nr_in_cutoff_bin = bin[cutoff_usan] – (nr_features 

– f) 

 

Loop over corner map until f features 

have been found 

i = 0 

nr_features = 0 

While i < h/4 and nr_features < f 

j = 0 

While j < w/4 and nr_features < f 

 

If this corner map value is lower 

than the cut-off value  

If C(j,i) < cutoff_usan then  

Save this position  feature_list[nr_features].x = j x 4 

feature_list[nr_features].y = i x 4 

nr_features = nr_features + 1 

 

Else. If this corner map value equals 

the cut-off value and the number of 

selected features with this corner 

value is less than the required 

amount 

Else if C(j,i) = cutoff_usan and nr_in_cutoff_bin > 

0 then 

 

Save this position feature_list[nr_features].x = j x 4 

feature_list[nr_features].y = i x 4 

nr_features = nr_features + 1 

 

Decrement the number of 

allowed remaining features 

with corner value equal to the 

cut-off value. 

nr_in_cutoff_bin = nr_in_cutoff_bin - 1  

End of if statement End (if C(j,i) < cutoff_usan)  

End of loop over image pixels j = j + 1 

End (while j < w/4) 

i = i + 1 

End (while i < h/4) 

 

4.4 Lucas & Kanade Step 

This part of the algorithm calculates a sub-pixel translation of a feature from one frame to another. It is 

placed inside a subroutine because it is called for every feature in the feature list. Other parts of the 

algorithm will call this subroutine (indicated in the pseudo-code as CalcSubPixel) with the following 

input arguments and outputs: 
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∆x, ∆y, confidence = CalcSubPixel (I, J, w, h, xfeature, yfeature, ∆xinitial, ∆yinitial) 

Inputs: 

 I pointer to image data of image I 

 J pointer to image data of image J 

 w width of input images in pixels 

 h height of input images in pixels 

 xfeature x coordinate of the feature on image I 

 yfeature y coordinate of the feature on image I 

 ∆xinitial initial x displacement of the feature 

 ∆yinitial initial y displacement of the feature 

Outputs: 

 ∆x x displacement of the feature 

 ∆y y displacement of the feature 

 confidence confidence level of the feature match 

The algorithm first calculates the spatial gradients in the window around the feature on frame I, which 

is used to construct the spatial matrix, A
T
A. The iterative part is initialized by setting the initial 

displacement to [∆xinitial, ∆yinitial]
T
.
 
Spatial gradients are calculated using the two point difference 

formulas. Although the derivative-of-Gaussian kernels yield more accurate gradients, their 

computation is too costly. 

Then, for k iterations, the image J is interpolated in a window around the current estimate of the 

feature’s position in this frame. The current estimate of the feature’s position on frame J is obtained 

by adding the current displacement vector to the feature’s coordinates (in frame I). 

The interpolated image patch is used together with the spatial gradients calculated earlier to update the 

image mismatch vector, A
T
b, for the windowed area.  The displacement vector is then calculated by 

multiplying the spatial matrix with the mismatch vector.  

Lastly, a confidence value is calculated. The confidence value is supposed to be a measure of how 

well the feature on frame I matches up with the displaced feature on frame J, using the displacement 

that was calculated. The confidence value is used as a weight in the least squares fit of the motion 
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estimation part of the algorithm. It is obtained by specifying a maximum acceptable SSD value, 

SSDmax, and by then calculating how much less the actual SSD value is compared to SSDmax, using 

max

max

SSD

SSDSSD
confidence


  

Algorithm step Pseudo-code Reference 

equations 

Initialize G=A
T
A For i = 0 to 1 do 

For j = 0 to 1 do 

G[i,j] = 0 

End (for j) 

End (for i) 

 

For all image points in the (2n+1)x(2n+1) 

window centered around xfeature, yfeature 

For i = -n to n do 

For j = -n to n do 

 

Calculate image gradients fx = xfeature 

fy = yfeature 

Ix(j,i) = I(fx+j-1,fy+i) – I(fx+j+1,fy+i) 

Iy(j,i) = I(fx+j,fy+i-1) – I(fx+j,fy+i+1) 

Eqs. 3.8, 3.9 

Calculate G=A
T
A G[0,0] = G[0,0] + Ix

2
(j,i) 

G[0,1] = G[0,1] + Ix(j,i)Iy(j,i) 

G[1,0] = G[1,0] + Ix(j,i)Iy(j,i) 

G[1,1] = G[1,1] + Iy
2
(j,i) 

Eq. 3.22 

End of loop over pixels in window End (for j) 

End (for i) 

 

Calculate determinant of A
T
A det = G[0,0]G[1,1] – G[0,1]G[1,0]  

Initialize the displacement vector [∆x, ∆y]
T
 

to the initial displacement that was passed 

as argument to the subroutine 

∆x = ∆xinitial 

∆y = ∆yinitial 

 

For all the iterations of the Lucas Kanade 

algorithm 

For k = 1 to K do  

Initialize b=A
T
b For i = 0 to 1 do 

b[i] = 0 

End (for i) 

 

Initialize SSD SSD = 0  

For all image points in the 

(2n+1)x(2n+1) window centered 

around fx , fy 

For i = -n to n do 

For j = -n to n do 

 

 

Calculate image intensity 

of J at non-integer 

locations using bilinear 

interpolation 

αx = rem (xfeature +∆x) 

αy = rem (yfeature +∆y) 

x0 = floor (xfeature +∆x) 

y0 = floor (yfeature +∆y) 

J*(j,i) = (1 - αx)(1 - αy)J(j+x0,i+y0) + αx(1 - 

αy)J(j+1+x0, i+y0) + (1 - αx)αyJ(j+x0, i+1+y0) + 

αxαyJ(j+1+x0, i+1+y0) 

Eqs. 3.25, 

3.26 

Calculate b=A
T
b b[0] = b[0] + [I(fx+j,fy+i) – J

*
(j,i)]Ix(j,i) 

b[1] = b[1] + [I(fx+j,fy+i) – J
*
(j,i)]Iy(j,i) 

Eq. 3.23 

Update SSD SSD = SSD + [I(fx+j,fy+i) – J
*
(j,i)]

2
  

End of loop over pixels in window End (for j) 

End (for i) 

 

Update displacement vector  

   bAAA TT

k

k

k

k

y

x

y

x 1

1

1 






























 

Eq. 3.21 

End of loop over LK iterations End (for k)  
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Algorithm step Pseudo-code Reference 

equations 

Calculate confidence level of this match 
confidence = 

max

max

SSD

SSDSSD 
 

 

4.5 Correcting Lens Distortion 

Raw image coordinates have to be corrected for lens distortion. This is necessary so that motion can be 

estimated as if there was no lens distortion. The lens distortion is assumed to be symmetric around the 

optical axis. Coordinates are corrected by calculating the distance between the point in question, and 

the point where the optical axis intersects with the imaging plane. The point is then moved along this 

line. The radial difference is a 3
rd

 order polynomial function of r – the distance between the point and 

the optical axis intersection. 

x’, y’ = CorrectLens (x, y) 

Inputs: 

 x, y coordinate to correct 

Outputs: 

 x’, y’ corrected coordinate 

Algorithm step Pseudo-code Reference equations 

Calculate distance to optical axis 

intersection 
r = 

22 yx   
Eq. 3.47 

Calculate corrected coordinates x’ = x(1 + k1 + k2r + k3r
2
) 

y’ = y(1 + k1 + k2r + k3r
2
) 

Eq. 3.51 

When estimating the displacement of a feature, it is necessary to apply the inverse correction of the 

above. Simulated lens distortion has to be applied to the displacement vector so that it will point to the 

feature on the image – the image was formed using a lens system that introduced distortion, so the 

image will have the feature in a distorted position. 

Lens distortion is applied to coordinates in exactly the same manner as correcting for it. The radial 

difference is also a 3
rd

 order polynomial, but the coefficients are different for the two.  

Distortion is applied to the displacement vector by applying the correction to the begin and endpoint 

coordinates of the vector. 

x, y = InverseCorrectLens (x’, y’) 
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Inputs: 

 x’, y’ coordinates for which to apply lens distortion 

Outputs: 

 x, y distorted coordinates 

Algorithm step Pseudo-code Reference equations 

Calculate distance to optical axis 

intersection 
r = 

22 yx   
Eq. 3.48 

Calculate corrected coordinates x = x’(1 + l1 + l2r + l3r
2
) 

y = y’(1 + l1 + l2r + l3r
2
) 

Eq. 3.51 

4.6 Predicting Motion 

The previous motion estimate must be available to predict the position of a feature on following 

frames. The motion model that is used makes use of three motion parameters – 2D translation motion 

(Tx, Ty) and a Z-rotation motion (Ωz).  

∆x, ∆y = PredictMotion (px, py, t, Z, Tx, Ty, Ωz) 

Inputs: 

 px x coordinate of feature at time 0 

 py y coordinate of feature at time 0 

 t time for which position must be predicted 

 Z the current depth value 

 Tx x motion  

 Ty y motion  

 Ωz z rotation motion  

Outputs: 

 ∆x, ∆y Displacement of feature at time t 

It is necessary to correct the coordinates of the feature for lens distortion effects before using it to find 

the estimated displacement. The estimated motion parameters were obtained by fitting the motion 

equations to undistorted displacement vectors. Thus, to find the motion associated with an image 

coordinate, the coordinate has to be corrected to compensate for lens distortion. The estimated 
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displacement will also be an undistorted vector, and to have the displacement vector point to the 

feature on the next image, lens distortion has to be artificially applied to the obtained vector.  

Algorithm step Pseudo-code Reference equations 

Reference feature position relative to the 

optical axis intersection 

x0 = px - xoai 

y0 = py - yoai 

 

Correct coordinates of feature for lens 

distortion 

x0’, y0’ = CorrectLens (x0, y0)  

Calculate estimated feature velocity (optical 

flow) 

u = fTx/Z + y0’Ωz 

v = fTy/Z - x0’Ωz 

Eq. 3.36 

Calculate estimated feature position at time t xd’ = x0’ + ut 

yd’ = y0’ + vt 

 

Apply modelled lens distortion to get 

expected feature position on the image 

qx, qy = InverseCorrectLens (xd’, xd’)  

Calculate displacement of feature at time t ∆x = qx – x0 

∆y = qy – y0 

 

4.7 Displacement Map – First Iteration 

The goal of this part of the algorithm is to find the displacement vectors such that they point to 

corresponding image points on two image frames – I and J.  

The distinction between the first iteration algorithm and the algorithm for following iterations is the 

fact that a previous motion estimate will be available for the other iterations. In this case, where this 

information is not available, a pyramidal scheme is used. 

The image pyramids are created first for both frames and the feature detection part is called for image 

I. Matches for the detected features are found at the coarsest level using an exhaustive search. A 

minimum sum-of-squared-differences (SSD) is used as criteria for selecting the best match at the 

coarsest level. If the minimum SSD for a feature is too large (a threshold is used) it means that the 

feature was not properly matched, and it is rejected. 

The sub-pixel displacements are calculated at the coarsest level for all the remaining features using the 

Lucas & Kanade step. The same is also done for all the remaining pyramid levels, and each time the 

new level’s initial displacement equals 2 times that of the previous level. The final displacement at the 

finest pyramid level is stored in the ∆x and ∆y members of the feature_list array. The confidence 

level of the final displacement vector as reported by the Lucas & Kanade step is also stored in the 

feature_list array. 

Algorithm step Pseudo-code Reference 

equations 

Build pyramid representations of I 

and J, for m levels as in 4.1 

(I
0
,I

1
,..,I

m
) = MakePyramid (I,w,h) 

(J
0
,J

1
,..,J

m
) = MakePyramid (J,w,h) 

(w
0
,w

1
,..,w

m
,h

0
,h

1
,..,h

m
) = 

GetPyramidDimensions(w,h) 

Eqs 3.1, 3.2, 3.6 
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Algorithm step Pseudo-code Reference 

equations 

Detect features from I
0
, using the 

algorithm in 4.2 

feature_list = DetectFeatures(I
0
,w

0
,h

0
)  

For all the identified features (on I
0
): For i = 1 to f  

Find the position of feature i on 

the coarsest pyramid level of I - 

I
m
 

px = feature_list[i].x/2
m 

py = feature_list[i].y/2
m
 

 

For all pixel locations on image 

J
m 

(for every row and column): 

For j = 0 to h
m
-1 

For k = 0 to w
m
-1 

 

Calculate the sum-of-

squared-differences (SSD), 

Ejk between pixel intensity 

values 

Ejk = 
 

n

nx

n

ny

[I
m
(x+px,y+py) - J

m
(x+k,y+j)]

2
 

Eq. 3.17 

If Ejk is the lowest SSD value 

found so far, save the 

position where it was found 

If (Ejk < Emin) then  

Emin = Ejk 

jmin = j 

kmin = k 

End (if) 

 

End of loop over pixel locations 

on image J
m
 

End (for k) 

End (for j) 

 

Discard feature i from the feature 

list if the minimum SSD error is 

not below a threshold, Ethreshold 

If (Emin < Ethreshold) then 

    

 

Now (kmin, jmin) is the integer 

location of feature i on the 

coarsest pyramid level of 

image J. (qx
m
, qy

m
) is the 

initial integer displacement 

of the feature 

qx
m
 = kmin - px 

qy
m
 = jmin - py 

 

Find the sub-pixel 

displacement as in 4.3 

(qx
m
,qy

m
,c) = 

CalcSubPixel(I
m
,J

m
,w

m
,h

m
,px

m
,py

m
,qx

m
,qy

m
) 

 

For all the remaining 

pyramid levels: 

For l = m-1 down to 0  

Expected displacement 

of feature on level l of 

image J is the previous 

level’s estimate 

multiplied by 2. 

qx
l
 = 2qx

l+1
 

qy
l
 = 2qy

l+1
 

 

 

 

Calculate the sub-pixel 

displacement using the 

LK algorithm 

(qx
l
,qy

l
,c) = CalcSubPixel(I

l
,J

l
,w

l
,h

l
,px

l
,py

l
,qx

l
,qy

l
)  

End of loop over pyramid 

levels 

End (for l)  

Final displacement of feature 

i 

feature_list[i].∆x = qx
0
 

feature_list[i].∆y = qy
0
 

feature_list[i].c = c 

 

End of if statement End (if Emin < Ethreshold)  

End of loop over detected features End (for i)  

This part of the algorithm is identical to the implementation of Bouguet (1999), except that Bouguet 

assumes an initial displacement of zero instead of the exhaustive search carried out here. 
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4.8 Displacement Map – Following Iterations 

In iterations where a motion estimate is available, this information is used to create a small search area 

in which an exhaustive search is done first, followed by a Lucas-Kanade part to calculate the 

displacement to sub-pixel amounts. 

As before, the features from frame I are detected first. For all the features, the previous motion 

estimate and the amount of time between frames I and J, t, is used to predict the position of the feature 

on frame J. A search for the best match is then carried out in a windowed area around this predicted 

position. The criterion is again the minimum SSD. If the minimum candidate match has a too high 

SSD value, the match is poor and the feature is discarded.   

For all the other features, the sub-pixel displacement is calculated with a Lucas & Kanade step. The 

final displacement and confidence level is stored in the feature_list array. 

Algorithm step Pseudo-code Reference 

equations 

Detect features from I, using the 

algorithm in 4.2 

feature_list = DetectFeatures(I,w,h)  

For all the identified features (on I): For i = 1 to f  
Let px, py be the position of 

feature i on frame I 

px = feature_list[I].x
 

py = feature_list[I].y 
 

Calculate the expected 

displacement of the feature on 

frame J based on the previous 

motion estimate 

qx,qy = PredictMotion (px, py, t, Z, Tx, Ty, Ωz)  

For all pixel locations in the 

window around the expected 

position on image J
 
(for every 

row and column): 

For j = -n to n 

For k = -n to n 

 

Calculate the sum-of-

squared-differences (SSD), 

Ejk between pixel intensity 

values 

Ejk = 
 

n

nx

n

ny

[I(x+px,y+py) - J(x+px+qx+k,y+py+qy+j)]
2
 

Eq. 3.17 

If Ejk is the lowest SSD value 

found so far, save the 

position where it was found 

If (Ejk < Emin) then  

Emin = Ejk 

jmin = j 

kmin = k 

End (if) 

 

End of loop over pixel locations 

on image J 

End (for k) 

End (for j) 

 

Discard feature i from the feature 

list if the minimum SSD error is 

not below a threshold, Ethreshold 

If (Emin < Ethreshold) then 

    

 

Update the displacement 

with the minimum SSD 

position 

qx = qx + kmin 

qy = qy + jmin 
 

Find the sub-pixel 

displacement as in 4.3 

(qx,qy,c) = CalcSubPixel(I,J,w,h,px,py,qx,qy)  
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Algorithm step Pseudo-code Reference 

equations 

Store displacement of feature 

i 

feature_list[i].∆x = qx  

feature_list[i].∆y = qy  

feature_list[i].c = c 

 

End of if statement End (If Emin < Ethreshold)  
End of loop over detected features End (for i)  

4.9 Motion Estimation 

The last step in the algorithm is to compute the motion estimate from the disparity map. This is done 

by using a least squares fit to the reduced motion equations.  

The least squares motion fit is actually performed twice. The first motion estimate is used to identify 

and remove features with outlier motion. The second motion estimate is calculated from all the 

features with motion that was not eliminated by the outlier removal process. 

The motion estimation least squares fit is performed in the following function: 

Tx, Ty, Ωz = EstimateMotion (feature_list, use_feature, Z) 

Inputs: 

 feature_list Array of detected and matched features 

 use_feature Array of Boolean flags indicating whether a corresponding feature should be 

used in the motion calculation 

 Z The current depth value 

Outputs: 

 Tx x motion  

 Ty y motion  

 Ωz z rotation motion 

Firstly the coordinates of the features are referenced to the optical axis intersection and lens distortion 

correction is applied to the displacement vectors. 

The corrected vectors are converted to velocities by dividing them by the time lapse between the two 

frames. The velocities of all features serve as inputs to the summing calculation described in section 

3.4.3. The algorithm steps for the EstimateMotion function is shown in the table: 
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Algorithm step Pseudo-code Reference 

equations 

Initialize matrices and vectors 

G = 




1

0

f

i

Ci
T
wi

2
Ci 

b = 




1

0

f

i

Ci
T
wi

2
θi 

  

For i = 0 to 2 do 

For j = 0 to 2 do 

G[i,j] = 0 

End (for j) 

b[i] = 0 

End (for i) 

 

For all the features in the list For i = 1 to f  

If the feature should be used If use_feature[i] = true then  

Reference feature position 

relative to the optical axis 

intersection 

x0 = feature_list[i].x - xoai 

y0 = feature_list[i].y - yoai 

 

Reference displaced feature 

position relative to the 

optical axis intersection 

xd = feature_list[i].x + feature_list[i].∆x - xoai 

yd = feature_list[i].y + feature_list[i].∆y - yoai 

 

 

Correct coordinates of 

feature for lens distortion 

x0’, y0’ = CorrectLens (x0, y0) 

xd’, yd’ = CorrectLens (xd, yd) 

 

Calculate lens corrected 

displacement 

∆x = xd’ – x0’ 

∆y = yd’ – y0’ 

 

Calculate velocity of feature 

t

x
u


  

t

y
v


  

 

Update the matrix G and 

vector b 

f' = f/Z 

w = feature_list[i].c 

G[0] = G[0] + w
2
f’

2 

G[2] = G[2] + w
2
f’y0’ 

G[4] = G[4] + w
2
f’

2 

G[5] = G[5] - w
2
f’x0’ 

G[6] = G[6] + w
2
f’y0’ 

G[7] = G[7] - w
2
f’x0’ 

G[8] = G[8] + w
2
x0’

2 
+ w

2
y0’

2
 

b[0] = b[0] + w
2
f’u 

b[0] = b[0] + w
2
f’v 

b[0] = b[0] + w
2
y0’u - w

2
x0’v 

Eq. 3.44 

End of if statement End (If use_feature[i] = true)  

End of loop over features End (for i)  

Calculate motion parameters 

















 z

y

x

T

T

 = G-1
b 

Eq. 3.42 

The algorithm steps for the entire motion estimation process including outlier removal are:  

Algorithm step Pseudo-code Reference 

equations 

Select all the features for the initial 

motion estimation 

For i = 1 to f 

use_feature[i] = true 

End (for i) 

 

Estimate initial motion Tx, Ty, Ωz = EstimateMotion (feature_list, 

use_feature, Z) 

 

For all the features in the list For i = 1 to f  
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Algorithm step Pseudo-code Reference 

equations 

Calculate the expected motion of 

this feature using the estimated 

global motion 

qx, qy = PredictMotion (feature_list[i].x, 

feature_list[i].y, t, Z, Tx, Ty, Ωz) 

 

 

Calculate the difference between 

the expected motion and actual 

measured motion for the feature 

D
2
 = (feature_list[i].∆x – qx)

2
  + (feature_list[i]. ∆y 

– qy)
2
 

 

Do not use this feature anymore 

if the above difference is larger 

than a threshold 

If D
2
 > outlier_threshold then 

use_feature[i] = false 

End (if) 

 

End of loop over features End (for i)  

Estimate final motion Tx, Ty, Ωz = EstimateMotion (feature_list, 

use_feature, Z) 

 

4.10 Frame Intervals 

Up to now it was assumed that the time between captured frames was arbitrary. By varying the 

interval between captured frames it is possible to achieve a higher relative accuracy (if a longer 

interval is used) or measure larger displacements (if a shorter interval is used). 

The motion algorithm really measures the distance between two frames and divides it by the time 

interval between the frames (numeric differentiation) to get the motion estimate. If the accuracy of the 

displacement measurement is assumed constant then the accuracy of the displacement divided by the 

frame interval implies that for a longer time interval the error (in pixels per second) will be smaller. If 

the accuracy of the distance measurement is σ pixels, then for 1s frame interval the accuracy will be σ 

pixels/s and for an interval of 40 ms (25 fps) the motion error will be 25σ pixels/s. But longer frame 

intervals will also imply that faster trends are not measured. 

A shorter frame interval implies that larger motions can be measured. If the amount of overlap 

between frames becomes too small the detection algorithm fails. If the scene that the camera is 

observing is moving at 2000 pixels per second, then there will be no overlap between frames taken 1s 

apart (assuming the sensor dimensions of 1280 x 1024 pixels). But if frames taken 40ms apart are 

used, the displacement will be only 80 pixels, resulting in an overlap of 94 %.  

Based on tests that were performed to determine the maximum translation and rotation that the 

algorithm can reliably measure (see chapter 6), it was decided that the translation between frames 

should be 100 pixels or less and that the rotation should be 2 degrees or less. 

The matrix sensor camera takes frames at a nominal frame rate of 25 frames per second and thus a 

new frame is available every 40ms. The hardware and operating system of the matrix sensor camera 

(see chapter 5) makes it possible to capture frames while processing takes place. 
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After a motion estimate has been computed, the desired frame interval for the next iteration is 

calculated. The application that does the motion detection and frame captures can then use this 

information when it has to capture the next camera frames that will be fed to the motion detector. 

The strategy for selecting the frame interval for the next frames is to initially select a frame interval of 

1 frame (when no prior motion estimate is available), so that the largest possible motion can initially 

be detected. 

Based on the previously calculated motion estimate, the desired frame interval is calculated so that the 

translation between frames will be 100 pixels or less and the rotation will be 2 degrees or less.  

For reasons that will be explained in chapter 5 (paragraph 5.4), the maximum frame interval equals 1s 

minus the time to copy two frames from one part of the memory to another (tcopy). The constant, tframe, 

is the time between consecutive frames. The desired frame interval cannot be smaller than this. 

The above is performed by the CalculateFrameInterval function: 

t = CalculateFrameInterval (Tx, Ty,, Ωz, Z) 

Inputs: 

 Tx x motion  

 Ty y motion  

 Ωz z rotation motion 

 Z the current depth value 

Outputs: 

 t  the desired frame interval (in seconds) 

Algorithm step Pseudo-code Reference equations 

Calculate the size of translation in 

sensor pixel units 
D =

f

TTZ yx

22 
 

 

Calculate the desired frame interval 

based on translation alone ttranslation = 
D

100
 

 

Ensure that the frame interval is 

smaller than 1 - tcopy 

If (ttranslation > 1 - tcopy) then 

ttranslation = 1 - tcopy 

End (if) 

 

Calculate the desired frame interval 

based on rotation alone trotation = 

z

2
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Algorithm step Pseudo-code Reference equations 

Ensure that the frame interval is 

smaller than 1 - tcopy 

If (trotation > 1 - tcopy) then 

trotation = 1 - tcopy 

End (if) 

 

Select the smallest of the two frame 

intervals 

If (ttranslation < trotation ) then 

t = ttranslation  

else 

t = trotation 

End (if) 

 

Ensure that the desired frame interval 

is at least as large as 1 frame 

If (t < tframe) then 

t = tframe 

End (if) 

 

4.11 Algorithm Parameters 

The following algorithm parameters were chosen based on performance results and execution time 

consideration. The experience of other authors (Bouguet 1999) was also taken into account. 

Table 4.1: Algorithm parameters 

Parameter Value 

Number of levels used when generating image pyramids 6 

Window size for Lucas & Kanade step 5 x 5 pixels 

Maximum number of iterations allowed in the Lucas & Kanade step 25 

Convergence threshold for the Lucas & Kanade step 0.04 pixels 

Window size for Sum-of-Squared Difference (SSD) matching 7 x 7 pixels 

Maximum allowed SSD value before feature is discarded (initial iteration) * 340 000 

Relaxed maximum allowed SSD value before feature is discarded (tracking iterations) * 500 000 

Minimum feature search window size when tracking 11 x 11 pixels 

Maximum feature search window size when tracking 37 x 37 pixels 

Outlier threshold (square of maximum distance between estimated feature motion and 

measured feature motion) 

9 

* The SSD threshold values are for 11-bit pixel values and apply to the entire SSD match window. 

Pixel values can range from 0 to 2047 quantization levels (this is a hardware implication – see chapter 

5 for more information).  

The only other parameter that has to be specified is the maximum number of allowed features. The 

number of allowed features is chosen based on the overall execution time of the algorithm. The 

execution time of the algorithm is constrained so that a motion update rate of 1Hz is possible – this is a 

system requirement imposed on the algorithm (from chapter 5).  

The measured execution times for the different algorithm parts are summarized in the following table 

(as measured on the Matrix Sensor processor): 
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Table 4.2: Execution times of the individual algorithm parts 

Algorithm part Execution time (ms) 

Feature detection 142 

Matching a single feature (maximum) 1.04 

Motion estimation (including outlier removal) 5 

Referring to the flow chart of the motion detection algorithm (figure 4.2), the execution time budget 

for a tracking iteration is: 

 Total execution time = Time to detect features + n x  Time to match a single feature  + Time to estimate 

motion 

where n is the number of detected features.  

The execution time of the motion algorithm has to be less than 922ms in order to provide an update 

rate of 1Hz. The remaining 78ms is the time required to copy two frames from one part of the memory 

to another (tcopy) and is a result of the hardware platform on which the algorithm executes. Chapter 5 

(paragraph 5.4) explains this in more detail. 

If the total execution time is limited to 900 ms to allow for some overhead, the optimal number of 

features that can be matched is 720.  
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Chapter 5  

Implementation 

The detail design of the CMOS matrix camera hardware, image processor and its operating system is 

beyond the scope of this thesis, but the parts that are relevant for the motion detection algorithm is 

explained in this chapter. It also contains a section with the requirements that the proposed MSMI 

satellite place on the algorithm. A short description of the software implementation of the motion 

algorithm is also given in this chapter.  

The CMOS matrix camera is intended for use as a high resolution video camera onboard a satellite and 

as such the motion detection algorithm is only one of the functions that it supports. The hardware was 

developed with this in mind and the operating system of the camera’s image processor was customized 

for the concurrent execution of image processing and house-keeping tasks.  

The information in this chapter was extracted from the relevant MSMI technical documents. (Burger 

2004, Vos 2006, La Grange 2006) 

The following acronyms and abbreviations are used in this chapter: 

PCB  Printed Circuit Board 

FEEU  Front End Electronics Unit 

MXSCU Matrix Sensor Control Unit 

ADC  Analogue to Digital Converter/Conversion 

LVDS  Low Voltage Differential Signalling 

RAM  Random Access Memory 

SDRAM Synchronous DRAM 

SRAM  Synchronous RAM 

EDAC  Error Detection and Correction 

FPGA  Field Programmable Gate Array 

SPI  Serial Peripheral Interface 

CAN  Controller Area Network 

ACP  Attitude Control Processor 

PC  Personal Computer 

OS  Operating System 

API  Application Programming Interface 
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5.1 MSMI Requirements 

The MSMI project places the following requirements on the motion detection algorithm: 

The sensor dimension, pixel sizes and optical attributes for the MSMI Matrix Sensor are listed in the 

table: 

Table 5.1: Optical attributes for the MSMI Matrix Sensor 

Image dimensions 1280 x 1024 

Pixel size 6.7 m x 6.7 m 

G.S.D 2.6 m 

Effective Focal Length 1.72 m 

Frame Rate 25 per second (nominal) 

Maximum Integration time 20 ms 

The following parameters are dependant on the MSMI user requirements (Burger, 2004) and ADCS 

requirements: 

Table 5.2: MSMI user requirements 

Satellite altitude 660 km 

Ground velocity at FMC=1 6900 m/s 

Maximum measurement delay 2 s 

Measurement update rate 1 Hz 

The frame rate for the video sensor is 25 frames per second nominally, but the frame rate depends on 

the integration time of the sensor – a new frame is captured as soon as the previous one is clocked out 

so that the frame rate is a maximum for the set integration time.  

The sensor readout time is fixed at 36ms. For a minimum integration time of 0ms, the fastest possible 

frame rate is 27.7 per second. For an integration time of 4ms the frame rate equals the nominal 25 

frames per second, and a maximum integration time of 20ms results in a rate of 17.8 frames per 

second. 

It is assumed that the motion detection algorithm should operate for any FMC ratio from 1 to 20, 

implying that the fastest ground velocity will be 6900 m/s, and for an expected integration time of 4 

ms, this will produce a motion blur of 10 pixels at most. 

The expected displacements and velocities for the different scanning rates are shown in the following 

table. 
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Table 5.3: Different scanning rates and expected displacements between frames and motion blur 

FMC 
Ground velocity 

(m/s) 

Displacement between 

consecutive frames 
Blur 

(pixels) 
(m) (pixels) 

1 6900 276 106 11 

2 3450 138 53 5 

3 2300 92 35 4 

4 1725 69 27 3 

5 1380 55 21 2 

6 1150 46 18 2 

7 986 39 15 2 

8 863 35 13 1 

9 767 31 12 1 

10 - 20 ≤ 690 ≤ 28 ≤ 11 1 

5.2 Hardware 

The MSMI Matrix Sensor is a monochrome camera capable of capturing 1280x1024, 11 bits per pixel 

resolution frames at a rate of 25 frames per second.  

Even though the matrix sensor forms part of an array of sensors on the MSMI focal plane, it was 

designed for re-use, and as such the optics of the camera is not treated as part of the camera hardware. 

This enables the use of the camera and its motion detection in any application together with optics that 

suit that application. 

The hardware that is used for capturing images and that supports the motion detection process is 

shown in the block diagram on the next page. 

The term ―unit‖ refers to a single printed circuit board (PCB) and its components. 

The imaging electronics consists of three PCB’s. The Front End Electronics Unit (FEEU) is mounted 

on the focal plane and has the CMOS sensor on it. The FEEU connects to the Matrix Sensor Control 

Unit (MXSCU) which plugs into the expansion bus of a generic processor board.  
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Front End Electronics Unit

CMOS sensor ADC

LVDS Receiver LVDS Transmitter

Clocks Control
Image 

Data

LVDS Transmitter LVDS Receiver
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Interface FPGA
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SDRAM
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Encoder

Clocks Control
Image Data
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Transmitter Image Data
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Address/
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PAL Output
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Processor
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SRAM

Flash 

Memory

System 
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CAN Bus
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Control
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Figure 5.1: Matrix Sensor hardware block diagram 

5.2.1 Front-End Electronics Unit 

A CMOS sensor is used and thus few components are required on the FEEU. Only a few clock signals 

are required for the sensor. The clock signals have a high frequency (in order to allow a sustained 

frame rate of 25 frames per second). Because of the high clock frequency and the fact that the FEEU 
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and MXSCU boards might be separated by some distance, Low Voltage Differential Signaling 

(LVDS) is used to send the clock signals from the camera control board to the FEEU. 

The FEEU also performs analogue to digital conversion of the video signal from the CMOS sensor. 

The output of the Analogue to Digital Converter (ADC) is serialized and transmitted to the MXSCU 

using LVDS. The registers of the CMOS sensor (for controlling gain, integration time etc.) are 

accessed via a 3-wire serial interface from the MXSCU. 

5.2.2 Matrix Sensor Control Unit 

The MXSCU has the following functions: 

- Provide clock signals for CMOS sensor 

- Store captured images in SDRAM (a maximum of 25 frames can be stored) 

- Provide a composite video (PAL) output 

- Provide a LVDS output for transmitting data to other units (for storage in non-volatile 

memory for instance) 

All of the above processing & control functions are performed by two FPGA’s onboard the MXSCU. 

The first of these – the memory interface FPGA – provides a memory interface to the image processor 

bus and also drives the sensor. The SDRAM onboard the MXSCU is connected to the address and data 

busses of the image processor. This memory can be accessed by the image processor just like other 

memory of the image processor, except when the FPGA is busy capturing image data from the sensor 

into the SDRAM. The FGPA has control over tri-state buffers which disconnects the SDRAM 

electrically from the processor bus. During the period that frames are written into the memory, the 

FPGA drives the data and control signals and also controls the refresh cycles. The same also happens 

when the data in this memory is transmitted using LVDS to mass-memory storage. 

This FPGA generates the clock signals required to drive the sensor on the FEEU. It also implements 

the 3-wire serial interface for writing data to the sensor’s registers. 

The second FPGA – the PAL Conversion FPGA – creates a digital video stream that is compatible 

with a commercial PAL encoder IC. The resulting output video signal complies with the PAL 

encoding standard and can be viewed on a normal PAL television (or transmitted using a PAL 

transmitter) and provides a real-time display for view-finding. 
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5.2.3 Image Processing Unit 

The MXSCU connects to the expansion port of the image processor board. The expansion port 

supplies power signals to the MXSCU and also extends the memory bus of the image processor. The 

image processor board also has EDAC protected SRAM, SDRAM and flash memory connected to the 

same memory bus.  

The flash memory is used for storing the operating system image, and part of it forms a file system in 

which the application code is stored. The SRAM is EDAC (Error Detecting and Correcting) protected 

to make the memory contents immune against single-event upsets. This memory space is used for 

storing program variables. The image processor also has a bank of SDRAM. 

The communications interface for commanding the matrix camera is via a CAN bus. A 

microprocessor with integrated CAN hardware on the processor board handles this communication. 

This microprocessor directly controls the two FPGA’s of the MXSCU by means of a SPI interface that 

is also extended on the expansion bus.  

Communications between the CAN microprocessor and the image processor take place via a System 

FPGA, using memory mapped registers to store messages in ―mailboxes‖. Hardware interrupts are 

used for signaling when a new message arrives or has been read.  

The motion detection application will execute on the image processor. It is worth noting that the image 

processor cannot directly control the FPGA’s on the MXSCU. In order send a command to the 

MXSCU (for instance to take a photo), the application that runs on the image processor must send a 

message to the CAN microprocessor, making use of the mailbox registers (via the CAN driver). The 

CAN microprocessor will then decode this message and translate it into the correct SPI commands. 

5.2.4 Interface 

Control 

The control of the camera hardware, and also of the motion detection application takes place over the 

CAN bus. Components on the CAN bus are called nodes and each are given a unique address. 

Commands are directed at a node on the CAN bus by specifying the destination address as part of the 

CAN message header. 

The applications that run on the image processor are also given such addresses. To send a command to 

the CAN microprocessor, the base address of the matrix sensor would be specified.  All addresses with 
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an offset of up to 3 added to the base number refer to software nodes – applications that are executing 

on the image processor. 

Each node implements its own subset of commands. The low level detail of these commands falls 

outside the scope of this thesis. 

Data 

Motion Detection Results 

The results of motion detection are requested and returned as messages on the CAN bus. Requests for 

returned data are called telemetry requests. The request is also directed at a specific node by 

addressing it. 

Image Data 

Image data is made available as a high frequency LVDS video stream. The specific output format such 

as frame rate, frame size etc. is customizable. 

Additionally, a PAL output provides a real-time video output and is used for targeting or view-finding. 

5.2.5 Interfacing with Satellite Bus 

The matrix sensor is intended to be used on board a satellite. The control over the imaging and view-

finding functions will normally be left to the Onboard Computer (OBC). The OBC is a computer that 

performs general control and house-keeping tasks on the satellite.  

Because of the unique software node addressing, the motion detection application can be separately 

controlled by another computer on the satellite – the attitude control processor (ACP). This is the 

processor that controls the orientation of the spacecraft. The motion telemetry would also be destined 

for the ACP. 
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Figure 5.2: Matrix Sensor connected to satellite bus 

The FEEU of the Matrix Sensor will be mounted on the focal plane of the main satellite imager.  

5.2.6 Interfacing with Ground Support Equipment 

During development and testing of the motion detection algorithm a simpler interface is used. It is 

more convenient to control the camera using a PC during testing. Also, not all of the satellite hardware 

would be available whilst developing.  

A CAN/Ethernet interface is required to communicate with the satellite CAN bus when using a PC for 

control. The digital video stream LVDS output of the matrix camera can also be captured and stored 

by a LVDS Data Capture Interface. The data can then later be transferred to the PC using Ethernet. 

The combination of these (CAN/Ethernet interface and the LVDS Data Capture Interface) is the 

Ground Support Equipment (GSE). 

A scripting interface is available on the PC for sending commands and receiving telemetry on the 

CAN bus, and for controlling LVDS data captures. 

Test optics will be used during development of the algorithm and camera hardware instead of the main 

imager optics. 
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Figure 5.3: Matrix Sensor connected to PC via Ground Support Equipment 

5.3 Operating System 

The operating system of the image processor is required for the following functions: 

- Perform scheduling 

- Provide file systems for flash and volatile memory 

- Provide device drivers 

- Communication and message passing 

- Provide synchronization and exclusion primitives 

The QNX Operating System (OS) was ported for the generic processor board (that is used for the 

image processor of the Matrix Sensor). The OS together with the device drivers, system interfaces and 

services is called the QNX Software Unit.  
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Figure 5.4: QNX Software Unit block diagram  

The QNX Software Unit provides file system support for different memory technologies. It also 

provides interfaces for CAN, LVDS, serial and network communications interfaces. There is a boot 

controller for different boot scenarios and support libraries for onboard peripherals such as the Real 

Time Clock (RTC) and EDAC (La Grange 2006). 

The following interfaces of the QNX software unit are relevant for the motion detection application: 

5.3.1 Application Programming Interfaces (API’s) 

File System API 

The QNX OS provides the standard POSIX API as defined in IEEE Standard 1003.1. Both volatile 

and non-volatile file systems are implemented. 

System Logging API 

The logging API provides basic system logging for applications. Application defined messages are 

logged together with the time at which they were reported. 

CAN API 

The CAN API provides applications with direct access to the CAN bus. The CAN device driver 

communicates with the CAN hardware via the System FPGA. The CAN API implements the protocol 

for commands and telemetry as well as protocol tunnelling (see below) and block data transfers.  
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Network API 

The Network API provides applications with the ability to send and receive data through a TCP/IP 

network. The TCP/IP traffic uses the CAN bus as transmission medium. This is called protocol 

tunnelling.  

5.3.2 External Software Interfaces 

Telnet 

The Telnet interface allows software running on a remote PC to connect to the image processor and 

execute commands in a terminal. Any Telnet client can be used for this. 

File Transfers 

An FTP interface allows remote software to transfer files to and from the image processor file 

systems. An FTP client is used on the remote PC.  

5.4 Software Implementation 

The main application that runs on the Matrix Sensor that performs motion detection is called the 

Matrix Sensor Control Software Unit (MXSCSU) and makes use of two software libraries. The 

hardware control library contains functions for controlling the MXSCU board to capture or download 

images. It also provides a programming interface for changing the CMOS sensor configuration for 

adjusting gain and integration times. The image processing library contains code for performing 

motion detection (among other things).  

5.4.1 Software Libraries 

Image Processing Library 

The image processing library contains code for performing motion detection functions. It also 

implements functions for calculating a focus index from captured images – the focus index is a relative 

numerical measure of how well the camera is focused. It also has some support functions for 

calculating image average, standard deviations, primitive drawing and text overlay functions. 

The motion detection algorithm is implemented in the following main functions (the support and 

debugging functions are not shown): 
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Table 5.4: Main motion detection functions in the image processing library 

Function name Details Parameters Output 

MotionInit Initialize the motion detection part of the 

library.  

Image width 

and height 

Maximum 

feature list 

size 

Success or 

failure (in case 

memory could 

not be allocated) 

MotionFramesRequired Informs the calling application as to how many 

frames should be captured, with how much 

time between them for the next iteration. The 

number of frames will depend on whether a 

previous motion estimate exists and the time 

between frames depends on how fast the 

previous motion estimate was. 

 Number of 

frames 

Time between 

frames 

DoMotion Calculate motion estimate for this iteration. Pointer to new 

camera 

frame(s) 

Measured 

time between 

frames 

Current depth 

to target (Z) 

Motion 

parameters 

Matrix Sensor Control Library 

The hardware control library contains code for performing all hardware related functions. It has 

functions for controlling image captures and downloads using LVDS. It also has functions to change 

the CMOS sensor configuration and for controlling the PAL output 

5.4.2 Matrix Sensor Control Software Unit (MXSCSU) 

The application controlling the Matrix Sensor will perform the following steps in order to detect 

motion:  

1. The function MotionInit is called once during the program initialization. 

2. With each iteration, MotionFramesRequired is called to find out how many frames 

should be captured as well as the desired frame interval between them. 

3. The MXSCU is instructed to capture the indicated number of frames, or the two most 

appropriate frames are selected from previously captured frames in the SDRAM. 

4. DoMotion is called with a pointer to the frame data as argument. 

5. Repeat from 2. 

A mode variable determines how following iterations are triggered. This mode can be changed by 

using commands on the CAN bus. Either a next iteration is triggered by an implicit CAN bus 

command, or it is initiated automatically every second. It is also possible to perform the detection in a 

tight loop – a new iteration starts as soon as the previous one has finished. 
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In the latter two cases, images are constantly captured and stored in parallel with motion processing. 

But because the FPGA of the MXSCU and the image processor cannot both access the frame memory 

on the MXSCU at the same time, frames have to be copied to the image processor SDRAM before 

they can be processed. While the image processor is copying the frames, the FPGA cannot write data 

to the MXSCU image memory. The 1Hz update rate requirement implies that the MXSCU has a time 

of 1s minus the time it takes to copy 2 frames from the MXSCU SDRAM to the image processor 

SDRAM in which to capture new frames. The measured time to copy 2 camera frames is 78ms. In the 

remaining 922ms, 23 frames can be captured at 25 fps. (The MXSCU can store a maximum of 25 

frames). 

 

Figure 5.5: Timing of frame captures and motion detection in the MXSCSU application 

At the start of an iteration the MXSCU FPGA is instructed to capture 23 frames. While this takes 

place in the background, the image processor does motion detection on 2 previously copied frames. 

The motion detection operation must also complete in 922ms (this is achieved by limiting the number 

of features that are matched). At the end of the motion detection operation, the motion algorithm 

would have calculated the desired frame interval for the next iteration. Before the start of the next 

iteration, after the MXSCU has finished capturing the 23 frames, the image processor takes control of 

the MXSCU SDRAM and copies the 2 most appropriate frames, based on the desired frame interval, 

from the MXSCU SDRAM to the image processor SDRAM. The image processor gives back control 

of the MXSCU SDRAM to the MXSCU FPGA, and another iteration can begin.  

In this way, the 1Hz update rate requirement (table 5.2) is satisfied as well as the measurement delay 

requirement – the delay from the start of the first captured frame to the time that the motion estimate is 

available is 1.9s. 

5.4.3 Operating System Considerations 

The multi-process environment in which the Matrix Sensor program executes, places some restrictions 

on the program code and requires specific methods in some situations. They are the following: 
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- Synchronization 

- Memory allocating 

- Time measurement 

- Interrupt handling 

Synchronization 

Access to shared resources such as memory and hardware input/output has to be synchronized 

between processes. The QNX OS provides means for synchronization in the form of mutexes, 

semaphores and events. 

The MXSCSU application makes use of mutexes, and only for synchronizing access to result 

variables. This is necessary because CAN data requests is handled by implementing a callback 

function – a function that is called by the CAN driver to service a CAN request. The CAN driver 

executes in a different process, and thus calls to the callback function are made from a different 

program thread. The results (of motion detection) are generated and stored in the main thread of the 

application. Mutexes are used to synchronize access to these result variables. 

In QNX, a mutex variable is declared with type pthread_mutex_t. It is initialized by setting it 

equal to the constant: PTHREAD_MUTEX_INITIALIZER. 

The following functions are available for locking and unlocking the mutex.  

pthread_mutex_lock (pthread_mutex_t*); 

pthread_mutex_unlock (pthread_mutex_t*); 

Each thread would call pthread_mutex_lock() before accessing the results variables. If 

another thread was busy reading or writing the variables, this call would cause the thread’s execution 

to be suspended until the other thread release its access by calling pthread_mutex_unlock() 

Memory allocation 

The motion detection algorithm requires memory for storing the following meta-data: 

- feature list 

- corner map 

- image pyramids 

- two frame copies 
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Normally the storage areas for these would be allocated from heap memory. The heap and stack 

memory of the Matrix Sensor is both contained in the EDAC protected SRAM. There is not enough 

SRAM for the above data structures. The image processor has an additional 64MB SDRAM that is not 

used by the operating system. (The OS can be configured differently so that SDRAM can be used by 

the operating system as heap memory. Memory can be then allocated in the usual way). Because the 

SDRAM memory access is not controlled by the operating system, the motion application is free to 

use it as it pleases (provided other applications do not also use this memory).  

Access to the SDRAM is obtained in QNX by calling: 

memptr = mmap_device_io (size, start_address); 

where the start address and size of the SDRAM memory area is supplied as parameters to the function. 

Time measurement 

For benchmarking purposes, the motion application has to know the amount of time that has elapsed 

between operations. The current processor time is obtained by calling 

clock_gettime (CLOCK_REALTIME, &time); 

from the application. The function returns the current UNIX time. It is stored in a timespec 

structure with the following members: 

tv_sec: The number of seconds that has passed since Jan 1, 1980 

tv_nsec: The number of nanoseconds that have passed since the last integer second. 

The execution time of an operation is obtained by requesting the processor time at the start of the 

operation and at the end, and by subtracting the earlier time from the later one.  

Interrupt handling 

The MXSCU generates an interrupt to the image processor if it is done taking an image (or 

transmitting data using LVDS). The motion application has to wait for the interrupt before it accesses 

image memory, because the MXSCU will be busy writing to it.  

The interrupt is serviced in an interrupt handler function. All that the interrupt handler function does, 

is to clear the interrupt source and to signal the waiting thread that the capture has completed. The 

interrupt is cleared by writing to a memory mapped register of the system FPGA. 
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The thread that initiates the capture will call MsgReceivePulse at some time to determine if the 

notification signal had arrived. This will cause the thread to block until the notification arrives. If the 

notification had already arrived previously, the thread will not block. 

The initialization of the notification event, channel and interrupt handler is done by the following: 

First, a communications channel is created by the main thread to receive the unblocking event 

message. It is done by calling  

Channel_id = ChannelCreate(0);  

The created channel has to be associated with the current process by calling 

Connect_id = ConnectAttach (0, 0, Channel_id, _NTO_SIDE_CHANNEL, 0); 

The notification event is initialized using the SIGEV_PULSE_INIT macro: 

SIGEV_PULSE_INIT(&Event, Connect_id, SIGEV_PULSE_PRIO_INHERIT, 

MX_PULSE_CODE, 0); 

Finally, the interrupt handler is installed by calling 

Int_id  = InterruptAttach(INTVEC, InterruptHandler, NULL, 0, 0); 

The first parameter to InterruptAttach is the number associated with this interrupt. The second 

parameter is the interrupt handling function. 
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Chapter 6  

Results 

This chapter contains results of the motion detection algorithm. Two tests were carried out. The first of 

these made use of generated image sequences. The image sequences were generated from satellite 

imagery. This test was intended to determine the operational limits of the algorithm - the maximum 

motion, noise, contrast ratios and motion blur for which the algorithm still gives satisfactory results. 

This test was not carried out using the Matrix Sensor hardware, but the same source code was used 

and compiled to execute on a PC.  

Two other existing algorithms were also evaluated in the above test to serve as a comparison. 

The second test was carried out using the Matrix Sensor camera with test optics. This test verifies the 

full functionality of the Matrix Sensor’s motion detection capability, from capturing frames to 

delivering the motion estimate as telemetry on the CAN bus. A servo-system setup was used to 

generate a moving ground target similar to what the Matrix Sensor would ―see‖ in space. The test 

determines the accuracy performance of the algorithm – by controlling the servo-system, known 

motion can be simulated and compared to the motion estimates reported by the algorithm. 

The first section describes the comparison algorithms, and the following sections describe the test 

methods in detail and report the results. 

6.1 Comparison Algorithms 

6.1.1 Interpolated Correlation Surface Maximum 

The peak of the correlation surface of the two images is a proven technique for estimating the 

displacement between frames (Camus, 1995). The correlation function forms an alternative to the 

Sum-of-Squared-Differences measure that was used for the feature tracker. In this case, the function to 

maximize is 
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The correlation surface is found by making use of the Cross Correlation Theorem: For two functions 
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The correlation of the two surfaces ( gf  ) equals the inverse Fourier transform of the point-wise 

product of the complex conjugate of the Fourier series of f(x,y) and the Fourier series of g(x,y).  

    vv GFgf 1        (6.3) 

Where 
1  is the inverse Fourier transform and  vF  is the complex conjugate of the Fourier series 

of f(x,y) and  vG  is the Fourier series of g(x,y). 

The above is applied to camera frames by making use of the Discrete Fourier Transform (DFT). By 

further enforcing that image dimensions must be a power of 2, the Fast Fourier Transform (FFT) and 

Inverse FFT (IFFT) can be used. Although the FFT is a relatively costly operation for the image 

processor to perform, there exists Digital Signal Processors (DSP’s) that can perform this dedicated 

function in a shorter time.  

The location of the peak of the correlation surface gives the translation displacement between the two 

frames to integer accuracy. By further interpolation of the surface, a sub-pixel maximum can be found. 

Unfortunately this method only yields the translation motion without recovering the rotation motion. 

This method is only compared to results obtained using pure translation generated images. 

The routines for performing FFT, IFFT and bi-cubic interpolation was obtained from the book, 

Numerical Recipes in C (Press et al., 2007). The book and source code is available on-line. 

6.1.2 Intel Computer Vision Library – LK Feature tracker 

The Lucas and Kanade feature tracker that is included in the Intel Computer Vision image processing 

library (Bouguet, 1999) is similar to the one developed in this thesis with the following exceptions: 

- Features are selected based on the image gradient 

- Pyramid representations are used for all iterations. The initial displacement of a feature (at the 

coarsest pyramid level) is set to zero, instead of doing an exhaustive search over the entire 

image. This places a limit on the maximum displacement that can be measured. 

- The feature tracker only tracks individual feature displacement between frames – it does not 

calculate a motion estimate for the entire frame. 

Because of the last point, the same motion estimation technique developed in this thesis is re-used 

with feature displacement calculated by the Intel CVL Lucas and Kanade feature tracker. The same 

number of features that the MSMI motion detector use (720) was used for the comparison algorithm. 
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The relative execution times of the algorithms are shown in the table below. 

Table 6.1: Relative execution time of comparison algorithms 

Algorithm Execution Time (s)* Execution time relative to 

MSMI algorithm 

MSMI feature detector 0.097 s 1 

Interpolated correlation surface maximum 15.357 s 158 

Intel CVL LK feature tracker 1.299 s 13 

*Measured on a Pentium III 850MHz PC. 

6.2 Test Results - Generated satellite image sequences 

The results in this section were obtained by generating camera frames from available satellite and 

aerial images using known motion. These frames are supplied as input to the motion detection 

algorithm and the estimation error is obtained by comparing the estimated motion with the known 

motion. 

The entire test (from generating test images to motion estimation) is carried out on a PC by a Windows 

console application. The image processing library (that implements the motion detection code) used by 

the MXSCSU application is compiled for a PC and linked into this application. It is more convenient 

to carry the test out on a PC. By using the same source code it is ensured that the results will be the 

same as if the actual Matrix Sensor hardware was used. 

6.2.1 Source Images 

Real satellite and aerial imagery was used to generate the test images from. All of the satellite photos 

were obtained from www.spaceimageing.com. They were taken by the IKONOS satellite and have a 

resolution of 1m. Aerial photographs of Stellenbosch in the Western Cape in South Africa were also 

used. The source images are shown below. 

In order to observe the effect of different terrain types on motion detection results, the results were 

generated per terrain type. Source images were grouped according to their terrain type. Each terrain 

group has two source photos from which the camera frames are generated (see next section). The 

amount of detail in the photos varies from few in the natural occurring terrain group, to plenty in the 

city terrain group. 

http://www.spaceimageing.com/
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http://www.spaceimaging.com/
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http://www.spaceimaging.com/
http://www.spaceimaging.com/
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City 

 
Olympic Sports Complex in Athens, Greece 

IKONOS 1m 

www.spaceimaging.com 

 
City of Singapore 

IKONOS 1m 

www.spaceimaging.com 

Figure 6.1: Source images from which test frames were generated 

All of the photos were converted to grayscale for the tests. 

6.2.2 Image Sequence Generation 

A Windows console application generates test image sequences from one of the above source photos 

by re-sampling the photo and then applying the motion detection algorithm. The re-sampling function 

takes the following arguments: 

I = ReSample (I0, x, y, θ, width, height, scale, α, motion blur, noise, contrast) 

Inputs: 

 I0 Matrix containing image pixel data 

 x x Coordinate from where to start sampling 

 y y Coordinate from where to start sampling 

 θ Rotation angle of the re-sampled image 

 width width of output images in pixels 

 height height of output images in pixels 

 scale The scaling factor of the output image.  

 α The motion direction. This is used when applying motion blur 

 motion blur The amount of motion blur to apply 

 noise The amount of random pixel noise to apply 

 contrast The contrast of the output image as a percentage of the original 

 

http://www.spaceimaging.com/
http://www.spaceimaging.com/
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Outputs: 

 I The output image 

 The x, y, θ, width and height arguments define the position of the sampled window within the 

original input photo. 

 

Figure 6.2: Position of re-sampled window in original photo 

The output image can be sampled at smaller grid positions than the input image, to produce images 

with larger G.S.D. (Ground Sampling Distance). If the scale argument is equal to 2, the new image 

grid positions are spaced 2 of the original pixels apart, resulting in a G.S.D. of 2m (the input photos 

have a G.S.D. of 1m). 

It is also possible to simulate motion blur by specifying the direction of motion, α, as an angle (relative 

to θ), and the length of the blur as a number of input image pixels. 

The re-sampling is achieved by combining a Gaussian smoothing kernel with a linear blur filter. The 

linear blur filter is simply a line at an angle α. The motion blur kernel for a motion blur of 10 pixels, at 

a 45 degree angle is shown on the next page.  
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Figure 6.3: Motion blur kernel 

This blur kernel is convolved with a Gaussian smoothing kernel as in section 3.1.1 to produce the 

combined re-sampling kernel. The size of the smoothing kernel (σ) depends on the scale factor. For 

larger scale factors, the smoothing kernel becomes more spread out. The resulting effect is that more 

of the original source pixels are averaged to produce a pixel on the output image for larger G.S.D. 

values. The re-sampling kernel for the above motion blur, with a sample factor of 8 is shown below: 
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Figure 6.4: Combined re-sampling kernel 

The output image is obtained by convolving the source image with the re-sampling kernel. The source 

image has to be warped first before convolution. The source image is rotated and translated according 

to the x, y and θ arguments. This necessitates that the source image has to be interpolated at non 

integer positions. Linear interpolation as in section 3.3.4 is used for this. 

Random pixel noise can also be added to the output image. The noise argument is the maximum 

random amount that can be added to or subtracted from each pixel value.  

The contrast of the output image can be worsened from the original by specifying a contrast 

percentage in the contrast parameter. 
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The following images illustrate the re-sampling process: 

 

Figure 6.5: Re-sampling process. The left image is the original input photo with location of the re-

sampling window.  The middle image is the warped version of the input image and the right image is the 

re-sampled frame with added motion blur. 

Sequences of test images can be produced by re-sampling the source image at different x,y positions 

and at different θ angles to simulate translation and rotation movements between the frames.  

6.2.3 Test Method 

In order to distinguish a trend in the estimation error the results of the motion detection algorithm were 

recorded by varying the image and motion parameters. For each set of test parameters, a series of 

Monte Carlo simulations were carried out. The different test parameter sets are summarized in the 

table: 

Table 6.2: Sets of test parameters for the generated satellite image sequence test 

Test set 

description 
Motion Type 

Max 

Translation 

(pixels) 

Max 

Rotation 

(degrees) 

Max 

Translation 

Rate (pixels/ 

frame) 

Max 

Rotation 

Rate 

(deg/frame) 

Max 

Random 

Noise 

Min 

Contrast 

Max motion 

blur (pixels) 

Constant 

translation 
Translation 400 0 0 0 0 100% * 

Constant 

rotation 
Rotation 0 5.73 0 0 0 100% * 

Constant 

translation & 

rotation 

Translation 

and rotation 
300 5.73 0 0 0 100% * 

Varying 

translation & 

rotation 

Translation 

and rotation 
10 (initial) 0 (initial) 20 1.72 0 100% * 

Noise Translation 10 0 0 0 16 % 100% * 

Contrast Translation 10 0 0 0 0 0% * 

Motion blur Translation 10 0 0 0 0 100 % 60 

* Motion blur was 1.5% of the translation distance. 
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For each test parameter set, 400 random motions (100 per terrain group) were simulated. Each of these 

random motions consisted of a sequence of 11 frames (resulting in 10 motion estimates). At the start 

of each sequence the motion detector was initialized and the frames in the sequence were then fed to 

the motion detector. The RMS translation error and rotation error was recorded for the sequence, as 

well as the number of times for which the motion detection code reported a failure. (The motion 

detector reports a failure if there are not enough matched features to do the motion estimation or if the 

residual errors of the individual feature displacements are larger than a threshold). 

The time between simulated frames was assumed to be constant every time (1s). By doing this the 

effect of varying a single parameter can be better determined – The algorithm really measures the 

displacement between two frames (and the rotation angle), and a motion estimate is only known by 

dividing by the time interval between the frames. For the purposes of determining the limits of the 

algorithm, such as the maximum displacement at which it still gives satisfactory results, the 

displacement and rotation angles were compared and not the translation or rotation rates.  

The focal length and depth to imaging surface, Z, were both set to 1. The resulting translation motion 

estimates are thus the actual pixel motion.  

The information obtained in this test can then be used to guide the desired interval between frames. 

For instance, if it is known that the algorithm can handle a maximum displacement between frames of 

100 pixels, it is possible to measure a translation rate of 2500 pixels per second (if the frame interval is 

40ms) down to 0 pixels per second. By changing the frame interval according to the previous 

measured motion estimate, an optimal accuracy for that motion can be achieved (see section 4.10). 

Also, for the motion blur, noise and contrast parameters, we would like to know what their effect 

would be independent of the frame interval and so it makes more sense to keep the frame interval 

constant. By knowing that the algorithm stops giving proper results at motion blur of 10 pixels, we can 

determine what the maximum integration time can be for a certain translation rate – at 2500 pixels per 

second, the motion blur equals 2500 times the integration time. If a maximum blur of 10 pixels is 

allowed then the integration time may not exceed 4ms. 

This test is intended to find the limits at which each of the algorithms under test can reliably detect 

motion. To this end, a detection failure is registered when the output of the motion detector does not 

equal the actual motion. A tolerance is used to determine if the reported motion equals the actual 

motion. The MSMI motion detector also has the ability to report a success or error result. If the 

number of matched features is below a threshold, the MSMI algorithm will output a detection failure 

instead of supplying a (possibly) incorrect motion estimate. The other two algorithms under test do not 

have this capability, and a failure will only be registered if the reported motion does not equal the 
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actual motion. The purpose of the test is to find the maximum value for the parameter being tested 

where the number of detection failures is no longer zero (or close to zero).  

For each test set the following results are reported: 

- Accuracy results 

o For the MSMI feature tracker 

 The RMS error between measured and generated translation and rotation for 

the cases where a detection failure did not occur 

 The number of times that the algorithm reported a detection failure (as a 

percentage of the total iterations) 

 The number of times that the algorithm did not register a failure when it was 

measuring incorrectly (if the error in translation is more than 4 pixels or the 

error in rotation more than 0.5 degrees) 

o For the Intel CVL LK feature tracker 

 The RMS translation and rotation errors (for the cases where a detection 

failure did not occur) 

o For the autocorrelation surface maximum 

 The RMS translation error (for the cases where a detection failure did not 

occur). This value is only reported for the test sets where the generated 

rotation was zero. 

- Detection failure distributions - The distribution of detection failures is plotted as a function of 

the parameter being tested by the test set. For instance, for the constant translation test set, the 

detection failure distribution is plotted as a function of translation amount. 

o MSMI detection failure distribution. The graph of failure distributions show 

recognised detection failures (when the algorithm did report a detection error) and 

unrecognised detection failures (when the algorithm report a successful detection but 

the answer was incorrect). For the 3D failure distribution graphs (table 6.5 and 6.6) it 

was not possible to show both the recognised and unrecognised detection failures. In 

these cases the sum of the two were used in the graph. 

o CVL LK feature tracker detection failure distribution. A failure is registered when the 

reported motion is not the same as the simulated motion. The same tolerances as for 

the MSMI algorithm were used. 

o Autocorrelation surface maximum detection failure distribution. A failure is registered 

when the reported motion is not the same as the simulated motion. The same 

tolerances as for the MSMI algorithm were used. This distribution is only reported for 

the test sets with pure translation motion. 
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The distribution of detection failures was obtained by binning simulated motions – the number of 

simulated motion in some range was counted together with the number of motion detection failures 

(and unrecognized failures). The distribution was normalized by dividing the number of failure 

occurrences by the number of simulated motions. A normalized occurrence of 1 implies that all the 

simulated motions in the bin had detection errors, while a value of 0 implies that no detection failures 

occurred. This distribution will show the operational limit of the algorithm.  

The accuracy results were calculated for all the terrain groups to produce independent results per 

terrain type. 

6.2.4 Results 

The result graphs and statistics are summarized in the tables below.  
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Constant translation 

Table 6.3: Results of the generated satellite image sequence test (constant translation) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 0.06 0.16 0.05 0.10 0.10 

RMS rotation error (degrees) 0.006 0.026 0.005 0.011 0.014 

Detection failures (1
st
 iteration) 6.0 % 9.1 % 6.1 % 6.3 % 6.9 % 

Detection failures (tracking) 4.6 % 8.1 % 2.4 % 0.5 % 4.2 % 

Nr of unrecognized detection failures  1.5 % 1.6 % 0 % 0.5 % 0.9 % 

CVL Feature tracker 

RMS translation error (pixels) 0.66 0.01 0.67 0.34 0.57 

RMS rotation error (degrees) 0.070 0.001 0.066 0.008 0.055 

Detection failures 90.2 % 97.4 % 89.3 % 87.3 % 91.2 % 

Autocorrelation 

RMS translation error (pixels) 0.16 0.16 0.09 0.08 0.13 

Detection failures 1.0 % 0.8 % 0 % 0 % 0.5 % 

MSMI algorithm detection failure distribution Autocorrelation detection failure distribution 
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Constant rotation 

Table 6.4: Results of the generated satellite image sequence test (constant rotation) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 0.24 0.21 0.28 0.21 0.24 

RMS rotation error (degrees) 0.004 0.007 0.005 0.002 0.004 

Detection failures (1
st
 iteration) 2.2 % 3.1 % 3.2 % 3.0 % 2.9 % 

Detection failures (tracking) 31.1 % 34.6 % 28.1 % 34.9 % 32.2 % 

Nr of unrecognized detection failures  0 % 0 % 0 % 0 % 0 % 

CVL Feature tracker 

RMS translation error (pixels) 0.59 0.71 0.56 0.28 0.55 

RMS rotation error (degrees) 0.058 0.082 0.050 0.040 0.059 

Detection failures 69.3 % 74.9 % 76.6 % 71.6 % 73.0 % 

MSMI algorithm detection failure distribution CVL LK detection failure distribution 
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Constant translation and rotation 

Table 6.5: Results of the generated satellite image sequence test (constant translation and rotation) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 1.97 1.93 1.80 1.83 1.89 

RMS rotation error (degrees) 0.004 0.010 0.005 0.002 0.006 

Detection failures (1
st
 iteration) 6.7 % 5.5 % 6.9 % 6.9 % 6.5 % 

Detection failures (tracking) 35.0 % 21.3 % 32.7 % 34.0 % 30.4 % 

Nr of unrecognized detection failures  19.2 % 26.0 % 25.2 % 15.5 % 21.9 % 

CVL Feature tracker 

RMS translation error (pixels) 0.28 0.94 0.85 1.07 0.88 

RMS rotation error (degrees) 0.043 0.102 0.090 0.087 0.081 

Detection failures 98.0 % 96.9 % 97.7 % 96.4 % 97.3 % 

MSMI algorithm detection failure distribution CVL LK detection failure distribution 
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Varying translation and rotation (constant rates)  

Table 6.6: Results of the generated satellite image sequence test (varying translation and rotation) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 1.08 1.02 1.12 0.95 1.04 

RMS rotation error (degrees) 0.005 0.013 0.009 0.012 0.010 

Detection failures (1
st
 iteration) 0 % 1.5 % 0.4 % 0 % 0.5 % 

Detection failures (tracking) 40.0 % 52.0 % 50.3 % 43.6 % 46.3 % 

Nr of unrecognized detection failures  1.9 % 2.1 % 3.0 % 1.6 % 2.2 % 

CVL Feature tracker 

RMS translation error (pixels) 0.70 0.70 0.73 0.57 0.67 

RMS rotation error (degrees) 0.065 0.090 0.077 0.073 0.076 

Detection failures 89.5 % 90.8 % 90.1 % 88.3 % 89.7 % 

MSMI algorithm detection failure distribution CVL LK detection failure distribution 
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Noise 

Table 6.7: Results of the generated satellite image sequence test (noise) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 0.30 0.62 0.41 0.20 0.39 

RMS rotation error (degrees) 0.032 0.034 0.030 0.015 0.029 

Detection failures (1
st
 iteration) 1.8 % 2.7 % 4.2 % 1.9 % 2.7 % 

Detection failures (tracking) 20.4 % 35.7 % 38.7 % 23.7 % 29.6 % 

Nr of unrecognized detection failures  4.7 % 4.4 % 4.2 % 6.0 % 4.8 % 

CVL Feature tracker 

RMS translation error (pixels) 0.17 0.13 0.06 0.08 0.12 

RMS rotation error (degrees) 0.009 0.012 0.006 0.011 0.010 

Detection failures 0.5 % 0.2 % 0.2 % 0.1 % 0.2 % 

Autocorrelation 

RMS translation error (pixels) 0.11 0.12 0.10 0.09 0.10 

Detection failures 0 % 0 % 0 % 0 % 0 % 

MSMI algorithm detection failure distribution Autocorrelation detection failure distribution 
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Contrast 

Table 6.8: Results of the generated satellite image sequence test (contrast) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 0.02 0.07 0.03 0.03 0.04 

RMS rotation error (degrees) 0.001 0.009 0.002 0.002 0.004 

Detection failures (1
st
 iteration) 1.9 % 3.6 % 3.4 % 3.2 % 3.0 % 

Detection failures (tracking) 7.7 % 11.1 % 13.6 % 12.8 % 12.0 % 

Nr of unrecognized detection failures  0 % 0 % 0 % 0 % 0 % 

CVL Feature tracker 

RMS translation error (pixels) 0.10 0.15 0.18 0.12 0.14 

RMS rotation error (degrees) 0.003 0.008 0.018 0.025 0.016 

Detection failures 1.4 % 2.7 % 3.4 % 3.7 % 2.8 % 

Autocorrelation 

RMS translation error (pixels) 0.11 0.11 0.10 0.10 0.11 

Detection failures 0 % 0 % 0 % 0 % 0 % 

MSMI algorithm detection failure distribution Autocorrelation detection failure distribution 
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Motion Blur 

Table 6.9: Results of the generated satellite image sequence test (motion blur) 

 Terrain Type 

Natural Water Farm City Overall 

MSMI algorithm 

RMS translation error (pixels) 0.05 0.06 0.07 0.06 0.06 

RMS rotation error (degrees) 0.003 0.004 0.006 0.004 0.004 

Detection failures (1
st
 iteration) 1.5 % 6.1 % 6.4 % 1.2 % 3.7 % 

Detection failures (tracking) 5.1 % 22.2 % 25.8 % 9.4 % 14.9 % 

Nr of unrecognized detection failures  0 % 0 % 0 % 0 % 0 % 

CVL Feature tracker 

RMS translation error (pixels) 0.04 0.03 0.02 0.01 0.03 

RMS rotation error (degrees) 0.002 0.003 0.002 0.001 0.002 

Detection failures 0.1 % 0.2 % 0 % 0.3 % 0.1 % 

Autocorrelation 

RMS translation error (pixels) 1.72 1.13 1.29 0.77 1.25 

Detection failures 18.2 % 3.2 % 1.9 % 0 % 6.1 % 

MSMI algorithm detection failure distribution Autocorrelation detection failure distribution 
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6.2.5 Conclusion 

The limits of the MSMI algorithm are summarized in the table below for all the parameters that were 

tested. Within these limits, the algorithm repeatedly gives correct results. 

Table 6.10: Limits of the MSMI algorithm as determined by the generated satellite image sequence test 

Parameter Limit 

Maximum translation 200 pixels 

Maximum rotation 3.5 degrees 

Maximum change in translation 12 pixels 

Maximum change in rotation 0.2 degrees 

Maximum added random pixel noise 15 discrete levels out of 255 – 5.8 % 

Minimum contrast percentage 30 % 

Maximum motion blur 12 pixels 

Combined translation and rotation movement affects the above limits, as can be seen in the graphs in 

table 6.5 and 6.6.  

The RMS translation error varies from almost 0 to 2.0 pixels, depending on the conditions of the test, 

and the RMS rotation error varies from 0 to 0.03 degrees. The algorithm is quite adept at recognising 

detection failures. Only for very large translation amounts (larger than 300) and plenty of added 

random pixel noise does it fail to recognise detection errors.  

In general, the autocorrelation algorithm is more accurate with fewer failures than the MSMI 

algorithm. This can be expected because the autocorrelation algorithm makes use of all the 

information in the camera frames. The only case where the autocorrelation algorithm exhibits failure is 

in the motion blur test. 

The CVL LK feature tracker gives poor results for the translation test, because it cannot handle large 

displacements. It also behaves poorly for the rotation test – also because it cannot handle large 

displacements for individual features. (For rotation motions, the displacement for individual features 

increase as their position from the rotation center increase. Thus, for large rotations, the features close 

to the image boundary will not be matched). It also has problems with varying translation and rotation. 

It does give better results though in the presence of random pixel noise, reduced contrast and motion 

blur. 
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6.3 Test Results - Simulated satellite viewfinder video 

This test was carried out using the actual Matrix Sensor hardware, but without a satellite bus and 

optics. A test lens was used instead. The test is intended to verify the full working of the Matrix 

Sensor and its motion detection capability, including the measurement accuracy. To this end, the 

imaging environment is simulated using a servo system, and ground support equipment with a 

scripting interface (as described in 5.2.6) was used to communicate with the Matrix Sensor. 

6.3.1 2-Axis Servo system 

The servo system consists of two motors with accurate positioning control. The rotation axes of the 

motors are perpendicular.  

Primary Motor

Secondary Motor

CAN Interface

 

Figure 6.6: 2-Axis servo system 

The motors are each controlled by a motor drive. The drive can operate in position control, speed 

control or torque control mode. The motor drive accepts as input a digital signal for controlling 

position – the drive counts the number of pulses that it receives from this input. Each pulse represents 

a position change of 1/650 000 of a rotation. Analogue inputs are used for the control signal when 

using the speed and torque control modes.  

The inputs to the motor drives are commanded via a microprocessor with a CAN interface. The 

microprocessor accepts commands on the CAN bus (the same bus that is used for commanding the 
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Matrix Sensor and requesting the motion telemetry) and translates these commands into appropriate 

inputs for the motor drives. 

6.3.2 Test Method 

The test consists of four parts: A constant translation part, constant rotation part, and varying 

translation rate and rotation rate tests. 

The front-end electronics unit (FEEU) and test lens were mounted on a camera tripod. The lens and 

front end electronics were pointed at the servo system that was placed about 8m away.  

 

Figure 6.7: Setup for simulated satellite viewfinder test. (Left) The front-end-electronics unit (FEEU) and 

lens mounted on camera tripod, connected to Matrix Sensor hardware and ground support equipment. 

(Middle) The servo system setup for translation tests. (Right) The servo system setup for rotation tests. 

Constant Translation Velocity 

For the constant translation part, a cylinder was placed on the secondary motor of the servo system. A 

photograph of satellite imagery was placed on the surface of the cylinder, and the Matrix Sensor was 

pointed at the center of the cylinder. 

The diameter of the cylinder was large enough so that the image taken by the Matrix Sensor appeared 

to be flat, or nearly flat. The parameters for the test were: 
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Table 6.11: Parameters for the simulated satellite viewfinder video test 

Parameter Value 

Cylinder diameter  1.01 m 

Distance to target 8.42 m 

Lens focal length 517 mm 

Field-of-view 1.0° x 0.8° 

Swath 14 cm x 11 cm 

Integration time 7 ms 

Photograph print resolution 605 DPI 

The last parameter is the resolution at which a source image with a 1m/pixel resolution must be 

printed for the Matrix Sensor to ―see‖ an equivalent 2.6m G.S.D. picture. 

The distortion of the imaging surface due to the curvature of the cylinder was measured by placing a 

grid on the cylinder, and photographing it. In this way, the resulting distortion measurement would 

characterize both the lens distortion and the distortion due to the cylindrical surface. It was determined 

that the resulting distortion was negligible, and no corrections were applied. 

 

Figure 6.8: Distortion measurement for the test setup. 

When computing the motion estimate, the camera focal length and depth value, Z, was still set to 1, so 

that accuracy results that were independent of the setup could be obtained. Translation motion results 

and accuracies are reported in sensor pixels units per second. 

The servo system was operated in velocity control mode. By varying the angular velocity control 

signal, different ground speeds can be simulated.  
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Table 6.12: Simulated translation velocities  

cylinder 

rotation 

rate 

(deg/s) 

cylinder 

surface 

rate (m/s) 

simulated translation 
Motion 

blur 

(pixels) (pixels/s) 

(pixels/ 

frame) (m/s) (m/frame) FMC ratio 

0 0.00 0 0 0 0 infinity 0.0 

2 0.02 161 7 418 18 16.52 1.1 

4 0.04 321 14 836 36 8.26 2.2 

6 0.05 482 21 1253 54 5.51 3.4 

8 0.07 643 28 1671 72 4.13 4.5 

10 0.09 803 35 2089 91 3.30 5.6 

12 0.11 964 42 2507 109 2.75 6.7 

14 0.12 1125 49 2924 127 2.36 7.9 

16 0.14 1285 56 3342 145 2.06 9.0 

18 0.16 1446 63 3760 163 1.84 10.1 

20 0.18 1607 70 4178 181 1.65 11.2 

22 0.19 1768 77 4596 199 1.50 12.4 

24 0.21 1928 84 5013 217 1.38 13.5 

26 0.23 2089 91 5431 235 1.27 14.6 

28 0.25 2250 98 5849 254 1.18 15.7 

30 0.26 2410 104 6267 272 1.10 16.9 

32 0.28 2571 111 6685 290 1.03 18.0 

34 0.30 2732 118 7102 308 0.97 19.1 

36 0.32 2892 125 7520 326 0.92 20.2 

The angular rate of the servo system was adjusted from zero to 36 deg/s with steps of 1/3 deg/s. At 

each angular rate, 20 motion detection samples were taken. The following results were recorded for 

reporting: 

- The RMS translation velocity error as a function of simulated translation velocity  

- The RMS rotation velocity error as a function of simulated translation velocity 

- The detection failure distribution (both recognized failures and undetected failures) as a 

function of simulated translation velocity 

Varying Translation Velocity 

This test is intended to find the maximum change in translation velocity that can occur between 

motion measurements (while the algorithm is in tracking mode) for the algorithm to still keep tracking 

the new motion. (If the change is too large then the features will fall outside the expected search 

window and the detection will fail). 

The same test setup was used as above. The motion algorithm was forced into tracking mode by 

supplying it with a previous motion estimate. The angular rate of the servo system was then set to 

generate motion that varies from the supplied motion. A motion estimate was then computed to 

determine if the algorithm was indeed tracking the new translation rate. 
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For instance, the motion detection algorithm was told that the current translation velocity is 803 

pixels/s (which corresponds to a servo rotation of 10 deg/s). The servo system angular rate was then 

set to 10.1 deg/s which corresponds to a translation velocity of 811 pixels/s – a translation velocity 

change of 8 pixels/s – and a motion estimate was calculated. If the algorithm reported a detection 

failure or if the resultant motion estimate was not within a tolerance from the simulated value, a failure 

was registered. 

The base translation velocity was varied from 0 to 2500 pixels/s, in steps of 125 pixels/s. At each of 

these base velocities, a velocity offset of 1% of the base was added, and each time 10 motion estimates 

were computed using the above approach. The offset from the base velocity was increased until 30% 

of the motion estimates registered as a failure. The offset from the base velocity at this point was 

recorded as a function of the base velocity. 

Constant Rotation Velocity 

For the constant rotation test, the servo system was used to generate a rotating scene. The primary 

motor was rotated through 90 degrees, so that the secondary rotation axis was parallel to the ground. A 

satellite image was placed on the secondary motor. 

The distance to the target and G.S.D. parameters was the same as for the translation test. The lens 

distortion was measured as for the translation setup and again was deemed negligible. 

The rate was varied from 0 to 30 deg/s in increments of 0.5 deg/s, and from 30 to 80 deg/s in 4 deg/s 

increments. At each rate 20 motions were simulated. The following results were recorded: 

- The RMS rotation velocity error as a function of simulated rotation velocity 

- The RMS translation velocity error as a function of simulated rotation velocity 

- The detection failure distribution (both recognized failures and undetected failures) as a 

function of simulated rotation velocity). 

Varying Rotation Velocity 

The same procedure as for the varying translation velocity was followed: The motion detection 

algorithm was supplied with a previous motion estimate to force it into tracking mode. The actual 

simulated motion was then adjusted until the detection failed for 30% of the motion estimates. The 

offset of the rotation velocity from the base rotation velocity where the detection failed 30% of the 

time was recorded along with the base velocity. 
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The base rotation velocity was varied from 0 to 80 deg/s in steps of 4 deg/s while the offset to the base 

velocity was increased in steps of 2% of the base velocity. 

6.3.3 Results 

Constant translation velocity 

Table 6.13: Results of constant translation velocity part of simulated viewfinder video test 

RMS translation velocity error Detection failure distribution 
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Varying translation velocity 

Table 6.14: Results of varying translation velocity part of simulated viewfinder video test 

Maximum change in translation rate 
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Constant rotation rate 

Table 6.15: Results of constant rotation velocity part of simulated viewfinder video test 

RMS rotation rate error Detection failure distribution 

0

0.5

1

1.5

2

2.5

3

0 10 20 30 40 50 60 70 80

Rotation velocity (deg/s)

R
M

S
 r

o
ta

ti
o

n
 v

e
lo

c
it

y
 e

rr
o

r 
(d

e
g

/s
)

 

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

0 4 8 12 16 20 24 28 32 36 40 44 48 52 56 60 64 68 72

Rotation velocity (deg/s)

N
o

rm
a
li

z
e
d

 o
c
c
u

re
n

c
e

Detection failures Undetected failures

 

  

0

2

4

6

8

10

12

14

0 20 40 60 80

Rotation velocity (deg/s)

R
M

S
 t

ra
n

s
la

ti
o

n
 v

e
lo

c
it

y
 e

rr
o

r 

(p
ix

e
ls

/s
)

 

 

Varying rotation velocity 

Table 6.16: Results of varying rotation velocity part of simulated viewfinder video test 
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6.3.4 Conclusion 

The algorithm is capable of measuring translation velocities up to 2800 pixels/s; however, past 2400 

pixels/s (just below a FMC ratio of 1) the amount of detection failures increase slightly. The RMS 

error of translation velocity measurements increase (almost linearly) to 30 pixels/s for a translation 

velocity of 2800 pixels/s. This implies an error of about 1%.  

The maximum change in translation velocity that can be accommodated also varies as a function of the 

current translation. For large motions (larger than 1500 pixels/s) the maximum change that can occur 

seems to be constant at 150 pixels/s.  

For a satellite with an orbit altitude of 660km and G.S.D. of 2.6m, the expected RMS translation 

velocity accuracy is 67 m/s at an FMC ratio of 1 (6900 m/s ground velocity). The limit at which the 

algorithm produces almost no detection failures is just below this ground velocity – above 6200 m/s 

(FMC ratio of 1.1) the algorithm reports detection failures 10% of the time. A maximum change in 

ground velocity of 350 m/s
 
can be tolerated.  

The algorithm is capable of measuring fairly large rotation velocities. The algorithm is intended to 

operate about 0 deg/s rotation velocity, but it still gives results at 80 deg/s. The RMS error of rotation 

measurements are below 0.5 deg/s for rotational movements below 25 deg/s. Above this, the RMS 

error increases. 

The change in rotation rate that can be accommodated is also fairly large. A maximum change of 25 

deg/s can be tracked if the initial rotation velocity was 20 deg/s or larger.  
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Chapter 7  

Conclusion 

An algorithm that measures bore sight motion from a satellite viewfinder camera was developed, 

implemented and successfully verified. The algorithm can operate within the requirements placed by 

the MSMI satellite.  

7.1 Measurement Accuracy 

The RMS translation error is typically 1% of the measured translation, and the RMS Z-rotation rate 

error is smaller than 0.5 deg/s for small rotations. For an earth imaging satellite with an orbital height 

of 660km and G.S.D of 2.6m, the RMS translation velocity accuracy is 67 m/s at an FMC ratio of 1. 

If the motion detection algorithm is used as an attitude rate sensor as described in paragraph 3.4.2, 

then the accuracy with which the attitude rates can be estimated (from equation 3.39, assuming the 

true satellite translation components Tx,satellite and Ty,satellite do not contribute to the error) is: 

Table 7.1: Angular rate accuracy of the motion detection algorithm 

 RMS error at FMC 1 RMS error at FMC 4 

Rotation rate around camera bore-sight 0.5 deg/s 0.5 deg/s 

Rotation rate around camera X-axis and Y-axis 0.0058 deg/s 0.0015 deg/s 

Satellites usually make use of fibre optic gyroscopes or ring laser gyroscopes to measure attitude rates. 

Both these types of gyroscopes measure the phase shift between two interfering beams of light. They 

provide very accurate rotational rate information, but unfortunately they are subject to drift. The drift 

usually worsens with temperature. Fibre optic gyroscopes have a higher resolution than ring laser 

gyroscopes but also have higher drift. The typical resolution of a fibre optic gyroscope is 3 x 10
-4

 deg.  

Star sensors on board a satellite provide accurate absolute attitude information by photographing 

stellar constellations, detecting stars from the images and matching them to a stored catalogue. Typical 

accuracies for a star camera is a bore-sight pointing accuracy of 10 arc seconds (1σ), and a rotation 

error around the bore-sight of 50 arc seconds (1σ). By differentiating the attitude measurements it is 

possible to derive angular rate information from the star sensor.  

The accuracy of the motion detection algorithm is compared that of the star sensor and gyroscope in 

the table on the next page. 
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Table 7.2: Comparison of the accuracy of the motion detection algorithm with other satellite sensors 

 RMS Error 

Motion detector 

(FMC 1) 

Gyroscope Star Camera 

Rotation rate around camera bore-sight 0.5 deg/s 0.0003 deg/s 0.014 deg/s 

Rotation rate around camera X-axis and Y-axis 0.0058 deg/s 0.0003 deg/s 0.0028 deg/s 

From the table it is evident that the motion detection algorithm will not be able to replace the 

gyroscopes. It can, however, be used to bias the gyroscopes in order to remove the drift.  

The bore-sight pointing accuracy (rotation rate around camera X-axis and Y-axis) is similar to that of a 

star sensor, but the star sensor provides a better rotation error for bore-sight rotations. The motion 

detection algorithm may serve as a replacement for a star sensor, but ultimately the best result would 

be achieved by combining motion estimates with other sensor telemetry in an EKF (Extended Kalman 

Filter).  

7.2 Possible Improvements & Expansions 

The performance and update rate of the algorithm can be improved by implementing some of the basic 

image operations in an FPGA. The corner detection algorithm, image pyramid creation and image 

gradient calculations are all candidates.  

It is possible to create an FPGA implementation that would perform these functions as a camera frame 

is being saved into memory. The Matrix Sensor already has an FPGA that stores captured frames in 

the camera’s image memory. By using a suitable device it is possible to save an image pyramid, corner 

map and gradient images at the same time that a camera frame is being written to image memory. By 

the time that the motion detection algorithm starts to execute the information will already be available. 

The execution time that could be saved per algorithm part is (The measured execution times in 4.11 

was used as basis): 

Table 7.3: Execution time gain by implementing parts of the algorithm in an FPGA 

Algorithm part Execution time 

saved (ms) 

Percentage 

saved 

Capture frames 0 0 % 

Feature detection 142 14 % 

Matching features (estimated) 200 20 % 

Motion estimation (including outlier removal) 0 0 % 
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7.3 Other Uses 

7.3.1 Super resolution 

It is possible to combine a number of lower resolution images with slightly different sampled grid 

positions into a higher resolution image with more information content than an interpolated version of 

a single image. The process is called super resolution and can be applied to satellite images with good 

results (Li, et al., 2002). 

When combining the images, it has to be known how much one frame is shifted with regards to 

another. The motion detection algorithm of this thesis can be used to calculate the relative shift 

between camera frames.  

Only once the one camera frame has been shifted back so that it matches up with the other can the 

corresponding pixel values be added together to produce the higher resolution image. However, the 

combined image suffers from a drawback. It is blurred because the pixels in the high resolution image 

were obtained by integrating over an area and the integration areas overlap for neighboring image 

pixels.  

Image sampling is modeled by convolving a sampling kernel with the ―ground truth‖ image. The 

effect of the optics on the sampled image is also described by convolution with the point-spread-

function (PSF) of the optics. The result of the sampling kernel and PSF kernel convolution is a blurred 

image. The blurring can be removed by using de-convolution techniques (Gee, et al., 2000). 

On the next page is an example of a high resolution image that was created by combining several 

lower resolution input images of rocks on the surface of Mars, taken by the Sojourner Rover. 

(mpfwww.jpl.nasa.gov/ MPF/mpf/high-res.html) 

thesis/mpfwww.jpl.nasa.gov/%20MPF/mpf/high-res.html
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Figure 7.1: Super resolution example. (Left) “Raw” standard resolution photo taken by the IMP camera. 

(Right) High resolution image obtained from super resolution techniques.  

7.3.2 Stereo vision and topography 

By matching features from two images that were taken by two different cameras (with known 

positions and orientations), it is possible to recover the 3D coordinates of the features (Goldberg et al., 

2002). When applying this to satellite imagery, the information can be used to create topography and 

height maps of the Earth.  

The limitation, however, is that the separations between the cameras have to be large enough to yield 

the required depth precision. The separation cannot be too great either, because then the distortion 

between frames becomes significant and features are difficult to match. 

Two cameras onboard the same satellite will probably not be sufficiently separated to give a good 

depth precision. (The altitude of a typical LEO satellite is about 500km.) 

One way to get two images of the same ground target, but from well enough separated camera 

positions, is to have a formation of satellites that point at the same target. A cheaper alternative is to 

track a ground target with a single satellite and take a few snapshots over time. The result is that the 

same features will be tracked over multiple frames, from which a more accurate 3D position can be 

obtained. 
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7.3.3 Video compression 

Video compression algorithms such as MPEG2, DivX and XVID make use of motion detection 

between camera frames to decrease the data rate of the video. The algorithm in this thesis can be used 

to create an encoded (MPEG2) video stream from satellite viewfinder video that can be transmitted to 

ground and received using commercially available satellite receivers. Unfortunately the current Matrix 

Sensor hardware is not powerful enough to perform the encoding in real-time. 
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