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Abstract

It is widely believed that almost all diseases are, to some extent, influenced by individuals’ genetic
make-up. Ample insight into this relationship may usher in a new age where preventative,
precision medicine is the norm. The identification of human genes associated with diseases
(disease genes in short) is a central step in the realisation of this ambition. The development
of computational approaches aimed at identifying putative disease genes among a large pool of
candidates — so as to reduce the number of alternatives to be explored in further validation
experiments and functional studies — has, therefore, become one of the fundamental problems
in bioinformatics.

In the realm of bioinformatics, disease gene classification is primarily based on the principle
that “the network neighbour of a disease gene is likely to cause the same or a similar disease.”
In this dissertation, a novel computational approach to the disease gene identification problem
is proposed. This methodological framework utilises the aforementioned principle and exploits
both the modular nature of biological networks and the abundance of available data related to
the similarities between genes within a semi-supervised machine learning paradigm.

The proposed disease gene identification methodology is demonstrated practically and found to
exhibit significant classification abilities. In addition, the framework is successfully applied to
obtain ranked sets of putative disease gene predictions — a number of which are verified by
retrieving evidence of their involvement in the origins of diseases from the literature.
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Opsomming

Daar word algemeen geglo dat bykans alle siektes tot ’n sekere mate deur die genetiese samestel-
ling van individue bëınvloed word. Goeie insig in hierdie verwantskap kan na ’n nuwe tydvak lei
waar voorkomende, presiesie-medisyne die norm is. Die identifikasie van menslike gene wat met
siektes (siekte-gene in kort) verbind word, is ’n sentrale stap in die verwesenliking van hierdie
ideaal. Die ontwikkeling van berekeningsbenaderings wat daarop gemik is om vermeende siekte-
gene tussen ’n groot aantal kandidate te identifiseer — om sodoende die aantal alternatiewe wat
in verdere valideringseksperimente en funksionele studies ondersoek moet word, te verminder —
is dus een van die fundamentele probleme in bioinformatika.

Op die gebied van bioinformatika is die klassifikasie van siekte-gene hoofsaaklik gebaseer op
die beginsel dat “die netwerkbuurgeen van ’n siekte-geen waarskynlik dieselfde of ’n soortge-
lyke siekte sal veroorsaak.” In hierdie proefskrif word ’n nuwe berekeningsbenadering tot die
identifikasieprobleem van die siekte-gene daargestel. Hierdie metodologiese raamwerk maak ge-
bruik van die bogenoemde beginsel en benut beide die modulêre aard van biologiese netwerke
en die oorvloed beskikbare data wat verband hou met die ooreenkomste tussen gene binne ’n
semi-toesighoudende masjienleerparadigma.

Die voorgestelde metodologie vir die identifikasie van siekte-gene word prakties gedemonstreer
en daar word bevind dat die metodologie oor betekenisvolle klassifikasievermoë beskik. Daar-
benewens word die raamwerk suksesvol toegepas om rangordes van vermeende siekte-gene daar
te stel, waarvan ’n aantal geverifieer word deur bewyse van hul deelname aan die oorsprong van
siektes uit die literatuur te staaf.
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CHAPTER 1

Introduction
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1.4 Research scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.5 Research methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.6 Dissertation organisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.1 Background

Discovering the genetic and pathophysiological1 mechanisms underlying human diseases is among
the greatest ambitions in modern biomedicine research. Insights gained into the relationship
between diseases and disease-causing genes (hereafter abbreviated as disease genes) are expected
to prove invaluable for early diagnosis, personalised (or precision) medicine and even preventative
treatment [1, 369].

In order to investigate the genetic underpinnings of a disease, however, the relevant genes must
first be identified, typically through extensive biological experimentation. The experimental
validation of candidate genes is, however, immensely resource- and time-consuming in nature,
rendering it infeasible to include all candidate genes in biological validation experiments.

This challenge has given rise to a fundamental problem in bioinformatics2 — the development
of computational approaches aimed at identifying putative disease genes among a large pool of
candidates. In order to identify possible disease genes by means of computational methods, the
vast amount of genomic3, proteomic4 and other biological data available in the post-genomic

1The disordered physiological processes associated with disease.
2The interdisciplinary field that combines methodologies from the realms of computer science, statistics and
engineering to analyse, integrate and interpret biological data.

3Genomics is defined by the World Health Organisation [420] as the study of an organism’s genome, that is to
say, the study of the relationship and interaction between all the genes of an organism. The structure, function
and evolution of genes are studied to identify their combined effect on the development of a given organism.

4Proteomics is defined as “the study of proteomes and their functions” by the Oxford Pocket Dictionary [363],
where a proteome is the entire set of protein sequences expressed by an organism [363] (the term may also be
used to refer to the set of proteins expressed by a certain type of tissue or cell at a specific time).

1
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2 Chapter 1. Introduction

era must be interpreted. To this end, machine learning has become a popular tool for the
classification of disease genes [226].

The field of machine learning, in which computers are afforded the ability to learn without be-
ing programmed explicitly, has gained considerable popularity over the past few decades [49].
Machine learning has evolved into a broad discipline employed successfully in a variety of appli-
cations such as speech recognition [94], computer vision [359], data mining [418] and, of course,
bioinformatics [227].

Traditionally, the field of machine learning has been partitioned into three broad sub-fields,
namely reinforcement learning, unsupervised learning and supervised learning. In reinforce-
ment learning, the learning system observes the environment, performs an action and receives
a corresponding reward. The learning system performs this process repeatedly with the goal of
learning how to maximise its cumulative, long-term reward. The second sub-field, unsupervised
learning, refers to the type of learning system in which a set of unlabelled items is observed
and inferences are drawn in order to organise the items in this set. Finally, the third sub-field,
supervised learning, refers to the type of learning system in which a set {(x1, y1), . . . , (xn, yn)}
of labelled training data consisting of (feature, label)-pairs is observed. Based on the experience
gained by analysing this set, the goal is to predict the label y for any new, hitherto unseen input
with feature x.

In the traditional supervised learning approach toward classification, a set of labelled train-
ing data is used to train a classifier (an algorithm that implements classification). Labelling
of these data is, however, usually performed by experienced human annotators on a manual
basis. Obtaining sufficiently large sets of labelled data is therefore often expensive and very
time-consuming. In contrast, unlabelled data are frequently available in large quantities and are
easy to collect. This trend has spurred the development of another machine learning paradigm
which combines elements of unsupervised and supervised learning, called semi-supervised learn-
ing (SSL).

SSL exploits both labelled and unlabelled data to build learners5 that typically deliver higher ac-
curacies with less annotating effort. Several popular SSL methods have been proposed, including
self-training [62], mixture models employed in conjunction with expectation maximisation [82],
transductive support vector machines [191], co-training [40] and a variety of graph-based meth-
ods [454]. The application of graph-based SSL to classification problems is the focus of this
dissertation.

In order to develop an understanding of how graph-based SSL may be applied in a binary
classification setting, consider the case where n data points are given and that a label yi ∈ {0, 1}
is to be associated with data point i, for all i = 1, . . . , n. These labels may be captured in
vector form as y = [y1, . . . , yn]. Each data point may now be represented as a graph vertex, as
illustrated in Figure 1.1(a). Assume that the n× n symmetric weight matrix6 W = [wij ] of the
graph is available and that the weight wij of an edge joining two vertices i and j corresponds to
the degree of similarity between the two vertices, where a larger weight suggests a higher degree
of similarity.

5Machine learning systems comprise three major parts: A model (the system that makes predictions or identifi-
cations), various parameters (the signals or factors used by the model to form its decisions) and a learner (the
system that adjusts the parameters and, in turn, the model by considering differences between predictions and
actual outcomes).

6The weight matrix of a weighted graph of order n (i.e. a graph with n vertices) is an n× n matrix whose entries
represent the weights associated with edges in the graph. For instance, if vertices i and j are joined by an edge
with weight w, then the element in row i and column j (as well as in row j and column i) of the weight matrix
contains the value w.
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In many applications it is required that pairs of similar data points should receive similar labels.
This motivates the minimisation of the quadratic energy function

E(y) =
1

2

n∑
i

n∑
j

wij(yi − yj)2 (1.1)

[454]. It is evident that, if two data points i and j have the same label, i.e. if yi = yj , then
wij(yi−yj)2 = 0, irrespective of the value of wij . If, however, their labels differ, then (yi−yj)2 =
1, reducing the expression wij(yi−yj)2 to wij . Therefore, a minimum value of the energy function
in (1.1) is obtained when as few as possible pairs of adjacent vertices are assigned dissimilar
labels.

If no labelled data points were specified a priori, the energy function could, of course, be
minimised simply by assigning the same label to every vertex. Suppose, however, that the
labels (or values) for two of the vertices are specified a priori. Suppose, furthermore, that the
labels of these two vertices are 1 (indicated by black vertices in Figure 1.1) and 0 (indicated
by green vertices in Figure 1.1), respectively. These labels are fixed and may not be altered to
reduce the value of the energy function.

(a) E(y) = 0 (no a priori labelled data
points)

(b) E(y) = 4 (two a priori labelled data
points)

(c) E(y) = 2 (two a priori labelled data
points)

(d) E(y) = 1 (two a priori labelled data
points)

Figure 1.1: Four data label assignment configurations with corresponding energy function values:
(a) E(y) = 0 (no a priori labelled data points), (b) E(y) = 4 (two a priori labelled data points),
(c) E(y) = 2 (two a priori labelled data points) and (d) E(y) = 1 (two a priori labelled data points).
Black vertices correspond to unit data labels, green vertices correspond to zero data labels, and uncoloured
vertices correspond to as yet unlabelled data.
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4 Chapter 1. Introduction

Consider the situation in Figure 1.1(b) where all of the vertices, except the two vertices labelled
a priori, are assigned the label 0. Consequently, there are four edges (shown in red) joining
pairs of vertices with dissimilar labels. If it is assumed that wij = 2 for every edge in the graph,
then the energy function (1.1) corresponding to the label assignment y shown in Figure 1.1(b)
is E(y) = 4. It may similarly be determined that the label assignments shown in Figure 1.1(c)
will result in two edges joining pairs of vertices with dissimilar labels, resulting in an energy
function value E(y) = 2. A third example of possible label assignments, shown in Figure 1.1(d),
has only one edge joining two vertices with dissimilar labels, resulting in an energy function
value E(y) = 1.

It is easy to see that the label assignment in Figure 1.1(d) will result in the smallest possible
energy function value. It is, however, typically not possible to find such a minimum energy
configuration by inspection, especially in the case of large, complex graphs. If the minimum
energy configuration cannot be found by inspection in general, it becomes necessary to consider
2n possible label configurations. For large graphs, this will require an unrealistically large
number of calculations to compare all of these configurations explicitly. Therefore, while the
method described above provides a good intuitive understanding of how graphs may be used in
SSL, applying the brute force method, as described above, to large sets of data is not feasible.

To remedy this, a continuous random field7 may be defined over the graph. In this case it can
be shown that the unlabelled data follow a Gaussian distribution and y becomes a real-valued
vector function over the vertices. It is known that, given the labelled data, the unlabelled data
follow a unique Gaussian distribution with mean fU [454] at the minimum energy configuration.
This mean function fU is harmonic, meaning that it satisfies Laplace’s equation ∆fU = 0 [454].
Consequently, the value of fU at each vertex may be calculated by solving a set of linear
algebraic equations. The solution fU (i) of this system at vertex i may then be interpreted as the
probability of vertex i being assigned a data label of 1. Additionally, the harmonic property of
fU means that the value of fU (i) is the average of the corresponding fU -values of its neighbours
in the graph. Therefore, this method essentially enforces a smooth data-labelling function over
the graph.

Intuitively, one may expect that the availability of more data points to train classifiers should
result in higher classification accuracies. This will, however, only be the case if certain assump-
tions of consistency are satisfied. First, vertices close to each other in the graph should receive
similar labels. Secondly, vertices within the same subgraph structure, often referred to as a
manifold or cluster, should likely receive similar labels [62].

It is known that the product proteins8 of genes associated with a particular phenotype9 or
function are not randomly positioned in the so-called protein-protein interaction (PPI) graph10.
Rather, they tend to cluster together and occur in central graph locations [289]. Therefore, if,
for instance, the label assigned to a protein refers to its function or phenotype, minimising for
the energy function (1.1) will result in similar labels for proteins that lie close to each other
in the graph. This makes graph-based SSL ideal for the prediction of disease genes (where a

7A random field is a collection of random variables indexed by some underlying parameter [395]. This underlying
parameter can be time (in which case the random field is essentially a stochastic process) or perhaps multi-
dimensional vectors or points on a manifold [395] (in other words the underlying parameter may be multi-
dimensional). A continuous random field simply refers to a random field in which the random variables are
continuous.

8The synthesis processes of a product protein of a particular gene are encoded by that gene.
9The observable traits of an individual organism that result from the interaction of the organism’s genetic com-
position with the environment [68].

10The vertices in a PPI graph represent proteins while its edges represent protein-protein interactions. The weight
of an edge represents the strength of the corresponding protein-protein interaction.

Stellenbosch University https://scholar.sun.ac.za



1.2. Problem statement 5

unit label may indicate a disease gene and a zero label a non-disease gene) since it is widely
believed that “the network-neighbour of a disease gene is likely to cause the same or a similar
disease” [289].

An example of a PPI graph of the human melanocortin 4 receptor (encoded by the MC4R gene)
is shown in Figure 1.2. PPI graphs are, however, not usually readily available as weighted
graphs. The integration of data related to additional biological features is, in fact, a prerequisite
for determining the degree of functional similarity between proteins. For instance, data related
to protein sequence length11, protein domain12 and biological pathways13 have been used to
assign edge weights to PPI graphs [279].

Figure 1.2: (Unweighted) PPI graph of the neighbourhood of the human melanocortin 4 receptor
(encoded by the MC4R gene) [47]. This receptor is primarily found in the hypothalamus of the brain
and contributes to appetite control.

1.2 Problem statement

The aim in this dissertation is to establish a novel methodological framework for exploiting
the abundance of omics14 data available in order to potentially improve upon the quality of
predictions of disease-causing genes. The problem considered in this dissertation consists of three
phases. The first phase is related to the computational extraction of phenotype modules from
a human phenotype-phenotype network, taking advantage of the modular nature of the genetic

11A protein sequence is typically denoted by a string of letters denoting the chain of amino acids that determine
the final structure of the protein. The protein sequence length refers to the number of amino acids in the
protein’s sequence [108].

12A protein domain is a particular unit of a protein distinguished by its specific functional or structural characteris-
tics. Protein domains with similar functions or structures may be found in proteins with different functions [119].

13A biological pathway simply refers to the series of actions that occur to bring about change in a cell [273]. For
instance, the series of actions contained in a specific biological pathway may turn a gene on or off (that gene is
repressed and will not be expressed).

14The term omics here refers to the fields of study in biology ending in -omics, such as, for example, proteomics
and genomics.
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disease-phenotype relationship. The second phase of the problem consists of the identification
of putative disease genes for the phenotype modules (extracted during the first phase), adopting
a graph-based SSL paradigm in the context of PPI graphs as well as taking into account data
on additional biological features that are useful in the context of disease gene identification.
Finally, the focus in the third phase is on the generation of a list of putative disease genes
ranked according to their probability of contributing to disease.

1.3 Dissertation objectives

The following fifteen objectives are pursued in this dissertation:

I To conduct a comprehensive survey of the literature related to:

(a) the relationship between genes and diseases,

(b) the modular nature of diseases,

(c) properties of PPI graphs,

(d) biological features associated with diseases,

(e) pertinent mathematical principles and methods,

(f) prerequisite fundamentals of graph theory,

(g) graph-based SSL in particular,

(h) databases containing genomic and proteomic data, and

(i) disease gene classification methods developed to date.

II To identify modules in the human phenotype network consisting of disease phenotypes as
vertices and phenotypic similarity as edges, originally constructed by van Driel et al. [394].

III To extract a set of known disease proteins based on recognised genotype-phenotype asso-
ciations for each of the phenotype modules of Objective II.

IV To generate descriptive data for each protein related to the topological properties and
neighbourhoods of the protein, as well as additional biological information about that
protein.

V To construct separate (unweighted) PPI graphs whose vertices represent proteins and
whose edges represent protein interactions, for each of the phenotype modules identified
in pursuit of Objective II.

VI To employ classification techniques from the realm of positive-unlabelled learning in order
to identify a set of reliable non-disease proteins for each PPI graph constructed in fulfilment
of Objective V.

VII To develop a methodological framework for the classification of as yet unlabelled proteins
as disease proteins or non-disease proteins by means of graph-based SSL. This framework
should leverage the findings of Objectives II–VI and include a means of computing edge
weights denoting functional similarity for the PPI graphs of Objective V.

VIII To demonstrate the disease gene prediction framework of Objective VII using various
graph-based SSL algorithms.
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IX To evaluate the abilities of graph-based SSL models developed using the framework of
Objective VII.

X To compare statistically the relative performances of the graph-based SSL models of Ob-
jective VIII with a view of determining which graph-based SSL algorithms are best-suited
to the problem of disease gene identification.

XI To validate the design of the framework of Objective VII in the context of the binary
classification problem of classifying candidate genes into one of two categories: Disease
genes or non-disease genes.

XII To extend the framework of Objective VII to be capable of ranking candidate genes ac-
cording to their likelihood of contributing to disease, using the findings of Objective VII.

XIII To generate a ranked list of putative disease genes to be explored in further validation
experiments and functional studies.

XIV To suggest possible additions or improvements to the classification and ranking method-
ologies established in this dissertation that may be considered for follow-up future work.

XV To recommend auxiliary studies which may stem from the work reported in this disserta-
tion.

1.4 Research scope

The ultimate purpose of disease gene identification using computational methods is to reduce the
number of alternatives that need to be considered in future biological studies. In practice, only
a fraction of the highest-ranking putative disease genes are considered for further exploration.
For this reason, the assignment of a global rank for each of the candidate genes being considered
is beyond the scope of this dissertation. Instead, a ranked list comprising the k candidate genes
deemed most likely to be associated with disease, often referred to as the top-k genes, is sought.
Furthermore, the scope of this dissertation is such that putative disease genes identified using
the proposed framework are not associated with particular phenotypes.

1.5 Research methodology

The execution of the research reported in this dissertation consists of seven phases. The first
phase comprises a methodological study of the literature related to the topics mentioned in
Objective I of §1.3. The literature on genes and their modular nature, the relationship between
genes and their product proteins, PPI networks and various biological features associated with
diseases, mentioned in Objectives I(a)–(d), provide the necessary context related to the biological
aspects of the classification problem considered in this study. This literature review allows for
the development of an understanding of the complex relationships between proteins, genes and
diseases. Such an understanding is crucial for the construction of realistic protein interaction
networks without which no graph-based SSL algorithm would be able to achieve classification
results.

The construction and interpretation of protein interaction network graph models also require
knowledge of a number of mathematical principles and methods, and a rudimentary knowledge
of graph theory. The literature study therefore also covers the prerequisite mathematical notions
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8 Chapter 1. Introduction

and the relevant fundamentals of graph theory, in pursuit of Objectives I(e)–(f). This establishes
a foundation for the study of graph-based SSL methods, as mentioned in Objective I(g), which, in
turn, provides a starting point for the selection of suitable graph-based SSL algorithms in partial
fulfilment of Objective VII. The literature study concludes with an overview of a selection of the
existing disease gene classification methods and the numerous available databases containing
genomic and proteomic data, in fulfilment of Objectives I(h)–(i).

The second, third and fourth phases of the research are dedicated to the development of a
novel disease gene identification methodology in pursuit of Objective VII. The second phase of
the research — the extraction and selection of phenotype modules from a disease phenotype-
phenotype network — is carried out in pursuit of Objective II. The modules in the network are
identified using a community detection algorithm. For each of the phenotype modules identified,
the phenotypes in the module are linked to known disease genes by means of genotype-phenotype
associations extracted from the Online Mendelian Inheritance in Man (OMIM®) [258] database.
This is followed by the extraction of known disease proteins, non-disease proteins and candidate
proteins in fulfilment of Objective V.

First, the disease proteins corresponding to the known disease genes identified earlier are found
by their Universal Protein Resource (UniProt) [14] accessions15. These proteins make up the
positive example set. Next, the candidate proteins are identified by extracting the proteins that
interact with the disease proteins in PPI graphs contained within the iRefIndex database [320].
The known non-disease proteins which make up the negative example set, are then sought. To
this end, useful biological features to be exploited when generating descriptive data for each
protein are selected. The relevant data are extracted from multiple heterogeneous data sources
and converted to numerical data after which these numerical data are normalised according to
unique score functions proposed for each feature. Thus, each protein (or PPI graph vertex)
has a vector associated with it containing that protein’s normalised scores, in fulfilment of
Objective IV. These scores are then leveraged in a positive-unlabelled learning paradigm in
order to select reliable instances of non-disease proteins for each of the aforementioned PPI
graphs, in fulfilment of Objective VI. The positive and negative example sets are next combined
to form the labelled data, while the candidate proteins represent the unlabelled data to be
used during the execution of graph-based SSL algorithms. Therefore, at the conclusion of this
research phase, a number of different unweighted PPI graphs would have been constructed in
fulfilment of Objective V.

During the third phase of the research, the additional biological data captured in the aforemen-
tioned scores are integrated into the graphs by assigning edge weight values to the edges in the
graphs. This is accomplished by calculating the weight matrices of the PPI graphs according to
an appropriate kernel function. The parameters of the kernel function are obtained by means of
graph hyperparameter learning16. The products of the aforementioned efforts are utilised during
the fourth phase of the research, in which putative disease genes are identified by the application
of appropriate graph-based SSL algorithms to the PPI graphs, in fulfilment of Objective VIII.

In fulfilment of Objective IX, the fourth phase of the research is devoted to a systematic evalu-
ation of the relative performances achieved by the SSL models of the proposed framework. This
phase includes a comparison between the relative performances of the various graph-based SSL

15UniProt accession refers to a reference number assigned to a protein sequence upon its inclusion in the database.
Accession numbers are always conserved, allowing for the unambiguous citation of UniProt entries.

16In the context of graph-based SSL, graph hyperparameter learning is the problem of choosing a set of hyper-
parameters for the classification algorithm with the goal of optimising the algorithm’s performance in respect
of an independent data set. Hyperparameters are parameters that express higher-level properties of the model,
such as its complexity or capacity to learn, which cannot be learned directly from the standard training process
and must therefore be predefined.
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algorithms considered with respect to their suitability to disease gene identification problems in
fulfilment of Objective X. The evaluation and comparison are complemented by a validation of
the methodology conducted in fulfilment of Objectives XI during the fifth phase of the research.

During the penultimate phase of the research, the proposed framework is extended in order to
allow for the generation of a list of putative disease genes ranked according to their likelihood of
contributing to disease in fulfilment of Objective XII. This extended framework is implemented
in pursuit of Objective XIII. A number of putative disease genes identified by an implementation
of this extended framework are validated by collecting evidence of these genes’ involvement in
disease from the biomedical literature.

The research concludes during the seventh phase in which recommendations are made with
respect to possible future courses of action in pursuit of efficient disease gene classification,
possible modifications to the graph-based SSL methods employed that may be explored further
and suggestions for auxiliary studies which may stem from the work reported in this dissertation,
in fulfilment of Objectives XIV–XV.

1.6 Dissertation organisation

Apart from this introductory chapter, this dissertation consists of eleven additional chapters
partitioned into five parts. Part I is a literature review and consists of three chapters. The
aim in Chapter 2 is to provide the reader with a necessary basic understanding of the technical
and mathematical concepts as well as methods employed in this dissertation. The notions
of eigenvectors and eigenvalues, graph theoretic principles, the notion of a graph Laplacian,
harmonic functions, two community detection algorithms, the vanilla gradient descent algorithm
and the notion of rank aggregation are reviewed in this chapter.

In Chapter 3, the relevant literature related to machine learning is reviewed. The broad cat-
egories and the prerequisite fundamentals of machine learning are considered. The chapter
contains a description of graph hyperparameter learning and elaborates on the method’s con-
tribution to the assignment of edge weights to PPI graphs. The remainder of the chapter is
dedicated to descriptions of seven graph-based SSL algorithms, the notion of positive-unlabelled
learning and a state-of-the-art hyperparameter learning algorithm, PG-learn, developed ex-
pressly for hyperparameter learning in graph-based SSL applications.

The fourth chapter consists of a survey of the biological literature related to disease gene iden-
tification. The chapter contains an overview of the relationship between genes and diseases, the
modular nature of diseases, PPI graphs and additional biological data that may be useful in
predicting disease genes. The chapter also contains an overview of the databases that may be
of use in this study as well as a summary of disease gene prediction methods developed to date.

The methodological framework proposed in this dissertation is presented in some detail in Part II,
which contains two further chapters. Chapter 5 covers the extraction of phenotype modules
from the phenotype-phenotype graph to be considered individually for disease gene prediction.
Chapter 5 also contains descriptions of the method of extraction of disease genes and non-disease
genes, the method of construction of unweighted PPI graphs and the methodology adopted to
select, collect and process additional biological data (relevant to disease gene prediction) for
each of the phenotype modules identified in the previous chapter. Chapter 6 is devoted to a
description of graph hyperparameter learning methods employed later in this dissertation and the
application of five seminal graph-based SSL algorithms. Finally, Part II concludes in Chapter 6
with a description of the gene-ranking protocol implemented in this dissertation.
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10 Chapter 1. Introduction

Part III of the dissertation consists of a further four chapters. Chapter 7 is devoted to a pre-
sentation of the results generated when applying the learning with local and global consistency
method, the Gaussian random field and harmonic functions method, the Laplacian regularised
least squares method, the Greedy gradient Max-Cut method and the Kernel-induced label prop-
agation by mapping method. The performances achieved by these SSL methods are evaluated
in Chapter 8 and their relative performances are compared in respect of their suitability to the
problem of disease gene identification. Chapter 9 contains a validation of the proposed disease
gene identification methodology.

Chapter 10 is devoted to the implementation of the gene-ranking protocol described in Chapter 6
and contains ordered lists of putative disease genes ranked according to the likelihood that
they contribute to disease. The rankings assigned to these genes are validated by extracting
supporting evidence from the biomedical literature.

Finally, in Part V, a short summary of the work presented in this dissertation is provided,
together with an appraisal of the contributions made, in Chapter 11. Chapter 12 concludes the
dissertation with suggestions for possible modifications to the SSL method developed in this
dissertation and recommendations for future areas of study pertaining to both SSL and disease
gene identification.
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CHAPTER 2

Mathematical Prerequisites
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A number of prerequisite mathematical methods and principles are described in this chapter.
First, a brief overview is given in §2.1 of basic notions related to eigenvalues and eigenvectors
of square matrices. Thereafter, a number of requisite fundamentals from the realm of graph
theory are described in §2.2. This is followed in §2.3 and §2.4 by brief descriptions of the
notions of a graph Laplacian and of harmonic functions, respectively, after which the spectral
algorithm introduced by Newman [278] for the purpose of detecting community structures in
networks is reviewed in §2.5. The chapter also includes a brief description of the Spectral-1
algorithm by White and Smyth [412] in §2.6, as well as a short account of first-order gradient-
based optimisation methods in §2.7. Subsequently, notions related to Markov chains that are
pertinent to the techniques employed later in this dissertation are reviewed in §2.8. Finally, a
concise overview of rank aggregation methods is provided in §2.9, as are descriptions of three
heuristic rank aggregation algorithms developed within a Markov chain modelling framework.
The chapter concludes with a brief summary of its contents in §2.10.

2.1 The notions of eigenvectors and eigenvalues

A real, square matrix M acting on a nonzero real or complex vector v scales and rotates the
vector v to obtain a new vector y = Mv. For any such matrix M there are, however, certain
vectors, called eigenvectors, for which the aforementioned matrix action on those vectors only
scales the vectors (without any rotation). An eigenvector x of M therefore satisfies

Mx = λx, (2.1)

13
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14 Chapter 2. Mathematical Prerequisites

where λ is called the eigenvalue of M corresponding to x. The set of eigenvectors associated
with a particular eigenvalue λ is called its λ-eigenspace. The eigenspace of a vector, however,
also contains a vector with all zero entries termed the zero vector which is never an eigenvector.

The eigenvalue, λ, of M determines the amount by which the eigenvector x is scaled. Dilation
of x occurs if λ > 1, contraction occurs if λ ∈ (0, 1), contraction and reversal of direction occurs
if λ ∈ (−1, 0), and dilation and reversal of direction occurs if λ < −1. Illustrations of the notions
of dilation, contraction and reversal of direction are provided in Figure 2.1.

(a) (b) (c) (d)

Figure 2.1: The product Mv (red vector) of a matrix M and a vector v if (a) v is not an eigenvector of
M (rotation and scaling occurs), (b) v is an eigenvector of M and the corresponding eigenvalue satisfies
λ > 1 (dilation occurs), (c) v is an eigenvector of M and λ ∈ (0, 1) (contraction occurs) and (d) v is an
eigenvector of M and λ < 0 (reversal of direction occurs).

Equation (2.1) may be rewritten as Mx = λIx (where I is the identity matrix1 of the same
dimension as M) which may, in turn, be rewritten as

(M − λI)x = 0. (2.2)

In order for a nonzero vector x to satisfy (2.2), the matrix M −λI must not be invertible [317].
Therefore, the determinant of M − λI must equal zero, resulting in the so-called characteristic
equation

|M − λI| = 0. (2.3)

For an n × n matrix M , the left-hand side of (2.3) is an nth order polynomial, called the
characteristic polynomial of M , which has n roots corresponding to the n eigenvalues λ1, . . . , λn
of M according to the Fundamental Theorem of Algebra2.

The process of decomposing a square matrix into its eigenvalues and eigenvectors is called
eigenvalue decomposition and is illustrated in the following example.

Example 2.1. Consider the 2× 2 matrix

M =

[
1 2
4 3

]
.

For this matrix,

M − λI =

[
1 2
4 3

]
− λ

[
1 0
0 1

]
=

[
(1− λ) 2

4 (3− λ)

]
,

1The identity matrix is a square matrix whose principal diagonal elements are all ones and all other elements are
zeros. Multiplying any matrix by the identity matrix leaves the original matrix invariant.

2The Fundamental Theorem of Algebra [5] states that for the polynomial equation

anz
n + . . .+ a1z + a0 = 0,

where n ∈ N, a0, . . . , an are any complex numbers and an 6= 0, there exists at most n solutions z ∈ C.
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which results in the characteristic equation

|M − λI| =
∣∣∣∣ (1− λ) 2

4 (3− λ)

∣∣∣∣ = 0.

This characteristic equation may be rewritten as

λ2 − 4λ− 5 = 0, (2.4)

where λ2 − 4λ− 5 is the characteristic polynomial of M . The solutions of (2.4) are λ1 = 5 and
λ2 = −1. The eigenvector xi associated with the eigenvalue λi may be found by substituting λi
into (2.2), i.e.

(M − λI)xi =

[
(1− λi) 2

4 (3− λi)

]
xi =

[
0
0

]
, (2.5)

and solving for xi. Substituting λ1 = 5 and λ2 = −1 into (2.5) yields the solutions

x1 =

[
−0.4472
−0.8944

]
and x2 =

[
−0.7071

0.7071

]
,

respectively. �

The diagonal of a square matrix M is the vector of elements on its main diagonal. Thus, the
diagonal of a n×n matrixM = [mij ]i,j∈{1,...,n} is [m11,m22, . . . ,mnn]. The sum of these elements
is called the trace of M , denoted tr(M). The following properties of the trace operator [18] are
relevant to the context of this dissertation:

1. tr(M +N) = tr(M) + tr(N),

2. tr(cM) = c tr(M), and

3. tr(MN) = tr(NM),

where N is another n× n matrix and c is a constant.

Some matrices have specific properties which allow for the elicitation of knowledge about the
type of eigenvalues and eigenvectors of the matrix prior to their calculation. For instance, a
matrix that is its own transpose3 is called symmetric. It is known that all the eigenvalues
of a real, symmetric matrix are real [317]. Furthermore, the eigenvectors corresponding to
distinct eigenvalues of a symmetric matrix are orthogonal [317]. Therefore, if xi is an eigenvector
of a symmetric matrix M corresponding to an eigenvalue λi and xj is an eigenvector of M
corresponding to an eigenvalue λj 6= λi, it follows that xi is orthogonal to xj , that is,

xi · xj = xi
>xj = 0.

3The transpose of a matrix M is a new matrix whose rows are the columns of the original matrix M . The
transpose of a matrix is denoted by the superscript >. For instance, the transpose of the matrix M is denoted
by M>. The basic properties of the transpose operator [317] are the following:

1. (M>)> = M

2. (M + N)> = M> + N>

3. (cM)> = cM>, and

4. (MN)> = N>M>,

where N is a matrix with the same dimensions as M and c is a constant.
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Furthermore, if, for some symmetric matrix M , it holds that v>Mv ≥ 0 for all nonzero v ∈ Rn,
M is called a positive semidefinite matrix. A positive semidefinite matrix M may alternatively
be defined as one for which there exists some matrix A such that

M = A>A.

This type of matrix has two important properties. First, all the eigenvalues of such a positive
semidefinite matrix M are nonnegative. Secondly, its eigenvectors are pairwise orthogonal when
their corresponding eigenvalues differ [95].

2.2 Requisite graph theoretic fundamentals

A graph G = (V, E) is a combination of two sets, V and E . The set V is a finite set of vertices
of G, which may be thought of as the fundamental units in terms of which a graph is defined.
The number of vertices in a graph determines the order |V| of the graph. The vertex set of a
graph is typically labelled using letters of the Roman alphabet. For instance, the set of vertices
of the graph G1 in Figure 2.2 is V(G1) = {v1, v2, v3, v4, v5}.

Figure 2.2: A graph G1 with vertex set V(G1) = {v1, v2, v3, v4, v5} and edge set E(G1) =
{{v1, v2}︸ ︷︷ ︸

e1

, {v2, v3}︸ ︷︷ ︸
e2

, {v2, v5}︸ ︷︷ ︸
e3

, {v3, v5}︸ ︷︷ ︸
e4

}.

Pairs of vertices of a graph may be joined by edges, which gives rise to the set E (the number
of edges in E is denoted by ||G|| for some graph G). An edge is defined by the vertices it joins
— called the edge’s endpoints or end vertices. Thus, each edge is defined by a two-element
subset of V which contains that particular edge’s two end vertices. For instance, the edge e1 in
Figure 2.2 with end vertices v1 and v2 is defined as e1 = {v1, v2}4. The edge set of the graph
G1 in Figure 2.2, is therefore E(G1) = {e1, e2, e3, e4} = {{v1, v2}, {v2, v3}, {v2, v5}, {v3, v5}}.

The way in which a graphical representation of a graph is drawn does not, of course, influence
the structure of the graph and is therefore irrelevant. For example, although the two graphical
representations in Figure 2.3 look different and also differ from the graphical representation in
Figure 2.2, they are all three graphical representations of the same graph G1 with vertex set
V(G1) = {v1, v2, v3, v4} and edge set E(G1) = {{v1, v2}, {v2, v3}, {v2, v5}, {v3, v5}}.

A vertex of a graph G is said to be incident with any edge joining it to another vertex in
G. Each edge of G is furthermore also incident with the vertices at its endpoints. That is, if
ek = {vi, vj} is an edge of G, then ek is incident with both vi and vj , while vi is also incident
with ek, and similarly for vj . Two vertices vi and vj of G joined by an edge are furthermore said
to be adjacent in G. It follows that if vi and vj are adjacent in G, then {vi, vj} is an element
of the edge set E(G) of G. Two edges that are incident with a common vertex are similarly
called adjacent in G. The vertex v1 and the edge e1 of the graph G1 in Figure 2.2, for example,
are incident, while the vertex v1 and the edge e2 are not. Similarly, the vertices v1 and v2 are
adjacent in G1, while the vertices v1 and v3 are not.

4Writing v1v2 instead of {v1, v2} to denote the edge that joins v1 and v2 is a commonly used shorthand notation.
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(a) (b)

Figure 2.3: Examples of identical graphs whose graphic representations differ. These graphical repre-
sentations both correspond to the graph G1 depicted in Figure 2.2.

The neighbourhood of a vertex vi in a graph G is the set of vertices of G that are adjacent to vi,
denoted by N(vi) ⊂ V(G). The size of the neighbourhood of a vertex v in G is called its degree
and is denoted by d(v). That is, the degree d(v) of a vertex v in G represents the number of
vertices that are adjacent to (or in the neighbourhood of) v in G. If a vertex of a graph G has
degree zero (i.e. is not incident with any edges of G), then it is called an isolated vertex of G.
The neighbourhood of the vertex v2 of the graph G1 in Figure 2.2, for example, is {v1, v3, v5}
and hence the degree of v2 is d(v2) = 3. The vertex v2 is therefore not an isolated vertex of
G1, while v4 is indeed an isolated vertex of G1 (it has an empty neighbourhood). A graph that
contains no isolated vertices is called a connected graph.

The notions of adjacency and incidence provide natural means for representing a graph in matrix
form within the memory of a computer. The adjacency matrix of a graph G of order n is an
n× n binary matrix, denoted by A(G), in which the entry in row i and column j is

aij =

{
1 if vertices vi and vj of G are adjacent
0 otherwise.

Two properties of the adjacency matrix of any graph is that it is symmetric (i.e. aij = aji for all
i, j ∈ {1, . . . , n} with i 6= j) and that its main diagonal contains only zero entries. The adjacency
matrix of the graph G1 in Figure 2.3, for example, is

A(G1) =


0 1 0 0 0
1 0 1 0 1
0 1 0 0 1
0 0 0 0 0
0 1 1 0 0

 .

The incidence matrix of a graph G of order n and size m is an n ×m binary matrix, denoted
by M(G), in which the entry in row i and column j is

mij =

{
1 if the vertex vi ∈ V(G) is incident with the edge ej ∈ E(G) of G
0 otherwise.

Note, therefore, that the incidence matrix need not be square and is usually also not symmetric.
Moreover, there are two ones in each column of the incidence matrix of a graph. The incidence
matrix of the graph G1 in Figure 2.3, for example, is

M(G1) =


1 0 0 0
1 1 1 0
0 1 0 1
0 0 0 0
0 0 1 1

 .

Stellenbosch University https://scholar.sun.ac.za



18 Chapter 2. Mathematical Prerequisites

It is sometimes useful to associate (real-valued) weights with the edges of a graph, in which case
a so-called weighted graph is obtained. More precisely, a weighted graph G of order n and size
m is denoted by the triple G = (V, E ,w), where V = V(G) is a set {v1, . . . , vn} of vertices of G,
E = E(G) is a set {e1, . . . , em} of edges of G, and w = [w1, . . . , wm] is a vector of real-valued
weights associated with the edges of G (the weight w1 is associated with the edge e1, the weight
w2 with the edge e2, and so forth). An example of a weighted graph G2 of order 5 and size 4 is
shown in Figure 2.4.

Figure 2.4: A weighted graph G2 = (V, E ,w) with vertex set V(G2) = {v1, v2, v3, v4, v5}, edge set
E(G2) = {{v1, v2}, {v2, v3}, {v2, v5}, {v3, v5}} and weight vector w = [3, 4, 2, 5].

A weighted graph may be stored in the memory of a computer by means of a weighted adjacency
matrix or a weighted incidence matrix. A weighted adjacency matrix of a graph is obtained by
modifying the definition of an adjacency matrix slightly. More specifically, the entry in row i
and column j of the weighted adjacency matrix of a weighted graph G, denoted by Aw(G), is
aijwij , where aij is the entry in row i and column j of the (ordinary) adjacency matrix of G if
its edges weights were to be ignored and wij is the weight associated with the edge {vi, vj} of
G. The weighted adjacency matrix of the weighted graph G2 in Figure 2.4, for example, is

Aw(G2) =


0 3 0 0 0
3 0 4 0 2
0 4 0 0 5
0 0 0 0 0
0 2 5 0 0

 .

A weighted incidence matrix is similarly obtained by modifying the definition of an incidence
matrix slightly. The entry in row i and column j of the weighted incidence matrix of a weighted
graph G, denoted by Mw(G), is mijwj , where mij is the entry in row i and column j of the
(ordinary) incidence matrix of G if its edges weights were to be ignored and wj is the weight
associated with the edge ej of G. The weighted incidence matrix of the weighted graph G2 in
Figure 2.4, for example, is

Mw(G2) =


3 0 0 0
3 4 2 0
0 4 0 5
0 0 0 0
0 0 2 5

 .

The ith entry on the main diagonal of the so-called diagonal degree matrix D of a weighted
graph G is

dii =
∑
j

wij , (2.6)

where wij denotes the weight associated with the edge {vi, vj} of G, while all the off-diagonal
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entries of D are zero. For instance, the diagonal degree matrix of the graph G2 in Figure 2.4 is

D(G2) =


3 0 0 0 0
0 9 0 0 0
0 0 9 0 0
0 0 0 0 0
0 0 0 0 7

 .

Matrices may also be used to represent directed graphs. A directed graph, or digraph, D = (V, A)
consists of two sets, V and A. As for the undirected graphs considered thus far, the vertex
set V is a finite non-empty set of vertices of D. The set A contains the arcs of D. An arc
is a directed edge defined by an ordered pair of vertices of D. The endpoint corresponding
to the first and second vertex in the ordered pair are called the head and tail of the arc,
respectively. For instance, the arc a1 in Figure 2.5 is defined as a1 = (v1, v2) and has head v1

and tail v2. The arc set of the digraph D1 in Figure 2.5 is therefore A(D1) = {a1, a2, a3, a4} =
{(v1, v2), (v2, v3), (v2, v5), (v3, v5)}.

Figure 2.5: A digraph D1 with vertex set V(D1) = {v1, v2, v3, v4, v5} and arc set A(D1) =
{(v1, v2)︸ ︷︷ ︸

a1

, (v2, v3)︸ ︷︷ ︸
a2

, (v2, v5)︸ ︷︷ ︸
a3

, (v3, v5)︸ ︷︷ ︸
a4

}.

The adjacency matrix of a directed graph D of order n, denoted by Ad(D), is an n× n matrix
in which the entry in row i and column j is

aij =

{
1 if aij = (vi, vj) ∈ A(D)
0 otherwise.

Therefore, unlike for unweighted graphs, the adjacency matrix of a directed graph is not neces-
sarily symmetric as may be seen in the case of the adjacency matrix

Ad(D1) =


0 1 0 0 0
0 0 1 0 1
0 0 0 0 1
0 0 0 0 0
0 0 0 0 0


of the digraph D1 in Figure 2.5. In the remainder of this section two vertex centrality measures
are described for a graph or digraph. Let (v0, e1, v1, . . . , vn−1, en, vn) be an alternating sequence
of vertices and edges/arcs in a graph or digraph G. If consecutive elements are incident in G,
that is, if ei = vi−1vi for all i ∈ {1, . . . , n}, then the sequence is called a walk of G5. A path of
G is a walk of G in which all the vertices are distinct, except in the case of a closed path. In a
closed path of G, all internal vertices are distinct, but the first and last vertices are the same,
that is v0 = vn. A closed path of G containing at least three vertices is called a cycle of G. The

5In a closed walk, v0 = vn (i.e. the walk begins and ends at the same vertex).
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length of a path is the number of edges it contains and a shortest path between two vertices of
G is a path of the shortest length6 between the vertices. In a connected graph or digraph, each
pair of vertices vi and vj is connected by at least one shortest path, the length of which is called
the distance between vi and vj and denoted by dist(vi, vj).

The shortest paths in a connected graph or digraph G may be used to calculate the so-called
betweenness centrality of each of its vertices. In short, the betweenness centrality of a vertex vk
of G, denoted by CB(vk), is a measure of the number of shortest paths in G that pass through
vk. It is defined as

CB(vk) =
∑

vi 6=vk 6=vj

σij(vk)

σij
, (2.7)

where σij is the number of shortest paths in G from vi to vj , and σij(vk) is the number of these
shortest paths in G from vi to vj that pass through vk. From (2.7) it may be seen that, as the
fraction of shortest paths in G from vi to vj on which vk lies increases, the value of CB(vk)
becomes larger. Thus, vertices achieving large betweenness centrality values are more likely to
appear in a randomly chosen shortest path between two randomly chosen vertices.

An intuitive interpretation of betweenness centrality may be given in the context of social net-
works, where each vertex is an individual and each edge indicates the flow of information from
one individual to another. Then, the betweenness centrality of a vertex is indicative of the
associated individual’s potential influence on the flow of information within the network [128].

Another popular metric used to gauge the role and importance of a vertex in a graph is its
closeness centrality. Bavelas [31], who first proposed the notion of closeness centrality, defined
the closeness centrality of a vertex vk as the inverse of the sum of the distances from vk to all
other vertices in the graph. The closeness centrality of vk, denoted by CC(vk), may be calculated
as

CC(vk) =

∑
i6=k

dist(vk, vi)

−1

.

Thus, the larger the closeness centrality of a vertex, the smaller the distances between it and all
other vertices in the graph or digraph. In the context of a social network, the closeness centrality
of the vertex representing a particular individual may be seen as a measure of the time it would
take that individual to spread a particular piece of information to all the other individuals in
the network.

2.3 The graph Laplacian

The graph Laplacian (also called the combinatorial Laplacian) matrix ∆ of a weighted graph
G = (V, E ,w) is defined as

∆ ≡D −Aw, (2.8)

where Aw is the weighted adjacency matrix of the graph and D is the diagonal degree matrix of
the graph. The calculation of the graph Laplacian matrix ∆ of a graph is illustrated by means
of an example.

6For a weighted graph or digraph, the shortest path between two vertices is the path that minimises the sum of
edge or arc weights associated with the edges or arcs in the path.
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Example 2.2. Consider the graph G2 in Figure 2.4 represented by the weighted adjacency matrix

Aw(G2) =


0 3 0 0 0
3 0 4 0 2
0 4 0 0 5
0 0 0 0 0
0 2 5 0 0

 .

The corresponding degree matrix D(G2) is calculated, using (2.6), as

D(G2) =


3 0 0 0 0
0 9 0 0 0
0 0 9 0 0
0 0 0 0 0
0 0 0 0 7

 .

Substituting Aw(G2) and D(G2) into (2.8) yields the graph Laplacian

∆(G2) =


3 0 0 0 0
0 9 0 0 0
0 0 9 0 0
0 0 0 0 0
0 0 0 0 7

−


0 3 0 0 0
3 0 4 0 2
0 4 0 0 5
0 0 0 0 0
0 2 5 0 0

 =


3 −3 0 0 0
−3 9 −4 0 −2

0 −4 9 0 −5
0 0 0 0 0
0 −2 −5 0 7

 . �

The graph Laplacian matrix may also be defined by the quadratic form it induces. Let the
real-valued function f : V 7→ R assign real numbers to each of the vertices of G. The graph G
may thus be represented as a vector f indexed by the vertices of the graph such that f(v) ∈ Rn.
The Laplacian quadratic form of G is then defined as

f>∆f =
1

2

∑
ij∈E

wij(f(vi)− f(vj))
2. (2.9)

From (2.9) it is evident that, as the magnitudes of the differences between the elements of f
increase, so does the value of the quadratic form of ∆. Consequently, ∆ provides a measure of
smoothness of f over the edges of G. The quadratic form of ∆ is furthermore influenced by
the edge weights of G. From (2.9) it may be seen that the edge weight wij is multiplied by the
square of the difference between f(vi) and f(vj). Thus, the larger the weight wij of an edge
joining two vertices, the larger the impact of the size of the difference between those vertices’
associated values on the quadratic form of ∆.

A measure of smoothness is also provided by ∆ when it is viewed as an operator acting on
f(vi). As an operator, ∆ measures to what extent the value of the function f differs at a certain
vertex vi from its values at surrounding vertices. Thus, a small value of ∆f(vi) is indicative of
a smooth graph in the area of vi. Once again, as for the quadratic form in (2.9), the increase in
the value of ∆f(vi) at vi is influenced by the edge weights wij joining vi to its neighbours.

Basic properties of ∆ include that it is a real-valued, symmetric matrix [317]. Furthermore, ∆
is positive semidefinite, since evidently

f>∆f =
1

2

∑
ij∈E

wij(f(vi)− f(vj))
2 ≥ 0.
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Consequently, ∆ has only nonnegative, real-valued eigenvalues. Additionally, each row sum and
each column sum of ∆ is zero and all the off-diagonal entries of ∆ are nonpositive [95]. These
eigenvalues and eigenvectors of ∆(G) may be leveraged to determine several properties of the
corresponding graph G [263, 264]. For instance, the number of components in G is equal to the
number of zero eigenvalues of the matrix ∆(G) [249]. Furthermore, if G contains no isolated
vertices, a normalised variant of ∆ may be used in order to allow for easier translation of results
to the realm of graph theory from differential geometry [192]. In the literature, two common
definitions of normalised Laplacians are Lsym = D−1/2∆D−1/2 = I − D−1/2AwD

−1/2 and
Lrw = D−1∆ = I −D−1Aw [74, 249].

2.4 Discrete harmonic functions

A function h defined on the vertex set of a weighted graph G = (V, E ,w) is said to be harmonic
at vi if

1

dii

∑
j∈N(vi)

wijh(vj) = h(vi), (2.10)

or is said to exhibit a pole at vi otherwise. If S is the set of poles of h, the function h is called
a harmonic function with poles S.

From the Maximum Principle of Harmonic Functions7, it is known that, if h is a non-constant
harmonic function, the values of h are bounded by its minimum and maximum values on S.
The Uniqueness Principle, which follows from the Maximum Principle of Harmonic Functions,
furthermore states that there cannot be two different harmonic functions defined on G with the
same boundaries [104]. Consequently, for the set S ⊂ V(G), S 6= ∅ there exists a unique function
h which is harmonic at each vertex in V \ S. Furthermore, since h is harmonic at each vertex in
V \ S, Laplace’s equation, ∆h = 0, is satisfied for each vertex in V \ S.

Given a graph with a vertex subset L ⊂ V containing vertices whose h(vi) values are fixed, a
unique harmonic function h may be computed to assign h(vi) values to the remaining vertices
of the graph that do not have fixed h(vi) values. To compute the h(vi) values of the vertices
in U = V \ L one must first reindex the graph so that the vertices in L are labelled v1, . . . , v`
(where ` = |L|) and the vertices in U are labelled v`+1, . . . , vn (where n = |V|). The resulting
adjacency matrix of course represents the same graph, but entries may now be partitioned into
four sections

Aw =

[
(Aw)LL (Aw)LU
(Aw)UL (Aw)UU

]
.

The first section (Aw)LL contains the weights of edges that join two vertices in L, the second
section (Aw)LU and the third section (Aw)UL contain the weights of edges that join a vertex in
L and a vertex in U , and the last section (Aw)UU contains the weights of edges that join two
vertices in U .

The diagonal degree matrix D corresponding to the new indices may then be derived from Aw

and used to calculate ∆. Both D and ∆ can then be partitioned in a similar fashion to Aw.
The h(vi) values of the vertices belonging to U are then given by

hU = (DUU − (Aw)UU )−1 (Aw)ULhL = − (∆UU )−1 ∆ULhL, (2.11)

7The Maximum Principle of Harmonic Functions states that a non-constant harmonic function h(x) defined on
a set of points S = {0, 1, . . . , N}, with interior points A = {1, 2, . . . , N − 1} and boundary points B = {0, N},
takes its maximum and minimum values on the boundary of S [104].
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where hL is a vector containing the h(vi) values of the vertices in L and hU is a vector containing
the h(vi) values calculated for the vertices in U . The calculation of hU is illustrated by means
of an example.
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Example 2.3. Consider a graph G3 in Figure 2.6.

Figure 2.6: A weighted graph G3 = (V, E ,w) with vertex set V(G3) = {v1, v2, v3, v4, v5}, edge
set E(G3) = {{v1, v3}, {v2, v3}, {v2, v5}, {v3, v5}, {v4, v5}, {v3, v4}, {v1, v4}} and weight vector w =
[0.5, 2, 1, 3, 2, 1, 1].

The weighted adjacency matrix of this graph is

Aw(G3) =


0 0 0.5 1 0
0 0 2 0 1

0.5 2 0 1 3
1 0 1 0 2
0 1 3 2 0

 .
Given L(G3) = {v1, v2}, with h(v1) = 1 and h(v2) = 0, the values of the vertices in U(G3) =
{v3, v4, v5} may be calculated. First, (2.6) is used to find the corresponding diagonal degree
matrix

D(G3) =


1.5 0 0 0 0

0 3 0 0 0
0 0 6.5 0 0
0 0 0 4 0
0 0 0 0 6

 .
Substituting Aw(G3) and D(G3) into (2.8) then yields

∆(G3) =


1.5 0 −0.5 −1 0

0 3 −2 0 −1
−0.5 −2 6.5 −1 −3
−1 0 −1 4 −2

0 −1 −3 −2 6

 ,
which may be partitioned into four sections to obtain

∆UU (G3) =

 6.5 −1 −3
−1 4 −2
−3 −2 6

 and ∆UL(G3) =

 −0.5 −2
−1 0

0 −1

 .
The h(vi) values of the vertices in U(G3) may then be calculated by substituting ∆UU (G3) and
∆UL(G3) into (2.11) to find

hU (G3) = −

 6.5 −1 −3
−1 4 −2
−3 −2 6

−1  −0.5 −2
−1 0

0 −1

[ 1
0

]
=

 0.2895
0.4737
0.3026

 .
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Thus, if h(v1) = 1, h(v2) = 0, h(v3) = 0.29, h(v4) = 0.47 and h(v5) = 0.30 for graph G3, then h
is harmonic over G3 with poles in L. �

2.5 The spectral algorithm

The spectral algorithm, introduced by Newman [278], may be used to find so-called community
structures in a connected graph. Newman claimed that true community structures are present in
a graph if fewer than the expected number of edges are present between the communities8. This
statistically significant type of arrangement of edges of the graph is quantified by the measure of
modularity. Up to a multiplicative constant, the modularity of a graph partitioned into particular
communities may be defined as the number of edges wholly within specific communities less
the number of edges expected to fall within those same communities for an appropriate null
model9. Newman’s spectral algorithm essentially identifies community structures within a graph
by maximising the resulting modularity.

First, consider the problem of partitioning an unweighted graph into two communities. Suppose
the graph G = (V, E) has n vertices v1, . . . , vn. Furthermore, suppose G is partitioned into two
communities. In order to determine the modularity of this partition of G, the graph must be
compared with an equivalent graph of the same order and with the same degree distribution as
G, but whose edges are distributed randomly. This equivalent graph may be obtained by means
of the so-called configuration model. In order to generate a random graph by means of the
configuration model, a degree sequence containing the degree of each vertex in G is constructed.
Next, n vertices are generated, each of which is incident with a certain number of half-edges,
as specified by the degree sequence. These half-edges are then joined by repeatedly choosing a
pair of vertices at random and joining their half-edges to form a full edge. There are, however, a
number of vertex pair selections that are not allowable in the context of the spectral algorithm.
First, the same vertex may not be selected twice to form one pair. Secondly, a vertex may only
be selected if it has a remaining half-edge. That is to say, if each of the half-edges of a vertex has
been joined to another half-edge to form a complete edge, that vertex may no longer be selected.
Lastly, once a pair of vertices has been selected and an edge has been generated between them,
that particular pairing may not be selected again. This process is repeated until the new graph
has the same number of edges as the original graph. The expected number of edges between
two vertices vi and vj in the new graph is then

d(vi)d(vj)

2m
,

where 2m =
∑

vk∈V d(vk) is the total number of edges in the graph. A mathematical represen-
tation of the modularity of G partitioned into two particular communities is given by

Q =
1

4m

∑
vi∈V

∑
vj∈V

(
Aij −

d(vi)d(vj)

2m

)
sisj , (2.12)

where the ijth element of the adjacency matrixA of G is given by Aij , and si and sj are elements
of an indicator vector s for which si = 1 if vi belongs to community one, or si = −1 if vi belongs
to community two. The modularity of the partitioned graph can be positive or negative, with a

8A community of graph G is a subgraph which contains vertices that are densely connected to each other and
sparsely connected to other vertices in G.

9The null model of graph G is an instance of a randomly generated graph that has some of the same structural
features as G, depending on the type of null model. For instance, the configuration model of G preserves the
order and degree sequence of G.
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large positive value indicating a considerable likelihood of community structure presence. The
expression in (2.12) may be rewritten as

Q = c s>Bs, (2.13)

where

Bij = Aij −
d(vi)d(vj)∑
vk∈V d(vk)

(2.14)

and B is a real, symmetric matrix with ijth entry Bij , referred to as the modularity matrix.
The rows and columns of the modularity matrix sum to zero, and so it always has the eigen-
vector [1, 1, . . . , 1] corresponding to the eigenvalue 0. The vector s may be rewritten as a linear
combination

∑n
i=1 aiui, of the normalised eigenvectors u1, . . . ,un of B, where ai = u>i · s for

all i ∈ {1, . . . , n}. This allows for (2.13) to be rewritten as

Q = c
∑
i

aiu
>
i B

∑
j

ajuj =
n∑
i=1

(
u>i · s

)2
βi, (2.15)

where βi is the eigenvalue of B corresponding to the eigenvector ui. Assuming that the eigen-
values are ordered according to non-increasing size (i.e., β1 ≥ β2 ≥ . . . ≥ βn), the modularity
of the partitioned graph may be maximised by choosing the values of s in a manner that places
the most weight on u1 (corresponding to β1), subject to the constraint that s ∈ {−1, 1}n. Due
to the constraint s ∈ {−1, 1}n, s cannot be chosen to be proportional to u1 thereby placing
all the weight on the term involving the largest eigenvalue β1. This increases the complexity
of the resulting optimisation problem considerably. Consequently, rather than seeking an exact
optimal solution, Newman [278] employed a simple approximate approach — that of maximising

only the term involving the leading eigenvalue. The coefficient
(
u>1 · s

)2
of β1 in this term is

maximised when the graph vertices are partitioned into communities based on the signs of their
corresponding elements in u1, thereby choosing s to be as close as parallel to u1 as possible.
Thus, if the element in u1 corresponding to vi is positive, then si = 1. Otherwise, si = −1. In
short, vertices corresponding to positive elements of u1 are therefore placed in one community
while the remaining vertices (those corresponding to negative elements of u1) are placed in the
other community.

Recall that the modularity matrix B always has an eigenvector [1, 1, . . . , 1] corresponding to the
eigenvalue 0. This eigenvector corresponds to the trivial solution in which all vertices of G are
placed in one community. Furthermore, since B is symmetric, all other eigenvectors of B are
orthogonal to the eigenvector corresponding to the trivial solution and must therefore contain
both positive and negative elements. Consequently, if B has at least one positive eigenvalue, its
corresponding eigenvector will become the leading eigenvector and the graph will be partitioned
into two communities. Suppose, however, thatB has no positive eigenvalue, in which case β1 = 0
is the largest eigenvalue and u1 = [1, 1, . . . , 1] is the leading eigenvector. This result indicates
that there is no partition of the graph that would result in a positive modularity. Consequently,
the algorithm will not partition the graph into communities if no good partition exists. Such a
graph is referred to as indivisible.

The algorithm not only partitions vertices into communities based on the signs of their cor-
responding elements in the leading eigenvector, but also provides a measure of how strongly a
vertex belongs to one community or the other, based on the sizes of their corresponding ele-
ments in the leading eigenvector. Evidently, the larger the element corresponding to a particular
vertex, the larger the impact on Q in (2.15) of moving that vertex to a different community.
The calculation of these communities is illustrated by means of an example.
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Example 2.4. Consider a graph G4 in Figure 2.7.

Figure 2.7: An unweighted graph G4 = (V, E) with vertex set V(G4) = {v1, v2, v3, v4, v5, v6, v7, v8,
v9, v10} and edge set E(G4) = {{v1, v2}, {v1, v10}, {v2, v6}, {v2, v7}, {v2, v8}, {v3, v4}, {v3, v5}, {v3, v9},
{v4, v5}, {v4, v9}, {v5, v9}, {v5, v10}, {v6, v7}, {v6, v9}, {v7, v8}, {v7, v10}, {v8, v10}}.

The adjacency matrix of this graph is

A(G4) =



0 1 0 0 0 1 0 0 0 1
1 0 0 0 0 1 1 1 0 0
0 0 0 1 1 0 0 0 1 0
0 0 1 0 1 0 0 0 1 0
0 0 1 1 0 0 0 0 1 1
1 1 0 0 0 0 1 0 1 0
0 1 0 0 0 1 0 1 0 1
0 1 0 0 0 0 1 0 0 1
0 0 1 1 1 1 0 0 0 0
1 0 0 0 1 0 1 1 0 0


.

Using (2.14), the modularity matrix B(G4) is given by



−0.250 0.667 −0.250 −0.250 −0.333 0.667 −0.333 −0.250 −0.333 0.667
0.667 −0.444 −0.333 −0.333 −0.444 0.556 0.556 0.667 −0.444 −0.444
−0.250 −0.333 −0.250 0.750 0.667 −0.333 −0.333 −0.250 0.667 −0.333
−0.250 −0.333 0.750 −0.250 0.667 −0.333 −0.333 −0.250 0.667 −0.333
−0.333 −0.444 0.667 0.667 −0.444 −0.444 −0.444 −0.333 0.556 0.556

0.667 0.556 −0.333 −0.333 −0.444 −0.444 0.556 −0.333 0.556 −0.444
−0.333 0.556 −0.333 −0.333 −0.444 0.556 −0.444 0.667 −0.444 0.556
−0.250 0.667 −0.250 −0.250 −0.333 −0.333 0.667 −0.250 −0.333 0.667
−0.333 −0.444 0.667 0.667 0.556 0.556 −0.444 −0.333 −0.444 −0.444

0.667 −0.444 −0.333 −0.333 0.556 −0.444 0.556 0.667 −0.444 −0.444


.

The eigenvalues and eigenvectors of B(G4) are calculated using some eigenvalue decomposition
method (such as the method described in §2.1). These eigenvalues, ordered in non-increasing
size, are

β(G4) = [2.853, 1.072, 0.345, 0.000,−0.377,−1.000,−1.000,−1.169,−1.967,−2.425]
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and their corresponding normalised eigenvectors are (the columns of)

−0.231 0.243 0.665 −0.316 −0.270 0.000 0.000 −0.228 −0.083 0.462
−0.347 0.236 −0.185 −0.316 −0.483 0.000 0.000 0.480 −0.321 −0.351

0.402 −0.001 −0.118 −0.316 −0.266 0.711 0.256 −0.250 0.091 −0.108
0.402 −0.001 −0.118 −0.316 −0.266 −0.703 0.278 −0.250 0.091 −0.108
0.363 −0.252 0.197 −0.316 0.119 0.000 0.000 0.725 0.218 0.280
−0.181 0.555 −0.013 −0.316 0.402 0.000 0.000 0.001 0.583 −0.240
−0.327 −0.131 −0.366 −0.316 0.382 0.008 0.534 −0.045 −0.267 0.370
−0.282 −0.397 −0.358 −0.316 −0.218 −0.008 −0.534 −0.188 0.349 0.210

0.357 0.265 −0.126 −0.316 0.333 −0.008 −0.534 −0.107 −0.525 0.052
−0.156 −0.517 0.422 −0.316 0.268 0.000 0.000 −0.139 −0.135 −0.566


.

Thus, β1 = 2.853 and

u1(G4) =



−0.231
−0.347

0.402
0.402
0.363
−0.181
−0.327
−0.282

0.357
−0.156


.

Placing vertices corresponding to positive elements of u1 in one community and the remaining
vertices in another community yields the subsets of vertices {v3, v4, v5, v9} and {v1, v2, v6, v7, v8, v10},
as shown in Figure 2.8. �

Figure 2.8: Two communities of the graph G4 calculated after one iteration of the spectral algorithm
and consisting of the subsets {v3, v4, v5, v9} and {v1, v2, v6, v7, v8, v10}, respectively.

The algorithm described above may be used to partition the vertices of a graph into two com-
munities. It is, however, desirable to be able to identify more than two communities within a
graph. To this end, Newman [278] adopted a recursive bisection approach based on the method
described above. During each iteration of the algorithm, the existing communities are parti-
tioned into two by maximising the modularity Q of each partition. The contribution to Q made
by partitioning a community g into two new communities is

Qg = sTB(g)s, (2.16)
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where

B
(g)
ij = Aij −

d(vi)d(vj)

2m
− δij

[
d(vi)

(g) − d(vi)
dg
2m

]
. (2.17)

In (2.17), δij is the Kronecker delta10, d(vi)
(g) is the degree of vertex vi within community g,

and dg is the sum of the total degrees d(vi) of the vertices in community g. This subdivision of
communities continues until the maximum value of Qg that may be obtained for any community
is less than or equal to zero.

Several characteristics of the spectral algorithm make it particularly useful in the analysis of
biological networks. First, as is evident from the above description, the number of communities
present in the graph do not have to be known a priori. Secondly, the sizes of the communities
in the graph are determined by the algorithm and do not have to be specified by the analyst.
Thirdly, the algorithm will not partition the graph into communities if no true community
structures exist and finally, the algorithm can easily be modified to incorporate data about the
similarity between vertices in the graph if data related to the similarities between vertices in the
graph are given in the form of (unsigned) edge weights. To this end, Aij and d(vi) are simply
replaced by (Aw)ij and

dw(vi) =
∑

vj∈N(vi)

(Aw)ij ,

respectively in (2.12)–(2.17) [277].

Furthermore, Newman [278] proposed a refinement to the spectral algorithm, referred to as the
vertex moving method. The vertex moving method works as follows: Starting from some initial
partition of the graph into two vertex groupings, the vertex that would result in the largest
increase (or smallest decrease if no increase is possible) in modularity is moved to the other
vertex grouping. This step is repeated until each of the vertices has been moved exactly once, at
which point the set of intermediate groupings produced during the operation of the algorithm is
searched to find the grouping resulting in the largest modularity. This grouping is then taken as
the initial division and the entire process is repeated until no further improvement in modularity
results.

Combining the vertex moving method with the spectral approach based on the leading eigen-
vector described above generally results in only a few percent increase in modularity. Those
few percent, however, allow Newman’s [278] spectral algorithm to outperform a number of other
community identification algorithms when applied to benchmark data sets. In [278] Newman
compared the modularities obtained by the betweenness-based algorithm of Girvan and New-
man [142], the fast and greedy algorithm of Clauset et al. [76] and the extremal optimisation al-
gorithm proposed by Duch and Arenas [109] when applied to the following networks: The karate
club network of Zachary [440], the network of collaborations of early jazz musicians constructed
by Gleiser and Danon [144], a metabolic network for the nematode C. elegans [188], a network of
email contacts between students [111], a network of mutual signing cryptographic keys [154] and
a co-authorship network of scientists working on condensed matter physics [276]. The spectral
algorithm in combination with the vertex moving method outperformed the betweenness-based
algorithm of Girvan and Newman [142] and the fast and greedy algorithm of Clauset et al. [76]
for every network and was only outperformed by the extremal optimisation algorithm of Duch
and Arenas [109] when applied to the jazz musician and email networks. In both cases the

10The Kronecker delta is a binary-valued function of two variables i and j (typically two integers), defined as

δij =

{
1 if i = j,
0 otherwise.
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modularity obtained by the extremal optimisation algorithm was marginally better than the
modularity obtained by the spectral algorithm, with an improvement of 0.003 and 0.002 for the
jazz musicians and email networks, respectively. The results obtained in respect of these bench-
mark tests enabled Newman to determine the time complexity of his refined spectral algorithm
in practice. He established that, when applied to a sparse graph, the run time of the modu-
larity maximisation step is O(n2) and the run time for the entire recursive bisection process is
O(n2 log n) [278]. Furthermore, Newman [278] and Newman and Girvan [142] also showed that
unweighted graphs representing real-world networks with high community structure typically
have Q values larger than 0.3.

2.6 The Spectral-1 algorithm

Newman’s notion of modularity, defined in §2.5 [278], has become prevalent in community detec-
tion algorithms [32, 39, 52, 98, 117, 125, 207, 254, 308, 429]. A well-known community detection
algorithm employing the notion of modularity is Spectral-1 proposed by White and Smyth [412].
In [412], White and Smyth derived the equivalent expression

Q(Pc) =
c∑

g=1

[
A(Vg,Vg)
A(V,V)

−
(
A(Vg,V)

A(V,V)

)2
]

(2.18)

for the modularity Q of the graph G = (V, E ,w) from (2.12), where Vg is the set of vertices
belonging to community g, Pc is a particular partition of G into c communities and

A(V ′,V ′′) =
∑

i∈V ′, j∈V ′′
(Aw)ij .

Therefore, in (2.18), A(V,V) is the sum of all edge weights in G, A(Vg,Vg) is the sum of within-
community edge weights (a within-community edge joins two vertices belonging to the same
community) and A(Vg,V) is the sum of the edge weights of all the edges in G incident to a
vertex in community g. If w = [1, 1, . . . , 1] (i.e.G is an unweighted graph), A(Vg,Vg)/A(V,V)
is the probability that a randomly selected edge joins two vertices in the same community and
A(Vg,V)/A(V,V) is the probability that an edge is incident to one vertex in community g.
Thus, (2.18) may be interpreted as a measure of deviation between the fraction of edges that fall
within communities of the graph G and the fraction of edges expected to fall within communities
for an appropriate null model of G. As in §2.5 a large positive Q value indicates a considerable
likelihood of community structure presence [412].

The Spectral-1 algorithm identifies communities in G by attempting to maximise (2.18) directly
for a particular partition, Pc. The algorithm starts by reformulating the maximisation problem as
a discrete quadratic assignment problem (QAP)11. Thereafter, the resulting assignment problem
is relaxed in order to facilitate approximations of a solution to the initial assignment problem
using eigendecomposition techniques. Next, the top c− 1 eigenvectors of the solution obtained
during the second step are calculated and used to form an embedding of the graph into (c− 1)-
dimensional Euclidean space. Finally, a clustering algorithm is applied to this embedding in
order to generate the communities of Pc.

To better understand the Spectral-1 algorithm, consider the n-dimensional graph G = (V, E ,w).
Spectral-1 starts by reformulating the modularity maximising problem as a quadratic assignment

11The quadratic assignment problem (QAP) is a classical combinatorial optimisation problem with a quadratic
objective function concerned with the optimal allocation of indivisible resources, subject to a set of linear
constraints [218].
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problem by rewriting (2.18) as

Q(Pc) ∝
c∑

g=1

[
A(Vg,Vg)A(V,V)−A(Vg,V)2

]
. (2.19)

Next, the entries of an n× c assignment matrix X = [x1, . . . ,xc], corresponding to the current
partition Pc of G, are determined by

xig =

{
1, if vi ∈ Vg
0, otherwise,

for all g ∈ {1, . . . , c}. Then, A(Vg,Vg) and A(Vg,V) may be written in terms of X, such that
A(Vg,Vg) =

∑n
i,j=1wijxigxig and A(Vg,V) =

∑n
i,j=1wijxig. Since A(V,V) = 2m (as defined in

§2.5), the reformulation of (2.19) in terms of X yields

Q(Pc) ∝
c∑

g=1

2m
n∑

i,j=1

wijxigxig −

 n∑
i,j=1

wijxig

2
=

c∑
g=1

[
2mx>g Awxg − x>g Dxg

]
,

(2.20)

where Dij = dwd
>
w and dw ∈ Rn×1 is a vector whose ith element is the weighted degree dw(vi)

of vertex vi [412]. Further simplification of (2.20) may be achieved. By the properties of the
trace operator (described in §2.1), tr(X>AwX) =

∑c
g=1

[
x>g Awxg

]
for any matrix Aw and its

corresponding assignment matrix X. Therefore, (2.20) may be rewritten as

Q(Pc) ∝ tr
(
X>(W −D)X

)
,

where W = 2mAw. The problem of maximising the modularity of the graph with adjacency
matrix Aw and assignment matrix X may then be expressed as

maximise
X

tr
(
X>(W −D)X

)
subject to X>X = M ,

}
(2.21)

where M is a c × c positive semidefinite matrix with diagonal entries mii = |Vg| for all
i ∈ {1, . . . , n}.

Although the decision problem underlying the discrete maximisation problem (2.21) is NP-
complete12 [412], it is possible to find a good approximate solution by transforming (2.21) into
a continuous optimisation problem [412]. This is accomplished by relaxing the discreteness
constraint xij ∈ {0, 1} so that xij ∈ R. The optimal solution to the relaxed problem may then
be determined by finding the derivative of the expression in (2.21) with respect to X and setting
it equal to 0 such that

tr
(
X>(W −D)X

)
+
(
X>X −M

)
Λ = 0, (2.22)

12A decision problem is a computational problem that may be posed as a yes-or-no question on a specific set of
inputs. In the realm of computational complexity theory, decision problems are classified based on the practical
difficulty of obtaining a solution to the problem. The complexity class NP (nondeterministic polynomial time)
consists of all decision problems for which yes-instances of the decision problem can be verified in polynomial
time. Furthermore, a decision problem Y is classified as NP-hard if every decision problem in NP can be
polynomially reduced to Y (note that Y is not required to be in NP). Thus, Y is at least as computationally
complex as any decision problem in NP. A decision problem is classified as NP-complete if it belongs to both
the NP and NP-hard complexity classes.
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where Λ = [λ1, . . . , λn],∈ Rc×c is the diagonal matrix of Lagrange multipliers13. Reformulat-
ing (2.22) as

LQX = XΛ, (2.23)

where LQ = D−W is the diagonal matrix referred to as the Q-Laplacian, results in a standard
matrix eigenvalue problem which may be solved by the methods described in §2.1. If the weighted
adjacency matrix Aw is normalised, (2.23) becomes

LQX = XΛ,

with
LQ = 1/n2E − 1/nA′w. (2.24)

In (2.24), E is a matrix in which each entry is 1, A′w is the normalisation of Aw and LQ is
an approximation of the normalised Laplacian14 [74, 361, 412]. As n → ∞, the term 1/n2E
approaches 0 much faster than 1/nA′w and thus plays a negligible role in the determination
of the matrix eigenspace. Therefore, for moderate values of n, A′w should provide a close
approximation of L [412]. The normalised weighted adjacency matrixA′w, is called the transition
matrix and is used to compute the eigenvector matrix UC = [u1, . . . ,uC−1] by means of some
eigenvalue decomposition method (White and Smyth [412] used the Implicitly Restarted Lanczos
Method [85]).

The eigenvector matrix UC is used to find the matrix U c for each value of c between a lower
bound cmin and upper bound cmax. For the purposes of this description, assume that cmin =
1 and cmax = C. The objective of the Spectral-1 algorithm is to find the value c and the
corresponding partition for which Q(Pc) is maximised. Note, when c = 1, no calculations are
required since all the vertices of the graph are in the same cluster, which yields Q(P1) = 0.

The values of Q(Pc) for the remaining C−1 possible partitions are calculated by completing the
following steps for each value of c ∈ {2, . . . , C}. First, U c is defined as the first c− 1 columns of
UC . Next, the `2-norm15 is used to scale the rows of U c so as to obtain a unit length for each
row vector. By applying some clustering method, these normalised row vectors are assigned
to intermediate communities which allows for the calculation of Q(Pc). Once Q(Pc) has been
calculated for each value of c, the Spectral-1 algorithm searches for the maximum value of Q(Pc)
and selects its corresponding partition Pc as its best solution.

The recommended clustering method in [412] is the k-means algorithm which may be used to
partition n data points xi, . . . ,xn into k ∈ {2, . . . , n} clusters16. The k initial clusters, C1, . . . , Ck,
are formed by arbitrarily selecting k data points and assigning the value of each data point to
be the mean µi of cluster Ci. The remaining data points are then assigned to a cluster by
minimising the distance between the data points in cluster i and µi measured according to an
appropriate distance measure. A relatively simple distance measure often used in the k-means
algorithm is the Euclidean distance. Thus data points are assigned to clusters by minimising

k∑
i=1

∑
x∈Ci

d(x,µi) =

k∑
i=1

∑
x∈Ci

||x− µi||2. (2.25)

Next, the data points in each cluster are used to calculate the new mean of that cluster. The
clusters are updated by minimising (2.25) upon employing the new means. The algorithm keeps

13Consider the optimisation problem in which f(x1, . . . , xn) is maximised (or minimised) subject the constraints
gi(x1, . . . , xn) = ci, and ci is a constant for all i ∈ {1, . . . ,m}. If ∇gi 6= 0, there exists some vector of Lagrange
multipliers Λ = [λ1, . . . , λm], such that ∇f(x1, . . . , xn) =

∑m
i=1 λi∇gi(x1, . . . , xn).

14The minus sign and constant 1
n

do not affect the resulting eigenspace [412].
15The `2-norm of a vector x = [x1, . . . , xn] is

√∑n
i=1 x

2
i .

16The performance of the k-means algorithm is highly dependent on the value of k selected [303].
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calculating new means and identifying their corresponding clusters until, for each cluster, the
means values converge. In order to reduce the time complexity of their algorithm, White and
Smyth [412] employed a version of the k-means algorithm introduced by Elkan [113]. This
algorithm produces the same results as the traditional k-means algorithm in a fraction of the
time by employing geometric inequalities to reduce the number of distance calculations required.

Example 2.5. The normalised eigenvectors µ1 and µ2 of the transition matrix A′w(G4) of the
graph G4 in Example 2.4 is given by

U2(G4) =



0.8094528 0.5871849
0.7466321 0.6652371
0.5194766 −0.8544847
0.5194766 −0.8544847
0.6478008 −0.7618098
0.9184055 0.3956403
0.7748411 0.6321560
0.7475691 0.6641841
0.6528260 −0.7575079
0.9251424 0.3796202


,

The rows of U2(G4) may be viewed as the coordinates of ten data points x1, . . . ,x10 in Euclidean
plane which must be partitioned into k = 2 clusters using the k-means algorithm.

First, data points x6 = [0.7466321, 0.6652371] and x2 = [0.9184055, 0.3956403] are arbitrarily
selected and their values assigned to µ1 and µ2, respectively. Thereafter, the remaining data
points are assigned to clusters by minimising (2.25), yielding C1 = [x1,x6,x7,x8] and C2 =
[x2,x3,x4,x5,x9,x10]. Recalculating µ1 and µ2, and once again minimising (2.25), yields the
clusters shown in the second row of Table 2.1 (corresponding to the second iteration of the
algorithm). From Table 2.1, it may be seen that the values of µ1 and µ2 converge after 4
iterations of the algorithm. Therefore, the final clusters are C1 = {x1,x2,x6,x7,x8,x10} and
C2 = {x3,x4,x5,x9}.

Table 2.1: The means µ1 and µ2 and their corresponding clusters C1 and C2 calculated for 4 iterations
of the k-means algorithm applied to U2(G4) (where k = 2).

Iteration µ1 µ2 C1 C2

1 0.9184, 0.3956 0.7466, 0.6652 {x1,x6,x7,x8} {x2,x3,x4,x5,x9,x10}
2 0.8126, 0.5698 0.6686, −0.3639 {x1,x2,x6,x7,x8,x10} {x3,x4,x5,x9}
3 0.8203, 0.5540 0.5849, −0.8071 {x1,x2,x6,x7,x8,x10} {x3,x4,x5,x9}
4 0.8203, 0.5540 0.5849, −0.8071 {x1,x2,x6,x7,x8,x10} {x3,x4,x5,x9}

Recall that the Spectral-1 algorithm uses the clusters obtained by the k-means algorithm to place
vertices into (intermediate) communities. Thus, if a data point xi is in C1, the corresponding
vertex vi is placed in community 1. The algorithm therefore produces the communities shown in
Figure 2.9. Evidently, for this particular example, the spectral and Spectral-1 algorithms produce
the same communities. �

The resulting time complexity of the clustering step in the Spectral-1 algorithm is approximately
O(nC2e), where e is the number of iterations of Elkan’s faster k-means algorithm. The Spectral-1
algorithm has an additional time complexity of O(mCh+nC2h+C3h) (where m is the number of
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Figure 2.9: The communities of the graph G4 corresponding to the clusters of U2(G4) obtained by the
k-means algorithm.

edges in the graph and h is the number of iterations required for convergence when implementing
Elkan’s k-means algorithm) for the computation of UC , resulting in an overall worst-case time
complexity of O(mCh+ nC2h+ C3h+ nC2e). Therefore, when applied to graphs containing a
large number of vertices, the expected execution time for the Spectral-1 algorithm is considerably
shorter than the expected execution time for Newman’s spectral algorithm.

2.7 Gradient descent

A common task in machine learning and mathematical modelling, is the unconstrained optimi-
sation of some multivariate function f, formulated as the minimisation problem

min z = f(x1, x2, . . . , xn) subject to (x1, x2, . . . , xn) ∈ R.

A number of different methods and heuristics may be employed in order to find an approximate
solution to such a minimisation problem. When f is differentiable and non-linear, gradient-based
optimisation approaches may, for instance, be utilised. The gradient vector of a multivariate
function f(x1, . . . , xn) is given by the vector of partial derivatives

∇f(x) =

[
∂f(x)

∂(x1)
,
∂f(x)

∂(x2)
, . . . ,

∂f(x)

∂(xn)

]
(2.26)

and defines the direction that produces the steepest increase in f (thus −∇f(x) specifies the
direction that produces the steepest decrease in f).

Gradient-based approaches may be partitioned into first-order and second-order methods17.
Arguably the most popular first-order method is the so-called vanilla gradient descent algorithm
outlined in pseudo-code form in Algorithm 2.1. The algorithm moves from a point xt over a
distance εt in the direction defined by the gradient vector (at iteration t) to reach a new point

xt+1 = xt − εt∇f(xt), t = 0, 1, 2, . . .

The values of xt are iteratively updated until a stopping criterion is met. Typically, the process
is terminated when the norm of the gradient vector is smaller than a given tolerance value, as

17When implemented on a large data set, second-order gradient-based approaches are significantly slower than
their first-order counterparts [370]. For this reason, second-order gradient-based optimisation methods are not
considered in this dissertation.
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Algorithm 2.1: Vanilla gradient descent

Input : A starting point x0, and a stopping tolerance δ.
Output: The approximate point x∗ at which the function f reaches its minimum value.

t← 0;1

∇f(xt)←
[
∂f(xt)
∂(x1) ,

∂f(xt)
∂(x2) , . . . ,

∂f(xt)
∂(xn)

]
;2

while ||∇f(xt)|| > δ do3

Select εt by minimising f(xt − εt∇f(xt)) subject to εt ≥ 0;4

xt+1 ← xt − εt∇f(xt);5

t← t+ 1;6

∇f(xt)←
[
∂f(xt)
∂(x1) ,

∂f(xt)
∂(x2) , . . . ,

∂f(xt)
∂(xn)

]
;7

return x∗ ← xt8

shown in Step 3. Alternatively, the iterative process may be terminated based on the successive
objective condition |f(xt+1) − f(xt)| < δ or the successive point difference ||xt+1 − xt|| < δ,
where δ is a predefined tolerance.

The gradient vector ∇f(x) defines the direction in which the algorithmic search moves during
each update, but not how far it moves in the direction of the negative gradient vector. The
distance εt over which the algorithm moves along the gradient vector during iteration t is called
the step size or learning rate of the algorithm. The step size εt may be selected in a number
of ways. One approach, called line search approach, involves selection of a new step size εt
during each iteration by minimising f(xt − εt∇f(xt)), subject to εt ≥ 0, as shown in Step 4
of Algorithm 2.1. Often, however, less computationally expensive approaches are preferred.
One such alternative to the line search approach is simply to select a small positive constant
step length. Another is to specify an initial step size along with some method of step length
adaptation. If, for instance, the value of f(xt+1) > f(xt), the algorithm has evidently moved
past the local minimum. Then, one could decrease the step size during the next iteration in
order to move closer to the true local minimum.

A brief worked example of the vanilla gradient descent algorithm, taken from [417], is presented
below.

Example 2.6. The vanilla gradient descent method is implemented to approximate the solution
to

min z = f(x1, x2) = (x1 − 3)2 + (x2 − 2)2, (2.27)

subject to the constraints (x1, x2) ∈ R2. The direction of steepest descent at iteration t is given
by the gradient vector

−∇f(xt) = (−2(x1 − 3),−2(x2 − 2)) . (2.28)

Substituting the arbitrary initial point x0 = (1, 1) into (2.28) yields ∇f(1, 1) = (4, 2). Thus, ε0,
is selected to minimise

f(ε0) = f [(1, 1)− ε0(4, 2)]
= f(1− 4ε0, 1− 2ε0)
= (−2− 4ε0)2 + (−1− 2ε0)2

by setting f ′(ε0) = 0, it follows that

−8(−2− 4ε0)− 4(−1− 2ε0) = 0,

which yields the value ε0 = −0.5.
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Therefore,
x1 = x0 − ε0∇f(x0)

= (1, 1)− (−0.5)(4, 2)
= (3, 2).

Substituting x1 into (2.28) gives ∇f(3, 2) = (0, 0). Thus, ||∇f(3, 2)|| = 0 and so the search
is terminated, yielding the optimal solution (x∗1, x

∗
2) = (3, 2) with an objective function value

z∗ = 0. �

2.8 Markov chains

A discrete-time stochastic process is a collection of random variables describing the evolution of
a system with respect to discrete points in time. If the random variable Xt takes the value i,
the process is said to be in state i at time t. The set S of all the possible values of Xt is called
the state space of the process [148].

A discrete-time stochastic process with the finite state space S = {1, . . . , s} is called a Markov
chain [313] if, for every sequence of states i0, . . . , it, it+1 ∈ S, and all t ∈ N,

P (Xt+1 = it+1 |Xt = it,Xt−1 = it−1, . . . ,X0 = i0) = P (Xt+1 = it+1 |Xt = it) . (2.29)

In simple terms (2.29) states that, given the current state of the system at time t, the future
state of the system at time t + 1 is independent of all states passed through prior to reaching
the current state at time t. This is called the memoryless property of a Markov chain.

If the probability distribution P (Xt+1 = j |Xt = i) is independent of the value of t for all states
i and j, the Markov chain is said to be stationary [313]. For a stationary Markov chain,

P (Xt+1 = j |Xt = i) = pij ,

where pij denotes the fixed probability that, given that the system is in state i at time t, it will
be in state j at time t+ 1, and is referred to as a one-step transition probability.

The one-step transition probabilities of a Markov chain may be captured in the form of a square
transition probability matrix, denoted by P . The s × s transition matrix of the Markov chain
with state space S = {1, . . . , s} may, for example, be written as

P =


p11 p12 · · · p1s

p21 p22 · · · p2s
...

...
...

ps1 ps2 · · · pss

 .
Note that, since the entries of P denote probabilities, the value of pij is nonnegative for all
i, j ∈ S. Moreover, it is evident that, if the system is in state i at time t, it must transition to
some state in S at time t+ 1. It follows that, for each state i,

j=s∑
j=1

pij = 1.

In other words, the entries in each row of the transition matrix must sum to 1.

Given a stationary Markov chain with transition probability matrix P , consider the following
question: If the Markov chain is in state i at time m, what is the probability that n periods
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later the Markov chain will be in state j? Recall that the probability distribution of a stationary
Markov chain is independent of the value of m. It therefore follows that

P (Xm+n = j |Xm = i) = P (Xn = j |X0 = i) = Pij(n),

where Pij(n) is called the n-step transition probability. Evidently, if n = 1, the n-step transition
probability Pij(1) = pij .

Next, consider the 2-step transition probability Pij(2). In order for a system currently in state
i to be in state j two time periods from now, the system must transition from state i to some
intermediate state k ∈ S and then transition onwards from state k to state j. Let pik be the
probability of transitioning from state i to state k and pkj be the probability of transitioning
from state k to state j. Then, for a fixed state k, the probability that the system transitions
from state i to state j via the given intermediate state k, is pikpkj . Let the intermediate state
k be any of the states in S. Then, summing over all possible states k, the probability that the
system reaches state j from state i in two time periods is given by

Pij(2) =
∑
k∈S

pikpkj . (2.30)

It may be seen that the right-hand side of (2.30) is simply the scalar product of the ith row
vector and jth column vector of the transition probability matrix P . Therefore, Pij(2) is given
by the entry in the ith row and jth column of the matrix product P 2. More generally, it may
be shown that for n > 1, Pij(n) is the entry in the ith row and jth column of the nth power P n

of the transition probability matrix [417]. An illustrative example, adapted from Winston [417],
follows.

Example 2.7. Consider the Markov chain with state space S = {1, 2} and transition probability
matrix

P =

[
0.90 0.10
0.20 0.80

]
.

Given that the system is currently in state 2, suppose the following have to be determined:
(a) The probability that the system will be in state 1 after two transitions, and (b) the probability
that the system will be in state 2 after three transitions.

(a) The 2-step transition probability matrix is

P 2 =

[
0.90 0.10
0.20 0.80

] [
0.90 0.10
0.20 0.80

]
=

[
0.83 0.17
0.34 0.66

]
,

with P21(2) = 0.34. Therefore, there is a probability of 0.34 that the system will be in state
1 after two transitions, given that it is currently in state 2.

(b) The 3-step transition probability matrix is

P 3 = P (P 2) =

[
0.90 0.10
0.20 0.80

] [
0.83 0.17
0.34 0.66

]
=

[
0.78 0.22
0.44 0.56

]
,

with P22(3) = 0.56. Hence there is a probability of 0.56 that the system will be in state 2
after three transitions, given that it is currently in state 2. �

In the example above, the initial state of the Markov chain was given, but this may not always
be the case. The initial state of a Markov chain may also be defined stochastically by specifying
its initial probability distribution, captured in vector form as q = [q1, . . . , qs], where qi denotes
the probability that the system is in state i at time t = 0.
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Then, given the initial probability distribution q of a Markov chain with transition probability
matrix P , the probability that the system is in state j at time n is given by

s∑
i=1

qiPij(n) = qP n
.j , (2.31)

where P n
.j is the jth column vector of the matrix power P n.

Interestingly, there exists a type of Markov chain for which the probability distribution of the
system is independent of the initial probability distribution for large values of n [313]. A formal
description of the class of Markov chains that exhibit this behaviour, however, requires a basic
understanding of the classification of states in a Markov chain. This classification is based on a
number of basic concepts.

First, a path in a Markov chain is defined as follows: Given two states i and j, a path exists from i
to j if there is a finite sequence of states i0, i1, . . . , im such that i0 = i, im = j and the transition
from state it to state it+1 has a positive probability of occurring for all t = 0, 1, . . . ,m − 1.
Moreover, a state j is said to be reachable from a state i if there is a path from i to j. Note
that, equivalently, if state j is reachable from state i there exists an n-step transition probability
Pij(n) > 0 for some n ≥ 0.

Consider, for example, a Markov chain with state space S = {1, 2, 3, 4, 5} and transition proba-
bility matrix

P 1 =


0.4 0.6 0 0 0
0.5 0.5 0 0 0

0 0 0.3 0.7 0
0 0 0.5 0.4 0.1

0.1 0 0 0.7 0.2

 .

In this case, State 5 is reachable from state 3 via the path 3, 4, 5. Similarly, state 3 is reachable
from state 5 via the path 5, 4, 3. States 3 and 5 are therefore said to communicate. Formally,
two states i and j communicate if j is reachable from i and i is reachable from j.

States 1 and 5, on the other hand, do not communicate because although state 1 is reachable
from state 5, state 5 is not reachable from state 1. State 5 is an example of a so-called transient
state. A state i is a transient state if there exists a state j that is reachable from i but from
which i is not reachable. In other words, a state i is classified as transient if there is a path along
which the system can leave state i but from which it can never return to state i. Note that the
probability that the system is in any transient state i after a large number of periods approaches
zero since every time the system enters a transient state i there is a positive probability that
the system might transition from i to some state j from which it can never return to state i. If
a state is not transient, it is called a recurrent state. States 1 and 2 are examples of recurrent
states.

Moreover, a state i is periodic with period k > 1 if k is the smallest integer such that all paths
leading from state i back to state i have a length that is a multiple of k. If a recurrent state is
not periodic, it is referred to as aperiodic.

Finally, a Markov chain is said to be ergodic if all its states are recurrent, aperiodic and com-
municate with each other. Ergodic Markov chains have certain properties that make them
particularly useful. In the remainder of this section, a brief overview of such a property is
provided.
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Let P be the transition probability matrix of an ergodic Markov chain with state space S =
{1, . . . , s}. Then, there exists a unique probability vector π = [π1, . . . , πs] such that

lim
n→∞

P n =


π1 π2 · · · πs
π1 π2 · · · πs
...

...
...

π1 π2 · · · πs

 .
Consequently, for any initial state i,

lim
n→∞

Pij(n) = πj

and, for an arbitrary initial probability distribution vector q,

lim
n→∞

qP n = [π1, . . . , πs] .

That is, over the long run, the probability distribution of the Markov chain converges and, for
any starting state or initial probability distribution, there is a probability πj that the system
will be in state j.

The vector π = [π1, . . . , πs] is called the steady-state distribution of the Markov chain [148].
Once this steady-state distribution has been reached, the probability distribution of the Markov
chain remains unchanged during all subsequent time periods. The vector π is, therefore, the
steady-state distribution for a Markov chain with transition matrix P if

πj = P (X1 = j) =
∑
i∈S

P (X1 = j |X0 = k)P (X0 = k) =
∑
k∈S

πkpkj , j ∈ S. (2.32)

This system of equations may be expressed in matrix from as

π = πP . (2.33)

Evidently, π is invariant18 with respect to multiplication by the transition matrix P .

Note that an infinite number of solutions exist for (2.33) and, equivalently, for the system of
equations in (2.32). Recall, however, that for a Markov chain with transition matrix P , there
exists a unique steady-state distribution. A unique steady-state distribution may be obtained
by requiring that, for any n and any i, ∑

j∈S
Pij(n) = 1. (2.34)

Letting n approach infinity in (2.34) yields the requirement

s∑
j=1

πj = 1. (2.35)

The steady-state distribution of a Markov chain may therefore be obtained by replacing any of
the equations in (2.32) by (2.35) and solving the resulting system of equations simultaneously.
An illustrative example, again adapted from Winston [417], follows.

18A function, quantity, or property which remains unchanged when a specified transformation is applied is in-
variant with respect to that transformation.
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Example 2.8. Consider, once again, the Markov chain with state space S = {1, 2} and transi-
tion probability matrix

P =

[
0.90 0.10
0.20 0.80

]
.

Substituting P into (2.33) yields

[
π1 π2

]
=
[
π1 π2

] [ 0.90 0.10
0.20 0.80

]
,

which may be rewritten as the system of equations

π1 = 0.90π1 + 0.20π2, (2.36)

π2 = 0.10π1 + 0.80π2. (2.37)

Replacing (2.37) by the condition π1 + π2 = 1, the system becomes

π1 = 0.90π1 + 0.20π2,

1 = π1 + π2.

Solving this system of equations yields π1 = 2
3 and π2 = 1

3 . Therefore, after a large number of
transitions, the system is expected to reach a steady state and the probabilities that the system
will be in state 1 and 2 are 2

3 and 1
3 , respectively. �

2.9 Rank aggregation

A discrete space T may be viewed as an unordered list T = {1, 2, . . . , |T |}. A permutation of
T , denoted by Ω(T ) =

(
t1, t2, . . . , t|T |

)
, such that RΩ(ti) < RΩ(tj) for any i < j, is a complete

ranking (i.e. an ordered list) of the elements in T that does not allow for ties. Here, RΩ(t)
denotes the rank of element t under the ranking mechanism (e.g. a permutation or function) Ω
and Ω(T ) denotes the fully ranked list19.

In practical applications a fully ranked list is seldom required [241]. Instead, it is generally more
useful to consider a partially ranked list S ⊂ T under ranking mechanism Ω. A partially ranked
list is an ordered list S =

(
s1, s2, . . . , s|S|

)
comprising the top k = |S| elements in T , ordered

according to their ranks such that RΩ(si) < RΩ(sj) for i < j, and is referred to as a top-k list.
It is implicitly assumed that an element in T which does not appear in S is ranked lower than
k.

The rank aggregation (RA) problem encountered in the field of bioinformatics may be defined
as follows: Given L top-k lists20, denoted by S` with |S`| = k` and ` = 1, . . . , L, determine a
new ranking of the elements in S = ∪L`=1S` that synthesises the information contained in the
individual lists [242]. In other words, the objective of the RA problem is to find an overall
ordering of the elements by combining the individual ranked lists.

Various approaches towards solving the RA problem have been proposed in the literature which
may be classified broadly as distribution-based algorithms, optimisation algorithms, Bayesian
methods and heuristics [237, 241]. The first category of algorithms, distribution-based algo-
rithms, comprises RA algorithms based on Thurstone’s model [379]. Thurstone’s model is a

19Curly brackets are used when the ordering of the elements in the list is arbitrary and parenthesis are used to
denote an ordered list in which elements are ranked from highest to lowest.

20It is assumed that the underlying spaces of the individual lists are the same.
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stochastic transitivity model with latent variables for describing the mapping of some continu-
ous scale onto discrete ordered categories of response. In this model, each of these categories
of response corresponds to a latent variable whose value is drawn from a Gaussian distribution,
independently of the other response variables and with constant variance [379].

The second class of RA methods, optimisation algorithms, typically attempt to minimise the
disagreement between the aggregate rankings and the rankings in the input lists based on some
measure of distance [242]. The problem of finding an optimal aggregated ranking is, however,
NP-hard even when only a few ranked lists are considered [241]. In order to circumvent the
combinatorial nature of the problem, stochastic search algorithms are often employed to find
near-optimal solutions.

Bayesian methods have become increasingly popular as of late and the majority of recently
published RA approaches reside in this category [237]. These algorithms employ statistical
inference techniques in order to posit a probability distribution over the aggregate rankings
given the rankings, in the individual ranked lists [237, 373].

The last category of RA methods mentioned, heuristic algorithms, are based on a variety of
underlying notions that cannot be summarised as concisely as the aforementioned classes of RA
methods. Heuristic RA algorithms do, however, share a number of properties. More specifically,
RA heuristics typically do not attempt to optimise any criterion, they are computationally
efficient, and are generally fairly intuitive. A recent comparative study of fourteen RA methods
in genomic applications [237] found that three heuristic methods developed within a Markov
chain modelling framework consistently ranked among the best-performing RA algorithms, even
outperforming a number of the more novel Bayesian methods.

In these Markov chain RA algorithms [241], the union of the elements from the given top-k
lists forms the state space of an ergodic Markov chain. The transition matrix of this Markov
chain is constructed in a way such that the chain’s steady state distribution will have larger
probabilities corresponding to states (the elements to be ranked) that are ranked higher. In
other words, the steady state distribution of the Markov chain determines the rankings of the
elements in the aggregated list. These Markov chain RA algorithms, called MC1, MC2 and
MC3, are differentiated by their transition probability matrix construction methodologies.

Let S1, . . . ,SL be L top-k lists with corresponding underlying ranking mechanisms Ω1, . . . ,ΩL.
Then, S = ∪L`=1S` comprises all the elements to be ranked and makes up the state space of the
Markov chain. Each element to be ranked is, therefore, represented by a state in the Markov
chain.

For each state u ∈ S ∩ Sc` , where Sc` is the complement of S`, define RΩ`
(u) = k` + 1. The

transition probability puv from state u to state v may then be computed using information
about pairwise rankings e.g. state v is ranked higher than state u in the individual list S`.

The MC1 [242] transition probability matrix construction approach is based on an algorithm
proposed by Dwork et al. [110] and involves constructing the matrix as follows: For each u ∈ S,
the probability that the chain transitions from state u to state v in one time period is

puv =

{
1/|S| if RΩ`

(u) > RΩ`
(v) for at least one of the input lists,

0 otherwise,
(2.38)

where v 6= u and v ∈ S. The probability that the chain remains in its current state is defined as

puu = 1−
∑
v 6=u,
v∈S

puv. (2.39)
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During each transition, the chain will therefore either transition to a state with a higher ranking
in at least one of the input lists with equal probability or remain in its current state.

The MC2 [242] algorithm may be interpreted as a majority-rule algorithm and defines the
probability that the chain transitions from state u to state v as

puv =

{
1/|S| if RΩ`

(u) > RΩ`
(v) for a majority of the input lists,

0 otherwise,
(2.40)

where v 6= u and v ∈ S. The probability that the chain remains in its current state is once
again given by (2.39). Constructing the transition matrix in this manner encourages the chain
to transition to a state with a higher ranking in at least half of the input lists or remain in its
current state. The MC2 algorithm may be viewed as an extension of the algorithms proposed
by Dwork et al. [110] and by DeConde et al. [92].

The final Markov chain-based RA algorithm, namely MC3 [242], is a modification of an algorithm
proposed by DeConde et al. [92] and is capable of accommodating both fully ranked and top-k
lists. For each u ∈ S let

puv =

∑L
`=1 I (RΩl

(u) > RΩl
(v))

L|S|
, (2.41)

where v 6= u, v ∈ S, and I(·) is the indicator function that evaluates to 1 if the condition inside
the parenthesis is satisfied, or 0 otherwise. Moreover, as for the previous two algorithms, the
probability that the chain remains in its current state is given by (2.39). The chain will move
to a new state with a probability proportional to the number of lists that rank the new state
higher than the current state.

Note that, for each of these three algorithms, it is required that the Markov chains for which the
transition matrices are constructed have unique steady state distributions. In order to ensure
that a Markov chain is ergodic, the transition probabilities may be modified as follows

p′uv = (1− α)puv + α/|S|, (2.42)

where α is a tuning parameter which is usually assigned a small value.

2.10 Chapter summary

The purpose of this chapter was to provide the reader with an overview of mathematical prereq-
uisites pertinent to the techniques employed later in this dissertation. The chapter opened with
an introduction to basic notions related to eigenvalues and eigenvectors, and this was followed
by a brief overview of requisite graph theoretical fundamentals. Subsequently, the notions of a
graph Laplacian and of harmonic functions were reviewed, after which the community detection
algorithm proposed by Newman [277] was outlined. Subsequently, another popular community
detection algorithm, Spectral-1, was described, and this was followed by a description of the
vanilla gradient descent algorithm. The penultimate section of the chapter was devoted to a
description of ergodic Markov chains and their steady state distributions. Finally, the chapter
concluded with a brief overview of RA methods, including descriptions of three heuristic RA
algorithms.
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This chapter contains descriptions of several machine learning principles and methods pertinent
to the efforts presented in this dissertation. It opens in §3.1 with an outline of the various
types of machine learning. The focus in §3.2 is on a number of fundamental notions related
to the training and evaluation of machine learning models. This is followed, in §3.3, by an
overview of the popular machine learning model, support vector machines. Furthermore, §3.4 and
§3.5 see discussions on semi-supervised learning (SSL) and its sub-paradigm, graph-based SSL,
respectively. The chapter also includes a brief account in §3.6 of graph construction methods
implemented in graph-based SSL applications. Sections 3.7 and 3.8 contain descriptions of
seven graph-based SSL algorithms and a brief introduction to the notion of positive-unlabelled
learning, respectively. The penultimate section of the chapter is devoted to a brief account
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of some well-known hyperparameter learning algorithms as well as a more detailed description
of the state-of-the-art hyperparameter learning algorithm, PG-learn, developed expressly for
hyperparameter learning in graph-based SSL applications. The chapter finally closes with a
brief summary in §3.10.

3.1 Machine learning paradigms

Arguably the most well-known branch of artificial intelligence, machine learning, is based on the
notion that systems can be trained to learn from experience whilst requiring minimal human
intervention. Mitchell [195] defines the notion of learning in this context as the improvement of
some performance measure P as a result of some type of training experience E when executing
some class of tasks T.

Traditionally, the core machine learning paradigms were classified into three categories: Rein-
forcement learning, unsupervised learning and supervised learning [195]. In the reinforcement
learning paradigm the learning agent interacts with its environment in order to achieve a goal.
It is trained to develop a control strategy which dictates its actions in an unknown dynamic en-
vironment. Each action reaps a reward, the size of which depends on both the action performed
and the state of the environment prior to the action’s execution. The objective when employing
reinforcement learning is to identify a control strategy which will maximise the cumulative ex-
pected reward over time. An important characteristic of reinforcement learning is that training
data examples do not indicate which response is correct for a particular input. Rather, training
data are assumed only to provide an indication as to whether an action is correct or incorrect.
If an action is determined to be incorrect, the system must continue to attempt different actions
until the correct action is found. Thus, the system essentially learns on a trial-and-error basis.

An unsupervised learning system is typically used to analyse a set of unlabelled training data
in order to infer patterns and identify the underlying structures in the data set. Examples of
problems well-suited to unsupervised learning methods include anomaly detection, association
mining1, dimension reduction2 and clustering.

In contrast, a supervised learning system is trained using a set of labelled data which takes the
form of a collection of (feature, label)-pairs. Therefore, unlike reinforcement- and unsupervised
learning, the correct response (label) for each input in the training data is known. The objective
of the supervised learning system is to observe the feature(s) of a new input and assign the
correct label accordingly.

The paradigms described above are useful for the organisation of basic machine learning method-
ologies, but much current research utilises elements from more than one paradigm. One such
example is semi-supervised learning (SSL) classification. Classification is typically performed
using supervised learning models. Acquiring sufficient labelled data to train a supervised learn-
ing classifier may, however, prove challenging. Labelled data are seldom readily available in
large quantities and data annotation is an expensive and time-consuming effort. Conversely,
unlabelled data are often freely available in large quantities. SSL algorithms augment the set
of labelled data available with unlabelled data in the hope of gaining additional insights into
underlying structure of the data. The primary purpose of semi-supervised learning is thus to

1The data mining process whereby rules that may govern the causal structures and associations between sets of
items are determined [376].

2The process whereby a set of principle variables are obtained in order to reduce the number of random variables
that need to be considered [133].
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exploit both labelled and unlabelled data in order to achieve superior model performance with
less annotation effort.

Machine learning problems may also be categorised as regression or classification problems,
based on the desired output of the model. Regression models predict continuous variables,
whereas, classification models, or classifiers, aim to predict discrete values. It is important to
note that whilst the ultimate purpose of classifiers is to predict discrete values which may be
used to assign data instances to different categories, the models may produce predictive values
(values that indicate the probability that a particular data point is associated with a specific
discrete variable) which are continuous. These values are then used to assign discrete values to
the data instances.

3.2 Machine learning fundamentals

The machine learning process may be structured in a generalised framework. Several frameworks
have been suggested for this purpose [62, 457], the majority of which may be summarised in the
following steps3:

1. Problem definition: Before a suitable model architecture can be identified, the problem
to be solved by means of machine learning methods must be understood. The definition
of a particular problem may often be determined by answering the following questions,
“What are the available input data?”, “What is the model trying to predict?” and “What
type of problem must be solved?” Examples of problem types include regression problems,
binary classification problems (an item may belong to one of two classes), multi-class
classification (an item may belong to one, and only one, of c > 2 classes) problems, and
clustering problems.

2. Data collection: In the vast majority of instances, the quantity and quality of the input
data is the primary influencer of a model’s performance [62].

3. Selection of performance metrics: In order to accurately measure the success achieved by
a particular machine learning implementation, a performance metric suited to the problem
type must be selected. For class-balanced classification problems, in which each data point
is equally likely to belong to any of the specified classes, for instance, accuracy and the
area under the curve (AUC) receiver operating characteristic (ROC) curve are commonly
used. On the other hand, precision and recall reflect the performance of a model more
accurately when implemented for a class-imbalanced problem4. The AUC ROC may also
be used when evaluating class-imbalanced problems since the ROC remains unchanged for
varying proportions of positive and negative observations and, therefore, provides a more
robust measure of the model’s performance when compared with the accuracy. Because
the ROC is not sensitive to the sizes of the positive and negative classes, however, it fails
to capture the effect of such a class-imbalance on the performance of the model. It is for
this reason that the AUC ROC metric is often considered in conjunction with the precision
and recall of a model when a significant class-imbalance exists within the data.

4. Selection of an evaluation protocol : In order to learn, a model must be able to gauge its
progress by evaluating the quality of its results.

3The steps in this framework need not necessarily be performed in order and it is often necessary to repeat earlier
steps as one’s understanding of the problem develops.

4In a binary class-imbalanced problem, the true size of one class is considerably larger than the other.
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5. Data preparation: This step may, for instance, include data cleaning (e.g. imputing values
for or removing data points with missing entries), converting the data into a usable format,
and normalisation or scaling.

6. Feature engineering : In some cases, a machine learning algorithm cannot learn from com-
pletely arbitrary data. The performance of a particular algorithm may be improved in
such case by hard-coding data transformations based on knowledge about the particular
algorithm as well as the input data. Skilful feature engineering may allow an algorithm
to solve the given problem using fewer resources (e.g. processing power) and requiring less
input data.

7. Model selection: Different models may yield different results on the same input data.
This is so because model performance is highly dependent on the suitability of the model
architecture for the specific problem and input data. The selection of a suitable model is
guided by a number of the steps above. For example, unsupervised methods are typically
more suited to regression problems (problem definition), supervised learning cannot be
performed without labelled data (data collection) and perceived performance encourages
the selection of an algorithm that optimises the correct objective (selection of performance
metrics).

8. Model configuration: This is the step during which learning takes place. The model is
fed input data and then iteratively makes predictions (based on this data), evaluates the
results and adjusts the model parameters and hyperparameters until a satisfactory level of
performance is reached.

9. Model evaluation: The model is tested on a set of previously unseen data and its perfor-
mance assessed using the performance metrics selected in Step 3.

3.2.1 Model training

The configuration of a machine learning model is described by the model’s parameters and
hyperparameters. A model parameter is a configuration variable that is learned during training
(i.e. its value can be estimated from the input data). Model parameters largely define the
capabilities of a particular model and are required for prediction. The hyperparameters of a
model, on the other hand, cannot be estimated from the input data. Since the values of the
best hyperparameters for a particular problem are not known, they are typically specified by
the practitioner prior to the learning process. The initial hyperparameter values are selected
arbitrarily5 and iteratively adjusted with the aim of improving the model’s performance. The
process whereby a model attempts to find good hyperparameters for a particular problem is
called hyperparameter tuning.

In order to configure machine learning models, they must be trained. Machine learning models
are trained using data. Critically, however, the amount of data available for training purposes is
finite. Thus, it is a limited resource and should be utilised as such. In order to reliably measure
the performance of a model, for instance, the model must be tested on a set of data that was
not used during training. The input data are therefore typically split into three sets, namely a
training set, a validation set and a test set6.

5In some cases, typically for a well-studied type of problem, it will be known that the hyperparameter will most
likely lie within a certain range. The initial hyperparameter values are then generally chosen arbitrarily but
within that range.

6The terms test set and test data are used interchangeably since the test set comprises all the test data.
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The training set is used to find model parameters for which the chosen machine learning algo-
rithm will closely fit the test data. In order to gauge the model’s ability to generalise to data
not included in the training set, the model is evaluated on the validation set — a subset of the
training data7 excluded during model training. The performance measures of the model on the
validation set are then used in a feedback loop to tune the model hyperparameters (the values
provided by this feedback loop guide the hyperparameter tuning process). Good hyperparam-
eters should therefore result in a model that is capable of generalising to unseen data. The
iterative process whereby a model configuration that yields satisfactory results is obtained, as
well as the manner in which the three data subsets are utilised, is illustrated in Figure 3.1.

Figure 3.1: The procedure whereby a machine learning model is trained and evaluated on the training
set, the validation set and the test set.

The development of a model with poor generalisation abilities is often the result of overfitting.
Overfitting occurs when there are no bounds on the complexity of the function space the model
is allowed to explore. Intuitively, the model will then minimise the divergence of the values
predicted by the model from the training data points by generating a function that fits the
training data exactly. Models which have been overfitted are characterised by low bias and
high variance. In general, if a model performs particularly well on the training set but poorly
on the test set, overfitting has occurred. Conversely, if an overly simplistic model is trained
it may underfit the data and consequently be unable to adequately describe the variance in
the data (models that have been underfitted typically have high bias and low variance). This
phenomenon is known as the bias-variance-trade-off.

7Training data refers to the entire data set excluding the test data and the training set refers to the subset of the
training data which excludes data contained in the validation set.
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As previously mentioned, the validation set may be used to evaluate the model hyperparame-
ters. The danger exists, however, that, overfitting then occurs on the validation set (although
the model was never trained on the validation set directly). Overfitting on the validation set
is a result of information leaks. Each time a model is evaluated on the validation set and the
hyperparameters are tuned accordingly, the model learns some information about the validation
data. Intuitively, if a particular validation set is only used for one iteration of hyperparameter
tuning, very little information about the validation set is leaked to the model. The performance
of a model on this validation set is therefore still a relatively reliable indicator of the model’s
generalisability. If, however, the model hyperparameters are repeatedly tuned based on the per-
formance obtained for the same validation set, the model will eventually gain enough knowledge
about the validation set that it once again becomes optimised for that specific set of data (the
validation set) and loses generalisability. In other words, using the same validation set for mul-
tiple iterations of hyperparameter tuning could potentially lead to overfitting on the validation
set.

It is also important to note that, although the performance of the model on the validation
set is indicative of the model’s generalisability (and consequently its expected performance on
unseen data), the model was exposed to the validation set during model development. In order
to accurately assess the performance of the final model, it must be evaluated on data that are
entirely unknown to the model. To that end, the test data set is completely ignored during the
development of the model. The final evaluation of the model is thus performed using the test
data set.

3.2.2 Evaluation metrics

A considerable number of performance metrics for machine learning models have been proposed.
As may be expected, different metrics may produce varying results for the same model. It is
often observed that a model performs well according to one metric but poorly when evaluated
using another. This may typically be ascribed to the suitability of the performance metric to the
particular model8. Nevertheless, even if one only considers metrics that are generally considered
to be suited to the particular type of problem, evaluations of the model’s performance will vary.
It is therefore recommended that a model’s abilities be evaluated using a number of performance
metrics.

In this section, a number of performance metrics that may be used in the context of a binary
classification problem are considered. In a binary classification problem, each data point belongs
to one of two classes, namely a so-called positive class or a negative class. The data points in
the training data that belong to the positive and negative classes are called the positive set and
the negative set, respectively (it is common practice to label instances in the positive set 1 and
instances in the negative set 0).

In order to evaluate a binary classifier, the predictions made by the model are partitioned into
four categories as follows. If a data point belongs to the positive class, and it is classified as
positive, it is a true positive (TP). Similarly, if a data point that belongs to the negative class is
classified as negative, it is called a true negative (TN). Classification errors are also partitioned
into two categories. A false positive (FP) occurs when a data point that belongs to the negative
class is incorrectly classified as positive. Conversely, if a data point belonging to the positive
class is erroneously classified as negative it is called a false negative (FN)9. The number of
instances that fall into each of these four categories is often presented in an intuitive format,

8An unsuitable method may also report significantly better performance than the true performance of the model.
9In the realm of statistics, FPs and FNs are referred to as type I and type II errors, respectively.
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the so-called confusion matrix, shown in Figure 3.2 (instances of correct classification lie on the
diagonal of the matrix). The confusion matrix forms the basis for numerous evaluation metrics.

Figure 3.2: A confusion matrix showing how many model predictions are categorised as TPs (top-
left quadrant), FPs (top-right quadrant), FNs (bottom-left quadrant) and TNs (bottom-right quadrant),
respectively.

One of the most popular, yet simple, evaluation metrics is classification accuracy (CA) which
measures the ratio of correct predictions relative to the total number of predictions, calculated
as

CA =
a+ d

a+ b+ c+ d
,

where a, b, c and d denote the number of TPs, FPs, FNs and TNs, respectively. It is important
to differentiate between training accuracy and test accuracy. Training accuracy is the accuracy
achieved when a model is evaluated on data to which it has already been exposed, i.e. training
and validation data. Test accuracy, on the other hand, is the accuracy achieved by a model
when evaluated on unseen data, i.e. the test data (logically, one would expect the test accuracy
to be lower than the training accuracy). Since the purpose of evaluating the model produced by
the model configuration process is to estimate how well the model will perform on unseen data,
it is typically assumed that accuracy refers to the test accuracy.

Although the interpretation of CA seems intuitive, it may be misleading. Particularly, CA is
a poor performance metric when a large class-imbalance exists within the data. Suppose, for
instance, a data set contains 980 positive observations and 20 negative observations. Then the
model can achieve a CA of 98% by always predicting the majority class (i.e. the positive class).

If a significant class-imbalance exists within the data, the performance of the model can instead
be evaluated based on the so-called recall and precision it achieves. Recall (also known as
sensitivity) may be interpreted as a measure of completeness and reflects a model’s ability to
retrieve relevant results, mathematically expressed as

Recall =
a

a+ c
.

The precision of a model is defined as

Precision =
a

a+ b

and describes which proportion of the observations classified as positive are actually positive.
Precision, therefore, provides an indication of the “correctness” of the model’s predictions.
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In order to compare two different models in terms of their precision and recall, the two metrics
are combined in the so-called Fβ-score defined as

Fβ =
1

β
(

1
Precision

)
+ (1− β)

(
1

Recall

) . (3.1)

The Fβ-score is the weighted harmonic mean of the precision and recall where β is a weight
parameter used to specify the importance of precision over recall. The value of β is largely
problem-specific. Suppose, for instance, a classifier is used to identify instances of a rare but
fatal disease in patients. The cost of failing to diagnose a patient who is ill (an FN) is considerably
higher than the cost of incorrectly diagnosing a healthy patient (an FP) since the first scenario
would result in the death of the patient whereas the second would merely incur additional costs
for further test procedures. Thus, in this example, the recall of the classification algorithm
would be considered more relevant than its precision. The influence of a model’s recall on the
Fβ-score increases as the value of β decreases. Conversely, selecting a larger value for β would
weight the precision more heavily. A β value of 0.5 weights both precision and recall equally
and is known as the F1-score.

The metrics described thus far are single-threshold measures. That is, they are defined for
individual classification thresholds and varying the threshold which divides the data set into
positively and negatively predicted classes alters the values of these performance measures. In
some instances the appropriate threshold value at which to evaluate the model is not immediately
obvious. A powerful solution to this problem is to use a threshold-free measure such as the area
under the curve (AUC) measure. As its name suggests, the AUC measures the area under a
particular curve, typically the ROC curve.

The ROC curve is a graphical representation of the discriminative power of a binary classifier.
Consider, for instance, a binary classification problem in which a model predicts a class proba-
bility (i.e. a value between 0 and 1) for a set of observations, where 0 denotes a strong negative
class prediction and 1 indicates a strong positive class prediction. The distributions of the actual
positive and actual negative classes, as predicted by the classifier, are shown in Figure 3.3(a).
Evidently, varying the classification threshold (denoted by the dashed line) will change the num-
ber of TPs, FPs, TNs and FNs predicted. The ROC curve, shown in Figure 3.3(b), plots the true
positive rate (TPR) against its false positive rate (FPR) for all possible classification thresholds
(i.e. each point on the ROC curve corresponds to a particular threshold value). The black dot
in Figure 3.3(b) represents the point on the ROC curve generated when using the classification
threshold denoted by the dashed line in Figure 3.3(a).

The TPR of a classifier is defined in the same manner as its sensitivity (and thus its recall) such
that

TPR =
a

a+ c
. (3.2)

The FPR of a model is
FPR =

a

a+ b
(3.3)

and may also be expressed in terms of the specificity of the model as

FPR = 1− Specificity,

where

Specificity =
d

d+ b
.

The ROC curve therefore illustrates the trade-off between the model’s sensitivity and specificity.
Once again, consider the distributions shown in Figure 3.3(a). Logically, lowering the classifica-
tion threshold would result in a larger number of positive predictions, thus increasing both the
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(a) (b)

Figure 3.3: (a) The distributions of the actual positive and negative observations according to the class
probabilities predicted by a classifier and (b) the corresponding ROC curve generated by varying the
classification threshold and plotting the TPR of the classifier against its FPR.

number of TP and FP predictions. This, in turn, increases the TPR as well as the FPR which is
analogous to improved sensitivity but deteriorated specificity. Thus, increasing the classification
threshold improves the classifier’s sensitivity at the cost of its specificity.

The area under the ROC curve (or simply the AUC ROC) may be interpreted as the probability
that the binary classifier will assign a larger probability to a randomly selected observation that is
actually positive than a randomly selected observation that is actually negative (the true positive
instance will be ranked higher than the negative instance). The AUC ROC provides a model-wide
(i.e. all possible threshold values are considered) measure of the classifier’s ability to differentiate
between positive and negative observations. This ability is a result of the separability of the
data based on the distributions predicted by the classifier.

Consider, for example, the distributions of the actual positive and negative observations accord-
ing to the class probabilities predicted by the classifier, shown in Figure 3.4(a). Figure 3.4(a)
illustrates the ideal scenario in which data are perfectly separable and the model can distinguish
between the positive and negative observations flawlessly. In such an ideal scenario, the number
of TPs and TNs remain constant over all possible threshold values. Thus, the corresponding
ROC curve, shown in Figure 3.4(b), is a step function and the AUC ROC is 1.

The distributions of the positive and negative observations shown in Figure 3.4(c), however,
overlap. Therefore, FN and FP classification errors are introduced. These errors can be min-
imised or maximised by altering the threshold. The corresponding ROC curve is shown in
Figure 3.4(d). In this instance, the AUC ROC is 0.9 and the model is expected to correctly
classify an observation 90% of the time.

Lastly, consider the distributions and the corresponding ROC curve, shown in Figures 3.4(e)
and 3.4(f), respectively. A learning model that predicts the distributions shown in Figure 3.4(e),
will effectively perform classification based on random guessing. Such a model, therefore, has
no discriminatory capacity. This scenario is indicated by an AUC ROC score of 0.5. As may be
seen from Figure 3.4(f), the corresponding ROC curve takes the form of the diagonal line y = x,
sometimes referred to as the baseline of the ROC plot.

The AUC ROC is, arguably, the most popular performance measure for evaluating binary clas-
sification models. Its popularity is primarily due to its robustness against class imbalances. In
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some problem instances, however, the robustness of the ROC to changes in class proportions
may obscure its visual interpretability [169, 337, 385]. In some problem instances, for example,
it is desirable to identify only a fraction of the top-scoring observations (i.e. the observations
predicted most likely to belong to the positive class) since examining all positive predictions may
be too expensive and time-consuming. Then, the performance of the classifier at high threshold
values, referred to as its early retrieval (ER) performance, is particularly important. The area
of the ROC plot corresponding to the highest classification thresholds is fittingly called the ER
area. The ER area of the ROC plot in Figure 3.5(a) is indicated by the shaded area.

(a) (b)

(c) (d)

(e) (f)

Figure 3.4: The predicted distributions and their corresponding ROC curves for three different scenar-
ios: (a) The ideal case in which the data are perfectly separable and (b) the corresponding ROC curve is
a step-function with an AUC of 1, (c) a more likely scenario in which the predicted distributions overlap
somewhat and (d) the corresponding ROC curve has an AUC of 0.9, and (e) the worst-case scenario in
which the distributions overlap completely resulting in (f) an ROC curve of the form y = x with an AUC
of 0.5.

In order to summarise the ER performance of a model, the partial area under the curve (pAUC)
of the ROC between two specified points may be calculated using trapezoids and linear in-
terpolation. When evaluating the ER performance of a model, one would naturally calculate
the pAUC anchored at an FPR of 0, however, as shown in Figure 3.5(b), the pAUC may be
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(a) (b)

Figure 3.5: Two plots of an ROC curve in which the shaded area denotes (a) the ER area and (b) the
pAUC, respectively.

calculated for any region of the curve. The pAUC value may be standardised by

SpAUC =
1

2

(
1 +

pAUC− pAUCmin

pAUCmax − pAUCmin

)
, (3.4)

where pAUCmin is the pAUC over the same region of the diagonal ROC curve and pAUCmax

is the pAUC over the same region of the perfect classifier (the step-function). Then, for any
partial region, the resulting standardised pAUC, denoted SpAUC, is 1 for a perfect classifier
and 0.5 for a non-discriminant classifier [256].

In order to form a more complete view of the classifier’s abilities, the ROC curve may also be
supplemented by the precision-recall curve (PRC). The PRC is generated similarly to the ROC
by plotting the precision (y-axis) against the recall (x-axis) achieved by the model at all possible
classification thresholds. An example of a PRC is shown in Figure 3.6.

A PRC plot changes as the proportion of negative versus positive observations in the data set
changes. Expectedly, the area under the curve of the PRC (denoted AUC PRC) is also sensitive
to changes in the class distributions. Consequently, the AUC PRC of a random classifier is 0.5
only for a balanced data set and

a+ c

a+ b+ c+ d

in the general case [337].

3.3 Support vector machines

A particularly popular type of supervised classifier is the SVM — a discriminative classifier
formally defined by a separating hyperplane. A hyperplane is a subspace whose dimension is one
less than that of the ambient space (in machine learning applications the number of dimensions
of the ambient space is determined by the number of features describing each data point). In a
2-dimensional space, for instance, a hyperplane is a 1-dimensional subspace, i.e. a line, and in a
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Figure 3.6: The PRC generated by varying the classification threshold of a learning model and plotting
the precision of the model against its recall.

3-dimensional space a hyperplane is 2-dimensional i.e. a plane. A hyperplane in a d-dimensional
ambient space may be defined by

β0 + β1X1 + . . .+ βdXd = 0. (3.5)

Any data point whose coordinates are given by x = [X1, . . . , Xd]
> and for which (3.5) holds,

lies on the hyperplane. Necessarily, data points that do not lie on the hyperplane must lie on
either side of it. Thus, the hyperplane partitions the ambient space into two sections and may
be used a binary classifier.

Consider the data set shown in Figure 3.7. Each data point belongs to one of two classes
represented by the pink and blue dots, respectively. The solid black lines in Figure 3.7(a)
represent three examples of separating hyperplanes which may be used for classification purposes.
Figure 3.7(b) is a graphical example of how a hyperplane may be used to separate the feature
space (hereafter, the original feature space of dimension d is referred to as the predictor space)
into two classes. Naturally, a new data point can then easily be classified as belonging to either
the pink or blue class based on which side of the hyperplane it lies in the predictor space.

Evidently, a large number of other possible hyperplanes that would perfectly separate the data
points into the two classes exist. The maximal margin classifier intuitively defines the optimal
hyperplane as the hyperplane that not only separates data points belonging to different classes,
but maximises the orthogonal distance between the hyperplane and the data points closest to
it. These data points and their corresponding hyperplane are referred to as the support vectors
and the maximal margin hyperplane, respectively. The maximal margin hyperplane for the data
set in Figure 3.7 is shown in Figure 3.8. The support vectors are the data points that lie on the
dashed black lines which delineate the margin computed by the marginal maximal classifier. The
width of the margin, denoted M and indicated by the arrows in Figure 3.8, is the perpendicular
distance between the support vectors (the margin) and the hyperplane.

Suppose a set of training data consisting of n (feature,label)-pairs {(x1, y1), . . . , (xn, yn)} is
given. The feature vectors may be captured in an n× d matrix such that

x1 = [x11, . . . , x1d]
>, . . . ,xn = [xn1, . . . , xnd]

> ∈ Rd.

Furthermore, each data point falls into one of two classes specified by its label, denoted by
yi ∈ {−1, 1}. The maximal margin hyperplane for this set of training data may be obtained by
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(a) Examples of separating hyperplanes (b) The decision rule associated with the indicated
hyperplane

Figure 3.7: (a) The two classes of observations denoted by the blue and pink dots, respectively, may
be separated by any of the three hyperplanes indicated by the black lines. The manner in which such a
hyperplane may be used to create a decision rule for a classifier is illustrated in (b) in which an observation
that falls in the blue portion of the grid will be assigned to the blue class and, conversely, an observation
that falls within the pink portion of the grid will be assigned to the pink class [344].

solving the optimisation problem

max
β0,β1,...,βd

M (3.6)

subject to the constraints

d∑
j=1

β2
j = 1, (3.7)

yi (β0 + β1xi1 + . . .+ βdxid) ≥ M, i = 1, . . . , n. (3.8)

The constraint in (3.7) ensures that the orthogonal distance between the ith data point and
the hyperplane is equal to the expression to the right of the inequality sign in (3.8) whereas
the constraint in (3.8) ensures that each data point is on the correct side of the hyperplane.
In other words, (3.7) and (3.8) jointly ensure that each data point is on the correct side of the
hyperplane and at least a distance M away from the hyperplane. Once the maximum margin is
known, data points may be classified based on which side of the hyperplane they appear. The
label y∗ of a new input x∗ is then given by

y∗ =

{
1 if β0 + β1x

∗
1 + . . .+ βdx

∗
d > 0,

−1 otherwise.

The data considered thus far (in Figures 3.7 and 3.8), have been perfectly separable by a linear
hyperplane. Intuitively, one may realise that this is seldom the case when working with real-
world data. In order to accommodate data that are not perfectly separable by a hyperplane,
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Figure 3.8: The support vectors and the corresponding maximal margin hyperplane of the maximal
margin classifier computed for the two classes of observations denoted by the blue and pink dots, respec-
tively [344]. The maximal margin hyperplane is denoted by the black line and the margin is represented
by the dashed lines. The double-headed arrows denote the width of the margin. They are perpendicular
to the hyperplane and stretch from the hyperplane to the dashed lines. The data points that lie on the
dashed lines are the support vectors of the hyperplane.

the maximal margin classifier is extended by changing (3.8) to

yi (β0 + β1xi1 + . . .+ βdxid) ≥M(1− εi) (3.9)

and adding the constraints

n∑
i=1

εi ≤ C, (3.10)

εi ≥ 0, i = 1, . . . , n, (3.11)

where C is a tuning parameter. The slack variables ε1, . . . , εn in (3.9) and (3.10) permit individual
data points to lie on the incorrect side of the margin. Thus, in this model, the support vector
classifier allows for the computation of a soft margin.

In the support vector classifier model, data points that lie on the wrong side of the margin
influence the resulting hyperplane and are therefore included in its set of support vectors (a data
point that lies on the correct side of the margin does not affect the hyperplane and therefore has
no influence on the classification of a test data point). The number of data points allowed to
violate the margin (data points may also appear on the incorrect side of the hyperplane as shown
in Figure 3.9(a)–3.9(d)) is bounded by the parameter C. Evidently, larger values of C will allow
for more of the data points to lie on the wrong side of the margin. Figure 3.9 shows the support
vector classifiers fitted to the data using four different values of C. The support vector classifiers
computed using decreasing values of C are shown in Figures 3.9(a)–3.9(d), with Figures 3.9(a)
and 3.9(d) corresponding to the largest and smallest value of C, respectively.
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It may be seen that a larger C-value results in more data points on the incorrect side of the
margin. Consequently, increasing the value of C enlarges the set of support vectors. Naturally,
this will most likely lead to an increase in bias of the model, but also a decrease in its variance
(since the hyperplane is supported by a larger number of data points). This superior gener-
alisability of the support vector classifier typically makes it preferable to the maximal margin
classifier even when perfect separation is possible.

(a) (b)

(c) (d)

Figure 3.9: A support vector classifier fit to the data using four different values for the tuning parameter
C in (3.10) [344]. The support vector classifier corresponding to the largest value of C is shown in (a)
and the support vector classifiers corresponding to the remaining three values of C, in decreasing order,
are shown in (b)–(d), respectively.
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Both the maximal margin classifier and the support vector classifier introduce linear boundaries
between classes. Not all data are, however, linearly separable. Consider, for instance, the data
shown in Figure 3.10(a). Evidently, the hyperplane produced by the support vector classifier
shown in Figure 3.10(b) acts as a poor decision boundary.

(a) Data that are not linearly separable (b) The linear decision boundary sought by the sup-
port vector classifier

Figure 3.10: The support vector classifier in a case where the data are not linearly separable [344].

It is possible to account for non-linear boundaries by enlarging the dimensions of the feature
space in which classification is performed. Instead of fitting a classifier using d features, for
instance, one could fit the model using 2d features by adding quadratic polynomial functions to
the features of the data points. Then (3.9) becomes

yi

β0,

d∑
j=1

βj1xij + . . .+

d∑
j=1

βj2x
2
ij

 ≥M(1− εi). (3.12)

In the resulting higher-dimensional feature space, the data are once again linearly separable and
the standard principles of the support vector classifier may be used to find a linear decision
boundary. In the original feature space (3.12) results in a decision boundary in the form of a
quadratic polynomial. The feature space may also be enlarged by introducing interaction terms
of the form XiXj′ , j 6= j′ (Xi and Xj are the ith and jth features of data point x, respectively).
Of course, one could also employ higher-order polynomial functions. It is evident, however, that
the computational costs associated with introducing non-linearities to the decision boundary
in this manner increase rapidly as the size of the resulting feature space grows. The SVM is
an extension of the support vector classifier which allows for the accommodation of non-linear
decision boundaries in a computationally efficient manner.

It may be shown that the support vector classifier may be formulated as

f(x) = β0 +

n∑
i=1

αi〈x,xi〉, (3.13)
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where x is the new observation to be classified and each training point is associated with a
specific parameter αi. In order to compute the parameters αi and β0, the

(
n
2

)
inner products

〈x,xi〉 over all pairs of training data points must be calculated. It is known, however, that if a
point xi is not a support vector, its corresponding parameter αi is zero. Thus, once the support
vectors have been determined, i.e. the model has been trained, (3.13) may be simplified to

f(x) = β0 +
∑
i∈S

αi〈x,xi〉, (3.14)

where S is the set containing the indices of the support vectors. Evidently, this alteration
significantly reduces the computational effort required to evaluate f(x).

The inner product10 expression in (3.14) may be viewed as a kernel function used to estimate
the similarity between x and xi. A kernel function is formally defined as a function of the form
K(x,x′) = 〈ψ(xi), ψ(x′i)〉, where ψ is any function that projects the vectors xi,x

′
i onto a new

vector space. Thus, the inner product expression in (3.14) may be viewed as a kernel function
with ψ : Rd 7→ Rd. This kernel function is aptly named the linear kernel as it results in a linear
decision boundary.

As previously mentioned, some data, such as the data shown in Figure 3.10 are not linearly
separable in the prediction space. In such instances a kernel function that takes as inputs the
vectors in the predictor space and returns the inner product (which is used as the measure of
similarity) of these input vectors in a higher-dimensional feature space should be employed.

An example of such a kernel function is the polynomial kernel of degree p given by

K(xi,x
′
i) =

a+
d∑
j=1

xijxi′j

p

,

where p is a positive integer. An example of an SVM with a polynomial kernel is shown in
Figure 3.11(a).

Arguably the best-known kernel function is the radial basis function (RBF) kernel. In the
literature related to SVMs the terms RBF kernel, Gaussian kernel (a specific form of the RBF
kernel) and radial kernel are typically used interchangeably. In SVM applications the radial
kernel is often given in the form

K(xi,x
′
i) = exp

−γ d∑
j=1

(xij − xi′j)2

 , (3.15)

where γ is a positive constant that governs the smoothness of the decision boundary (smaller
values of γ produce smoother decision boundaries). Note that the greater the distance between
a test observation and a training observation, the greater

∑d
j=1(xij − xi′j)2 becomes, resulting

in smaller values of (3.15). Hence, a training observation that lies a significant distance from
the test observation, will not influence its predicted class. An example of an SVM with a radial
kernel is illustrated in Figure 3.11(b).

The use of kernel functions allows for a separating hyperplane to be fitted in a higher-dimensional
feature space without explicitly working in this feature space (the coordinates of the input
vectors in the higher-dimensional feature space are never required). In fact, no matter how high
the dimensionality of the feature space becomes, the use of a kernel function means that only

10The inner product of two n-dimensional vectors x = [x1, . . . , xn] and y = [y1, . . . , yn is defined as 〈x,y〉 =∑n
i=1 xiyi.
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(a) Polynomial kernel (b) Radial kernel

Figure 3.11: Non-linear decision boundaries for the data shown in Figure 3.10(a) are obtained using
(a) a polynomial kernel and (b) a radial kernel [344]. The solid lines represent the non-linear decision
boundaries in the original input spaces, obtained by fitting maximum-margin hyperplanes in the higher-
dimensional feature spaces. The dashed lines represent the margins corresponding to these maximum-
margin hyperplanes transformed to the original input space.

the
(
n
2

)
values of the kernel for each possible pairing of the training data need be computed.

Furthermore, some kernel functions, such as the radial kernel, enable calculations in an implicit
feature space of infinite dimensions11.

This allows the algorithm to fit the maximum-margin hyperplane in a transformed feature space.
The transformation may be non-linear and the transformed space high-dimensional; although
the classifier is a hyperplane in the transformed feature space, it may be non-linear in the original
input space.

3.4 Semi-supervised learning

Augmenting small amounts of labelled data with larger volumes of unlabelled data in order to
improve pattern recognition is arguably one of the most prevalent forms of natural learning in
humans. Before a child can learn how to speak, for instance, he or she must develop the ability
to segment acoustic stimuli into meaningful units (whilst written words are separated by spaces,
spoken words do not have identifiable phonological markers). For instance, an infant hears
“thisisadog” and must develop the ability to extract the words “this,” “is,” “a” and “dog.” In
this context, the acoustic utterances to which the child is exposed comprise the unlabelled data
and corrective feedback provides instances of labelled data. The majority of children master the
acoustic-phonetic mapping of a language with little corrective feedback. Humans are therefore
capable of learning with limited labelled data due to the successful utilisation of unlabelled data
for the purposes of generalisation.

11The RBF function maps the data in the n-dimensional space to a feature space of infinite dimensions such that
ψRBF : Rn 7→ R∞.
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In order to elucidate how exploiting unlabelled data may improve model performance in a ma-
chine learning paradigm, an example scenario is illustrated graphically in Figure 3.12, where two
labelled data points belonging to different classes are provided. Numerous formalisms rationalise
a prior notion of simplicity when designing classifiers [3, 33], making a linear decision boundary,
as shown in Figure 3.12(b), a natural choice. Given additional unlabelled data as shown in
Figure 3.12(c), however, it becomes evident that the previous notion of simplicity should be
re-examined. Evidently, the geometric structure of the data shown in Figure 3.12(c) suggests
that the circular decision boundary shown in Figure 3.12(d) is more accurate than the linear
decision boundary in Figure 3.12(b).

(a) (b) (c) (d)

Figure 3.12: The impact of unlabelled data on the selection of a suitable decision boundary. When
considering only (a) the labelled data (represented by the red and blue dots), (b) a linear decision
boundary is the natural choice. The structure of (c) the unlabelled data (represented by the grey dots),
however, shows that (d) a circular decision boundary is more suitable.

Another scenario in which unlabelled data could improve model performance is shown in Fig-
ure 3.13. The true structure of the data which consists of two high-density separated subsets
belonging to two different classes (red and blue) is shown in Figure 3.13(a). Evidently, the
labelled data provided, shown in Figure 3.13(b), are insufficient to estimate an accurate decision
boundary. This shortcoming may once again be remedied by the utilisation of unlabelled data.
From Figure 3.13(d) and 3.13(e) it is evident that the decision boundary becomes more easily
discernable as more unlabelled data are utilised.

Whilst, the ability of SSL methods to capitalise on an abundance of unlabelled data makes it
an attractive approach when only small volumes of labelled data are available, SSL classifiers
may only be expected to outperform supervised classifiers if specific criteria are met. One
such criterion is that the volume of the unlabelled data must be large enough that additional
insights into the underlying structure of the data may be gained. For instance, it is evident that
the unlabelled data in Figure 3.13(c) is insufficient to draw meaningful conclusions about the
structure of the underlying data. One would therefore not expect an SSL classifier trained using
the data shown in Figure 3.13(c) to outperform a supervised classifier trained using the data
shown in Figure 3.13(b).

3.4.1 SSL assumptions

The appropriate modelling approach is dictated not only by the volume of training data, but also
it’s structure. SSL research efforts have shown that, if modelling assumptions match the problem
structure poorly, the inclusion of unlabelled data into the training data set will most likely lead
to degraded classifier performance [353]. Thus, incorporating unlabelled data can only improve
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(a) (b) (c) (d) (e)

Figure 3.13: An illustrative example of how unlabelled data may be used in order to better approximate
the true structure of the underlying data [3]. The data consists of (a) two high-density separated subsets
belonging to the blue and red classes, respectively. The available labelled data points are denoted by the
blue and red dots in (b) and may be augmented by unlabelled data points, represented by grey dots in
(c)–(e). The number of unlabelled data points in (c) is not sufficient to provide a better estimation of
the true structure of the data, but the separation of the data becomes clearer when more unlabelled data
are added in (d) and in (e) the inclusion of even more unlabelled data further elucidates the separation
between the two classes.

a model’s accuracy if some relation exists between the marginal distributions12 of the given data
and the target function to be learnt. Therefore, in the SSL paradigm, inferences must be made
under appropriate assumptions. Arguably the three most common assumptions invoked in SSL
are: The semi-supervised smoothness assumption [224, 310], the manifold assumption [281], and
the cluster assumption [224, 326].

Semi-supervised smoothness assumption. If, in some high-density region, two points xi
and xj , are close, then so should be their corresponding outputs yi and yj .

The semi-supervised smoothness assumption therefore invokes a label function over the data
domain that is smoother in high-density regions than in low-density regions. By transitivity,
this implies that, if a high-density path exists between points xi and xj , their corresponding
outputs yi and yj should be close, and are therefore, likely to be similar.

The semi-supervised smoothness assumption is often invoked in combination with the manifold
assumption.

Manifold assumption. The support of the probability distribution ( i.e. the target function) lies
on some low-dimensional manifold13.

This assumption reduces the complexity of the learning problem since it allows the model to
learn from the distances and densities on the low-dimensional manifold on which the high-
dimensional data are embedded, thereby avoiding the so-called curse of dimensionality. The
curse of dimensionality refers to the notion that, as the number of features or dimensions of a data
set grows, the volume of data required to make reliable generalisations grows exponentially [62].

The ultimate assumption mentioned is the cluster assumption [224].

Cluster assumption. The target function is locally smooth over subsets of the feature space
delineated by some property of the marginal density, but may not be globally smooth.

12Given a probability distribution over multiple random variables, the marginal distribution is the probability
distribution of one of these random variables on its own.

13In mathematics, a manifold is a topological space that locally resembles Euclidean space near each point.
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Simply put, if two points appear in the same cluster, they are likely to belong to the same
class [62]14. In the context of semi-supervised learning a cluster is typically defined as a set of
data points that are close in the data space and form high-density regions. It follows that the
decision boundary should lie in a low-density region. This notion is referred to as low-density
separation [62, 224] or the low-density boundary assumption [326] and is often considered to be
equivalent to the cluster assumption [348].

Should a data set satisfy these assumptions, one would expect SSL methods to produce sound
results. Several research efforts have, in fact, provided encouraging empirical evidence of the
efficacy of SSL. This spurred several attempts at developing a theoretical understanding of
SSL [353]. One of the first such efforts was produced by Castelli and Cover [59] who posited
that, in the classification paradigm, the marginal distribution of data in a data set may be
interpreted as a mixture of class conditional distributions. They showed that, if this mixture is
identifiable, SSL methods can achieve an exponential error convergence rate.

Other characterisation efforts have been less optimistic. Lafferty and Wasserman [224], for
instance, conducted a statistical analysis of semi-supervised regression algorithms based on reg-
ularisation using the graph Laplacian and found that, in theory, these algorithms do not exhibit
a faster rate of convergence than models trained using only labelled data [224]. Similarly, Rigol-
let [326] showed that there exists a fixed collection of distributions for which utilising unlabelled
data does not result in an improved convergence rate. By contrast, Niyogi [281] provided an
example of a class of distributions, supported on a manifold, whose complexity increases with
the volume of labelled data. Niyogi showed that SSL methods, specifically methods based on
the manifold assumption, are provably better than supervised learning methods when applied
to this type of data. In fact, Niyogi proved that, for certain problems, no supervised learner
is guaranteed to converge. Yet, for this same class of problems, there exists some SSL algo-
rithm which converges fast as a function of the labelled data. Furthermore, Niyogi showed that
the lower bound for the error of any supervised learner is a constant, but there exists an SSL
algorithm which can achieve an error bound of O(n−1/2) when provided infinite unlabelled data.

3.4.2 Types of SSL

Several SSL methods have been developed, including generative, self-training, co-training, trans-
ductive support vector machines and graph-based models. Generative mixture models (GMMs)
are arguably the first true SSL approach. The approach assumes a generative model P (x, y) =
P (y)P (x|y), where P (x|y) is a recognisable mixture distribution. Theoretically, given sufficient
unlabelled data, this method requires only one labelled datum per component to identify the
mixture distribution. In practice, the conventional method used to identify mixture models is
Expectation Maximisation [266]. Generally considered the oldest SSL method, GMMs remain
popular due to their conceptual and algorithmic simplicity. Not all data, however, lend them-
selves to analysis using GMMs. Specifically, the mixture model should preferably be identifiable,
because if an incorrect model is assumed, adding unlabelled data may lead to lower classifica-
tion accuracy [310]. Conversely, if the mixture model assumption is correct, unlabelled data
guarantees an improvement in accuracy [310].

The second SSL technique commonly used for classification purposes is self-training. Self-
training algorithms are trained iteratively. During the first iteration, the self-trainer is trained
using only the labelled data in the sample data set. Thereafter, the trained classifier is used
to assign a label and an associated confidence for that label to each unlabelled datum. The

14The cluster assumption does not imply that each class forms a single compact cluster — rather, that it is
unlikely to observe data points from two distinct classes in the same cluster.
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training data set (currently consisting of labelled data only) is augmented by including some of
the newly labelled data. Determining which of the newly labelled data to incorporate into the
training set is typically achieved by using the newly labelled data with the highest associated
confidence score. The new training data set is then used to re-train the classifier. This procedure
is performed iteratively until some stopping criterion is reached. An obvious weakness of the
self-training algorithm is the possibility that a classification mistake may be reinforced, referred
to as self-reinforcement.

Co-training SSL also incorporates re-training the classifier using previously unlabelled data,
but it requires that the data exhibit two features which can be clearly partitioned into two
sets. Each feature subset should be conditionally independent and sufficient to train a classifier.
Initially, two separate classifiers are trained using the labelled data. Each classifier learns to
predict the class of an instance based on one of the two data features. The classifiers are
then used to classify the unlabelled data and assign a label and associated confidence score to
each instance. Thereafter, the results obtained by each classifier are used to train the other.
Thus, the unlabelled data with the highest associated confidence according to the first classifier
are added to the training data of the second classifier. Similarly, the unlabelled data with
the highest associated confidence, as determined by the second classifier, is added to the first
classifier’s training data. The classifiers are retrained incorporating the newly labelled data and
this procedure is repeated until the desired accuracy is achieved.

The penultimate SSL method mentioned here, transductive support vector machine (TSVM)
SSL, is an extension of the standard supervised learning model, the popular Support vector
machine (SVM). TSVM algorithms incorporate unlabelled data as well as labelled data by
attempting to find a separating hyperplane. Both TSVM and SVM methods are only suitable
if a low-density region between classes exists.

The final SSL method mentioned, graph-based SSL is characterised by the format in which data
are represented, namely graphs. Data instances, both labelled and unlabelled, are represented
by vertices in the graph and edges encode some pairwise relationship between their incident
vertices. Typically, edges denote some degree of similarity between the vertices they join, with
a larger edge weight suggesting a higher degree of similarity.

Although arguably still relatively novel compared to other SSL methods, graph-based SSL has
proven to be particularly well-suited to problems in the field of bioinformatics [211, 350, 448].
Therefore, graph-based SSL has drawn the attention of the author for further investigation in
this dissertation.

3.5 Graph-based SSL

Suppose one is given a data set containing n = `+ u data points (typically `� u) that consists
of the (feature, label)-pairs {(x1, y1), . . . , (x`, y`)}, and the feature instances {x`+1, . . . ,x`+u}.
Let X = {x1, . . . ,x`+u} and Y = {y1, . . . , y`}. The data set may be represented as a graph
G = (X , E ,w) with vertex set X , edge set E and the weight wij of an edge xixj ∈ E reflects
the proximity of xi and xj in G. In the graph-based SSL paradigm, wij is typically interpreted
as the degree of similarity between xi and xj , where a larger weight suggests a higher degree
of similarity. By assuming that proximity is indicative of similarity, graph-based SSL classifiers
can assign labels to unlabelled vertices in the graph by enforcing label smoothness on the graph.
The fundamental principle of label smoothness is that vertices which are close to each other in
the graph should be assigned similar labels.

Stellenbosch University https://scholar.sun.ac.za



3.5. Graph-based SSL 65

The graph-based SSL methods considered in this dissertation have several intrinsic properties
that make them particularly well suited to problems in the field of bioinformatics. First, the
majority of graph-based SSL methods are intrinsically transductive. In the context of machine
learning, transduction refers to reasoning from observed labelled instances to specific observed
unlabelled instances.

If a pairwise relationship among the data in a given set exists, any supervised learning algorithm
may be trained on the labelled data to find a classification function f : X 7→ Y, capable
of predicting the label yi ∈ Y for any input xi ∈ X 15. Often, however, the given problem
statement does not require a classifier capable of labelling any possible instance in the domain
X . Therefore, following this approach requires one to solve a problem more complex than the
original. This concern was first expressed by Vapnik [131], who argued that a better approach
would be to predict the labels of only the given unlabelled instances directly. For instance, this
particular problem could be solved by estimating a discrete classification function defined on
the given instances of X only. Since graph-based SSL methods only assign labels to unlabelled
vertices in the graph, they are transductive in nature16.

Another beneficial property of many graph-based SSL methods is that they are discriminative.
Classification algorithms can be generative or discriminative in nature. Generative algorithms
attempt to determine how the training data were generated by estimating the probabilities P (y)
and P (x|y) from the given set which may then be used to calculate the posterior probability17

P (y|x) using Bayes Theorem18. Discriminative classifiers, on the other hand, are only concerned
with estimating the parameters of P (y|x). Therefore, given the same resources, discriminative
models often yield more complex representations of the decision boundary between classes com-
pared to generative models.

Graph-based SSL methods are also less likely to impose a specific structure on the data [62]
since they are non-parametric. Non-parametric models assume that the underlying structure
of the data cannot be described by a finite number of parameters whereas parametric models
assume that the data comes from some probability distribution and may thus be described using
a finite number of parameters.

The rise in popularity enjoyed by graph-based SSL models is not, however, solely attributed
to these properties. Practical implementations have shown that these methods are simple to
implement [367, 368] (given a suitable problem), they scale relatively well to large data sets [326,
456] and often give rise to closed-form solutions19 [245]. Indeed, many graph-based algorithms
may be structured as convex optimisation problems [368].

The unique advantage of graph-based SSL over other machine learning classification methods,
however, is the manner in which data are represented. Not only do graph-based SSL meth-
ods allow for heterogeneous data to be represented in a uniform manner, but numerous data
sets (a large number of which are currently of particular interest) are naturally represented as
graphs. Social networks, the internet (hyperlinks are the vertices in the graph), communication

15Thereby solving the inductive problem.
16There have been a number of efforts dedicated to the development of inductive graph-based SSL algorithms [62].
17The posterior probability P (A|B) is the conditional probability of an event A given that an event B has occurred.
18Bayes theorem states that

P (A|B) =
P (A)P (B|A)

P (B)
,

where P (A|B) is the conditional probability of A given that B has occurred, P (B|A) is the conditional prob-
ability of B given that A has occurred, and P (A) and P (B) are the prior probabilities (the unconditional
probabilities) of events A and B, respectively.

19A solution is considered closed-form if it may be expressed analytically in terms of a finite number of functions
and mathematical operations from a generally-accepted set [364].
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networks, travel networks and most biological networks are all intuitively expressed by graphs.
Nevertheless, graph-based SSL methods can only perform well if applied to an appropriate prob-
lem. Typically, a problem is well-suited to graph-based SSL if the SSL assumptions described
in the previous section hold and the actual labels of the data are smooth on the graph.

3.6 Graph construction

In order to infer labels for vertices in a graph, the given data must be represented in the format
of a graph. Evidently, representing each data point as a vertex in the graph is an entirely
straightforward task. Representing the pairwise relationships between these data points (in the
form of a weighted adjacency matrix Aw(G)), however, poses a challenge. The process by which
Aw(G) is generated is referred to as graph construction. The choice of graph construction method
ultimately determines the quality of the graph produced, which, in turn, has a considerable
effect on the performance of the model [91, 253, 327]. Despite the critical influence of graph
construction on the performance of graph-based SSL models, however, it is notably under-
emphasised in the literature [421, 454].

The existing graph construction methods generally consist of two components, namely edge
weight calculation and sparsification. These components may be described in the context of the
data set D = {(x1, y1), . . . , (x`, y`),x`+1, . . . ,x`+u}, where `+ u = n and xi ∈ Rd.

Since it is typically desirable to have the weight of an edge joining two vertices reflect the degree
of similarity between those vertices, a similarity function K : Rd × Rd 7→ R is used to calculate
the edge weights wij = K(xi,xj). A type of similarity function that is widely-used for graph
construction is the kernel function. Recall that a kernel is formally defined as any function of
the form

K(x,x′) = 〈ψ(x), ψ(x′)〉,

where ψ is a function that projects the vectors x and x′ onto a new vector space. Arguably the
best-known kernel function is the Gaussian kernel defined as

K(xi,xj) = exp

(
−||xi − xj ||

2σ2

)
,

where σ is the kernel bandwidth parameter20. The kernel bandwidth parameter may be in-
terpreted as a smoothing parameter, where a larger σ value corresponds to a smoother (less
complex) function on the graph.

In graph-based SSL, a vector xi ∈ D, is often referred to as a feature vector because each of
its d entries describe the vertex in some way [240, 421]. It is highly unlikely, however, that
all the features (entries in the feature vector) have the same descriptive power. That is, some
features are expected to be more useful to the model when trying to classify a particular data
point. Intuitively, one would want these features to have a greater influence on the edge weight
computed. This may be achieved by employing a more general version of the Gaussian kernel,
namely the RBF kernel

K(xi,xj) = exp

(
−

d∑
m=1

(xim − xjm)2

σ2
m

)
, (3.16)

where xim is the mth entry (thus each m corresponds to a particular feature) in vector xi. The
definition in (3.16), allows for a different bandwidth parameter to be chosen for each of the d

20In this definition of the Gaussian kernel, the parameter γ in (3.15) is equal to 1/2σ2.
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entries in xi. If xim and xjm remain unchanged but the value of σm increases, the magnitude of
(xim−xjm)2/σ2

m decreases. Consequently, the contribution made by the similarity of the feature
values xim and xjm to the overall similarity K(xi,xj) is decreased. The features of a vertex are
therefore effectively ‘weighted’ by their associated bandwidth parameters which allows for some
form of feature selection21. Using matrix notation, (3.16) may be expressed as

K(xi,xj) = exp
(
−(xi − xj)>a(xi − xj)

)
,

where a is the diagonal matrix with entries amm = am = 1/σ2
m.

The similarity measure selected for a particular problem should be guided by the characteristics
of the available data. The vast majority of graph-based SSL classification problems, however,
require that wii = 0 (and those that do not have this requirement exhibit improved performance
if wii = 0 is forced) [62]. The vertex most similar to vertex xi will, however, inevitably be xi.
The majority of similarity measures therefore evaluate to 1 and wii = 1. It is therefore necessary
to specify, wij = K(xi,xj), i 6= j and wii = 0.

The second component of graph construction, sparsification, is typically performed using ε-
neighbourhood (εN graphs) or k-nearest-neighbours (kNN graphs) principles [421]. εN graphs
are sparsified by specifying

wij =

{
wij if wij ≥ ε,
0 otherwise.

Evidently, larger values of ε will produce sparser (less dense) graphs. If the chosen ε value is too
large, a graph that contains many components is generated. Conversely, if ε is too small, it may
result in an extremely dense graph which is computationally expensive with respect to label
inference. It has been observed that, in some instances, finding an εN graph that has both an
appropriate number of edges and a satisfactory number of components is unlikely [33]. Hence,
they are not suitable for all applications.

Consequently, kNN graphs are often employed in data analysis and machine learning applica-
tions [43, 245, 421]. Graph construction methods employing kNN principles typically generate
edges based on comparisons invoked between each vertex and the k vertices closest to it. That
is, xi or xj are joined by an edge if xi is one of the k nearest neighbours of xj , or xj is one of
the k nearest neighbours of xi. Therefore, k is a hyperparameter that controls the density of
the kNN graph. Evidently, the neighbourhood radius22 of a vertex in a kNN graph is influenced
by the density of the region in which it lies. Vertices in low-density regions will naturally have
larger neighbourhood radii than vertices in high-density regions.

For large data sets the construction of a kNN graph is a non-trivial task. Therefore, the de-
velopment of efficient methods for generating approximate kNN graphs has been the focus of
numerous research efforts. The majority of the well-known (approximate) kNN graph con-
struction methods proposed in the literature may be grouped into two categories based on the
underlying methodology. Algorithms belonging to the first category employ a so-called divide-
and-conquer strategy [406, 450, 446] and follow some version of the following steps. First, X is
partitioned into small subsets. Next, wij is calculated for each pair of vertices belonging to the
same subset. Based on the calculated wij values, the algorithm constructs an initial kNN graph
by greedily joining each vertex to its k nearest neighbours. Thereafter, X is partitioned into
new subsets, the requisite wij values are calculated and the kNN graph is updated accordingly.
This process is repeated for a number of different partitions.

21Feature selection is the process of reducing the dimensionality of the data set in order to reduce computational
costs and prevent overfitting [158].

22The neighbourhood radius of xi is the largest distance between xi and any of its k nearest neighbours [103].
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The second category of algorithms start with a random approximation of the kNN graph and
are based on the notion that “a neighbour of a neighbour is also likely to be a neighbour” [103].
Therefore, the kNN graph approximation may be improved by iteratively exploring current
neighbours’ neighbours of each vertex [103]. For instance, during each iteration of the NN-descent
method, the algorithm examines the current lists of nearest- and reverse nearest neighbours (the
reverse nearest neighbours of v are vertices that have v in their list of nearest neighbours) of v
to determine which, if any, of the vertices in these lists should be added to the list of nearest
neighbours of any other vertex [44].

A particularly efficient algorithm that combines elements from both categories of algorithms was
proposed by Zhang et al. [446], namely kNN graph construction with locality sensitive hashing
(hereafter abbreviated LSH-kNN). Reminiscent of the first category of algorithms, the key notion
of LSH-kNN is to group data points into small sets of equal size, construct a kNN graph for the
data in each group and take the union of all group kNN graphs as an approximation to the true
kNN graph. In order for this method to produce a good approximation of the true kNN graph
(within a reasonable time frame) two conditions must be satisfied. The first condition is highly
intuitive and requires that similar data points should be placed in the same group. Then, it is
reasonable to expect that most of the real k nearest neighbours of a particular data point will
belong to the same group. The second condition stipulates that the groups should be as small
as possible. Evidently, these conditions are contradictory. The first condition is more likely
to be satisfied for larger groupings, whereas that would violate the second condition. It is the
responsibility of the analyst to strike a balance between these conditions by selecting a feasible
size (called the block-size23 in [446]).

In order to place similar data points in the same groups, LSH-kNN employs elements of locality
sensitive hashing (LSH) [141]. The first step of LSH entails the generation of a binary hash
code for each data point in the given set. In order to generate these hash codes, m random
hyperplanes are used to ‘cut’ the data space into 2m different regions. The hash codes may be
generated as follows. To start, define an n × m binary matrix Y in which the hash codes of
the data points can be stored. Then, insert m random hyperplanes denoted h1, . . . ,hm into the
data space and arbitrarily designate each side of a hyperplane as its positive or negative side.
The entry in the ith row and jth column of Y is then

yij =

{
1 if xi lies on the positive side of hj
0 otherwise.

Consequently, two data points in the same region will have the same hash code. LSH hash codes
are therefore generated in such a manner that data points close to each other in the data space
are more likely to appear in the same region and therefore, have the same hash code.

The process described does not, however, produce regions each of which contains an equal
number of data points, as required by the LSH-kNN algorithm. In [446], this problem is overcome
by performing the following steps. First, Y is projected in a random direction w ∈ Rm to
obtain the n-vector of projection values p = Y w (note that if two hash codes are identical, their
projection values will be equal). By sorting the projection values in descending order, their
associated data points may be placed into the sequence xπ1 ,xπ2 , . . . ,xπn with pπ1 ≤ pπ2 ≤ · · · ≤
pπn . Finally, the data may be partitioned into n/b groups of block-size b. Each group is defined
as Si = {xπ(i−1)×b+1

, . . . ,xπi×b
}. It follows that data points with the same projection values (and

thus also the same hash codes) will be placed in the same group with high probability.

23Reducing the block-sizes will cause the algorithm’s precision to suffer, whereas increasing the block sizes will
increase the computational costs. Therefore, the choice of block size may be guided by considering the size of
the data set, the computational resources available and the required level of precision.
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Given k, the kNN graph, denoted gi, for each group Si may be calculated by means of a brute-
force method (each data point in the group is compared to every other data point in the group).
An approximation of the true kNN graph is then given by the union of all the small kNN graphs.
The method is summarised in pseudo-code form in Algorithm 3.1. Algorithm 3.1 generates a
basic approximation of the true kNN graph. It may, however, suffer from low accuracy for a
number of reasons. Consider, for example, the data shown in Figure 3.14. The red, blue, green
and yellow lines represent random hyperplanes. It may be seen that, for this particular set of
hyperplanes, x7 and x9 are in different regions even though they are both each other’s nearest
neighbour.

Figure 3.14: The plane is partitioned into 24 = 16 separate regions by inserting four random hyperplanes
represented by the blue, yellow, green and red lines.

In order to improve the results returned by Algorithm 3.1, it is repeated R times. During each
iteration, new random hyperplanes are used generating a different approximate kNN graph.
The approximate k-nearest-neighbours of xi found during the rth iteration of Algorithm 3.1 is
denoted Nr(xi). Evidently, the maximum number of approximate nearest neighbours (consider
these candidates) that may be obtained for a particular data point is then k × R. It follows
that increasing the value of R will allow for more of the true k-nearest-neighbours of xi to be
discovered (for the data shown in Figure 3.14, for instance, it is most likely that for at least one
of the R hyperplane configurations, x7 and x9 will appear in the same region). Finally, after R
iterations, the approximate kNN graph for the complete data set (denoted G) is constructed by
joining each xi to the k data points in {Nr(xi)}r=1,...,R (the complete set of k-nearest-neighbour
candidates returned during R iterations) nearest to it.

The LSH-kNN method is further improved by incorporating the notion on which the second
category of kNN graph construction methods mentioned previously are based. Specifically, “a
neighbour of a neighbour is also likely to be a neighbour” [44]. This notion is exploited in
the LSH-kNN algorithm by considering the current k-nearest-neighbours of xi in G, denoted
by N(xi), selecting new k-nearest-neighbours for xi from the set N(xi) ∪ {∪v∈N(xi)N(v)} and
updating G accordingly.

It may be shown that the time complexity of the LSH-kNN algorithm in practice is O(nR(d+
log n)), where n is the number of instances in the data set and d is the dimensionality of xi,
whereas brute-force calculation of the kNN graph of the same data set would require O(n2)
time [446]. The LSH-kNN algorithm is therefore significantly faster. This is a highly desirable
property since each training iteration of a graph-based SSL model would require the construction
of a new kNN graph. Therefore, using LSH-kNN considerably increases the feasible number of
training iterations that may be performed for a graph-based SSL model.
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Algorithm 3.1: Basic kNN by LSH

Input : The data set D, the number of hyperplanes m, the block-size b and the parameter
k of the kNN graph construction algorithm.

Output: The approximated kNN graph G.

Insert m random hyperplanes into the data space;1

Generate the corresponding hash code vector Y ;2

Project Y onto a random direction w, p← Y w;3

Sort the entries of p in descending order to obtain {xπ1 , . . . ,xπn};4

for i ∈ {1, . . . , b} do5

Si ← {xπ(i−1)×b+1
, . . . ,xπi×b

};6

Calculate gi using brute-force kNN graph construction and parameter k;7

return G← ∪{gi}i=1,...,b8

3.7 Relevant graph-based SSL methods

In this section, seven graph-based SSL classifiers are described, namely label propagation, Gaus-
sian random field and harmonic functions, learning with local and global consistency, Laplacian
regularised least squares, greedy gradient Max-Cut, positive and negative label propagation and
kernel-induced label propagation by mapping. With the exception of the seventh graph-based SSL
classifier, each of the algorithms described in this section requires as input a weighted adjacency
matrix Aw representing the inherent structure of the data. Graph construction has, however,
been discussed in the previous section. The computation of Aw for these algorithms is therefore
not detailed in any of the sections that follow. Moreover, it is assumed that each set of labelled
data contains at least one sample from each class. For the binary classification problem, the
labelled data therefore contain samples of both positive and negative instances (i.e. the set of
vertices contains vertices labelled 0 and vertices labelled 1).

3.7.1 The label propagation algorithm

Consider again the data set D consisting of ` (feature, label)-pairs {(x1, y1), . . . , (x`, y`)} and
u feature instances {x`+1, . . . ,x`+u}, with X = {x1, . . . ,x`+u} and Y = {y1, . . . , y`}. The class
labels for the labelled data are captured in Y L = [y1, . . . , y`] and the unobserved labels of the
unlabelled data are denoted Y U = [y`+1, . . . , y`+u]. These data are represented in the graph
G = (X , E ,w).

Based on the intuitive notion that a given vertex should share the label assigned to the majority
of its neighbours, the label propagation (LP) [456] algorithm seeks to estimate Y U by iteratively
propagating labels through the graph until consistency is reached. In order to determine how
labels should be propagated, the LP algorithm views G as a Markov random field — a graphical
model of a joint probability distribution24 that consists of an undirected graph in which the
vertices represent random variables (discrete states). A Markov random field captures the idea
that, to find the value of a certain vertex, one need only know the values of the vertices in the
neighbourhood of that vertex. In other words, given its neighbour set, a vertex is independent
of all other vertices in the graph. Therefore, the probabilistic transition matrix P of G may be

24The joint probability distribution of two random variables describes their simultaneous behaviour.
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calculated as follows. The entry in the ith row and jth column of P is

pij =
wij∑n
k=1wik

,

where wij is the entry in the ith row and jth column of Aw(G). Then, the label of xi is
propagated to xj with probability pij .

The estimated labels on the labelled and unlabelled data are captured in the matrix

F =

[
F L

F U

]
.

In the context of a binary classification problem, the label F is an (`+u)-vector with Fi ∈ {0, 1}.
For multi-class classification problems, F is an (`+u)×c binary matrix whose ith row corresponds
to the label of xi. The labels of the labelled vertices are then encoded in a one-hot fashion, where
Fij = 1 if the given label of xi is j, or Fij = 0 otherwise. Since each vertex can only belong to
one class, each row of F L can only have one nonzero entry. The LP algorithm is outlined in
pseudo-code form in Algorithm 3.2.

Algorithm 3.2: Label propagation

Input : The transition matrix P , the vector Y L of given labels.
Output: F ∗

Initialise F with random values;1

while the F has not converged do2

F ← PF ;3

Row-normalise F ;4

F L ← Y L;5

F ∗ ← F ;6

For the sake of simplicity, the LP algorithm is described with respect to a binary classification
problem. In Step 1, F is initialised by setting F L = Y L and FU = [0, 0, . . . , 0]. The initial
configuration of F is unimportant, and so F may also be initialised arbitrarily. Steps 2–4 are
performed iteratively until F converges. In Step 2, the labels in F are propagated through the
graph, whereafter, in Step 3, the updated F is row normalised. This allows for the value of
Fi after convergence to be interpreted as label probabilities. Critically, in Step 4, the entries
of F corresponding to the labelled vertices are constrained to the given labels by F L = Y L.
The iterative process is terminated when F converges and the most recent F , denoted by F ∗, is
returned. For a binary classification problem where each vertex is assigned to either the positive
(labelled 1) or negative (labelled 0) class, F ∗ is a vector of class probabilities, such that Fi may
be interpreted as the probability that yi = 1.

It can be shown that the LP problem may also be solved in a non-iterative manner. By reordering
P and decomposing it into four sub-matrices that give the label transition probabilities between
labelled and labelled vertices (P LL), labelled and unlabelled vertices (P LU and P UL), and
unlabelled and unlabelled vertices (P UU ) as follows

P =

[
P LL P LU

P UL P UU

]
,

the LP algorithm may be expressed as

F U = P UUF U + P ULY L
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which leads to

F U = lim
n→∞

(P UU )nF 0
U +

(
n∑
i=1

(P UU )(i−1)

)
P ULY L, (3.17)

where F 0
U is the initial vector F . It can be shown that lim

n→∞
(P UU )nF 0

U = 0 [454], and so the

initialisation of F 0
U is irrelevant and (3.17) reduces to

F U = (I − P UU )−1P ULY L, (3.18)

where F U is a unique solution. Since F = Y L and F U may be calculated using (3.18), the
complete label assignment vector F may be found without any iterative calculations. Note,
however, if I −P UU is not invertible, then (3.18) becomes invalid. In general, I −P UU will be
invertible if each component in the graph contains at least one labelled vertex [454].

Finally, let L = {x1, . . . ,x`} and U = {x`+1, . . . ,xn}, where n = `+u. Then, the LP algorithm
may be interpreted as estimating some function f which is smooth on G and for which f(i) is
similar to yi for vertices in L ⊂ X [453]. This interpretation allows for the learning problem to
be expressed as an optimisation problem in which a quadratic cost function is minimised over
f.

Typically, the cost function consists of a loss function, which measures the consistency of f with
the original labelling in Y , a regularisation term that enforces smoothness on the graph (moti-
vated by the manifold assumption in §3.4.1) and a weight parameter which captures the trade-off
between the loss function and regularisation term. The regularisation term simply introduces a
penalty (increases the cost function) for exploring certain regions of the function space, thereby
restricting the complexity of f and reducing the risk of overfitting. This interpretation allows
for a number of graph-based SSL models to be expressed in an optimisation framework, in which
methods are differentiated by the forms of their loss functions and regularisation terms.

The general LP algorithm, for instance, may be expressed in terms of the optimisation problem

F ∗ = arg min
F

{
γ ||F − Y ||2 + tr

(
F>∆F

)}
, (3.19)

where the first term is the loss function which encourages consistency with the known labels and
the second term is the regularisation term. Recall from §2.3 that, when acting as an operator on
the graph, the graph Laplacian provides a measure of smoothness. This motivates the choice of
regularisation term in (3.19). Incorporating a regularisation term based on the graph Laplacian
is referred to as Laplacian regularisation. The parameter γ captures the trade-off between finding
a function that closely resembles the given labels on the labelled data and finding a function
that is smooth on the graph.

The LP algorithm described in this section forms the foundation of a significant collection of
primarily transductive25 graph-based SSL algorithms. Each of the graph-based SSL algorithms
described in subsequent sections are, in fact, closely related to the LP algorithm. For this reason,
algorithms that leverage the SSL assumptions described in §3.4.1 in order to propagate labels
through a data set are often collectively referred to as LP algorithms.

3.7.2 Gaussian random field and harmonic functions

Consider the data set described in §3.7.1. The vertices of G may once again be partitioned into
the subsets L = {x1, . . . ,x`} and U = {x`+1, . . . ,xn}. As in §3.7.1, the binary classification

25A number of inductive graph-based SSL algorithms based on the LP algorithm have been proposed [33, 246,
404, 447].
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problem is considered and the labels associated with the vertices in L may be captured in vector
form as Y L = [y1, . . . , y`], where yi ∈ {0, 1} for all i ∈ {1, . . . , `}. Moreover, it is assumed that
the weighted adjacency matrix Aw(G) is known.

The Gaussian random field and harmonic functions (GFHF) method seeks to compute a real-
valued function f : X 7→ R, capable of enforcing label smoothness on the graph. The f -values
assigned to each vertex may be captured in a soft label26 vector F ∈ F , where F denotes the set
of class probability vectors, and where the vector F is a classification scheme on the graph which
assigns xi the label 1 if Fi is larger than the specified classification threshold. In the context of
the GFHF algorithm, label smoothness is measured using the quadratic energy function

E(F ) =
1

2

∑
ij∈E

wij(Fi − Fj)2. (3.20)

Since wij corresponds to the degree of similarity between xi and xj , (3.20) is minimised when
similar vertices are assigned similar labels. Thus, (3.20) induces an implicit ordering of F ∈ F
on G in which the top-ranked F corresponds to the smoothest label assignment scheme27.

In order to find the top-ranked F , a probability distribution is assigned to F by the Gaussian
random field (GF)28

P (F ) =
1

Z
e−βE(F ), (3.21)

where β = 1/T is an ‘inverse temperature’ parameter29 and

Z =

∫
FL=Y L

exp(−βE(F )) df

is the partition function which normalises (3.21) over the functions constrained to F L = Y L

on the labelled data (F L is simply a vector containing the values of Fi) corresponding to the
vertices in L).

For the GF defined in (3.21), it is evident that p(F ) is directly proportional to exp(−E(F )FL=Y L
)

and thus inversely proportional to E(F ). It follows that the maximum probability configuration
of F will occur at the minimum energy configuration of the graph. It can be shown that the
soft label vector F corresponding to the minimum energy configuration of the graph, hereafter
denoted h and defined as

h = arg min
FL=Y L

E(F ),

is harmonic. Therefore, ∆h = 0 on the unlabelled vertices and is equal to Y L on the labelled
vertices, where ∆ is the graph Laplacian described in §2.3.

26A soft label is a label that is allowed to be changed during the execution of the algorithm.
27Immediately it may be seen that any constant function will minimise (3.20). In the SSL paradigm at least some

labelled data points are, however, given and, since these labels are known to be correct, F is constrained to
Fi = yi on the labelled vertices.

28A Gaussian random field is simply a Markov random field with continuous states and a joint Gaussian distri-
bution over those states. The edges in the graph correspond to nonzero entries in the inverse covariance matrix
of the graph which conveys information about the partial correlations between variables (a partial correlation
describes the correlation between two variables when the effect of the remaining variables, often referred to as
control variables, are removed).

29The temperature parameter T > 0 is a constant that influences the amount of randomness around the mode of
the distribution (the value of the mode itself remains constant for any value of T ). As T tends to zero, P (F )
becomes more concentrated at its mode. Conversely, as T → ∞, p(F ) becomes uniform over all its possible
configurations.
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Recall from §2.4, the harmonic property of h means that the value of hi at each unlabelled
vertex x ∈ U is the average of those of its neighbours in the graph, such that

hi =

∑
j∈N(xi)

wijhj∑
j∈N(xi)

wij
, xi ∈ U . (3.22)

Evidently, the label assignment scheme enforced by h is consistent with the notion of smoothness
expressed in §3.5.1. Furthermore, from the Maximum Principle of Harmonic Functions described
in §2.4, it is known that h is unique and hi ∈ [0, 1]. The value hi associated with vertex xi may
then be interpreted as the probability that xi has a label of 1.

Since the labels of the vertices in L are known, only the harmonic solution ∆h = 0 subject to
hL = Y L is required. Reordering the vertices of the graph in a manner that produces the graph
Laplacian

∆ =

[
∆LL ∆LU

∆UL ∆UU

]
allows for the graph Laplacian to be partitioned into four sub-matrices ∆LL, ∆LU , ∆UL and
∆UU , as shown in §2.4. Then, using the the methods described in §2.4, the harmonic function
over the unlabelled vertices, denoted hU , may be computed explicitly using matrix operations
which yields

hU = − (∆UU )−1 ∆ULhL
= (I − P UU )−1P ULY L.

(3.23)

One may observe that the last form of hU in (3.23) is equivalent to the right-hand side of (3.18).
Indeed, the LP algorithm calculates the harmonic function and the GFHF algorithm is, in fact,
a formalisation of the LP algorithm within a probabilistic framework.

Classification may be carried out by thresholding the mean of the GF. Since the harmonic
function minimises (3.20), it is the mode of (3.21). Moreover, it is known that the mode of
a Gaussian distribution is also the mean of a Gaussian distribution [456]. By definition, all
the variables in the GF follow a Gaussian distribution, and therefore the mean of the GF is
F U = − (∆UU )−1 ∆ULY L.

Additional intuition about this method may be developed by considering its random walk in-
terpretation. To do so, imagine a random walk on the graph, starting at vertex xi. With
probability pij vertex xj is reached (from vertex xi) in a single step. The walk continues until
one of the labelled vertices is reached. The probability that the random walk will reach a vertex
labelled 1, when starting from vertex xi, is then given by Fi. The random walk interpretation is
illustrated in Figure 3.15, where the pink vertex is vertex xi, at which the random walk starts,
and the red and blue paths show two of the possible random walks that could occur.

As in §3.7.1, the GFHF learning problem may be expressed in the form of an optimisation
problem. More specifically, the optimisation problem is given by

F ∗ = arg min
F

∞∑
xi∈L

(Fi − Yi)2 + tr
(
F>∆F

) , (3.24)

where the loss function has an infinite weight in order to clamp the values of F ∗ at the labelled
vertices to the given labels in Y L. The smoothness terms in (3.24) and (3.19) are noticeably
similar. This is to be expected since the GFHF algorithm is a formalisation of the LP algorithm.
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Figure 3.15: The random walk interpretation of harmonic functions on the graph.

3.7.3 Learning with local and global consistency

Consider the data set described in §3.5 in the context of a multi-class classification problem.
Each data point xi belongs to one of c different classes, and so each vertex in G can be assigned
one of c different labels. The labels of the vertices may once again be captured in vector form,
although the LGC algorithm requires the label vector yL in a slightly different form. Specifically,
yL = [y1, . . . , y`], where yi ∈ C, and C = {1, . . . , c}. Let F denote the set of n×c matrices, where
the matrix F = [F>1 , . . . ,F

>
n ]> ∈ F is a classification scheme on the graph which assigns xi the

label yi = arg maxj≤c fij (where fij is the entry in the ith row and jth column of F ). One may
interpret F as a function f which assigns a non-negative vector F i ∈ R1×c to each vertex vi.

Arguably the most widely-implemented LP-based algorithm [458], the learning with local and
global consistency (LGC) [452] algorithm, seeks to find the smoothest F ∈ F over G, given yL.
To that end, an n× c matrix Y ∈ F , for which the entry in the ith row and jth column is

Yij =

{
1 if vi is labelled j
0 otherwise,

is defined and the weighted adjacency matrix Aw of G is computed using some graph construc-
tion method (in [452], the RBF kernel similarity measure, described in §3.4, is used and no
sparsification is performed). The normalised weighted adjacency matrix, denoted by S, may
then be calculated as

S = D−
1
2AwD

− 1
2 ,

where D is the diagonal degree matrix of G, as described in §2.2 and Sij = wij/
√
didj .

Hereafter, the LGC algorithm enters its iterative phase during which vertices in the graph
iteratively receive information (weighted by the normalised edge weights) from neighbouring
vertices whilst also retaining some of the initial label information30. This component of the
LGC algorithm is outlined in pseudo-code form in Algorithm 3.3. The input parameter α
in Algorithm 3.3 determines the trade-off between the amount of information received from
neighbouring vertices versus the amount of initial labelling data retained during each iteration.
Specifically, as shown in Step 4 of Algorithm 3.3, when α increases in magnitude, the amount
of information received from its neighbours also increases but the amount of initial labelling
information retained from Y decreases. Selection of a large value for α is thus indicative of a
high level of ‘trust’ in the information received from neighbouring vertices. The final assignment

30The possible danger of self-reinforcement whereby vertices influence their own label assignment is avoided
because wii = 0.
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matrix, denoted F ∗, is simply the value of F , at which convergence occurs. Each vertex xi may
then be labelled yi ← arg maxj≤c f

∗
ij . For a binary classification problem, this classification rule

may be formulated according to the decision function yi = sign((F ∗i1 − F ∗i2)/(F ∗i1 + F ∗i2)).

Algorithm 3.3: Learning with local and global consistency.

Input : The trade-off parameter α, the matrix Y in which initial labels are captured, the
normalised weighted adjacency matrix S.

Output: The final classification scheme F ∗

F (0)← Y ;1

t← 0;2

while F has not converged do3

F (t+ 1)← αSF (t) + (1− α)Y ;4

t← t+ 1;5

F ∗ ← F (t);6

For classification problems it may be shown that the LGC algorithm converges to a single
solution which may be computed in a non-iterative fashion. More specifically,

F ∗ = lim
t→∞

F (t) = (1− α)(I − αS)−1Y , (3.25)

where I is the identity matrix. From (3.25) it may be seen that, as was observed for the LP
algorithm, the solution F ∗ to which the LGC algorithm converges, is independent of the initial
vector F (0).

Finally, the solution returned by the LGC algorithm may also be calculated by solving for

F ∗ = arg min
F

{
µ ||F − Y ||2F + tr

(
F>∆F

)}
, (3.26)

where, || · ||2F denotes the matrix Frobenius norm31. Once again, the first term attempts to con-
strain F ∗ to the given labels on the labelled data, the second term encourages label smoothness
and the parameter µ captures the level trade-off sought between these objectives.

3.7.4 Laplacian regularised least squares

Various popular machine learning algorithms, such as the SVM described in §3.3, may be inter-
preted as regularisation problems with different empirical loss functions and complexity measures
in an appropriately selected Reproducing Kernel Hilbert Space (RKHS). An RKHS is a Hilbert
space32 in which the evaluation functional33 is bounded and continuous [330]. For a symmetric,
positive definite kernel K : X × X 7→ R, there exists an associated RKHS of functions, denoted
by HK , with the corresponding norm || · ||K .

Given a set of ` labelled observations (xi, yi), the standard regularisation framework34 estimates
an unknown function f from among an hypothesis space of functions HK by minimising

f∗ = arg min
f∈HK

{
1

`

∑̀
i=1

V (xi, yi, f) + γ||f ||2K

}
, (3.27)

31For a matrix M , the Frobenius norm is defined as ||M ||2F =
∑

ij M
2
ij = tr

(
M>M

)
.

32A Hilbert space H is an abstract vector space in which each element possesses the structure of an inner product
that allows length and angle to be measured [330].

33An evaluation functional over the Hilbert space of functions H is a linear functional Ft : H 7→ R that evaluates
each function in the space at a point t such that Ft[f ] = f(t) for all f ∈ H [330].

34In this dissertation, the standard regularisation framework refers to Tikhonov regularisation [382] over an RKHS.
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where V is some loss function, such as the squared loss (yi − f(xi))
2 for the regularised least

squares (RLS) method, and the norm ||f ||K of candidate function f represents the complexity of
f in HK . In this framework, smoothness conditions on possible solutions are, therefore, imposed
by penalising the RKHS norm ||f ||K . In other words, the regularisation term ||f ||K is used to
enforce smoothness in the ambient space of f.

According to the classical representer theorem [324, 325], a unique solution to (3.27) exists in
HK and may be written as

f∗(x) =
∑̀
i=1

αiK (xi,x) ,

where x is the new observation to be classified and each training point is associated with a
specific parameter αi. Consequently, the learning problem is reduced to optimising over the
finite-dimensional space of coefficients α1, . . . , α`.

The standard regularisation framework was extended to the SSL paradigm by Belkin et al. [33]
who proposed the manifold regularisation framework as a means to improve model performance
by exploiting knowledge of the geometry of the probability distribution that generates the data.
This framework is described in the context of a binary classification problem and the data set
described in §3.7.1.

Suppose that the labelled observations (the (x, y)-pairs) are generated according to a proba-
bility distribution P and that the unlabelled observations are drawn according to a marginal
probability distribution PX of P. If an identifiable relation exists between PX and the condi-
tional probability P (y | x), knowledge of PX may be exploited in order to improve classification
performance. It is therefore assumed that, if two points x1,x2 ∈ X are close in the intrinsic ge-
ometry35 of PX , then the conditional distributions P (y | x1) and P (y | x2) are similar. In other
words, the conditional probability distribution P (y | x) varies smoothly along the geodesics36

in the intrinsic geometry of the marginal distribution PX .

Utilising these geometric intuitions, (3.27) is extended by introducing an additional regularisa-
tion term to the optimisation problem which becomes

f∗ = arg min
f∈HK

{
1

`

∑̀
i=1

V (xi, yi, f) + γA||f ||2K + γI ||f ||2I

}
, (3.28)

where ||f ||2I is an appropriate penalty term reflecting the intrinsic geometric structure of PX . If,
for example, the support of the probability distribution lies on some low-dimensional manifold
(i.e. the manifold assumption holds), ||f ||2I may penalise f along that manifold. The smoothness
of f in the intrinsic geometry of the marginal distribution PX is therefore controlled by the
parameter γI whereas the parameter γA controls the complexity of f in the ambient space of

35Let S be a set and let d : S × S 7→ R be a real-valued function. The function d is said to be a metric on S if it
satisfies

1. d(x, y) ≥ 0 and d(x, y) = 0 if and only if x = y,

2. d(x, y) = d(x, y) and

3. d(x, y) ≤ d(x, y) + d(y, z).

Then the concepts and theorems which can be described and formulated such that no properties of the metric
space (S, d), with the exception of the properties of its metric d, are used belong to the intrinsic geometry of
the metric space [145].

36A geodesic is a locally length-minimising curve [145].
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f . The regularisation terms corresponding to γI and γA are often referred to as the intrinsic
regulariser37 and ambient regulariser, respectively.

Belkin et al. [33] showed that if ||f ||I is sufficiently smooth with respect to the RKHS norm
||f ||K , the solution to the optimisation problem in (3.28) may be written as

f∗(x) =

∫
M
α(y)K(x, y) dPX(y) +

∑̀
i=1

αiK(xi,x),

whereM = supp{PX} is the support of the marginal distribution PX [33]. The solution f∗ may,
therefore, be expressed directly in terms of the labelled data, the kernel K and the marginal
distribution PX .

Typically, however, PX is not known and empirical estimates of PX and || · ||I must be obtained.
A case of particular interest is when the support of PX is a compact38 submanifoldM⊂ X = Rn.
Then, ||f ||I is given by

∫
x∈M ||∇Mf ||

2dPX(x), where ∇M is the gradient of f alongM and the
integral is taken over the marginal probability distribution. The resulting optimisation problem
is

f∗ = arg min
f∈HK

{
1

`

∑̀
i=1

V (xi, yi, f) + γA||f ||2K + γI

∫
x∈M

||∇Mf ||2 dPX(x)

}
(3.29)

and the term
∫
x∈M ||∇Mf ||

2 dPX(x) may be approximated on the basis of labelled and unla-
belled data using the graph Laplacian associated with the data. For the data represented on a
graph G, and consisting of ` (feature, label)-pairs {(x1, y1), . . . , (x`, y`)} and u feature instances
{x`+1, . . . ,x`+u}, (3.29) may be expressed as

f∗ = arg min
f∈HK

1

`

∑̀
i=1

V (xi, yi, f) + γA||f ||2K +
γI

(`+ u)2

`+u∑
i,j=1

(f(xi)− f(xj))
2wij


= arg min

f∈HK

{
1

`

∑̀
i=1

V (xi, yi, f) + γA||f ||2K +
γI

(`+ u)2
F>∆F

}
, (3.30)

where wij is the entry in the ith row and jth column of the weighted adjacency matrix Aw(G)
of G and, as in §3.7.2, the values of f evaluated at each vertex are captured in the vector
F = [f(x1), . . . , f(x`+u)]>. The normalising coefficient 1/(`+ u)2 is the natural scale factor for
the empirical estimate of the Laplacian operator. On a sparse graph, this coefficient may be
replaced by

∑`+u
i,j=1wij [33].

Belkin et al. [33] also showed that the solution to (3.30) admits the expansion

f∗(x) =
`+u∑
i=1

αiK (xi,x) (3.31)

with respect to both the labelled and unlabelled data. In order to substitute this form into (3.30),
the loss function V (xi, yi, f) must be defined. The Laplacian regularised least squares (LapRLS)

37The intrinsic regulariser is also referred to as the manifold regularisation term in the literature.
38Let A be a subset of a topological space X . A collection of subsets of X is said to cover A in X if and only if

every point of A belongs to at least one of these subsets. An open cover is a cover of X comprising a collection
of open sets in X . If B and C are open covers of some topological space X , C is a subcover of B if and only if
every open set belonging to C also belongs to B. A topological space X is said to be compact if and only if every
open cover of X possesses a finite subcover [414].
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algorithm is obtained by taking V (xi, yi, f) = (yi−f(xi))
2, resulting in the optimisation problem

f∗ = arg min
f∈HK

{
1

`

∑̀
i=1

(yi − f(xi))
2 + γA||f ||2K +

γI
(`+ u)2

F>∆F

}
. (3.32)

Substituting (3.31) into (3.32) one may derive the convex differentiable objective function

α∗ = arg min
α∈R`+u

{
1

`
(Y − JKα)>(Y − JKα) + γAα

>Kα+
γI

(`+ u)2
α>K∆Kα

}
,

where K is the (`+ u)× (`+ u) Gram matrix 39, Y is an (`+ u)-dimensional label vector given
by Y = [y1, . . . , y`, 0, . . . , 0] and J is an (`+ u)× (`+ u) diagonal matrix for which

Jij =

{
1 if i = j,
0 otherwise.

Finally, equating the derivative of this objective function to zero yields the solution

α∗ =

(
JK + γA`I +

γI`

(`+ u)2
∆K−1Y

)−1

Y . (3.33)

An unlabelled vertex may then be classified by substituting (3.33) into (3.31) and calculating
the value of f∗ corresponding to that vertex. In contrast to the graph-based SSL algorithms
described in previous sections, (3.32) also allows for the classification of novel observations.
Interestingly, Belkin et al. [33] showed that when ||f∗||I = ||f∗||K , LapRLS yields the same
solution as that returned by the standard RLS algorithm (although with a different value for
the parameter γ). It is therefore impossible to obtain an out-of-sample extension that utilises
both labelled and unlabelled data without incurring two different measures of smoothness.

The solution corresponding to the standard RLS algorithm is also obtained when γA ≥ 0 and
γI = 0 since (3.33) gives zero coefficients over the unlabelled data for this combination of γ-
values. Intuitively, this combination of γ-values might be suitable if the manifold assumption
does not hold for the problem being considered.

In some instances, the manifold assumption might hold, but to a lesser degree. In such cases
regularisation with respect to the ambient space might yield better solutions than those ob-
tained using only an intrinsic regulariser. Then an appropriate choice for the combination of
hyperparameter values could be γA, γI ≥ 0 with γA > γI . Unlike the graph-based SSL algo-
rithms described in previous sections, which assume that regularisation on the manifold M is
sufficient, the LapRLS algorithm allows for a trade-off to be made between enforcing smoothness
in the ambient space of f and enforcing smoothness in the intrinsic geometry of the marginal
distribution PX . This property may be particularly beneficial in practice where data typically
satisfy the manifold assumption only partially.

An additional motivation for the inclusion of the ambient regulariser is provided by Belkin et
al. [33] who highlight that the true underlying marginal distribution PX is typically not known.
Rather, only a number of data points sampled from PX (i.e. the unlabelled data points) are
known. Belkin et al. [33] assert that regularisation with respect to only the sampled manifold
is an ill-posed40 problem but that by including the ambient term, the problem becomes well-
posed [33].

39The matrix containing the evaluation of the kernel function on all pairs of data points such that Kij = K(xi,xj).
40An ill-posed problem does not satisfy the three Hadamard criteria [159] for being well-posed. These criteria

require that a problem (1) has a solution, (2) which is unique and (3) depends continuously on the parameters
or input data [159].
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3.7.5 Greedy gradient Max-Cut

Each of the graph-based SSL algorithms described thus far may be formulated as a univariate
optimisation problem in which a cost function Q is minimised over a classification function f. In
the context of a binary classification problem, the values assigned to each vertex by the function
f are captured in the (`+u)×2 prediction matrix F ∈ Rn×2 whose ith row corresponds to vertex
xi. The prediction matrix F is therefore analogous to the classification function f and the terms
prediction matrix and classification function are used interchangeably in the remainder of this
section.

As emphasised in previous sections, the performance of graph-based SSL methods hinge on
the quality of the graph representation of the data [246, 403]. Intuitively, the quality of the
labelled data (particularly those used for training purposes) also influence the performance of
the graph-based SSL models. Indeed, Wang et al. [403] showed that, even if the graph on which
learning takes place closely approximates the true structure of the data, problematic selections
of labelled training data may deteriorate the performance of the resulting model. Two examples
illustrating the sensitivity of the LGC and GFHF algorithms to adverse labelling conditions are
provided in Figure 3.16.

The first example of problematic training labels is illustrated in Figure 3.16(a) in which the
class proportions of the labelled training data are unusually disproportionate to the true class
proportions of the data. The labelled data in Figure 3.16(a) comprise three negative observations
and only one positive observation, represented by the black circles and red diamond, respectively.
Consequently, the SSL predictions are strongly biased towards the negative class. This bias
is evident in the predicted labels produced by the GFHF and LGC algorithms as shown in
Figures 3.16(b) and 3.16(c), respectively.

Figure 3.16(d) illustrates a scenario in which the training labels are uninformative. In this
example, the sole negative observation is located in an outlier region of the graph. Due to the
low density of edges in this region of the graph, the propagation of this observation’s negative
label to the rest of the graph is limited. As a result, both the GFHF and LGC algorithms
classify the majority of unlabelled vertices in the graph as positive, as shown in Figures 3.16(e)
and 3.16(f), respectively.

These are but two examples of the potential pitfalls associated with real-world data which
almost invariably contain noise and outliers. In order to address these challenges, Wang et
al. [404] proposed extending the classic univariate optimisation problem formulation typically
employed in graph-based SSL algorithms by casting the problem in a bivariate framework that
explicitly optimises over both the prediction matrix F and the binary label matrix Y ∈ Bn×2.

Consider the data set described in §3.7.1. The vertices of G may once again be partitioned into
the subsets L = {x1, . . . ,x`} and U = {x`+1, . . . ,xn}. As in §3.7.1, the binary classification
problem is considered and it is assumed that the weighted adjacency matrix Aw(G) is known.
In this section the labelling information is encoded in the binary label matrix Y in a one-hot
fashion such that yij = 1 if xi is labelled j, or yij = 0 otherwise (where j ∈ {1, 2} for the binary
classification problem).

The bivariate optimisation problem may be expressed as

(F ∗,Y ∗) = arg min
F ,Y

Q(F ,Y )

= arg min
F ,Y

{
1

2
tr
(
µ (F − Y )> (F − Y ) + F>∆F

)}
, (3.34)
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where ∆ once again denotes the graph Laplacian. Note that, in contrast to the optimisation
frameworks corresponding to the previous graph-based SSL algorithms, the cost function Q of
this framework involves two functions to be optimised. Due to the mixed integer programming
problem over the binary matrix Y and the real-valued matrix F , simultaneously recovering both
solutions is, however, intractable [404].

(a) (b)

(c) (d)

(e) (f)

Figure 3.16: Two examples of adverse labelling conditions that may occur in practical applications are
(a) that the class ratio of the training observations is disproportionate to the true class proportions and
(b) that an uninformative label on an outlier sample is the only negative label provided. The predictions
produced by the GFHF algorithm, when applied to scenarios (a) and (b), are illustrated in (c) and (d),
respectively. Similarly, the predictions returned by the LGC algorithm, when applied to scenarios (a)
and (b), are illustrated in (e) and (f), respectively [404].

This motivates the reduction of the bivariate optimisation problem to a univariate optimisation
problem with respect to Y . To this end, an iterative approach was proposed by Wang et al. [403].
This allows for Y to be fixed during each iteration and the optimal classification function F
corresponding to this Y to be sought. Since F is continuous and the cost function is convex,
the minimum Q (for a fixed Y ) may be recovered by equating the partial derivatives of the cost
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function Q with respect to F to zero, yielding

F ∗ = PY , (3.35)

where P = (∆/µ+I)−1 is the symmetric propagation matrix. By substituting the optimal value
F ∗ into (3.34), the cost function Q may be expressed with respect to Y as

Q(Y ) =
1

2
tr
(
Y >AY

)
, (3.36)

where A = P>∆P +µ (P − I)2 is symmetric and comprises the constant components of (3.36).

The final optimisation problem then becomes

Y ∗ = arg min
Y

{
1

2
tr
(
Y >AY

)}
(3.37)

subject to the constraints

yij ∈ {0, 1}, i ∈ {1, . . . , n}, j ∈ {1, 2},∑
j

yij = 1, i ∈ {1, . . . , n},

yij = 1 xi ∈ L.

The first constraint produces a binary integer problem, the second ensures that each vertex is
assigned one and only one class label, and the third encodes the given labelling information in
Y .

Arguably the most straightforward approach towards solving (3.37) is to use an iterative gradient-
based approach to greedily update Y . If, however, the class proportions of the labelled training
data are disproportionate to the true class proportions, this approach may produce biased clas-
sification results. More specifically, such a greedy approach is likely to favour the class with
a larger number of labelled vertices, causing the corresponding class label to propagate more
rapidly to the unlabelled vertices.

In order to compensate for this potential bias, the initial label matrix Y is replaced by the
normalised label matrix Ỹ = ΛY . Introducing the label normalisation matrix Λ = diag(λ) =
diag([λ1, . . . , λn]) re-balances the influence of labels from different classes and modulates the
importance of a particular label based on the degree of the corresponding vertex. The value of
λi is given by

λi =


pjd(xi)∑
k ykjd(xk)

if yij = 1

0 otherwise,

(3.38)

where d(xi) is the degree of vertex i and pj is the prior probability of class j, subject to the
constraint

∑2
j=1 pj = 1. Consequently, class proportion knowledge may be incorporated by

scaling the diffusion of the given class labels through the graph with appropriate values of pj .
If class proportions are not known, the value of pj may be estimated from the labelled data or

simply set to be uniform. Using the normalised label matrix Ỹ in the bivariate formulation allows
labelled vertices with large degrees to contribute more during the label propagation process
whilst keeping the total diffusion of the classes equal (for the setting with prior information).
The influence of labelled vertices belonging to different classes is, therefore, balanced even if the
class labels of the training data are imbalanced.
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When replacing Y in (3.34) by the normalised label matrix Ỹ , one obtains the optimisation
problem

(F ∗,Y ∗) = arg min
F ,Y

{
1

2
tr
(
µ (F −ΛY )> (F −ΛY ) + F>∆F

)}
. (3.39)

Adopting a similar derivation to that used to obtain (3.35), it may be shown that, when incor-
porating class proportion knowledge, the optimal solution F ∗ is given by

F ∗ = PΛY (3.40)

and the cost function Q with respect to Y is

Q(Y ) =
1

2
tr
(
Y >ΛAΛY

)
. (3.41)

In order to solve for (3.39), Wang et al. [404] employed the alternating minimisation algo-
rithm [403]. Rather than computing the global optimum Y ∗, the alternating minimisation
algorithm iteratively modifies a single entry in Y . The entry in Y to be altered during a partic-
ular iteration is determined by finding the optimal position (i∗, j∗) in the matrix Y . Then the
binary value of yi∗j∗ corresponding to the optimal position (for the current iteration) is changed
from 0 to 1 (recall that at the start of the algorithm yij = 0 for all the unlabelled data).

Note that setting yi∗j∗ = 1 is equivalent to modifying the normalised label matrix Ỹ by setting

ỹi∗j∗ = εi∗ for some εi∗ ∈ (0, 1). Hence Y and Ỹ can be converted from each other component-
wise. It follows that the greedy minimisation of Q with respect to Y is equivalent to the greedy
minimisation of Q with respect to Ỹ .

In order to find the optimal position (i∗, j∗), a gradient-based approach is adopted. More
specifically, the gradient matrix ∇Q of (3.41) is derived and recovered with respect to Y as

∇Q =
∂Q

∂Ỹ

= AỸ

= AΛY . (3.42)

The position (i, j) corresponding to the largest negative value of ||∇Q|| is then taken as the
optimal position yi∗j∗ . Since Y is binary in nature, the label matrix is updated simply by
setting yi∗j∗ = 1. Accordingly, the matrix Λ is recalculated by means of the updated version of
the label matrix Y .

Evidently, Y is updated greedily. It is, therefore, possible that the algorithm might backtrack
from predicted labels assigned during previous iterations without any guarantee of convergence.
In order to avoid backtracking or unstable oscillation during the propagation process, the label
assigned to an unlabelled observation is not allowed to be changed during subsequent iterations.
The most recently labelled observation is, therefore, removed from consideration during future
iterations. This is achieved by removing the recently labelled vertex xi from U and adding it
to L. The application of the alternating minimisation algorithm to the proposed optimisation
problem formulation is outlined in pseudo-code form in Algorithm 3.4.

Note that the above alternating optimisation procedure drives the prediction of new labels
without explicitly calculating F ∗. Rather, the value of F ∗ during each iteration is implicitly
used to update the label matrix Y . If the real-valued prediction matrix F ∗ is required, it may
be computed by substituting the final label matrix Y ∗ and the final label normalisation matrix
Λ∗ in (3.40).
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Algorithm 3.4: Graph transduction via alternating minimisation.

Input : The initial label matrix Y , the matrix A comprising the constant components of
the cost function, the set of labelled data L, the set of unlabelled data U , the class
prior probabilities pj and the diagonal degree matrix D of G.

Output: The final label normalisation matrix Λ∗ and the final label matrix Y ∗.

Y (0)← Y ;1

Construct the label normalisation matrix Λ(0)← diag([λ1(0), . . . , λn(0)]) by (3.38);2

t← 0;3

while U 6= ∅ do4

(∇Q) (t)← AΛ(t)Y (t) ;5

For xi ∈ U , and j ∈ {1, 2}, find the index (i∗, j∗) of the smallest element in (∇Q) (t) ;6

Find Y (t+ 1) by setting yi∗j∗(t+ 1)← 1 ;7

Compute Λ(t+ 1) by (3.38);8

Add xi∗ to the set of labelled data L;9

Remove xi∗ from the set of unlabelled data U ;10

t← t+ 1;11

Λ∗ = Λ(t) Y ∗ = Y (t);12

For the binary classification problem, the optimisation problem in (3.37) may be formulated as
a weighted Max-Cut problem41 subject to linear constraints. To this end, the cost function in
(3.37) is rewritten as

Q (Y ) =
1

2
tr
(
Y >AY

)
=

1

2
tr (AR) , (3.43)

where R = Y Y >. Considering the constraints
∑2

j=1 yij = 1 and Y ∈ Bn×2 for a binary
classification problem the label matrix may be taken as

Y = [y (e− y)], (3.44)

where y = [yi, . . . , yn], yi ∈ {0, 1} and e = [1, . . . , 1]> are column vectors. Substituting (3.44)
into (3.43) the cost function becomes

Q(y) =
1

2
tr
(
A
(
ee> − y

(
e> − y>

)
− (e− y)y>

))
. (3.45)

By the properties of the transpose operator (described in §2.1), it may be shown that y
(
e> − y>

)
=(

(e− y)y>
)>
. Then, since A is symmetric, (3.45) may be simplified as

Q(y) =
1

2
tr
(
Aee>

)
− tr

((
e> − y>

)
Ay
)

=
1

2
tr
(
Aee>

)
− y>A (e− y) . (3.46)

Note that the first term on the right-hand side of (3.46) is constant. The optimal value of y∗

may, therefore, be obtained by solving the optimisation problem

y∗ = arg min
y
Q(y) = arg max

y
y>A (e− y) . (3.47)

41Given an undirected graph G = (V, E ,w), a cut in G is a subset S ⊆ V. The weighted Max-Cut problem is to
find the cut S that maximises the weight of the edges across (S,S), where S = V \ S.
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By defining the function

f(y) = y>A (e− y) (3.48)

and treating the symmetric matrix A as the weighted adjacency matrix of the undirected graph
GA = {X ,A}, it may be shown that the maximisation of (3.48) is, in fact, a Max-Cut problem.
Note that the diagonal elements of A may be nonzero, indicating that the graph GA may contain
loops42.

First, let A = A0 +AΛ, where A0 is the matrix obtained by zeroing the diagonal elements of A
and where AΛ is a diagonal matrix with the entries aΛ

ij = aij if i = j, or zero otherwise. Then,
(3.48) may be expressed as

f(y) = y>
(
A0 +AΛ

)
(e− y) = y>A0 (e− y) . (3.49)

In other words, the nonzero elements on the diagonal of A do not affect the value of f(y). In
the remainder of this section it is assumed that the matrix A zeros only on its diagonal, unless
stated otherwise.

Recall that y is a binary vector. Consequently, y may be used to partition the vertex set X
of the graph GA into two disjoint43 subsets. The maximisation problem may, therefore, be
expressed as

max f(y) = max
∑
ij

yi(1− yi)aij = max
1

2

∑
vi∈S1,
vj∈S2

aij , (3.50)

where each configuration of y corresponds to a distinct cut (S1,S2) of the graph GA. Maximising
f(y) is, therefore, equivalent to solving the Max-Cut problem for graph GA = {X ,A} [96].

In the graph-based SSL paradigm, however, the variable y is partially specified by the given
labels. This initial labelling information may be interpreted as a set of linear constraints on the
Max-Cut problem. Consequently, the solution to (3.47) may be obtained by solving a linearly
constrained Max-Cut problem [204] over the transformed graph GA = {X ,A}.

Multiple approximation algorithms that deliver solutions with objective function values at least ρ
times the optimal value have been proposed for the standard Max-Cut problem. A fundamental
requirement for each of these algorithms is that all the edge weights of the graph must be non-
negative [26, 146]. Since A is taken as the weighted adjacency matrix of the transformed graph
GA, the edge set A of GA may, however, contain edges with negative edge weights. In order
to address this challenge, Wang et al. [404] proposed the Greedy gradient-based Max-Cut for
label propagation (GGMC) algorithm. The GGMC algorithm may be interpreted as an efficient
version of the graph transduction via alternating minimisation algorithm described earlier in
this section and outlined in pseudo-code form in Algorithm 3.4. The remainder of this section
is devoted to a description of the GGMC algorithm.

Let S1 and S2 be two disjoint subsets of L comprising the labelled data belonging to the positive
and negative class, respectively. The connectivity between an unlabelled vertex xi and a subset
Sj is defined as

cij =

n∑
m=1

λmaimymj = ΛAi.Y.j , (3.51)

42A loop is an edge that joins a vertex to itself.
43The intersection of two disjoint sets is the empty set. In other words, if S1 and S2 are two disjoint subsets of

set X , S1 ∩ S2 = ∅.
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whereAi. is the ith row vector ofA, Y.j is the jth column vector44 of Y , and Λ = diag ([λ1, . . . , λn])
is the label weight matrix with

λi =


d(xi)∑

xm∈Sj d(xm)
if xi ∈ Sj , j ∈ {1, 2},

0 otherwise.

(3.52)

The label weight matrix45 alleviates the potentially adverse impact of outliers by modulating
the influence of each class label according to the degree of its corresponding vertices.

The connectivity between every unlabelled vertex and the subsets of labelled data S1 and S2 is
captured in the n× 2 connectivity matrix

C = AΛY. (3.53)

The GGMC algorithm uses this measure of connectivity when assigning an unlabelled vertex
xi to one of the subsets of labelled data. More specifically, an unlabelled vertex xi is placed in
the subset Sj with which it has the smallest connectivity (i.e. the subset Sj corresponding to
the minimum value of cij). This is done in order to maximise the increase in cross-set46 edge
weights when placing an unlabelled vertex xi in one of the subsets.

The assignment of unlabelled vertices to the subsets of labelled data is performed in an iterative
fashion. In order to select the unlabelled vertex to be placed in one of the labelled subsets in
a particular iteration, a greedy gradient-based approach is once again employed. That is, each
iteration of the algorithm contains a greedy step in which an unlabelled vertex is inserted into
one of the labelled subsets in a manner that reduces the value of Q along the direction of steepest
descent. From (3.42) and (3.53) it may be seen that

C =
∂Q

∂Ỹ
= AΛY.

Hence, the connectivity matrix C is equivalent to the gradient of the cost function Q in (3.41)
with respect to Ỹ. This allows for the greedy label assignment to be performed by computing
the connectivity matrix C, identifying the index (i∗, j∗) corresponding to the minimum value
of cij and adding the corresponding vertex xi∗ to subset Sj∗ . Furthermore, xi∗ is removed from
U and inserted into L. This greedy search is repeated until each of the unlabelled vertices has
been assigned to one of the subsets. The GGMC algorithm is summarised in pseudo-code form
in Algorithm 3.5.

Note that the final cut (S∗1 ,S∗2 ) returned by the GGMC algorithm is analogous to the final label
matrix Y ∗ since placing a vertex in one of the subsets is equivalent to assigning a label to that
vertex. If the real-valued prediction matrix F ∗ is sought, it may once again be computed by
substituting the final label matrix and the corresponding label weight matrix in (3.40).

Wang et al. showed that treating the labelled training observations as part of the optimisation
problem significantly reduced the algorithm’s sensitivity to the initial labelling conditions. In
addition, incorporating a label normalisation matrix allows the GGMC algorithm to avoid biased
solutions that might arise due to problematic initial labelling information. The proposed algo-
rithm’s ability to cope with such degeneracies was demonstrated by implementing the GGMC

44Hereafter, Ai. and A.i denote the ith row vector and ith column vector of a matrix A, respectively.
45If one disregards class prior probabilities p1 and p2 in (3.38), the above definition of the label weight matrix Λ

coincides with that of the label normalisation matrix in (3.38).
46Cross-set edges join vertices belonging to different sets.

Stellenbosch University https://scholar.sun.ac.za



3.7. Relevant graph-based SSL methods 87

Algorithm 3.5: Greedy gradient-based Max-Cut for label propagation.

Input : The graph GA = {X ,A} with adjacency matrix A, initial label matrix Y , a set of
labelled data L and a set of unlabelled data U .

Output: The final graph cut (S∗1 ,S∗2 ).

Partition L into subsets S1 and S2 comprising the labelled data belonging to the positive1

and negative class, respectively;
Y (0)← Y ;2

Construct the label normalisation matrix Λ(0)← diag([λ1(0), . . . , λn(0)]) by (3.52);3

t← 0;4

while U 6= ∅ do5

for xi ∈ U do6

cij(t)← Λ(t)Ai.Y.j(t);7

Find the index (i∗, j∗) of the smallest value of cij(t) computed in Step 7;8

Add xi∗ to subset Sj∗ ;9

Find Y (t+ 1) by setting yi∗j∗ ← 1;10

Add xi∗ to the set of labelled data L;11

Remove xi∗ from the set of unlabelled data U ;12

Update Λ(t+ 1) by (3.52);13

t← t+ 1;14

S∗1 ← S1;15

S∗2 ← S2;16

algorithm for the two examples of problematic initial training labels illustrated in Figures 3.16(a)
and 3.16(b). The predictions produced by the GGMC algorithm for the scenario illustrated in
Figure 3.16(a), in which the class proportions of the labelled training data are disproportionate
to the true class proportions, are shown in Figure 3.17(a). Similarly, the predictions produced
by the GGMC algorithm for the scenario depicted in Figure 3.16(b), in which the training labels
provided are uninformative, are illustrated in Figure 3.17(b). It is evident that the GGMC
algorithm is markedly less sensitive to adverse labelling conditions than the GFHF and LGC al-
gorithms whose predictions are shown in Figures 3.16(c)–3.16(d) and in Figures 3.16(e)–3.16(f),
respectively.

(a) (b)

Figure 3.17: The predicted labels returned by the GGMC algorithm when (a) the class proportions
of the training observations are disproportionate to the true class proportions, and (b) an uninformative
label on an outlier sample is the only negative label provided [404].
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3.7.6 Positive and negative label propagation

Consider a data set S of n data points consisting of ` (feature, label)-pairs {(x1, y1), . . . , (x`, y`)}
and u feature instances {x`+1, . . . ,x`+u}, where yi ∈ C, and C = C1 ∪ C2. Moreover, C1 =
{C1, C2, C3} and C2 = {C2, C3, C4}. Assume it is known a priori that the data set S was
constructed from the union of two subsets S = S1∪S2 as follows: S1 = {(x1, y1), . . . , (xn1 , yn1)},
where y1, . . . , yn1 ∈ C1 and S2 = {(xn1+1, yn1+1), . . . , (xn, yn)}, where yn1+1, . . . , yn ∈ C2.

It is evident that subset S1 does not contain any data points belonging to class C4. Similarly,
subset S2 does not contain any data points belonging to class C1. Intuitively, leveraging this
type of labelling information during the classification process may improve the performance
achieved by the resulting model. None of the graph-based SSL algorithms considered thus far
are, however, capable of exploiting this type of knowledge.

The overwhelming majority of LP algorithms, in fact, focus solely on the task of, what Zoidi et
al. [458] call, positive label propagation (each of the algorithms described in the previous sections
may be interpreted as positive LP-based algorithms) in which labels are propagated through the
graph based on some measure of similarity. That is, positive LP propagates labelling information
of the nature “xi is labelled C1,” referred to as positive labelling information47.

Zoidi et al. argue that, for multi-class classification problems, the performance achieved by an
LP algorithm may be improved by simultaneously exploiting both positive and negative labelling
information by means of the positive and negative label propagation (PN-LP) algorithm [458].
Here, negative labelling information refers to knowledge of the nature “xi is not labelled C4.”
In other words, negative LP propagates label restrictions for the data and may be interpreted
as label constraint propagation.

Note that, since negative LP propagates labelling constraints, the actual labelling information
(i.e. the class labels) is unknown. This renders the propagation of negative labelling information
less informative than the propagation of positive labelling information. More specifically, one
positive label for a data point is equivalent to L − 1 negative labels for that same data point,
where L is the total number of classes in the data set. Intuitively, positive and negative labelling
information is equally informative in the case of a binary classification problem in which L = 2.

Nevertheless, by means of comprehensive experimental work, Zoidi et al. [458] demonstrated
that incorporating negative LP into the standard (positive) LP framework typically leads to an
improvement in the classification accuracy achieved.

Consider the data set described in §3.5 in the context of a multi-class classification problem.
Each data point xi belongs to one class in C = {c1, . . . , cc}, and so each vertex in G can be
assigned one of c different labels. The given labelling information is captured in matrix form.
More specifically, positive labelling information is encoded in a matrix Y + ∈ Rn×c whose entry
in the ith row and jth column is

y+
ij =

{
1 if from prior knowledge xi ∈ cj ,
0 otherwise.

Similarly, negative labelling information is encoded in a matrix Y − ∈ Rn×c whose entry in the
ith row and jth column is

y−ij =

{
1 if from prior knowledge xi /∈ cj ,
0 otherwise.

47Here, a positive label does not refer to a label indicating that its corresponding data point belongs to the positive
class. Rather, it refers to the type of information encoded by that label.
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Let F denote the set of n × c matrices, where the matrix F = [F>1 , . . . ,F
>
n ]> ∈ F is a clas-

sification scheme on the graph which assigns xi the label yi = arg maxj≤c fij (where fij is the
entry in the ith row and jth column of F ). One may interpret F as a function f which assigns
a non-negative vector F i ∈ R1×c to each data point xi.

In order to address the aforementioned shortcomings of positive LP, Zoidi et al. [458] proposed
minimising the cost function

Q(F ) =
1

2
tr
(
F>SF

)
+
µ

2

(
µ1tr

(
(F − Y +)>(F − Y +)

)
− µ2tr

(
(F − Y −)>(F − Y −)

))
,

(3.54)

where S = D−
1
2AwD

− 1
2 is the normalised weighted adjacency matrix48. As in the previous

sections, it is assumed that the weighted adjacency matrix Aw is known.

In line with the standard LP framework, the first term in (3.54) encourages label smoothness
on the graph whilst the second term attempts to force the labelled data to retain their initial
labels. The PN-LP algorithm is differentiated by the third term, which restricts the labelled
data in obtaining their corresponding negative labels. That is, if y−ij = 1, the third term in (3.54)
prevents data point xi from being assigned to class cj .

The parameter µ ∈ (0, 1) regulates the significance of the initial positive and negative labelling
information in the optimisation framework, collectively. Moreover, the parameters µ1 ∈ (0, 1)
and µ2 ∈ (0, 1) dictate the relative importance of the positive and negative labelling information,
respectively. These parameters are restricted so that µ1 + µ2 = 1 and since positive labelling
information is more informative than negative labelling information, typically µ1 � µ2.

Finally, equating with zero the partial derivative of (3.54) with respect to F , the optimal solution
is given by

F ∗ = (S + (µµ1 − µµ2) I)−1 (µµ1Y
+ − µµ2Y

−) . (3.55)

Note that, in the context of a binary classification problem, the PN-LP algorithm reduces
to the LGC algorithm. Since the disease gene classification problem being considered in this
dissertation is a binary classification problem, the PN-LP algorithm was not employed in any
of the experimental work conducted. A description of the PN-LP algorithm is nevertheless
included because it serves as the foundation on which the ultimate graph-based SSL algorithm
employed in this dissertation was built, namely the kernel-induced label propagation by mapping
(Kernel LP) algorithm [447].

3.7.7 Kernel-induced label propagation by mapping

The primary distinction between the Kernel LP algorithm and each of the graph-based SSL
algorithms described in previous sections, lies in the feature space in which labels are propagated.
Although the graphs to which graph-based SSL algorithms are applied are typically constructed
in a higher-dimensional kernel space, as described in §3.6, label propagation occurs in the n-
dimensional Euclidean space. Zhang et al. [447] argue that, by performing the LP process in
the same kernel space in which the graph weights are optimised, improved model performance
may be achieved. This is based on the assumption that manifold smoothness may be encoded
more accurately in the kernel space than in the Euclidean space.

The Kernel LP algorithm is described in respect of the data set described in §3.5 and the vertices
of G may once again be partitioned into the subsets L = {x1, . . . ,x`} and U = {x`+1, . . . ,xn}.
48In [458], D−

1
2AwD

− 1
2 is referred to as the normalised graph Laplacian. The definition of the normalised graph

Laplacian provided in §2.3 is, however, the widely-accepted definition in the academic community.
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The classification problem considered is the multi-class classification problem defined in the
description of the PN-LP algorithm above. Moreover, the definitions of the classification scheme
F , and labelling information matrices Y + and Y −, are retained.

Let φ : X 7→ K be the non-linear mapping from the original feature space in Rd to the higher-
dimensional kernel space in Rp, with p � d. The kernel space is implicitly defined by the
kernel function K(xi,xj) = 〈φ(xi), φ(xj)〉 = φ(xi)

>φ(xj) together with the corresponding

Gram matrix K = φ (X )> φ (X ), where φ (X ) = [φ(x1), . . . , φ(xn)] ∈ Rp×n is the complete
kernelised data set. In the remainder of this section, a vector φ(xi) which is the projection of
the vector xi onto the higher-dimensional kernel space, is referred to as a kernelised data point.

The objective function of the Kernel LP algorithm is defined as

arg min
P ,W

n∑
i=1

u+
i

∥∥∥P>K (X ,xi)− (Y +
i. )>

∥∥∥− n∑
i=1

u−i

∥∥∥P>K (X ,xi)− (Y −i. )>
∥∥∥

+ α
n∑
i=1

(
‖φ(X )− φ(X )W.i‖+

∥∥∥P>K − P>KW.i

∥∥∥2

F
+ ‖W.i‖22

)

+ β
n∑
i=1

‖P i.‖2 (3.56)

subject to the constraints

wij ≥ 0, i, j ∈ {1, . . . , n},
wii = 0, i ∈ {1, . . . , n},

where ‖W.i‖2 and ‖P i.‖2 denote the `2 vector norm49 of the ith column of W and the ith row
of P, respectively.

The two variables in (3.56) to be optimised are P ∈ Rn×c, a projection matrix to be trained for
the prediction of soft label vectors in the kernel space, andW ∈ Rn×n, an adaptive reconstruction
weight matrix in the kernel space that is simultaneously optimised for the representation and
classification of the data in the kernel space.

The projection matrix P may be viewed as the classifier to be trained because the soft label
vector (in the kernel space) F i of data point xi is obtained by embedding the kernel computa-
tional result K (X ,xi) directly onto the projection directions in P. This is enforced by the joint
minimisation of the label prediction error corresponding to positive labels, defined as

n∑
i=1

u+
i

∥∥∥P>K (X ,xi)− (Y +
i. )>

∥∥∥ ,
and the label prediction error corresponding to negative labels given by

−
n∑
i=1

u−i

∥∥∥P>K (X ,xi)− (Y −i. )>
∥∥∥ ,

where u+
i and u−i are weighting factors balancing the influence of positive and negative labelling

information during LP. In order to constrain the predicted positive labels of the labelled data
to their given positive labels, u+

i is assigned a large positive value if xi ∈ L and 0 otherwise.
Similarly, the weighting factor u−i is assigned a positive value if xi ∈ L, or 0 otherwise. Recall,

49The `2 norm (also referred to as the Euclidean norm) of a vector v = [v1, . . . , vn] is defined as ||v||2 =
√∑n

i=1 v
2
i .
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however, that positive and negative labelling information are not equally informative (except in
the case of a binary classification problem). Consequently, the performance of the classifier is
typically improved by prioritising the influence of the positive labels on the objective function.
To that end, the value assigned to u+

i is selected to be considerably larger than that assigned to
u−i .

The second variable to be optimised, the reconstruction weight matrix W, captures information
describing the pair-wise relationships between the kernelised data points. Zhang et al. [447]
argue that a similarity measure based on adaptive weights optimised in the kernel space may
improve classification results since the relationships between data points may, potentially, be
represented more accurately in the higher-dimensional representation space.

To this end, it is assumed that each kernelised data point φ(xi) may be reconstructed as a
linear combination of the remaining kernelised data points. Then, the value of wij , the entry
in the ith row and jth column of W, denotes the contribution of the jth kernelised data point
to the reconstruction of the ith kernelised data point in the kernel space. Consequently, wij
provides some indication of the degree of similarity between φ(xi) and φ(xj). This motivates
the inclusion of the non-negative constraint wij ≥ 0, whilst the constraint wii = 0 is included
in order to avoid the trivial solution W = I. Recall from §3.6 and §3.7.3 that including the
constraint wii = 0 is recommend, and often required, when constructing weighted adjacency
matrices for the purposes of graph-based SSL. Note, however, that the learnt reconstruction
weight matrix W is not necessarily symmetric and does not, therefore, represent the weighted
adjacency matrix of the undirected graph G in the kernel space.

As previously mentioned, the reconstruction weight matrix is optimised for both classification
purposes and the accurate representation of data in the kernel space. The optimisation of W is
achieved by minimising the third expression in (3.56), namely

α

n∑
i=1

(
‖φ(X )− φ(X )W.i‖+

∥∥∥P>K − P>KW.i

∥∥∥2

F
+ ‖W.i‖22

)
.

The first term inside the brackets of the above expression encodes the representation reconstruc-
tion error over the new representation of the kernelised data obtained using W and the original
representation of the kernelised data φ(X ). Intuitively, minimising this error optimises W for
the representation of the data in the kernel space.

The second term inside the brackets captures the label reconstruction error over the recon-
structed soft label vectors and the original soft label vectors P>K in the kernel space. By
minimising the label reconstruction error, W is optimised for classification purposes.

Finally, the third term inside the brackets is included in order to encourage matrix sparsity.
Inducing sparsity by minimising the Frobenius norm (note that

∑n
i=1 ‖W.i‖22 = ‖W ‖2F ) of the

reconstruction weight matrix (in conjunction with the representation reconstruction error and
the label reconstruction error) circumvents the challenge of selecting an optimal neighbourhood
size for graph sparsification as is required in traditional graph-based SSL algorithms.

The final term in (3.56) acts as a regularisation term which imposes sparseness on the rows of
P in order to ensure that discriminative representations (i.e. the predicted soft label vectors in
the kernel space) are obtained. The positive parameters α and β balance the trade-off between
minimising the label reconstruction error and enforcing sparseness in the rows of P .
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Using matrix expressions, the objective function in (3.56) may be formulated as

arg min
P ,W

tr
(
P>K − (Y +)>

)
U1

(
P>K − (Y +)>

)>
− tr

(
P>K − (Y −)>

)
U2

(
P>(Y −)>

)>
+ α

(
‖φ(X )− φ(X )W ‖2F +

∥∥∥P>K − P>KW∥∥∥2

F
+ ‖W ‖2F

)
+ β ‖P ‖2,1 (3.57)

subject to the constraints

wij ≥ 0, i, j ∈ {1, . . . , n},
wii = 0, i ∈ {1, . . . , n},

where ‖P ‖2,1 is the `2,1 norm50 of the projection matrix P , andU1 andU2 are diagonal matrices

with entries (U1)ii = u+
i and (U2)ii = u−i , respectively.

Evidently, the variables P and W cannot be determined independently. In order to address this
problem Zhang et al. [447] proposed a solution methodology in which the variables are updated
alternately. To this end, the proposed optimisation procedure is partitioned into two main steps.
Step 1, kernelised label propagation by feature mapping for adaptive classification [447], sees W
considered fixed and P updated. In Step 2, kernel-induced adaptive weight construction, P is
considered fixed and W is updated.

First consider Step 1 in which it is assumed that the adaptive weight matrix W is known.
The objective function is, therefore, minimised with respect to the kernel-induced projection
classifier P only and a reduced problem may be obtained by removing every term in (3.57) that
is independent of P . This yields the univariate optimisation problem

arg min
P

tr
(
P>K − (Y +)>

)
U1

(
P>K − (Y +)>

)>
−

tr
(
P>K − (Y −)>

)
U2

(
P>K − (Y −)>

)>
+

α
∥∥∥P>K − P>KW∥∥∥2

F
+ β ‖P ‖2,1 . (3.58)

By the properties of the Frobenius norm, matrix formulations may be used to rewrite the term∥∥P>K − P>KW∥∥2

F
as tr

(
P>KLK>P

)
, where L = (I −W ) (I −W )> is the symmetric

smoothness matrix [458]. Recall that the predicted soft label vectors in the kernel space are
contained in F> = P>K. Therefore, tr

(
P>KLK>P

)
may be expressed as tr

(
F>LF

)
which

is markedly similar to the smoothing term tr
(
F>∆F

)
employed in each of the previous graph-

based SSL algorithms. Minimising
∥∥P>K − P>KW∥∥2

F
, therefore, not only reduces the label

reconstruction error over the predicted soft label vectors, but also ensures manifold smoothness
in the kernel space.

By the properties of the `2,1 norm, ‖P ‖2,1 may be rewritten as tr
(
2P>V P

)
, where V is the

diagonal matrix with entries vii = 1/ (2 ‖P i.‖2) . Note that the derivative of (3.58) does not exist
when P i. has all-zero entries. If every row of P contains at least one non-zero entry, (3.58) may

50For a q × n matrix M , the `2,1 norm is defined as ||M ||2,1 =
∑q

i=1

(∑n
i M

2
ij

) 1
2 = 2tr

(
M>BM

)
, where B is

the diagonal matrix with entries Bii = 1
2
||M .i||2, i = 1, . . . , q.
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be approximated by

arg min
P ,V

tr
(
P>K − (Y +)>

)
U1

(
P>K − (Y +)>

)>
−

tr
(
P>K − (Y −)>

)
U2

(
P>K − (Y −)>

)>
+

αtr
(
P>KLK>P

)
+ βtr

(
P>V P

)
. (3.59)

Taking the derivative of (3.59) with respect to P and equating it to zero, the optimal projection
classifier P (t+ 1) corresponding to the fixed reconstruction weight matrix W (t) is given by

P (t+ 1) =
(
KU1K

> −KU2K
> + αKL(t)K> + βV (t)

)−1
×(

KU1Y
+ −KU2Y

−) , (3.60)

where L(t) = (I −W (t)) (I −W (t))>. After the classifier P (t + 1) has been obtained, the
diagonal matrix V is updated by setting

vii(t+ 1) =
1

2 ‖P i.(t+ 1)‖2
. (3.61)

Once the projection classifier P and the diagonal matrix V have been computed, the algorithm
enters Step 2 dedicated to the construction of the adaptive reconstruction weight matrix W.
In this step it is assumed that the projection classifier P is known and the objective function
need only be minimised with respect to the reconstruction weight matrix W. Consequently, a
reduced objective function may once again be obtained by removing the terms in (3.57) that are
independent of W, yielding the univariate optimisation problem

arg min
W

α

(
‖φ(X )− φ(X )W ‖2F +

∥∥∥P>K − P>KW∥∥∥2

F
+ ‖W ‖2F

)
(3.62)

subject to the constraints

wij ≥ 0, i, j ∈ {1, . . . , n},
wii = 0, i ∈ {1, . . . , n}.

Rewriting the first term inside the brackets as

‖φ(X )− φ(X )W ‖2F = tr
(

(φ(X )− φ(X )W )> (φ(X )− φ(X )W )
)

= tr
(
K −KW −W>K +W>KW

)
,

the derivative of (3.62) with respect to W is obtained as

KW −K +K>PP>KW −K>PP>K +W . (3.63)

Finally, by equating (3.63) to zero, the reconstruction weight matrix W (t+ 1) corresponding to
the fixed projection classifier P (t+ 1) is defined as

W (t+ 1) =
(
K +K>P (t+ 1)P>(t+ 1)K + I

)−1 (
K +K>P (t+ 1)P>(t+ 1)K

)
, (3.64)
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where

wij(t+ 1) = max{wij(t+ 1), 0}, i, j ∈ {1, . . . , n},
wii(t+ 1) = 0, i ∈ {1, . . . , n}.

The updated reconstruction weight matrix is then used to compute a new projection classifier
during the next iteration of Step 1. Steps 1 and 2 are thus performed iteratively until P
converges. This process is outlined in pseudo-code form in Algorithm 3.6. After convergence, a
near-optimal reconstruction weight matrixW ∗ and projection classifier P ∗are obtained. Finally,
the corresponding soft label vectors are computed as

F ∗ = (P ∗)>K,

and labels are assigned by the same process employed by the PN-LP algorithm.

Algorithm 3.6: The transductive Kernel LP framework.

Input : The Gram matrix K, the number of classes c, the matrices Y + and Y − encoding
the initial positive and negative labels, the matrices U1 and U2, parameters α
and β, and a stopping tolerance ε.

Output: The optimal projection classifier P ∗.

δ ← 100;1

P (0)← 0n×c;2

V (0)← I;3

W (0)←
(
K +K>P (0)P>(0)K + I

)−1 (
K +K>P (0)P>(0)K

)
;4

t← 0;5

while δ ≥ ε do6

L← (I −W (t)) (I −W (t))>;7

Compute the projection classifier P (t+ 1) by (3.60);8

Compute the diagonal matrix V (t+ 1) by (3.61);9

Compute the adaptive reconstruction weight matrix W (t+ 1) by (3.64);10

δ ← ||P (t+ 1)− P (t)||;11

t← t+ 1;12

P ∗ ← P (t+ 1);13

3.8 Positive-unlabelled learning

For each of the data sets and algorithms described in the previous sections, it was assumed that
the set of labelled data L contained at least one positive instance and one negative instance.
Suppose, however, a given data set consists of only positively labelled and unlabelled data.
Moreover, it is known that negative instances exist within the data set, but none of these negative
instances are labelled. Whilst scaling the column of label assignment values returned by the
LGC algorithm would allow for classification to be performed using only positive and unlabelled
data, one would expect inferior performance (compared with the performance achieved when
using both positive and negative instances) since the decision boundary is only supported by
samples from one class. Additionally, these scaled values will not necessarily be smooth on the
graph. The LP and GFHF algorithms, on the other hand, are entirely incapable of performing
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classification using instances from only one class since their corresponding optimisation problems
would be solved by simply placing all the vertices in the same class.

Nevertheless, various examples of real world data take this form [130, 168, 172] where only
positively labelled and unlabelled data are available. A specific sub-paradigm of SSL, positive-
unlabelled (PU) learning, aims to address this particular problem. The majority of PU learning
methods may be summarised in two steps [197]. First, obtain a set of reliable negatives (data
points that can confidently be labelled as negative). Secondly, train a classifier on the positive
data and reliable negatives and apply this classifier on the unlabelled data.

A strikingly simple PU learning approach explored by Elkan and Noto [114] is to view unlabelled
data as negative data instances, train a standard supervised classifier on the data and use the
trained model to assign a score to each data point (positive data instances receive higher scores).
Then, the unlabelled data (temporarily labelled as negative) may be ranked according to their
scores and the unlabelled data points with the highest scores may be classified as positive.
Elkan and Noto found that under certain assumptions a standard classifier trained on positive
and unlabelled data should assign scores that are proportional to the scores it would assign
were it properly trained on positive and negative samples. These assumptions, though relatively
basic, may not always be realistic for practical applications.

A similar, but slightly more sophisticated, approach described in [267] is essentially a variation
of bagging [45], an ensemble learning method first proposed by Breiman [45]. This PU learning
method is outlined in pseudo-code form in Algorithm 3.7. First, a bootstrap sample is generated
by sampling uniformly and with replacement from the original training data. Then, unlabelled
data are once again treated as negative instances and a standard classifier is trained on the
bootstrap sample. The trained classifier is then applied to any data points that were not included
in the bootstrap sample, referred to as out-of-bag (OOB) points, and the score for each OOB
point is recorded. This process is repeated several times and each time the OOB scores are
stored. After a sufficient number of iterations, the scores stored for each data point are averaged
and assigned as its final score. Despite its simplicity Mordelet and Vert [267] observed that this
method matched or even outperformed a number of leading PU learning methods. The method
performed particularly well on data sets that contained a small number of positively labelled
data instances, in which the fraction of true negatives (in the unlabelled data) was relatively
small and which included significant volumes of unlabelled data.

Algorithm 3.7: Transductive bagging PU learning.

Input : Positive labelled data P, unlabelled data U , the bootstrap sample size k and the
number of bootstraps T.

Output: A score s : U → R.
Initialise for each x ∈ U , n(x)← 0, f(x)← 0;1

for t ∈ {1, . . . , T} do2

Draw a bootstrap sample Ut of size k from U ;3

Train a classifier ft on P and Ut;4

if x ∈ U \ Ut then5

f(x)← f(x) + ft(x);6

n(x)← n(x) + 1;7

return s(x) = f(x)/n(x) for x ∈ U8
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3.9 Graph hyperparameter learning

The selection of suitable hyperparameter values is central to the development of a reliable
machine learning model. This is particularly true in the context of graph-based SSL, where
the model hyperparameters are typically used during graph construction. Consequently, the
hyperparameters of a graph-based SSL model ultimately determine whether the graph on which
learning takes place is a good approximation of the true structure of the data.

The process by which hyperparameter values are selected, called hyperparameter tuning, may
be summarised as follows. First, the model is trained using some initial hyperparameter values
(these values are typically specified by the analyst and may be selected randomly or using
some heuristic or metaheuristic). Thereafter, the model is evaluated on the validation set and
the hyperparameters are adjusted. The manner in which the hyperparameters are adjusted is
dictated by the chosen hyperparameter tuning strategy. Ultimately, however, all hyperparameter
tuning strategies seek to adjust the hyperparameter values in a manner that will yield improved
model performance. The updated hyperparameter values are then used to retrain the model and
re-evaluate the results. This process is repeated until the desired level of model performance
is reached. The most common approaches are manual search (the analyst manually tunes
the hyperparameters after each validation run), random search and grid search. The random
search method iteratively selects random hyperparameters (from a specified range of possible
values), evaluates the corresponding model and finally selects the hyperparameter values that
achieved the best results. In a grid search, a list of possible values are provided for each
hyperparameter and the model performance is evaluated for every possible combination of these
hyperparameter values. Once again, the combination of hyperparameter values that maximise
the model’s performance is selected as the final hyperparameter values of the model.

The prevalence of these hyperparameter tuning strategies in the field of machine learning may be
attributed to their simplicity and ease of implementation. Given the primacy of the hyperparam-
eter tuning problem in graph-based SSL implementations, however, a number of hyperparameter
tuning strategies have been devised specifically for graph-based SSL. These are MinEnt [456],
inference driven metric learning (IDML) [97], adaptive edge weighting (AEW) [202] and, more
recently, PG-learn [421].

MinEnt [456] is perhaps the first hyperparameter tuning method developed expressly for hy-
perparameter tuning51 in graph-based SSL applications. It was proposed by Zhu et al. [456]
as an extension to the GFHF algorithm described in §3.6.2 and continues to match or even
outperform many state-of-the-art methods [421]. The MinEnt algorithm attempts to minimise
the entropy52 of the solution (the top-ranked GF as defined in (3.21) in §3.6.2) on the unlabelled
data by employing gradient descent methods to learn different σm bandwidths (these are the
algorithm hyperparameters) for the kernel function in (3.16) [456]. Despite the significant suc-
cesses of the MinEnt algorithm, one weakness immediately presents itself, namely the algorithm
only maximises labelling confidence over the unlabelled data.

This weakness is not shared by the recently proposed PG-learn [421] method which managed
to significantly outperform all the hyperparameter tuning methods mentioned in this section
(according to the Wilcoxon signed rank test53), including the reputed MinEnt algorithm, on five

51Also referred to as graph-learning as the hyperparameters ultimately dictate how data are related in the graph.
52In the field of physics, the entropy of a system is often interpreted as the degree of disorder or randomness in

the system. In [456], a heuristic is proposed which approximates the average entropy (degree of randomness) of
the labels corresponding to the GF (as defined in (3.21) in §3.6.2).

53The Wilcoxon signed-rank test is a non-parametric statistical hypothesis test used to test for significant dif-
ferences between the means of two dependent samples which does not assume that the differences in means
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benchmark high-dimensional data sets54 (given a fixed time budget) [421]. It was also reported
in [421] that PG-Learn is more robust with respect to noisy data features than any of the
other hyperparameter learning algorithms [421]. The PG-learn algorithm is described in the
remainder of this section (for the sake of clarity some notation defined in previous sections are
reiterated below).

Let data set D of size n consist of two subsets L and U with L = {(x1, y1), . . . , (x`, y`)}, and
U = {x`+1, . . . ,x`+u}, respectively. Furthermore, the vector xi ∈ Rd has a label yi ∈ Nc, where
c is the number of classes and Nc consists of values in the range 1, . . . , c, where c ∈ N. These
labels are captured in the binary matrix Y ∈ Bn×c with the entry Yij = 1 if and only if the label
yi of xi is j. Edge weights are denoted by wij and are calculated using the RBF kernel function
as

K(xi,xj) = exp
(
−(xi − xj)>a(xi − xj)

)
, (3.65)

where a is the diagonal matrix with entries aij = am = 1/σ2
m and σm is the bandwidth parameter

for the mth element of xi. Thus, am is the hyperparameter corresponding to the mth feature of
xi, where larger am-values should preferably be assigned to more discriminative features. The
PG-learn algorithm also seeks to find a value for the hyperparameter k used during kNN graph
sparsification described in §3.6. Specific combinations of values for am and k define different
hyperparameter configurations, a hyperparameter configuration is denoted by h.

In [421], the process of learning suitable am-values is based on the minimisation of the loss
function

ga(B) =
c∑

c′=1

∑
v,v′

− lnσ(Fvc′ − Fv′c′) (3.66)

over the validation set denoted by B ⊂ L, where σ = expx/(1 + expx) is the sigmoid function
and F is the matrix of label probabilities inferred by the LGC algorithm (from §3.6.3). The
true label of a vertex is denoted by c′ and v ∈ Bc′ denotes a vertex in B whose true class label is
c′. A vertex in B whose true class label is not c′ is denoted by v′ ∈ B \ Bc′ . Intuitively, a larger
positive difference between Fvc′ and Fv′c′ implies that the solution F more confidently assigns the
label c′ to vertices in the validation set whose true class labels are, in fact, c′. Hyperparameter
values that result in larger positive differences are thus preferable. Evidently, as (Fvc′ − Fv′c′)
approaches infinity, σ(·) approaches 1, the negative natural logarithm function approaches 0 and
so too does (3.66).

Note that, in order to compute (3.66), a pairwise calculation must be performed for any possible
pairing v, v′. If any of the vertices in the validation set have the same true class label, the
total number of possible pairings will exceed the number of vertices in the validation set. Thus,
this choice of loss function allows for better utilisation of the limited amount of validation data
typically available for graph-based SSL problems (compared to loss functions based on point-
wise difference calculations). The value of (3.66) corresponding to a specific hyperparameter
configuration is referred to as the validation loss and the am-values that result in the minimum
validation loss (for a given value of k) are computed using gradient descent (described in §2.7).
The adaptive hyperparameter search strategy proposed in [421], called Gradient, is outlined
in pseudo-code form in Algorithm 3.8.

The input values of k and a are drawn uniformly from the distributions k ∈ [5, 20], k ∈ N and
am ∈ [0.1d, 10d], am ∈ R where d is the mean Euclidean distance across all pairs (xi,xj) (in
the remainder of this section, initial hyperparameter configurations are generated in the same

necessarily follow a Gaussian distribution [413].
54COIL [61], USPS [176], MNIST [349], UMIST [377] and Yale [55].
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Algorithm 3.8: Gradient for adaptive hyperparameter search

Input : The initial hyperparameter configuration, i.e. k and a(0).
Output: The approximate values of a, given k, which minimise the validation loss.

t← 0;1

while am-values have not converged do2

Construct Aw corresponding to k and a(t);3

Compute F (t) using Algorithm 3.3;4

Compute ∂g
∂am

(based on F (t)) for each am;5

a(t+ 1)← a(t)− ε dgda ;6

t← t+ 1;7

return a← a(t)8

manner). Given these inputs, the Gradient algorithm iteratively searches for better values of
a and terminates once the am-values converge. During each iteration the following steps are
performed. First, the current am-values are substituted into (3.65) and a preliminary weighted
adjacency matrix is computed. The corresponding graph is sparsified by constructing its kNN
graph (for the given value of k) using the LSH-kNN method (described in §3.5). The weighted
adjacency matrix of the resulting graph (on which learning is to take place) is denoted Aw. After
Aw has been calculated, the LGC algorithm (summarised in pseudo-code form in Algorithm 3.3)
is implemented (in Step 5) in order to compute the label inference matrix F corresponding to
the current hyperparameter configuration.

In Step 6, the element-wise gradients of (3.66), given F , are computed as

∂g

∂am
=

c∑
c′=1

∑
v,v′

(ovv′ − 1)

(
∂Fvc′

∂am
− ∂Fv′c′

∂am

)
, (3.67)

where Fvv′ = Fvc′ − Fv′c′ and ovv′ = σ(Fvv′). The values ∂Fvc′/∂am and ∂Fv′c′/∂am are entries
in the matrix

∂F

∂am
= µ(S − I)

∂F

∂am
+ µ

∂S

∂am
F ,

where µ = α/(1− α) and α is the trade-off parameter in Algorithm 3.3.

The element-wise gradients computed in Step 6 are captured in matrix-form as a tensor55

denoted dg/da. The use of tensor-form gradients allows for the efficient computation of gradient
updates on platforms optimised for matrix operations (such as Matlab [255]). In Step 7, the
tensor gradient is used to find new (presumably better) am-values to be used during the next
iteration of the algorithm (the parameter ε is the step-size described in §2.7). Steps 4–8 are
repeated until convergence of the am-values occurs. Note that the value of k remains unchanged
throughout the execution of the algorithm. Thus, the Gradient algorithm may be used to
compute better am-values for a given value of k, but cannot improve k itself. Naturally, the
quality of the final graph, and consequently the performance achieved by the LGC algorithm
(on that graph), is significantly influenced by the particular value of k. Additionally, the am
values returned by the Gradient algorithm will differ for distinct values of k. Consequently,
the final performance of the LGC algorithm depends considerably on the initial hyperparameter
configuration provided as input.

55The matrix-form utilises a 3-dimensional matrix, or tensor, representation and may be viewed as a 2-dimensional
matrix in which each entry is a vector [421].
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In order to find a satisfactory hyperparameter configuration, the Gradient algorithm must
therefore be executed several times for different initial hyperparameter configurations. Intu-
itively, the likelihood of finding the optimal hyperparameter configuration for a particular graph
increases as the number of random initial hyperparameter configurations (and thus the number
of k-values considered) increase. Since the Gradient algorithm can only consider one initial
hyperparameter configuration (and thus only one k-value per run) at a time, each distinct ini-
tialisation requires a separate run. Simply running the Gradient algorithm (to completion)
for a number of random initial hyperparameter configurations will, however, incur significant
computational costs. Reducing the computational costs associated with each run of the Gra-
dient algorithm would allow for a greater number of initial hyperparameter configurations to
be explored.

To this end, the PG-learn algorithm exploits the following properties of gradient descent meth-
ods and the LGC algorithm. First, both gradient descent and the LGC algorithm can be ter-
minated at any iteration and probed for the current values of its variables. Therefore, the
Gradient algorithm can return a preliminary answer at any time even if convergence has not
yet occurred. Secondly, the Gradient algorithm runs independently for different initial hy-
perparameter configurations. Thus the Gradient algorithm can be implemented in parallel
threads, where each parallel thread corresponds to a different initial hyperparameter configu-
ration. Using these properties, the PG-learn algorithm offers a method that allows for the
exploration of various initial hyperparameter configurations within a reasonable time frame.

In essence, the PG-learn algorithm performs several rounds of elimination during which a
fraction of the best hyperparameter configurations are stored and the remainder are discarded. In
other words, the threads with promising hyperparameter configurations are resumed during each
successive elimination round and threads that perform poorly are eliminated early in order to
explore other, potentially more promising, hyperparameter configurations. The process is based
on the notion that hyperparameter configurations that are likely to yield good results are more
likely to perform in the top fraction of hyperparameter configurations even after only a small
number of iterations. Although the performance of an initial hyperparameter configuration after
a small number of iterations of the Gradient algorithm is not representative of the performance
it could achieve after the am-values have converged (i.e. after a large number of iterations), its
performance relative to other initial hyperparameter configurations is roughly maintained [421].
The search strategy implemented in the PG-learn algorithm is outlined in pseudo-code form
in Algorithm 3.9.

In the first step, the total number R of elimination rounds to be performed is calculated based
on the input values for r and B, where r is the downsampling rate and B is the time budget.
The time budget specifies the maximum number of time units that may be allocated to a single
thread (i.e. a single initial hyperparameter configuration). The downsampling rate determines
the fraction of threads that are retained after each round of elimination. For a downsampling
rate r, the T/r best threads are retained after each elimination round, where T is the number
of parallel threads. Thereafter, in Step 2, the first set of initial hyperparameter configurations,
denoted by H, are drawn uniformly from the distributions described earlier. The Gradient
algorithm is then performed for each h ∈ H for a duration of d1 time units (calculated in
Step 3). Once d1 time units have passed, the Gradient algorithm is terminated, the current
hyperparameter configurations are retrieved, H is updated and the validation loss associated
with each thread is calculated and stored in G.

Hereafter, the algorithm enters the first of the R rounds of elimination described in Steps 5–12.
During each round of elimination the following steps are performed. First, the T/r hyperpa-
rameter configurations with the smallest associated values in G are identified and assigned to
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Algorithm 3.9: PG-learn for parallel hyperparameter search

Input : The data set D, a time budget B, a downsampling rate r and a number of parallel
threads T.

Output: The final hyperparameter configuration htop.

R← blogr Bc ;1

H ← get hyperparameter configuration(T );2

d1 ← Br−R;3

G ← {run Gradient then return validation loss(h, d1) : h ∈ H};4

for i ∈ {1, . . . , R} do5

Htop ← get top(H,G, bT/rc);6

Hnew ← get hyperparameter configuration(T − bT/rc);7

di ← B
(
r−(R−i) − r−(R−i+1)

)
;8

Gtop ← {resume Gradient then return validation loss(h, di) for h ∈ Htop};9

Gnew ← {run Gradient then return validation loss(h, di) for h ∈ Hnew};10

H ← Htop ∪Hnew;11

G ← Gtop ∪ Gnew;12

return htop ← get top(H,G, 1)13

the set Htop. The threads corresponding to the remaining hyperparameter configurations are
terminated and a new initial hyperparameter configuration is drawn uniformly for each of the
now idle threads (Step 7). These new hyperparameter configurations make up the set Hnew.

In Step 8, the allowable runtime for the Gradient algorithm during the current elimination
round is calculated as di = B(r−(R−i)−r−(R−i+1)). It may be seen that the allowable runtime for
each thread increases exponentially after each elimination round, thereby gradually increasing
the amount of time afforded the ‘surviving’ hyperparameter configurations. In Steps 9 and 10,
the Gradient algorithm is performed for each element of Htop and Hnew. The validation losses
(calculated using the hyperparameter configurations returned by the Gradient algorithm) cor-
responding to the input hyperparameter configurations in Htop and Hnew are captured in Gtop
and Gnew, respectively. Note that, Htop and Hnew are updated after each iteration of the Gra-
dient algorithm since it returns improved values for a. The updated versions of Htop and Hnew
then make up the (new) complete set of hyperparameter configurations H = Htop ∪Hnew. Sim-
ilarly, the complete set of validation losses corresponding to H is given by G = Gtop ∪ Gnew. At
this point the first round of elimination has been completed and the PG-learn algorithm enters
the second round of elimination by returning to Step 6. This process is performed iteratively for
R elimination rounds whereafter the hyperparameter configuration with the lowest associated
validation loss, denoted htop, is returned.

3.10 Chapter summary

This chapter was devoted to a discussion on prerequisite machine learning methods and prin-
ciples. It opened with a concise description of the various paradigms of machine learning, and
this was followed by an overview of model training procedures and evaluation metrics employed
in this field. The focus then shifted to a description of the popular SVM machine learning
models. Subsequently, fundamental SSL assumptions and a number of different SSL approaches
were described. This was followed by a more detailed account of graph-based SSL concepts.
The chapter also included an overview of graph construction methods with a focus on the LSH-
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kNN method proposed by Zhang et al. [446]. The subsequent sections were devoted to the
description of seven flagship graph-based SSL algorithms and PU learning, respectively. The
chapter concluded with a review of a number of hyperparameter learning algorithms, including
the PG-learn algorithm proposed by Wu et al. [421].
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CHAPTER 4

Biological Prerequisites
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This chapter serves as an introduction to biological concepts pertinent to putative disease gene
prediction. The chapter opens with an overview of the link between genes and diseases in §4.1.
Thereafter, a concise description of the modular nature of biological networks, and diseases in
particular, is given in §4.2. This is followed by an outline of protein-protein interactions and a
summary of additional biological data leveraged in this dissertation in §4.3 and §4.4, respectively.
In §4.5, relevant biological databases and are referenced, and this is followed by a short review
of a number of existing disease gene prediction methods in §4.7. Finally, the chapter closes in
§4.8 with a brief summary of the literature covered in this chapter.

4.1 The relationship between genes and diseases

DNA (Deoxyribonucleic acid), the foundation of heredity1, can be described as the ‘blueprint’
of a living organism. The well-known double helix structure of a DNA molecule consists of two
polynucleotide2 chains held together by hydrogen bonds3 [83]. These chains are composed of four
types of nucleotide molecules, differentiated by their bases adenine (A), cytosine (C), guanine
(G) and thymine (T) [435]. The type of nucleotide is thus commonly denoted by the symbol A,
C, G or T [9]. The order in which these nucleotides appear in DNA encodes all the biological
information of a living organism. Different segments of a DNA molecule are called genes. Genes

1The concept of transmission of an organism’s characteristics to their offspring [287].
2In simple terms, a polymer is a large molecule consisting of multiple smaller molecules that react with similar
molecules. A polynucleotide is thus a polymer consisting of smaller molecules called nucleotides [9]. A nu-
cleotide is a small molecule that contains a sugar molecule, a phosphoric acid molecule and a nitrogen-containing
base [435].

3An attraction between a partially positive hydrogen atom and a larger, negatively charged, atom [280].
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encode different sets of biological information that trigger distinct actions, such as the synthesis
of a specific protein (all proteins are encoded by genes, but not all genes encode proteins) [9,
435].

The mechanism responsible for the production of proteins is known as the central dogma of
molecular biology [83]. The central dogma can be described in terms of its three main stages:

1. DNA replication: A duplication process that produces an exact copy (provided that normal
cell division occurs) of the parent cell. In the context of DNA replication, the parent cell is
the original DNA molecule that divides to produce two or more replicates, called daughter
cells, of itself [100]. During replication, genetic information is preserved by transmitting
the genetic information from the parent cell to the daughter cells [434].

2. Transcription: The process by which the information contained in a gene is copied and
temporarily stored in a messenger ribonucleic acid molecule, hereafter abbreviated as
mRNA [434].

3. Translation: The mechanism whereby the information contained in an mRNA molecule is
decoded in order to synthesise a protein4 [434].

Occasionally, an error occurs at some stage of this process, called a mutation. Mutations can
result in the production of a protein that functions improperly or not at all. Should a mutation
occur during transcription, only one mutated protein will be produced because the gene that
encodes that particular protein remains unchanged. Since genes encode thousands of proteins,
it is unlikely that a single mutated protein will have an observably distinct effect. Similarly,
because an mRNA molecule can undergo translation a limited number of times before degrading,
a mutation that occurs during transcription is unlikely to have noticeable consequences. If,
however, a mutation occurs during DNA replication, every mRNA molecule will be mutated
and only mutated proteins will be synthesised. Since replication produces exact copies of the
parent cell, each daughter cell produced thereafter will also contain the mutation. Evidently,
this gene will continue to result in mutated proteins which may have detrimental effects on an
individual’s health and development. The nature, severity and observable traits caused by the
mutated gene and its interaction with the environment is called the disease phenotype5.

Fortunately, a relatively small percentage of genetic mutations cause harmful phenotypic changes.
Gene mutations that do have a deleterious effect are classified as disease genes. Note, however,
that it is not the disease gene with a normal structure that causes a disease phenotype, but
mutations thereof. The CFTR gene, for instance, is often associated with cystic fibrosis6 even
though all humans have some version of the CFTR gene. It is, therefore, not the presence of the
CFTR gene in an individual’s genome that causes cystic fibrosis, but specific mutated versions
of CFTR [297]. A number of disease phenotypes and their associated disease genes are shown
in Table 4.1.

The inheritance of one or multiple hereditary mutations7 can thus lead to the development of
a hereditary genetic disorder [274]. Diseases such as hemophilia [180], cystic fibrosis [87] and

4Non-encoding DNA need not be considered since, in this dissertation, putative disease genes are identified by
analysing protein-protein interactions.

5The distinction between a disorder (typically used to describe a cluster of symptoms for which the underlying
cause is unknown) and a disease is not relevant in the context of this dissertation, since genetic composition is
a contributing factor in both diseases and disorders. Therefore, these terms are used interchangeably.

6Cystic fibrosis is a recessive hereditary disease that causes build-up of thick mucus in the lungs which leads to
persistent lung infections, damage to the pancreas and complications in other organs [87].

7If a mutation is present in every DNA molecule of an individual, remains present throughout the individual’s
lifespan and is passed on to its progeny, it is a hereditary mutation. As the name suggests, the vast majority of
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106 Chapter 4. Biological Prerequisites

Huntington’s disease [79, 401] are examples of hereditary diseases caused by mutations in specific
genes (the disease genes associated with each of these diseases are shown in Table 4.1). Diseases
caused by the mutation of a single gene are called Mendelian diseases. Diseases associated with
multiple mutations in multiple genes are classified as complex diseases [274].

The majority of commonly occurring diseases, such as heart disease [35, 442], diabetes [387],
high blood pressure [205], obesity [48, 123] and diabetes [311], are complex diseases8. Table 4.1
lists known disease genes for each of the complex diseases mentioned above, although it is at
present impossible to know whether the complete set of disease genes associated with a particular
complex disease has been identified.

Whereas hereditary mutations are present in every cell of an organism, somatic mutations are
only present in particular cells (and can therefore not be passed to the next generation). Somatic
mutations can occur throughout an individual’s lifetime. A somatic mutation can be the result
of a spontaneous mutation, typically caused by copying errors during DNA replication, or an
induced mutation9. Induced mutations occur due to environmental factors and exposure to
mutagens [291]. Mutagens are chemical compounds and types of radiation that damage DNA
molecules [116]. Examples of radiation mutagens include, any radioactive substances, x-rays
and ultraviolet radiation [116, 335]. Examples of chemical mutagens [118] are asbestos [425],
acrolein (a toxic compound found in cigarettes) [392] and ‘meat mutagens’ produced by high
temperature cooking methods [229, 328]. The danger mutagens pose to an individual’s health
depends on his or her mutagen sensitivity [93, 284, 291] — an indirect phenotypic measure of an
individual’s DNA repair capacity [268, 407]. DNA repair is the process by which damaged DNA
molecules (i.e. DNA molecules containing gene mutations) are identified and repaired prior to
DNA replication [338]. An individual’s DNA repair capacity is widely accepted as an indirect
measure of susceptibility to cancer [8, 187, 215].

In 1987, Hsu speculated that an individual’s mutagen repair sensitivity is, essentially, the genetic
expression of that individual’s DNA repair capabilities [173]. This notion was supported by a
study conducted by Grossman and Wei, in which a link between loss of DNA repair capacity,
caused by mutations of the TP53 gene, and the risk of developing basal cell carcinoma (a form of
skin cancer) was successfully established [152]. It is now known that, TP53, colloquially referred
to as the tumour gene, encodes the protein p53 [398], which inhibits the growth of abnormal cells,
thereby acting as a tumour suppressant [101, 286, 415]. The relationship between mutations
of genes involved in DNA repair and the expression of disease phenotypes has been verified by
numerous studies [75, 187, 215, 243, 265, 268, 284, 339, 378]. Examples of diseases that have
been strongly linked to DNA repair capacity deficiencies include lung, breast and prostate cancer,
Hereditary Non-Polyposis Colon Cancer (HNPCC), Njimegen Breakage Syndrome (NBS) and
Fanconi Anemia (FA). Their associated disease genes are shown in Table 4.1.

Table 4.1 is by no means an exhaustive list of known disease genes. It does, however, give some
indication as to the sizeable successes that have been achieved in disease gene identification
studies. Nevertheless, a great many challenges remain, particularly with regards to complex
diseases. For instance, decades of empirical studies have confirmed the existence of a genetic
component in psychiatric [56, 257, 397] and neurodevelopmental disorders [161, 329, 381], yet
our understanding of their genetic architecture remains extremely limited [437]. In fact, so

hereditary mutations are passed on to offspring by their parents. There are, however, rare instances in which a
mutation occurs shortly after fertilisation. As the fertilised egg cell divides, the hereditary mutation is copied to
every cell in the growing embryo. [271]

8In rare cases, a single mutated gene can strongly predispose an individual to a commonly occurring disease.
Inheritance of a mutated BRCA1 [261] or BRCA2 [419] gene, for instance, confers significant risk of developing
breast cancer.

9Neither spontaneous nor induced mutations are necessarily somatic.
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little is known about the biological events underlying these disorders that they are classified
based on the observed symptoms rather than on their underlying biological cause. This want of
knowledge may account for the absence of early genetic studies related to these disorders, despite
the well-established link. The ever-growing body of available literature and the ubiquity10 of
these disorders have, however, made psychiatric and neurodevelopmental disorders a popular
avenue of investigation in the latest generation of disease gene studies. A number of associated
genes have been identified for Autism Spectrum Disorder (ASD) [185, 393], anxiety disorders [60],
Bipolar Disorder (BP) [283] and Major Depressive Disorder (MDD) [405, 410].

Genetic studies of MDD have also provided evidence in support of the popular hypothesis
that the underlying cause of many neuropsychiatric disorders is synaptic dysfunction11 [405,
410]. Some researchers believe that genetic studies of these disorders may eventually produce
evidence of the biological processes affected in an individual suffering from a neuropsychiatric
disorder [106]. At present, however, the number of associated genes identified is insufficient to
develop a more comprehensive understanding of these disorders [437].

The genetics of the majority of diseases, and complex diseases in particular, are still not fully
understood. Studies of complex diseases are hampered by a number of factors. First, a large
number of mutations and genes are involved in the development of a disease phenotype and their
interactions are inherently complex [193, 296, 354]. Secondly, most genes can perform more than
one function and, as for all genes, several gene mutations are possible. Different mutations in the
same gene can, therefore, give rise to dissimilar phenotypes, depending on which of the gene’s
functions were altered [201, 296]. Thirdly, as previously mentioned, a disease phenotype is
determined by the interaction of an individual’s genotype12 with the environment. A seemingly
countless number of studies have enabled researchers to develop a partial understanding of the
role various environmental factors play in different diseases [225, 260, 331]. At present, however,
researchers have no way of determining the precise effects of different environmental factors on
the disease phenotype observed.

Another important challenge is that diseases can no longer be classified as either Mendelian or
complex. Previous studies have questioned whether diseases can, in fact, be classified as either
Mendelian or complex [30, 102, 347]. Scriver and Waters [347] found, for some Mendelian dis-
eases, that the observed phenotype was influenced by both a primary gene and gene modifiers13.
Shortly thereafter, Dipple and McCabe [102] suggested that the distinction between Mendelian
diseases and complex diseases is not, in fact, a biological reality. Dipple and McCabe argued that
Mendelian diseases are not caused by a single gene, but by a primary gene influenced by modifier
genes. They defined complex diseases as diseases for which the primacy of any individual gene
is not perceptible [102].

More recently, an increasing number of studies have focussed on the relationship between
Mendelian and complex diseases. A systematic comparison of known complex and Mendelian
disease genes, conducted by Jin et al. [190], revealed that approximately 54% of the known
Mendelian disease genes are also associated with complex diseases [190]. The significance of
these findings become evident when Spataro et al. [360] studied genes containing mutations as-
sociated with both Mendelian and complex diseases, which they called complex-Mendelian genes.
Spataro et al. [360] found that the proteins encoded by complex-Mendelian genes had higher
functional relevance (in protein-protein interactions) than those encoded by genes exclusively

10A study conducted by the WHO in 2018 found that 35% of full-time students (13 984 respondents from eight
countries were considered) screened positive for at least one common lifetime disorder [17].

11A synapse is the transmission site of impulses between neurons [115].
12The set of genes responsible for a specific trait.
13According to Scriver and Waters [347], gene modifiers are other genes that, to a lesser extent, contribute to the

observed phenotype of a Mendelian disease.
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associated with complex diseases [360], hereafter referred to as complex genes. This finding was
reflected in their observation that complex-Mendelian genes have higher expression rates than
complex genes (that is, the effect of a complex-Mendelian gene on the observed phenotype is
more prominent). Sparato et al. [360] also compared complex-Mendelian genes and complex
genes associated with the same complex disease. This allowed for the discovery that a partic-
ular mutation, present in both a complex gene and complex-Mendelian gene, is more likely to
lead to the development of the associated complex disease if present in a complex-Mendelian
gene. Therefore, mutations in Mendelian disease genes have a more significant influence on an
individual’s susceptibility to complex diseases.

In a study conducted by Blair et al. [36], the ubiquity of significant comorbidities14 between
various Mendelian and complex diseases was investigated. Blair et al. verified a number of
known comorbidities (such as the comorbidity between lipoprotein deficiencies15 and myocardial
infarction (a heart attack) [366]) and uncovered various novel comorbidities. For instance, they
showed that Marfan syndrome (Mendelian) is often coupled with a neuropsychiatric disease like
depression or autism (complex diseases) [36].

4.2 The modular nature of diseases

In 1999, Hartwell et al. [165] presented the first formal argument for the recognition of functional
modules as key levels of organisation in biological networks. This notion was based on the
observed difficulty of determining the biological function of a molecule when studied in isolation.
Conversely, biological functions could be predicted with relative ease when the interactions
between a collection of different molecules, such as DNA and proteins, were considered [165].

The modular nature of biological systems has since become a fundamental concept underpinning
numerous fields of study [213]. Wagner et al. [400] defined a functional module as a collection
of components that interact in order to perform some discrete physiological function, and is
semi-autonomous in relation to other functional modules [400]. These functional modules need
not, however, be fixed structures [25]. A given component can, for instance, belong to different
functional modules at different times [165].

It has been shown that, due to chemical separation, interaction between components belonging
to different functional modules is limited [25]. Chemical separation may be caused by spatial
isolation (physical constraints) or chemical specificity [165]. The ribosome16, for instance, is
spatially isolated because all its processes are concentrated in a single particle [30]. A signal
transmission pathway, on the other hand, is chemically separated because it consists of chemi-
cally specific components whose chemical processes are sensitive to the chemical signals of their
functional module, but not to any other chemicals that may be present [30, 212]. Numerous
studies have also found that genes with similar functions often belong to the same functional
module [25, 24] and that their products (e.g. proteins) are more likely to interact [201]. More-
over, functionally related genes are likely to be regulated by the same biological mechanisms [189,
288]. Consequently, a graphical representation of a biological system, in which vertices repre-
sent components of functional modules and edges denote interactions between these components,
typically consists of highly connected subgraphs (the functional modules) that are themselves
sparsely connected to each other [400].

14The occurrence of multiple disorders in a single individual, either at the same time or in some causal sequence.
15A hereditary metabolic disease that disrupts the normal breakdown of fats in the body.
16A complex molecule (and an example of a functional module) that synthesises proteins [151].
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In a compelling number of studies, researchers have concluded that diseases are caused by dis-
ruptions in specific functional modules called disease modules [25, 24, 30, 288]17. Additional
research efforts have confirmed the intuitive notion that, deleterious mutations of functionally
related genes disrupt the same (or similar) biological processes, thereby engendering phenotyp-
ically similar diseases 18 [30, 189, 239, 358]. Reciprocally, diseases with overlapping clinical
phenotypes are caused by mutations of functionally related genes19 [42]. Jiang et al. [189], for
instance, conducted a systematic analysis of genetic disease phenotypes which revealed signifi-
cantly higher functional similarity between genes associated with diseases belonging to the same
phenotype module than for random controls. Hence, the human disease phenotype network
has a modular structure [30, 129, 193, 239, 288, 394, 441]. This is evident in the graphical
representation of the human disease phenotype network constructed by Goh et al. [147] shown
in Figure 4.1.

Exploiting the modular nature of the human disease phenotype network has, for instance, al-
lowed researchers to gain new insights into diseases such as Fanconi anemia [88] and pancreatic
cancer [193]. More recently, Taylor et al. [375] investigated alterations in disease modules as
an indicator of breast cancer prognosis and He et al. [166] identified several disease modules
involved in congenital heart disease. Additionally, studies conducted in respect of the cancer-
related gene networks of breast cancer [70], adult acute myeloid leukaemia [384] and hepato-
cellular carcinoma [432] have identified a significant correlation between higher modularity (of
the cancer-related gene network) and increased cancer risk, aggressive progression and a poorer
prognosis.

4.3 Protein-protein interactions

Early biological experiments revealed that proteins are at the core of almost all biological func-
tions [435]. As such, proteins are extremely versatile in their functions and can act as structural
components, transporters, sensors or catalysers [90]. Very few proteins can, however, function
in isolation. Indeed, the vast majority of proteins are bound by specific protein partners at
some point of their functional lifetime [435]. The formation of such a physical bond between
two proteins is called a protein-protein interaction (hereafter abbreviated as PPI). PPIs are
the basic units of PPI graphs — undirected, possibly weighted, graphs in which vertices rep-
resent proteins, edges denote interactions and, if included, edge weights convey information
about interaction confidences20. PPI graphs constructed for research purposes typically contain
only functionally relevant PPIs. A PPI is considered functionally relevant if it is intentional
i.e. spurred by a specific event (not simply a chance interaction) and contributes to a distinct,
non-generic function [13].

PPI graphs serve as a paradigm for distilling large data sets into actionable knowledge. These
graphs have been used to gain numerous novel insights into biological life, such as the prediction
of protein functions [300, 402, 424], the identification of proteins that are essential for survival [99,
234, 293, 427] and the development of new medications [196, 346, 449]. Analyses of the human
interactome — a PPI graph that contains the entire set of interactions of the human proteome21

17A single disease module may comprise several functional modules.
18Complex diseases are caused by disruptions in a number of biological processes, regulated by different disease

modules, that arise due to complex interactions between multiple mutated genes [88, 170, 193, 243].
19While phenotypically similar diseases are typically caused by disruption of the same biological process, Bauer et

al. found that the disruption of a biological process may occasionally result in unrelated disease phenotypes [30].
20A measurement of how confident researchers are that this interaction does, in fact, occur [69].
21The entire complement of proteins that an organism can express.

Stellenbosch University https://scholar.sun.ac.za



110 Chapter 4. Biological Prerequisites

F
ig

u
r
e

4
.1

:
T

h
e

h
u

m
an

d
is

ea
se

n
et

w
or

k
co

n
st

ru
ct

ed
b
y

G
o
h

et
al

.
[1

47
]

(s
m

al
l

cl
u

st
er

s
of

d
is

ea
se

s
ar

e
n

ot
sh

ow
n

).
E

ac
h

ve
rt

ex
re

p
re

se
n
ts

a
p

ar
ti

cu
la

r
d

is
ea

se
an

d
tw

o
ve

rt
ic

es
ar

e
jo

in
ed

b
y

a
n

ed
g
e

if
th

ei
r

as
so

ci
at

ed
d

is
ea

se
s

sh
ar

e
on

e
or

m
or

e
d

is
ea

se
ge

n
es

.
T

h
e

si
ze

of
a

ve
rt

ex
is

p
ro

p
or

ti
on

al
to

th
e

n
u

m
b

er
of

ge
n

es
cu

rr
en

tl
y

a
ss

o
ci

at
ed

w
it

h
th

a
t

d
is

ea
se

an
d

ve
rt

ic
es

re
p

re
se

n
ti

n
g

p
h

en
ot

y
p

ic
al

ly
si

m
il
ar

d
is

ea
se

s
h

av
e

th
e

sa
m

e
co

lo
u

r.
E

d
ge

s
th

a
t

jo
in

p
h

en
ot

y
p

ic
al

ly
si

m
il

ar
d

is
ea

se
s

ar
e

co
lo

u
re

d
w

it
h

a
sl

ig
h
tl

y
li

gh
te

r
sh

ad
e

of
th

ei
r

in
ci

d
en

t
v
er

ti
ce

s’
co

lo
u

r,
w

h
il

e
ed

ge
s

th
at

jo
in

p
h

en
ot

y
p

ic
al

ly
d

is
si

m
il

a
r

d
is

ea
se

s
ar

e
co

lo
u

re
d

gr
ey

.

Stellenbosch University https://scholar.sun.ac.za



4.3. Protein-protein interactions 111

— have revealed that the human interactome most likely has a scale-free topology [25, 208, 314].
That is, the degree distribution of the proteins in the human interactome is expected to follow a
power-law22 and is, therefore, highly heterogeneous [23]. Simply put, a small number of proteins
in the human interactome are highly connected, but the vast majority of proteins have small
degrees23.

The vertices of large degree in a PPI graph represent hub proteins. Intuitively, one might
realise that hub proteins play more important roles in the maintenance of PPI graph structures
than do non-hub proteins. It is logical, for instance, that hub proteins contribute more to
the connectivity of PPI graphs than do non-hub proteins. Consequently, the absence of a hub
protein would increase the proportion of unreachable proteins in the graph more than would
the absence of a non-hub protein [7]. This line of reasoning led to the early hypothesis that,
since the deletion of a hub protein would have more significant phenotypic implications than the
deletion of a non-hub protein [455], hub proteins were encoded by disease genes [194, 375, 426].

This hypothesis was challenged in the seminal study conducted by Goh et al. [147] who found not
only that hub proteins were more frequently associated with essential proteins24, but that (non-
essential) disease proteins tended to occupy functionally peripheral and topologically neutral
positions in the PPI graph. These findings led to their conclusion that the essentiality of a gene
is a more reliable predictor of its propensity to encode hub proteins25 [147].

Numerous studies have, however, shown that, on average, disease proteins have larger degrees
than non-disease proteins [24]. In a study of lung cancer tissues conducted by Wachi et al. [399],
for instance, it was shown that the proteins encoded by the most affected genes tended to have
larger than average degrees. Jonsson et al. [194] considered 346 proteins associated with breast
cancer and found that, on average, these proteins were involved in double the number of PPIs
when compared to non-cancer proteins. Similarly, Xu et al. [426] observed that in their set of
PPI data, disease proteins participated in a larger number of interactions than did non-disease
proteins.

The apparent inconsistency was elucidated in a study by Spataro et al. [360]. They classified
genes as essential non-disease (END), non-disease non-essential (NDNE) or human disease
(HD) genes and constructed separate PPI graphs for proteins encoded by genes belonging to
each of these classes. Thereafter, they used these PPI graphs to calculate the degree, closeness-
and betweenness centrality distributions of the END-, NDNE- and HD gene encoded proteins
(hereafter abbreviated as END-, NDNE- and HD proteins, respectively). The distributions they
obtained are shown in Figure 4.2, where the distributions of END-, HD- and NDNE proteins
are shown in blue, red and grey, respectively. From Figure 4.2 it may be seen that, in agreement
with the findings of Goh et al. [147], the END proteins exhibited the largest degrees, closeness-
and betweenness centralities. Given the significant functional relevance of END genes, this result
was to be expected. Conversely, NDNE proteins had significantly smaller degrees and exhibited
lower closeness- and betweenness centrality. HD proteins presented intermediate values for each

22A power law is a mathematical relationship between two variables x and y of the form y = cxa, where c is a
constant and a is the order of scaling (the exponent).

23As of yet, the human interactome is incomplete and some have argued that the scale-free topology of the incom-
plete interactome cannot be extrapolated to the complete interactome with confidence [27, 163]. Nevertheless,
based on the degree distribution of the current (incomplete) interactome, it is widely accepted that the complete
interactome consists mainly of small-degree proteins and a few highly connected proteins [24, 163, 186].

24Essential proteins are encoded by essential genes. Essential genes strongly contribute to the robustness and
fitness for survival of an organism. Some essential genes are classified as such based on the organism’s environ-
ment. If, for instance, the only food source available to an organism (in its natural habitat) contains gluten,
the genes associated with the digestion of gluten are considered essential to that organism’s survival.

25The findings of Goh et al. [147] did not contradict the previous assumption that hub proteins are structurally,
and therefore functionally, important, but the notion that hub proteins are encoded by disease genes.
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of the three metrics. Spataro et al. [360] commented that the larger degree, closeness- and
betweenness centrality of HD proteins, when compared to NDNE proteins, could be attributed
to the fact that, in order for a disease phenotype to arise, the associated protein must have a
certain degree of functional relevance [360].

Figure 4.2: The normalised mean value distributions of the degree, closeness- and betweenness centrality
of proteins encoded by END, NDNE and HD genes [360]. The distributions corresponding to END, NDNE
and HD proteins are shown in blue, red and grey, respectively.

The absence of an essential disease gene PPI graph analysis in [360] may be attributed to the
current consensus of the academic community that a large majority of disease genes are not
essential genes [99, 147, 293]. Invariably, however, exceptions do exist. In [147], for instance,
398 genes classified as both essential and disease genes were identified. This phenomenon may
be attributed to the effect of alleles on gene function [99]. Alleles are variant forms of genes that
appear at the same location of the chromosome26. Humans have two (or more) alleles at each
genetic locus (a fixed position on the chromosome). One allele is inherited from each parent and
the combination of alleles determines the genotype of a particular gene. Since the phenotype
comprises the observable traits arising from the interaction of an organism’s genotype and the
environment, different alleles of the same gene may change the phenotypic effects observed. It
stands to reason that, if the alleles of an ED gene do not cause severe loss-of-function or the
complete absence of the functional protein it encodes, the effects of the deleterious allele variants
would present themselves as a disease phenotype [99].

Note that, although not commented on by Spataro et al. [360], the distributions shown in
Figure 4.2 may also provide some insight into the relative importance of degree, betweenness-
and closeness centrality in differentiating between END-, NDNE- and HD proteins based on
their topological properties.

First, the differences in means of the closeness centrality distributions are significantly smaller
than the differences in means observed for the degree and betweenness centrality distributions.
It is therefore more probable that an HD protein will have the same or a similar closeness
centrality as an END- or NDNE protein, than it is that an HD protein will have the same or a
similar degree or betweenness centrality as an END- or NDNE protein. Additionally, it may be
seen that the standard deviations of the closeness centrality distributions of the NDNE- and HD
proteins are notably larger than those of the degree and betweenness centrality distributions.
Thus, for NDNE- and HD proteins, the observed closeness centrality values span a larger range
of values than do the degree or betweenness centrality observations. In fact, it may be seen from
Figure 4.2 that the range of closeness centrality values observed for NDNE proteins covers the
closeness centrality values observed for both the END- and HD proteins. One might therefore

26Chromosomes are thread-like molecules made up of tightly coiled DNA molecules wrapped around proteins.
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expect that the degree- and betweenness centrality of a protein are more indicative of the class
of its encoding gene (END, NDNE or HD) than its closeness centrality.

This line of reasoning coincides with the findings reported by Cui et al. [84], who considered eight
topological properties of proteins in PPI graphs and assigned ‘importance scores’ based on the
significance of a particular property in discriminating disease proteins from non-disease proteins.
The eight topological properties considered in [84] are shown in Figure 4.3, in which they are
ranked according to their ‘importance scores.’ In agreement with the above interpretation of
Spataro et al.’s [360] results, betweenness centrality and degree are ranked first and second,
respectively [84], whereas closeness centrality is ranked second to last.

Figure 4.3: The ‘importance scores’ calculated for eight topological properties of proteins in PPI graphs,
namely authority centrality, closeness centrality, eigenvector centrality, average nearest neighbour (ANN),
Burt’s constraint, PageRank, degree and betweenness centrality [84].

Interestingly, the topological properties of a protein in a PPI graph may also be indicative of
the type of disease to which it is likely to contribute. Disease proteins encoded by genes that are
typically associated with various types of cancer, for example, show a strong tendency towards
higher degrees of betweenness centrality compared to other disease proteins [305]. Proteins
encoded by disease genes involved in the expression of autosomal recessive disorders27, on the
other hand, are generally more isolated and located at the periphery of the PPI graph [54].

Improved insight into the topological properties of the human interactome is but one of the
fruitions of studying PPI graphs. For instance, PPI graphs are prevalently used in disease gene
identification studies [54, 226]. The vast majority of these studies are based on the widely held
assumption that the network neighbour of a disease gene is likely to cause the same or a similar
disease [289], which coincides with the findings of the studies mentioned in §4.2. Multiple other
studies have also supported this notion of ‘guilt-by-association.’ For instance, Wang et al. [406]
and Lee et al. [230] found that proteins associated with the same disease exhibit a significantly

27Autosomal recessive disorders are only expressed in organisms that inherited two copies, one from each parent,
of a particular mutated disease gene.
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increased tendency to interact. Similar findings were reported by Yu et al. [439] who observed a
tenfold increase in the number of interactions between proteins encoded by genes associated with
the same disease, relative to random expectation. Furthermore, studies conducted by Lopes et
al. [247] and by Ideker and Krogan [182] confirmed that the products of genes associated with
phenotypically similar diseases showed a high propensity to interact.

It is often useful to consider subgraphs of PPI graphs, such as PPI neighbourhoods. The nth-
order PPI neighbourhood of a particular protein consists of the protein itself, all the proteins in
the PPI graph that lie within a distance n of the protein and all the interactions between the
proteins included in this PPI neighbourhood. The nth-order neighbours of a particular protein
are all the proteins within distance n (as defined in §2.2) from one another and the protein being
considered.

4.4 Functional protein-protein associations

The research efforts outlined in §4.1–§4.3 highlight the significant link between physical inter-
action and functional similarity in proteins. The absence of a physical PPI does not, however,
necessarily imply functional dissimilarity. Indeed, PPI graphs fail to capture several functional
associations between proteins.

This shortcoming may be partially remedied by complementing PPI graphs with relevant biolog-
ical data to construct protein-protein association (PPA) graphs28 whose edges denote functional
similarity rather than physical interaction [435]. Intuitively, a larger edge weight denotes a
higher degree of functional similarity. These edge weights are calculated by integrating nu-
merous types of biological data related to, for instance, protein structure29, protein sequence30

similarity, co-localisation31, gene expression32, protein domains, protein complexes and biological
pathways [13]. The last three data types are of particular interest in this dissertation.

Protein domains are often described as the ‘building blocks’ of proteins since two proteins
consisting of the exact same set of domains, arranged in different orders, are distinct [119]. A
protein domain may more formally be defined as a subunit of a protein that is spatially separated
from that protein’s structure, capable of functioning independently from the rest of the protein
and associated with a specific function [435]. Consequently, the function of a protein is dictated
by its domain architecture [445]. A protein can consist of a single or multiple domains (called
multidomain proteins) and some domains may appear more than once in a single protein. Since
each protein domain is associated with a distinct function, multidomain proteins are typically
multifunctional [292]. Intuitively, one would expect multidomain proteins containing the same
domain, to have at least some degree of functional similarity. Additionally, if a multidomain
protein is associated with a particular disease, one or more of the domains in that protein may
contribute to that disease [302].

Functional relationships between proteins may also be inferred from protein complexes. Protein
complexes are stable collections of proteins that interact with each other at the same time and
place [66], and play important roles in biological functions. They are significantly linked to

28In the literature it is not uncommon to refer to PPA graphs as PPI graphs. In this dissertation a distinction is,
however, made between PPI and PPA graphs in order to avoid confusion.

29The three-dimensional arrangement of the amino acids (the fundamental units of proteins) in protein molecules.
30Proteins are often described by a string of letters denoting the chain of amino acids that determines the structure

of the protein, called the protein sequence.
31Two proteins that are co-localised are located in the same place or very near each other in the cell.
32Gene expression is the process by which information contained within the gene produces a functional prod-

uct [389]. A gene is considered expressed if the functional product it encodes is synthesised.
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functional modules [232] and it is known that functional modules often contain one or more
protein complexes at a particular time and place. Consequently, although all the proteins
belonging to a particular protein complex do not necessarily interact physically, they contribute
to the same biological function and are therefore functionally linked [232].

Additionally, proteins are functionally linked through biological pathways [25, 212, 435]. A
biological pathway consists of a series of interactions between molecules that trigger specific
changes within the cell or leads to the production of some output [435]. Disease phenotypes
are often caused by the collective abnormal activity in a series of molecular interactions, called
disease pathways [4, 24, 200, 294, 295]. The best-known types of biological pathways are signal
transduction pathways, gene-regulation pathways and metabolic pathways [435].

Signal transduction pathways are essentially cascades of biochemical reactions which allow molecules
to trigger changes in the states of molecules with which they do not interact directly. Thus, a
signal transduction pathway can allow a molecule outside a particular cell to influence one or
more molecules inside that cell [9].

Gene regulation pathways, on the other hand, are one of the mechanisms that control gene
expression — the process by which information contained within the gene produces a functional
product [389]. A gene is considered expressed if the functional product it encodes is synthesised.
Note that, while every cell of a multicellular organism contains its entire genome33, cell functions
vary widely. This is attributed to the fact that the same set of genes are not expressed in every
cell. Rather, certain biological mechanisms, such as gene regulation pathways, either induce or
repress the expression of particular genes [212].

Metabolic pathways consist of series of non-spontaneous chemical interactions that lead to the
synthesis or degradation of molecules within a cell or tissue, depending on the type of metabolic
pathway [9, 297]. The non-spontaneous chemical interactions in metabolic pathways are fa-
cilitated by enzymes. Enzymes are proteins34 that catalyse and accelerate biochemical reac-
tions [435]. Lee et al. [230] constructed the metabolic disease network (MDN) in which ver-
tices represent diseases and edges indicate that diseases are metabolically linked. Two diseases
are considered metabolically linked if they are both associated with the same enzymes and if
these enzymes catalyse reactions that share a metabolite35. Analysis of the MDN revealed that
metabolically linked diseases exhibited 1.8-fold increased comorbidity, relative to diseases that
are not linked metabolically [230].

Often, functional aspects of bioentities, such as genes, proteins, functional modules and dis-
eases, do not have objective representations or measurable properties and can, therefore, not be
captured in a mathematical framework. Typically, these data are recorded in natural language
(e.g. research articles) in order to allow researchers to make inferences about entities based on
manual comparisons. The advent of high-throughput biotechnologies has, however, led to an
unprecedented increase in biological data rendering manual comparison infeasible [345].

In order to compare natural language data computationally, the data must first be expressed
in common and objective forms. To this end, ontologies are widely employed in biological
research [362]. An ontology is a structured knowledge source, equipped with a taxonomical
backbone, that represents the concepts and categories of a subject area or domain and describes
the semantic interrelations between them [345]. Ontologies of biological annotations allow for the
comparison of biological properties by means of semantic similarity (SS) i.e. the degree of taxo-
nomical resemblance (similarity in meaning) between two annotations [301]. If two entities are

33The complete set of genes present in an organism.
34A small number of RNA molecules occasionally act as enzymes.
35Metabolites are intermediate or end products of reactions in metabolic pathways.

Stellenbosch University https://scholar.sun.ac.za



116 Chapter 4. Biological Prerequisites

annotated within the same schema, they can be compared explicitly, using semantic similarity
measures (SSM). An SSM may be seen as a function that, given two sets of annotations, returns
a numerical value reflecting how similar in meaning the sets of annotations are [164]. Thus,
SSMs allow for the explicit comparison of attributes that would otherwise be incomparable.

The vast majority of SSMs rely on the Gene Ontology (GO) [15, 135]. The GO is a structured
and controlled vocabulary of terms that may be used to provide consistent descriptions of genes
and their products [15, 135, 50]. GO terms are divided into three independent ontologies,
namely Biological Process (BP), Molecular Function (MF) and Cellular Component (CC). The
BP ontology consists of terms that describe the biological objectives accomplished by one or
more ordered assemblies of molecular functions. The terms in the MF ontology describe the
actions of biological entities, not the entities themselves. MF terms also do not stipulate where,
at what time or in what context an action is performed. Lastly, CC terms are concerned with
the locations of entities within a cell [15].

The vocabularies are structured in a framework that supports different types of relations between
terms, with ‘is-a’ and ‘part-of ’ being the most common [134]. The former connects a subtype to
its more general component in order to express a class-subclass relationship. The latter describes
a part-whole relationship which may be elucidated in the context of two biological entities, X
and Y. In the GO, Y is ‘part-of ’ X, implies that, wherever Y exists, it is necessarily a part of
X (i.e. the presence of Y necessitates that of X). The converse is, however, not certain. Other
relations captured in the GO include ‘regulates’ (‘positively-regulates’, ‘negatively-regulates’,
‘occurs-in’, ‘capable-of ’ and ‘capable-of-part-of ’ [37].

Each ontology, is structured around the ‘is-a’ hierarchy of its terms and is represented as a
directed graph that does not contain any cycles, called a directed acyclic graph (DAG) [15, 134].
The vertices represent GO terms and the edges denote the types of relationships between them.
As terms in the DAG appear closer to the BP, MF or CC vertices, they become more general
and thus more likely to appear within the DAG. Terms that lie deeper in the DAG are generally
considered to be biologically more significant than more general terms [435]. That is, as the
numbers of arcs between the BP, MF or CC vertex and a particular term vertex increase, the
more specific the corresponding term becomes [37]. A subgraph of the BP ontology is shown in
Figure 4.4.

Note that, as may be seen in Figure 4.4, the GO does not contain any data about genes or gene
products. Thus, in order to infer functional similarity using SS data, genes or gene products
must be annotated with the GO terms that describe their biological processes, functions and
cellular locations. Each GO annotation is associated with a specific source and database entry
as well as one or more evidence codes (ECs). The 18 available ECs may be used to describe the
manner in which an annotation was inferred. Moreover, each gene may be annotated to a specific
term with more than one EC, making it possible to ascertain whether or not an annotation is
supported by more than one type of evidence [107].

Naturally, the most reliable annotations are those based on experimental evidence, but the vast
majority of annotations are obtained computationally without any human supervision [135].
These annotations, with the EC IEA (inferred from electronic annotations), are far less reliable
than experimentally derived annotations [135]. Therefore, researchers often wish to exclude com-
putationally derived annotations from their data sets. The helpful EC attribute of annotations
makes this a simple task [107].

Although by far the most prominent, the GO is not the only ontology for biological research. The
Open Biomedical Ontologies (OBO) Foundry [357] oversees a collection of ontologies, including
the GO. In order to be included in the OBO, an ontology must satisfy a number of criteria
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regarding, for instance, the structure and syntax of the ontology. OBO ontologies related to
bioinformatics include the Human Disease Ontology (DO) [184], Protein Ontology (PRO) [270],
and the Human Phenotype Ontology (HPO) [177, 217]. Examples of relatively prominent on-
tologies not included in the OBO are RiboWeb [12] (an ontology-based system for collaborative
molecular biology) and QIAGEN [316].

Figure 4.4: A subsection of the BP GO ontology represented by a DAG [15].

4.5 Biological data resources

The significant improvement in high-throughput low-cost DNA sequencing technologies has led
to an exponential increase in biological data and therewith, the emergence of numerous biolog-
ical databases. In order to encourage advancement in the related fields, the majority of these
databases are freely accessible and prominent databases are typically updated throughout or (at
least) once a year [214].

Biological databases may largely be classified as source, topical or meta-mining databases [214].
These classes of data resources are described in the context of PPI databases. A source PPI
database is constructed by using text-mining to extract data from a selected set of scientific
journals36. Therefore, a PPI will only appear in two different source databases if it appears in
a journal curated by both databases, or is mentioned in more than one journal. In an attempt
to remedy this shortcoming the International Molecular Exchange Consortium (IMEx) [183]

36Data obtained in this manner are also referred to as manually curated (although text-mining methods are
employed) because the data in these journals were originally obtained by biological experiments [214].
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was founded37. PPI databases affiliated with the IMEx consortium include the Database of In-
teracting Proteins (DIP) [89], Molecular Interaction Database (MINT) [81], MIPS Mammalian
Protein-Protein Interaction Database (MIPS) [272], and IntAct [206]. Under the IMEx agree-
ment these databases must make PPI data freely available to both the public and other databases
and must work towards the establishment of universal curation standards. Databases affiliated
with the IMEx consortium only share PPI data curated in accordance with the IMEx curation
specifications. Furthermore, whilst IMEx databases must make their PPI data freely avail-
able to other databases, they are not required to incorporate data from any other databases.
BIND [21, 20], DIP, IntAct and MINT, for instance, do not import data from any external
sources. Therefore, the overlap between source databases remains relatively small [64, 312].

Topical databases, such as MatrixDB [65, 77] and InnateDB [46] combine in-house curated data
with external data obtained through data mining. Expectedly, these databases are generally
more comprehensive than source databases, but not as comprehensive as meta-mining databases
which unify multiple source databases into a single source meta-database. iRefIndex [320], for
instance, integrates PPI data from IntAct, MatrixDB, BIND, BioGRID [63], CORUM [143],
HPRD [167], InnateDB, MINT, DIP and MPact [155]. Other meta-mining PPI databases include
APID [10], MiMI [374] and UniHI [198].

When selecting PPI data for research purposes, it is important to note that a growing number
of databases, such as DIP, now include entries of predicted PPI interactions. These interactions
are inferred computationally, typically using text-mining data in combination with predictive
algorithms38. These PPIs are generally less reliable than experimentally verified PPIs. There-
fore, researchers often wish to exclude predicted interactions from their data. To this end, data
entries are conventionally annotated with evidence codes that indicate whether they were in-
ferred using computational approaches or curated from the literature. Alternatively, researchers
may wish to include only a portion of the predicted interactions (usually the most reliable
predictions). The confidence with which an interaction is predicted is typically captured by a
confidence score. Confidence scores are often used to include predicted interactions with high
confidence scores (above a specified threshold) in the data being considered whilst filtering out
the remaining (less reliable) predicted interactions. No standard method exists for calculating
confidence scores, and so the confidence score associated with a particular predicted interaction
differs between databases. Major predictive databases include HAPPI [67], STITCH [223, 372]
and STRING [371], with STRING being the best known by a considerable margin. STRING
confidence scores are based on experimental evidence as well as computational inferences based
on, for instance, gene expression-, network topology- and annotation data39 (the majority of the
annotation data are obtained via text-mining).

It is often useful to obtain confidence scores for curated PPIs as well as predicted PPIs since type
I 40 and type II errors41 are almost always present, due to the nature of biological experiments.
The Human Integrated Protein Protein Interaction Reference (HIPPIE) [6] is a database of
manually curated PPIs that contains PPI confidence scores based on the number of studies in
which a PPI was detected, the number and quality of experimental techniques used and the
number of reproductions of a PPI in non-human organisms.

37With the exception of the Human Protein Reference Database (HPRD) [167], all the major literature curation
databases are affiliated with the IMEx consortium.

38This description of computationally derived data points is given in terms of PPI data. Other types of associations
between biological entities (such as the PPAs described in the previous section) are, however, also inferred using
computational approaches.

39STRING annotation data include GO- (described in §4.4), pathway-, tissue- and disease annotations [371].
40A type I error, or false positive, occurs when a true null hypothesis is rejected.
41A type II error, or false negative, occurs when failing to reject a false null hypothesis.
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The data contained in the majority of databases mentioned thus far may also be accessed via
unifying efforts such as DASMI [38], InterPro [262] and BioMart [355] which provide researchers
with portals from which heterogeneous data from various decentralised databases can be queried
simultaneously. BioMart may, for instance, be accessed from various online portals or from
within R using the Bioconductor [174] package. BioMart also allows for relatively efficient
ID conversion between data sets from different sources. This is a particularly useful feature
since many meta-mining databases store the same entity, event or relationship (e.g. a gene,
PPI or gene-phenotype association) more than once if it is extracted from different sources. ID
conversion allows for the efficient detection of duplicate entries in compound data sets. Examples
of databases which may be accessed using BioMart include UniProt [388, 14], Reactome [122]
and Ensembl [443].

UniProt is the product of a collaboration between the European Bioinformatics Institute (EMBL-
EBI) [80], the Swiss Institute of Bioinformatics (SIB) [352] and the Protein Information Resource
(PIR) [315]. It is the most widely used proteomic resource worldwide and may be partitioned into
three databases: The UniProt Reference Clusters (UniRef), the UniProt Archive (UniParc) and
the UniProt Knowledgebase (UniProtKB). The UniProtKB is the primary hub for high-quality
functional information on proteins. Each entry in the database must contain the name of the
protein as well as its sequence, taxonomic and citation information. The citation information
of a UniProtKB entry is given by its PubMed [149] ID. PubMed is an archive of biomedical
and life sciences literature currently comprising more than 30 million citations. The majority
of UniProtKB entries are also augmented with as many additional (trustworthy) annotations as
possible. The UniProtKB may be partitioned into the Swiss-Prot and TrEMBL databases which
consist of non-redundant, manually annotated entries and computationally derived, unreviewed
entries, respectively.

Ensembl is a database that contains multiple types of genomic data about vertebrates42. The
Ensembl Genes 96 Human data set, for instance, contains data related to gene products, func-
tional annotations, identifiers, structures, phenotypes and associated diseases. The gene-disease
associations stored in Ensembl are obtained from the OMIM® [258] database. Considered the
most widely used biological database worldwide, OMIM® is a comprehensive corpus of human
genes and genetic phenotypes that contains information about all known Mendelian diseases.

Other noteworthy databases that contain information about the relationship between human
gene mutations and disease phenotypes include HPO [177], Clinvar [181], Orphanet [298] and
DisGeNET [306]. DisGeNET is a meta-mining database that contains curated and inferred gene-
disease associations extracted from databases such as UniProt, PsyGeNET [157], Orphanet,
HPO and GWASdb [235]. Each DisGeNET gene-disease association also has an associated
confidence.

Gene-disease associations can also be obtained by collecting annotations from ontologies, such
as the HPO and DO, mentioned in the previous section. Alternatively, genes and gene products
can be associated with phenotypes based on the pathways or complexes in which they appear.
The KEGG [199] database, for instance, consists of a collection of biological pathways associated
with disease phenotypes. Other popular biological pathway databases include OmniPath [386],
MetaCyc [58] and Reactome [122]. The OmniPath [386] database consists of a collection of
literature curated human and rodent signal transduction pathways. MetaCyc [58] is a database
of experimentally verified metabolic pathways and Reactome [122] consists of peer-reviewed
manually curated biological pathways.

42Species of animals that have backbones or spinal columns.
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Protein complex data are available from databases such as Complex Portal [259] and CO-
RUM [143]. Complex Portal [259] contains data entries that describe manually curated macro-
molecular complexes (the majority of which are made up of proteins) from a number of different
organisms and CORUM provides manually curated annotations of mammalian protein com-
plexes. CORUM annotations may be related to protein complex location, function, composition
and literary references.

Annotation terms may also be collected from the GO (described in §4.4) which is based on
information from a large number of databases, such as Ensembl, InterPro and Reactome [122],
to name but a few. Recall that the GO does not, however, contain any information about genes
or gene products. In order to annotate genes and gene products with GO terms, the Gene
Ontology Annotation (GOA) [178] database is used. The GOA database links GO annotations
with proteins in UniProtKB, RNA molecules in RNACentral [416] and protein complexes from
Complex Portal [259].

Additional databases often queried in disease gene identification studies are Pfam [132]. These
databases are focussed on protein domains and families43. Pfam contains protein domain and
family annotations, and extracts instances of protein families from UniProtKB.

Other commonly utilised resources include published data sets, such as the phenotype similarity
matrix constructed by van Driel et al [394] using text-mining technology and the human disease-
and metabolic disease networks generated by Goh et al. [147]. These data sets were made pub-
licly available by their respective creators and the methods by which they were constructed were
published in scientific journals. A lesser-known network, FunCoup [285], provides functional
gene associations based on gene products’ participation in the same signal transduction path-
way, participation in the same metabolic process(es), co-membership in protein complexes and
physical interactions.

The resources mentioned in this section by no means constitute an exhaustive list of the available
data sources related to biology and bioinformatics. Pathguide [19], for instance, contains hyper-
links to more than 700 resources related to biological pathways, networks and PPI interactions
alone. Evidently, standardisation and integration of biological data resources would allow for
the collection and subsequent analysis of more complete and, importantly, more reliable data
sets. This could contribute to a notable increase in the rate of advancement in the fields of
biology and bioinformatics.

4.6 Graph-based disease gene prediction methods

Current graph-based approaches to disease gene identification largely rely on some measure
of proximity44 between known disease proteins and candidate proteins within a PPI or PPA
graph. The most intuitive approach is the so-called neighbour-counting method which considers
only 1st-order (direct) neighbours when classifying a particular protein. Based on the notion
of ‘guilt-by-association’ described in previous sections, the more disease proteins a candidate
protein interacts with, the more likely it is that the candidate protein is also a disease protein.
Notably, Oti et al. [289] achieved a 10-fold enrichment comparing candidate disease genes with
random genes (at the same locus), using neighbour-counting and PPI graphs.

43A protein family is defined as a group of proteins that share a common evolutionary origin.
44In the context of disease protein identification, the proximity of two proteins in a graph is analogous to their

functional similarity. Thus, the terms similarity and proximity are used interchangeably in this section.
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Several other studies identified likely disease proteins based on the 1st-order neighbourhoods of
proteins in PPA graphs [2, 57, 244]. The Endeavour programme developed by Aerts et al. [2],
for instance, prioritises disease proteins based on ten features, including PPIs, protein pathways,
functional annotations, gene expression data, text-mining, protein domains, transcription data,
protein sequence similarity and cis-regulatory modules45. Endeavour ranks each candidate dis-
ease gene based on these ten features and employs rank aggregation to combine these rankings
into one overall rank per gene. Aerts et al. [2] tested Endeavour on 703 disease genes and found
that, on average, true disease genes were ranked 10th out of a sample of 100 genes containing
both disease and non-disease genes.

Despite the promising results produced using the neighbour-counting approach, it evidently fails
to take into account the fact that two proteins can be involved in the same biological pathway
without any physical interaction. In an attempt to address this shortcoming, a number of studies
have attempted to predict disease proteins based on the distance (as defined in §2.2) between
known disease proteins and candidate proteins in the graph [126, 203, 220, 319].

Krauthammer et al. [220] focussed specifically on the prediction of genes related to Alzheimer’s
disease and found that the predicted disease genes agreed with manually curated genes. The
publicly available disease gene prediction tool, CIPHER [422], uses both neighbour-counting and
distance-based approaches to predict disease proteins in the human interactome based on PPI
and phenotypic similarity data. In [422], the authors showed that the performance of CIPHER
is comparable to that of Endeavour, notable since Endeavour utilises ten different types of data
as opposed to CIPHER’s two. This may speak to the relevance of phenotypic similarity data for
disease gene prediction. Moreover, the authors showed that the neighbour-counting approach
outperforms the distance-based approach. Interestingly, Guney and Oliva [156] reported the op-
posite result, which suggests that the performance of a particular algorithm is highly dependent
on the structure of the input graph.

Köhler et al. [216] showed that the distance between two proteins fails to fully capture their
proximity. The authors argued that, in order to more accurately estimate the proximity of
two proteins in a graph, properties of the graph structure surrounding a particular protein also
needed to be considered. To this end, the random walk with restart (RWR) [216] algorithm
was implemented. The random walk algorithm simulates a random walker that starts at the
source vertex vi and traverses the graph by transitioning from the current vertex to a neigh-
bouring vertex with probability pij during each iteration (where pij is the entry in the ith row
and jth column of the corresponding transition matrix). The RWR algorithm differs from the
standard random walk algorithm in that it allows for the walker to restart at the source vertex
with probability r during each iteration. The algorithmic execution may be described by the
expression

P t = (1− r)AwP
t−1 + rP 0,

where each entry of the vector P t denotes the probability that the random walker is at the
corresponding vertex at time t and Aw represents the column-normalised weighted adjacency
matrix.

As expected, the RWR algorithm outperformed both the neighbour-counting and the distance-
based approaches. The authors reported an observed AUC ROC value of 0.981 when implement-
ing the RWR algorithm for data from the OMIM database and seven PPI databases including
STRING. As mentioned in the previous section, however, STRING confidence scores are gener-
ated, in part, by using text-mining data. Numerous research efforts have noted that introducing
text-mining data of known disease genes (or proteins) introduces a bias which causes algorithms

45The regions of a genome that regulate gene expression.
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to perform well in respect of historical training data but poorly in a prospective setting [137, 138,
139, 251]. This may be attributed to the fact that disease genes are more likely to be studied
intensely after they have been identified as disease genes. The notion of a previous-knowledge-
bias is supported by the inferior AUC ROC value of 0.915 achieved in [216] when STRING data
were excluded. Consequently, efforts focussed on the identification of novel disease genes would
most likely benefit from excluding text-mining data.

The RWR algorithm has since been implemented in a number of disease gene prediction studies
and several variations have been proposed. Li and Patra [238] prioritised disease genes using
the random walk with restart on heterogeneous network (RWRH) algorithm. The RWRH algo-
rithm was implemented on a graph constructed by integrating the phenotype similarity network
proposed by van Driel et al. [394] and a gene network constructed using PPIs (two genes are
joined in the graph if their product proteins interact). The random walker was allowed to ‘jump’
between phenotypes and genes (a phenotype and a gene are connected by an edge if the gene
is associated with the phenotype) in order to prioritise genes and phenotypes simultaneously.
The RWRH algorithm achieved an AUC ROC value of 0.96 (no text-mining data were utilised
during training), thus outperforming the RWR algorithm implementation in [216]. Note that,
once again, superior results were obtained by incorporating phenotypic similarity data.

Later, Yao et al. [431] developed a continuation of CIPHER called CIPHER-HIT which is ca-
pable of capturing more global relationships between proteins using a random walk approach.
Specifically, the algorithm uses the mean-hitting-time46 of a random walk on a heterogeneous
graph (consisting of a phenotype similarity network, a gene-disease association network and a
PPI graph) in order to measure the proximity of two vertices in the graph. While the standard
CIPHER-HIT algorithm yielded only marginally better results than the RWR algorithm, the au-
thors also proposed a version of CIPHER-HIT that exploits the notion of modularity in disease
networks. Not only did this method significantly outperform both CIPHER-HIT and the RWR
algorithm, it was also used to identify two subtypes of breast cancer and their corresponding
gene modules [431]. The identification of disease sub-types (for complex diseases) can potentially
enhance the medical community’s understanding of these diseases and, more specifically, their
underlying mechanisms.

Luo and Liang [248] proposed the random walker on the reliable heterogeneous network (RWRHN)
algorithm. Similarly to the RWRH method, the heterogeneous network constructed in [248]
utilises the similarity network constructed by van Driel et al. [394]. The final heterogeneous
network on which the random walk occurs, however, differs in two respects. First, in addition
to a phenotype and gene subgraph, the heterogeneous graph includes a PPI subgraph (the sub-
graphs are joined together by edges that indicate associations between phenotypes and genes,
as well as relationships between genes and proteins). The PPI subgraph is constructed by cal-
culating topological similarities between proteins in the original PPI graph and constructing
an ε-graph (as described in §3.5). This is done in an attempt to increase the reliability of the
PPIs used during disease gene prediction. The reconstructed PPI graph is then used to com-
pute topological profiles for each gene in order to construct the gene-gene subgraph (this is the
second key difference between RWRH and RWRHN). This approach did not yield significantly
improved AUC ROC values when compared with the RWRH algorithm, although considerably
better precision was observed, highlighting the influence of spurious PPIs in PPI data sets [248].

More recently, Valdeolivas et al. [390] developed the random walk with restart on multiplex net-
work (RWR-M) and random walk with restart on multiplex heterogeneous network (RWR-MH)
methods [390]. The RWR-M algorithm prioritises candidate genes using graphs consisting of

46The mean-hitting-time is the expected time it takes a random walker to reach vertex vi starting from vertex
vj [451].
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multiple layers, where each layer is constructed using different types of biological data. In [390],
PPIs, protein pathway data and gene expression data were used. Importantly, the vertices in
these layers all represent the same type of biological entity, namely genes. The RWR-MH al-
gorithm, on the other hand, is used when the layers in the graph contain vertices representing
different types of biological entities. This allowed for the integration of known disease-disease
relationships. In order to investigate the relevance of various types of biological data in disease
gene prioritisation, the classic RWR algorithm was applied to the graphs constructed using gene
expression, PPI and protein pathway data, respectively. The worst performance was observed for
the graph constructed using the gene expression data followed by the PPI- and protein pathway-
based graphs, respectively (the authors referred to these graphs as the monoplex graphs). Whilst
the RWR algorithm yielded satisfactory performance when applied to the latter two, the RWR
algorithm exhibited an inability to retrieve known disease genes that were excluded from the
training data when using only gene expression data.

The RWR-M algorithm was implemented for multiplex graphs consisting of a combination of two
or three of the monoplex graphs represented in different layers within the graph. Interestingly,
it was observed that although the RWR algorithm could not retrieve known disease genes when
implemented for the graph constructed using only gene expression data, the RWR-M algorithm
applied to multiplex graphs (formed by combining the gene expression graph and the protein
pathway graph, and the gene expression graph and the PPI-based graph, respectively) outper-
formed the RWR algorithm when applied to the monoplex PPI-based and protein pathway-based
graphs. As expected, the best results were observed when applying the RWR-M algorithm to a
multiplex graph that integrated all three of the above-mentioned monoplex graphs [390].

Finally, the RWR-MH algorithm was applied to the multiplex heterogeneous graph constructed
by integrating the tri-layered multiplex graph with a disease-disease graph. Each layer of the
multiplex graph was connected to the disease-disease graph using OMIM® gene-disease asso-
ciations. Predictably, the RWR-MH algorithm outperformed both the RWR and RWR-M ap-
proaches. The authors also compared the RWR-MH algorithm with the RWRH algorithm and
showed that extending the RWRH algorithm to allow for the integration of additional biological
data, specifically while maintaining the ability to keep track of individual topological structures
in the respective layers (as opposed to implementing some aggregation method), considerably
improved the algorithm’s ability to retrieve disease-associated genes [390].

Various other approaches to disease gene prioritisation based on some variation of the RWR
algorithm have been proposed [71, 231, 250, 356, 391]. The majority of these methods exhibited
at least some predictive power. Indeed, the RWR-based algorithms are arguably the most
widely-implemented approach in disease gene prioritisation studies [228]. Their popularity is
generally attributed to the RW algorithm’s ability to rank disease genes based on more global
properties of the graph, as opposed to neighbour-counting and distance-based methods which
consider more local relationships [228]. Two less frequently adopted algorithms that also rely
on the global structure of the graph are diffusion kernels [275] and the propagation flow [396,
428] algorithm.

Several early studies observed that, although diffusion kernels outperformed both neighbour-
counting and distance-based approaches, the results obtained were not comparable to those
achieved by the RWR or propagation flow algorithms [275]. The propagation flow algorithm is
almost identical to the LGC algorithm described in §3.6.3 differing only in terms of Y . Recall
that, for the LGC algorithm, Y is a binary matrix that captures the initial labelling scheme
of the labelled data set. For propagation flow, Y is a real-valued probability vector containing
prior information.
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In one of the first implementations of the propagation flow algorithm for disease gene prediction
(named PRINCE [396]) Y was calculated based on the phenotype similarity matrix constructed
by van Driel et al. [394]. More specifically, a query disease was provided, a set of phenotypically
similar diseases identified (using the phenotype similarity matrix) and known disease genes
associated with these phenotypically similar diseases retrieved in order to compute a vector Y
that scored proteins based on their relevance to the query disease (a protein was considered
more relevant to a particular query disease if it was associated with a phenotypically similar
disease). Finally, these scores, captured in Y , were propagated through the PPI graph and
genes were ranked according to their relevance with respect to the query disease (based on the
scores assigned to their product proteins in the PPI graph). Vanunu et al. [396] reported that the
propagation flow algorithm achieved superior precision and recall over the RWR algorithm [396].

Conflicting results were, however, presented by Navlakha et al. [275] who compared both algo-
rithms and observed marginally better results when using the RWR algorithm. The discrepancy
might indicate that neither the LGC nor the RWR algorithm is better suited to disease gene pri-
oritisation problems in general. Rather, the difference in performance is marginal and fluctuates
depending on the input data and graph construction method used.

This interpretation is also based on the notable similarity of these two algorithms. In essence,
the RWR and propagation flow algorithms are only differentiated by the initial vectors P 0 and
Y (the restart probability parameter r in the RWR algorithm and the trade-off parameter α in
the propagation flow algorithm can easily be interchanged simply by setting r = 1− α). These
two vectors are, however, similar in principle. Both P 0 and Y may be viewed as seed vectors
from which information (often referred to as flow in the literature) is pumped to other vertices
in the graph.

Intuitively one may realise that the initial label vectors of the LP, GFHF and LGC algorithms
also act as seed vectors. Indeed, the algorithms in §3.7 are closely related to both the RWR and
propagation flow algorithms. Recall, for instance, that the GFHF algorithm in §3.7.2 may be
interpreted as a random walk on the graph. Furthermore, the propagation flow algorithm (as
implemented in [396]) is essentially an extension of the LGC algorithm described in §3.7.3. The
LGC algorithm has been implemented in a number of disease gene related studies.

Yang et al. [428] identified candidate disease genes by applying a variation of the LGC algorithm
on a protein complex graph. The associations (edge weights) between protein complexes (the
vertices) in the graph were computed based on the phenotypic similarity of diseases associated
with the proteins in the different complexes. Candidate disease genes were then ranked based
on the protein complexes to which they belong [428].

Ruffalo et al. [333] used the LGC algorithm to propagate mutation and differential expression47

data through a PPI graph in order to identify genes that play a role in breast cancer and
glioblastoma multiforme48. AUC ROC values of 0.836 and 0.933 were achieved for the breast
cancer and glioblastoma multiforme data sets, respectively. Recently, this method was extended
by Chisanga et al. [72] in order to identify eight novel disease genes that contribute to the
development and progression of colorectal cancer [72].

The LGC algorithm was also implemented by Nam et al. [269] in order to investigate the genetic
component of immune diseases. The proposed method, GeneRanker, constructs a backbone
graph using PPI data and iteratively combines this backbone graph with one or more (integrated)
gene expression graphs in order to construct a ‘specialised’ graph for each of the 27 immune

47A gene is considered differentially expressed if an observed difference in expression levels between two experi-
mental conditions is statistically significant.

48Glioblastoma mutliforme is an aggressive cancer (tumour) that forms from star-shaped cells in the brain.
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diseases considered. An average AUC ROC score of 0.766 was obtained for six different immune
diseases when using the backbone PPI graph [269]. Expectedly, the performance gradually
improved as more gene expression graphs were integrated and added to the backbone graph.
Incorporating all the gene expression graphs yielded the best average AUC ROC score of 0.828
(for the same six diseases) [269]. Additionally, 37 of the 165 novel disease genes identified by
GeneRanker were validated through the mining of nearly 27 million PubMed articles49.

The GeneRanker algorithm labels vertices representing known disease genes ‘1’ and the remain-
ing vertices ‘0’. Thus, only one column, corresponding to the information received from the
disease genes, is returned by the LGC algorithm. The algorithm scores genes based on the
scaled values of their associated entries in this column and the n unlabelled genes with the
highest associated scores are classified as potential disease genes (where n is a user-specified
parameter) [269]. Note that, although not specified as such by the authors, GeneRanker uses
only positive and unlabelled data and may be interpreted as a PU learning approach to disease
gene classification. This variation of the LGC algorithm has two potential caveats. First, the
decision boundary is less defined than the decision boundary that would be generated using
both positive, negative and unlabelled data. Secondly, the scores produced by scaling the label
assignment values returned by the LGC algorithm will not necessarily be smooth on the graph.

On the other hand, the GeneRanker algorithm allows for disease gene prediction without a set
of known non-disease genes. This is a noteworthy capability since, at present, no genes have
explicitly been identified as known non-disease genes. This is due to the fact that, in order to
definitively classify a gene as non-disease, one would require perfect knowledge of its (and all
its possible mutations’) effects on the biological system in which it operates. If, however, it is
shown that a gene contributes to at least one disease, it may be classified as a disease gene.
As mentioned in §4.1, it is suspected that the majority of genes are not disease genes [121].
Based on this assumption, several studies have been conducted in which a number of as-of-yet
unclassified genes are randomly selected to represent known non-disease genes (the negative
data set) [121, 279, 444]. Typically, some subset of the unlabelled data is also excluded when
selecting non-disease genes, such as essential genes [444] or the 1st-order neighbours of disease
genes. The risk of selecting a (currently unidentified) disease gene does, however, remain.

Nguyen and Ho [279] generated a negative data set representing ‘known’ non-disease proteins
as follows. First, the positive set was obtained by extracting known disease proteins from
the OMIM® database. Next, the candidate set (which comprises the unlabelled data) was
built by collecting the 1st-order PPI neighbours of proteins in the positive set. Finally, the
negative set was generated by arbitrarily selecting proteins that do not belong to either the
positive or candidate set. The inclusion of negative instances in the training data allowed
for the implementation of the GFHF algorithm described in §3.6.2. In order to calculate the
weighted adjacency matrix of the graph, a feature vector was constructed for each protein using
biological data from six different databases. Each feature vector describes its corresponding
protein in terms of the following attributes: Its topological characteristics in the PPI graph, the
protein pathways to which it belongs, gene expression data of its encoding gene, the protein’s
sequence length, related enzyme functions, GO annotations, protein domains, the interactions
between these domains and UniProt keywords associated with the protein [279]. The feature
vector entries were computed using several functions, defined by Nguyen and Ho [279], that
focus specifically on the similarity of a particular protein (in terms of a certain attribute) to the
known disease proteins. The function used to assign a value to the element of a protein’s feature

49Note that one would not expect the majority of novel disease genes identified by a disease gene prediction
algorithm to be referenced in the literature, since genes which have been linked to disease in the literature are
added to known disease gene databases on a regular basis. Thus, the majority of known disease genes that
appear in the literature would already be included in the positive data set.
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vector associated with its sequence length, for instance, calculates the sequence length of the
protein being considered relative to the average sequence length of known disease proteins [279].

The authors showed that the GFHF method significantly outperformed both the kNN algorithm
(using several values of k ranging from 1 to 9) and two SVM models using a linear kernel
and an RBF kernel, respectively, in terms of all five performance metrics considered [279].
Additionally, the error rates observed when employing different combinations of protein features
were compared in order to demonstrate the value of integrating additional biological data. It
was shown that utilising the complete set of protein features yielded the lowest error rate [279].

From the above-mentioned studies, it is evident that the predictive powers of graph-based disease
gene prediction algorithms may be enhanced by incorporating additional biological data. Of par-
ticular import are data related to phenotypic similarity which have been utilised to some extent
in the majority of research efforts touched upon thus far. State-of-the-art methods that do not
explicitly incorporate some type of phenotypic similarity measure are typically disease-specific
(or aimed at a specific class of diseases) [269]. Since disease-specific methods only compare genes
related to the same or similar diseases, however, their associated phenotypes are highly similar.
Thus, the construction of disease-specific graphs effectively allows for the exploitation of pheno-
typic similarity data. Notable successes have also been achieved by considering tissue-specific
manifestations of diseases [28, 233, 252].

Taking advantage of additional biological data necessitates the integration of various data types
from a multitude of sources. Numerous data integration strategies have been proposed in the
context of PPI-based disease gene prediction. Recall, for example, that Nguyen and Ho [279]
used various data sources to construct a feature vector for each protein. These feature vectors
were then used to compute edge weights for the PPI graph. Similarly, Nam et al. [269] combined
the backbone PPI graph with the gene expression graphs by recomputing the PPI graph edge
weights. These are examples of early integration strategies in which heterogeneous data are
distilled into a homogenous graph in which all vertices represent the same type of biological
entity (e.g. proteins).

Another widely-implemented approach to data integration for PPI-based disease gene prediction
includes constructing heterogeneous graphs in which vertices may represent different types of
biological entities, including proteins, genes, phenotypes, diseases and protein complexes. The
studies by Li and Patra [238], Yao et al. [431], Luo and Liang [248], Valdeolivas et al. [390],
Yang et al. [428] and Vanunu et al. [396] reviewed in this section, for example, all featured the
application of graph-based SSL algorithms to heterogeneous graphs.

Arguably the most ubiquitous approach to data integration in PPI-based disease gene prediction
efforts is to train separate models for each of the data sets, and to combine the outputs of the
resulting models into one unifying prediction. This is typically achieved by RA, described in
§2.9, or some variation thereof. Recall, for instance, that the Endeavour programme leverages
ten different gene features. Each of these features are considered in isolation in order to generate
ten ranked lists which are then combined into one aggregated list by means of RA [2]. Similarly,
Köhler et al. [216] employed RA techniques to integrate the gene prioritisation results obtained
using the eight different data sources mentioned. Indeed, the majority of the methods utilising
multiple data sources reviewed in this section, including those utilised in [71, 72, 220, 304, 319,
333, 422] rely on some form of RA.

One of the main challenges in respect of integrating heterogeneous data for disease gene predic-
tion is that, although numerous studies have demonstrated that the incorporation of additional
biological data improves the performance of disease gene prediction methods, relatively little
is known about the relative importance of different types of biological data for the purposes
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of disease gene prediction using graph-based methods. A small number of researchers have,
nevertheless, included comparisons of the results obtained by using different types of additional
biological data as supplementary findings. Recall, for instance, that Valdeolivas et al. [390] re-
cently compared the performance of the RWR algorithm in respect of three separate monoplex
graphs constructed using gene expression data, protein pathway data and PPI data, respectively,
and found that the results obtained when using gene expression data were considerably poorer
than the results yielded when using PPI and protein pathway data. The apparent lack of interest
in this field of study may be attributed to the fact that, at present, graph-based disease gene
prediction methods are restricted by a lack of (reliable) data rather than limited computational
resources. Nevertheless, investigating which types of biological data have more predictive power
(this will most likely vary over diseases) could help to deepen researchers’ understanding of the
underlying mechanisms of various diseases.

The comparison of various biological data types for the purposes of disease gene prediction is
complicated, however, by a lack of robust and objective comparisons of graph-based disease
gene prediction algorithms. Few large-scale benchmarking efforts have been attempted and the
limited number of comparisons that have been produced are highly heterogeneous in terms of
set-up (e.g. parameter and hyperparameter values), performance measures, data sources and
testing and training samples.

Picart-Armada et al. [304] implemented a neighbour-counting approach, a PU learning al-
gorithm, the PageRank50 algorithm [290] and a number of supervised, semi-supervised and
diffusion-based classification algorithms in respect of two graphs constructed using STRING
data and OmniPath data, respectively. It was observed, when considering these graphs, that
the neighbour-counting method was outperformed by all but two of the fifteen algorithms im-
plemented [304].

Contrasting results were reported by Guala and Sonnhammer [153] who compared four different
algorithms, namely MaxLink (a variation of the neighbour-counting method), PageRank, RWR
and propagation flow. The algorithms were applied to a number of graphs constructed using
GO annotation data and the FunCoup [342] functional association network.

In contrast to the general consensus that global neighbourhood-based methods, such as RWR
and propagation flow, outperform more local neighbourhood-based measures [41, 226, 304, 351],
Guala and Sonnhammer [153] reported that the MaxLink algorithm significantly outperformed
all three global neighbourhood-based methods. The authors commented that these results do
not necessarily prove the superiority of the MaxLink algorithm. Instead, these findings might
indicate that no algorithm dominates universally across all data sources (and data representa-
tions) and support the notion that the performance of an algorithm with respect to a particular
graph is highly dependent on the underlying structure of that graph [153].

Based on the current assumption that the human interactome has scale-free properties (from
§4.3), however, global neighbourhood-based measures are, in theory, expected to outperform
local neighbourhood-based measures [24]. A number of possible reasons exist for the discrepancy
between this expectation and the results observed in [153].

First, computationally inferred GO annotations were utilised which, as previously mentioned,
are widely believed to be less than reliable [50, 135]. Another possible reason for the unusual
results reported in [153] could be that the available GO data were insufficient. GO annotations
are incomplete for even the best-studied model organisms [179]. In fact, approximately a third of
human protein-encoding genes have not been annotated with any GO term [383]. Furthermore,

50PageRank is a graph-based algorithm, used by Google, to rank different webpages returned by the search engine
based on their relevance to the input query [290].
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GO annotation data have been shown to be affected by confounds and biases, such as annotation
bias, where most annotations are for only a few well-studied genes [140, 209]. Expectedly,
genes that have been studied more comprehensively are annotated with a larger number of
GO terms than infrequently-studied genes. Recently, Tomczak et al. [383] showed that 58% of
GO annotations are for only 16% of human protein-encoding genes. Additionally, it has been
shown that, when relatively under-examined genes are annotated with GO terms, these terms
tend to be less specific (they appear higher up in the GO DAG) and consequently convey less
information [153, 383]. Researchers have also observed noteworthy literature bias, in that a small
number of articles disproportionally contribute many experimental annotations [343].

Previous studies have indicated that these biases affect applications relying on GO data [137,
138, 139, 251]. One of the effects observed when GO annotation data were utilised in graph-
based disease gene prediction applications, for instance, was the introduction of a significant bias
towards the identification of straightforward candidates for which abundant knowledge is already
available [179]. It is important to note, however, that the current body of knowledge related to
human biology is incomplete. Therefore, almost all types of biological data introduce some level
of bias (though generally significantly less pronounced than that introduced by text-mining and
GO annotation data [307]).

Tomczak et al. [383] investigated the impact of these biases in GO data in respect of results
obtained by GO enrichment analysis studies51 and found that interpretations of GO enrichment
analysis results, for the same gene set, changed considerably as the GO and its associated
annotations evolved over time. Very low consistency between GO enrichment analysis results
obtained using early versions and more recent versions of the GO and GOA was observed [383].
The authors suggested that, due to the current limitations of GO data, researchers should
proceed cautiously when interpreting results obtained from GO annotations52. The authors did
not question the usefulness of GO annotations. Rather, they questioned whether the GO is
currently sufficiently evolved to produce trustworthy insights that will not be rendered invalid
as the GO expands [383]. Naturally, the nature of the problem and the methodology employed
dictates whether GO data are suitable or not.

Another observation highlighted in both [153] and [304] was that benchmark data inevitably
exhibit topological properties. This adds to the complexity of developing robust and objective
benchmarks for the assessment and comparison of various disease gene prediction approaches.

Finally, in view of all that has been mentioned thus far, it is evident that graph-based disease
gene prediction methods are inherently holistic and integrative. Often, however, individual
researchers are restricted to so-called knowledge pockets [78] which cover only a small fraction
of the available knowledge spread over the literature (in various databases). This fragmentation
of information hampers researchers’ ability to fully utilise available resources, thereby impeding
the rate of advancement in all of the related fields.

51Researchers use GO enrichment analysis methods to determine whether GO terms about specific biological
processes, molecular functions, or cellular components are over- or under-represented within a particular set
of genes. If a specific term is over-represented in the gene set, that set of genes is expected to possess some
coherent functional signal. GO enrichment analysis is a popular tool for disease gene prediction studies.

52The authors also highlighted that, in a prominent study by Berry et al. [34], a subset of the results, and
particularly those based on GO data, was disproven after subsequent versions of the GO [383] were released.
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4.7 Chapter summary

This chapter contained a review of the fundamental biological concepts underpinning this disser-
tation. It opened with a brief introduction to the complex interplay between genes and diseases.
This was followed by a concise description of the modular nature of biological networks, and
disease networks in particular. Thereafter, PPIs and PPI graphs were described and relevant
findings in the literature reviewed. The focus then shifted to the various types of additional bio-
logical data used to augment PPI data in order to find functional associations between proteins
and construct PPA graphs. The next section was devoted to a description of several resources
from which these data may be obtained. The chapter closed with a review of several existing
disease gene identification methods and a brief overview of some important challenges currently
experienced in the field of graph-based disease gene prediction.
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This chapter is devoted to a description of the framework implemented in order to construct
separate PPI graphs, each of which contains a set of disease-, non-disease- and unclassified
proteins, based on observed community structures in the human phenotype similarity network.
The chapter opens in §5.1 with an extraction of phenotype modules from the phenotype similarity
network constructed by van Driel et al. [394]. This is followed, in §5.2, by a description of the
graph construction procedure employed as a means to generate an approximation of the human
interactome in the format of a PPI graph. Section 5.3 sees the focus of the chapter shift to the
generation of feature vectors that describe each protein in terms of its topological properties,
in the PPI graph described in the previous section, and attributes related to supplementary
biological data. This is followed, in §5.4, by a detailed explanation of the approach adopted
to generate PPI communities corresponding to the phenotype modules extracted in §5.1. The
penultimate section is dedicated to a documentation of the methodology adopted in pursuit of
the identification of reliable non-disease proteins for each PPI graph. The chapter finally closes
in §5.6 with a brief summary.

5.1 The disease phenotype network

A number of the research efforts referenced in §4.6 showed that the performance of disease
gene identification algorithms tend to improve significantly when phenotypic similarity data are
incorporated [238, 248, 390]. In this dissertation, phenotypic similarity data were leveraged
by constructing multiple PPI graphs consisting of proteins encoded by genes associated with
the same or similar phenotypes. The interactome was therefore partitioned into (overlapping)
subgraphs, hereafter referred to as PPI communities, where proteins that belong to the same
community are expected to be associated with similar phenotypes.

133
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Training a classifier on these PPI communities has several advantages over training it on the
full (known) interactome. First, since proteins in the same community are assumed to be
associated with phenotypically similar diseases, the ‘phenotype feature’ of proteins belonging to
the same PPI community are highly similar and thus have very little predictive power (within
that community). Therefore, phenotype-phenotype associations need not be considered when
calculating the degree of similarity between proteins in the same community1. Furthermore, this
approach allows for learning to take place based on subsets of the complete data set, thereby
reducing both time and Random Access Memory (RAM) requirements.

Evidently, a disease-specific approach would also have the above-mentioned benefits. Consider-
ing proteins associated with phenotypically similar diseases, rather than the same disease, how-
ever, bridges relations between proteins and diseases which, at present, have no known associated
proteins. Recall, from §4.2, that disease phenotypes belonging to the same phenotype module
are often engendered by disruptions in functionally related genes. It is also widely-accepted that
functionally related genes encode functionally related proteins (see §4.1). Therefore, if a pheno-
type that has no known disease proteins belongs to a module corresponding to a particular PPI
community whose other phenotype members do have known disease proteins, it is reasonable
to assume that some relationship exists between that phenotype and the proteins in the PPI
community. The use of a PPI community corresponding to a phenotype module rather than a
specific disease subsequently creates the possibility of identifying putative disease proteins for
a disease or phenotype that is, as-of-yet, not associated with any proteins. Consequently, this
approach may allow for the identification of more novel disease genes than may emanate from a
disease-specific approach.

In order to group proteins into PPI communities, a community detection algorithm was imple-
mented on a phenotype similarity data set constructed by van Driel et al. [394]. These data
are captured in a weighted graph containing 5 080 vertices and 12 900 660 edges. The degree
of similarity between the phenotypes represented by the vertices are denoted by edge weights
in the range [0, 1]. It is evident, from the large number of edges, that original graph is densely
connected. Consequently, the amount of RAM required to execute a community detection algo-
rithm on that graph exceeded the resources available to the author2. Even if sufficient memory
were available, however, it is unlikely that community detection could have been performed suc-
cessfully on such a densely connected graph within a reasonable time frame. Therefore, graph
sparsification was required. To this end, εN sparsification (described in §3.5) was performed.

The resulting εN graphs were compared based on their approximate maximum modularity (de-
scribed in §2.5), which was computed by applying a community detection algorithm. Newman’s
spectral algorithm (described in §2.5) is one of the most widely implemented and best perform-
ing community detection algorithms and has been applied to this data set in previous work to
good effect. For this reason, the spectral algorithm was implemented by the author in R [318] in
order to conduct some preliminary investigations3. The spectral algorithm was applied to the

1Recall, from §4.6, that more recent methods typically employed heterogeneous graphs (containing vertices rep-
resenting both proteins and phenotypes) as opposed to calculating a feature value corresponding to phenotypic
similarity [269, 390, 391, 428]. These graphs, however, contain a much larger number of edges since, in addition
to protein-protein associations, the edges of the heterogeneous graph also represent phenotype-phenotype and
protein-phenotype associations.

2All results reported in this dissertation were computed using a personal computer with an Intel i7 5820k core,
running at 4GHz with 16GB RAM and Dual R9 390 GPUs within a Windows 7 operating system.

3A function called SpectralOptimization is available as part of the R modularity maximisation package, mod-
Max [340]. The references provided for SpectralOptimization include [278]. Upon comparing the results
obtained by the SpectralOptimization function on the same networks considered in [278], however, it became
evident that SpectralOptimization does not invoke Newman’s spectral algorithm, but an earlier algorithm also
proposed by Newman [276].
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phenotype similarity graph, sparsified using the so-called naive threshold ε = 0.5, in order to
obtain 21 phenotype modules and a corresponding modularity of 0.79, indicating that (at this
threshold) the phenotype similarity graph does indeed exhibit a modular structure.

The highly similar, but considerably more timeous, community detection algorithm Spectral-1
(described in §2.6) was also considered. In order to guide the selection process of a particular
community detection algorithm for future computations, both the spectral algorithm and the
Spectral-1 algorithm4 were applied to a number of smaller benchmark data sets. The modularity
and the number of corresponding modules (also referred to as communities in the literature)
returned by both algorithms, as well as the associated computation times for each benchmark
data set are shown in Table 5.1.

Table 5.1: The approximate maximum modularity, corresponding number of modules and computation
times (given in seconds) obtained by the spectral- and Spectral-1 algorithms, respectively, when imple-
mented on the following benchmark data sets: The karate club network of Zachary [440], the network of
collaborations between early jazz musicians of Gleiser and Danon [144], a metabolic network of the ne-
matode C. elegans [188], the network of 115 NCAA Division I-A American college football games played
during the year 2000 [120] and a network of books about US politics published around the time of the
2004 US presidential election and sold by the online bookseller Amazon.com [221].

.

Newman’s spectral algorithm Spectral-1 algorithm

Modularity Modules
Computation

time
Modularity Modules

Computation
time

Karate 0.42 4 2.382 0.42 4 1.372
Jazz 0.44 8 85.368 0.44 4 7.895
Metabolic 0.44 13 218.886 0.38 13 41.902
Football 0.60 18 29.051 0.60 12 7.211
Political
books

0.53 4 25.107 0.53 4 2.215

As may be seen in the table, the modularities returned by the two algorithms are comparable,
but the Spectral-1 algorithm was considerably faster on all the benchmark data sets considered.
Therefore, the Spectral-1 algorithm was selected for computing the modularities of εN graphs
(of the phenotype similarity graph) generated using different values of ε. The values of ε that
were considered are shown in the first column of Table 5.2. The orders and sizes of the largest
components5 of the corresponding εN graphs are given in the second and third columns, re-
spectively. Additionally, the number of phenotype modules and the corresponding modularity
obtained by the Spectral-1 algorithm, as well as the computation times of these solutions are
presented in the fourth, fifth and sixth column of Table 5.2, respectively.

In the last two columns of Table 5.2, a slight worsening trend in modularity, coupled with a
considerable increase in computation time, is observed for decreasing values of ε below 0.550.
Similarly, a decrease in modularity is observed as the value of ε grows larger than 0.600. This
motivated the exclusion of any ε-values below 0.450 or above 0.700 from consideration.

It follows from the fifth column of Table 5.2 that the values of ε resulting in the most modular
graphs are 0.550, 0.575 and 0.600. Note that none of these graphs (i.e. the components obtained
when εN sparsification was performed using these values of ε) contain all the phenotypes in

4An implementation of the Spectral-1 algorithm is available in the modMax [340] package for R [318].
5In the remainder of this section, the modularity of a particular εN graph refers to the modularity of its largest
component, unless stated otherwise.
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Table 5.2: The number of vertices and edges in the largest components of the phenotype similarity graph
obtained by performing εN sparsification using various values of ε, as well as the number of modules and
the corresponding modularities of these graph components as computed by the Spectral-1 algorithm. The
Spectral-1 algorithm computation times are presented in the format hours:minutes:seconds.

ε Vertices Edges Modules Modularity Computation time

0.450 4 690 58 846 39 0.73 09 : 35 : 37.61
0.475 4 357 41 853 39 0.73 05 : 27 : 45.87
0.500 3 970 30 299 21 0.76 03 : 40 : 47.23
0.525 3 510 22 163 38 0.79 02 : 34 : 16.42
0.550 2 978 16 370 37 0.81 01 : 54 : 28.07
0.575 2 363 12 058 24 0.81 01 : 13 : 07.04
0.600 1 850 8 978 39 0.81 00 : 44 : 58.87
0.625 1 366 6 772 23 0.79 00 : 33 : 46.42
0.650 539 3 529 11 0.59 00 : 05 : 10.81
0.675 407 2 784 13 0.56 00 : 03 : 34.79
0.700 270 2 154 7 0.50 00 : 02 : 14.90

the original phenotype similarity graph. This does not pose a problem since the aim in this
dissertation is not to identify all the proteins in the human interactome that are likely to
contribute to disease. The current completeness and quality of the available data would doom
any such endeavour. Rather, the objectives pursued in this dissertation are focussed on the
identification of strong disease protein candidates in order to guide researchers in their future
experiments.

Intuitively, a smaller value of ε corresponds to a larger number of phenotypes which, in turn,
may increase the total number of known disease proteins in the labelled data sets of the PPI
communities (below a value of ε = 0.625, however, few additional disease proteins are added to
the labelled set as ε becomes smaller). There are also advantages to selecting a larger value of ε.
One such advantage is computational. The number of vertices in a PPI community corresponding
to a particular phenotype module increases rapidly as the number of phenotypes in the associated
phenotype module increases. This naturally adds to the computational cost of performing
classification on a specific PPI community. In addition, it is reasonable to expect that as a PPI
community grows, the overall phenotypic similarity of its proteins will decrease. The second
advantage of selecting a larger value for ε is closely related to this point. More specifically, since
the value of ε determines the minimum associated edge weight of any edge in the graph, and
edge weights denote the degree of similarity between the phenotypes represented by the vertices,
the average similarity of the phenotypes within modules should be greater for larger values of ε.

In essence, a trade-off exists between the quantity and phenotypic similarity of the labelled data.
SSL methods are, however, designed to learn using small amounts of labelled data. Indeed, if the
labelled data obtained when selecting ε = 0.6 and augmented by the unlabelled data is sufficient
to approximate the underlying structure of the data, adding additional labelled data will not
necessarily improve the classifier’s performance. Therefore, of the three values of ε yielding the
maximum modularity, an ε-value of 0.600 was selected for graph sparsification. Not only did
the corresponding graph contain the fewest vertices, (i.e. phenotypes), it also partitioned the
graph into the largest number of modules resulting in smaller phenotype modules. Intuitively,
smaller phenotype modules result in smaller PPI communities which, as mentioned above, incur
lower associated computation costs and increased phenotypic similarity between proteins in a
particular PPI community.
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The resulting phenotype similarity graph was rendered graphically in the graph-drawing software
Gephi [29] using a force-directed layout heuristic. Force-directed layouts are generated by viewing
edges as springs, with larger edge weights denoting tighter coils, and attempts to find the
minimum energy state, i.e. the steady state in which the springs would settle naturally, given
sufficient time (a heuristic is used to approximate this minimum energy state). Thus, the
larger the associated weight of an edge joining two vertices, the smaller the distance between
those vertices in the graph. The intuitive graphical representation of the phenotype similarity
graph (corresponding to an ε-value of 0.600) generated using a force-directed layout is shown
in Figure 5.1 and clearly illustrates the modular nature of the graph. The coloured vertices in
the graph correspond to the ten largest modules identified by the Spectral-1 algorithm, each of
which is represented by a different colour. It may be seen that, although the results obtained by
the Spectral-1 algorithm are not utilised during the generation of the graph layout, phenotypes
that belong to the same module appear in close proximity in the graph.

Figure 5.1: A graphical representation of the largest component of the phenotype similarity graph
obtained for a value of ε = 0.600 and generated using a force directed layout. The ten largest phenotype
modules obtained by the Spectral-1 algorithm for this graph are shown in colour.
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5.2 Approximating the human interactome

The complete set of PPI- and supplementary data contained in the iRefIndex [320] database
was downloaded. Each entry in the iRefIndex database describes a PPI in terms of fifty four
different properties, including the interacting proteins, their UniProtKB IDs and the HGNC
symbol6 of their encoding genes. Other properties recorded for each entry include the type of
interaction (association) between the proteins, the source from which the PPI was curated and
the evidence (computational or experimental) supporting the PPI entry.

First, any entries that describe PPIs in which either of the interacting proteins are non-human,
were removed from the data set. PPI entries indicated to be computationally derived were also
discarded in order to obtain a set of reliable experimentally verified PPIs. Furthermore, any
entry that describes a PPA, not a PPI, was deleted from the data set. This was achieved by
excluding any entry whose type attribute is not physical association or direct interaction.

Further inspection revealed that a large number of entries had the same two interacting proteins
and interaction type suggesting that these entries describe the same PPI. Indeed, a significant
number of entries were only differentiated by the source from which they were curated. Therefore,
all PPIs with the same interacting proteins and the same interaction type were identified and
duplicates discarded.

Thereafter, the UniProtKB IDs of the proteins associated with each PPI were considered. If
either of the proteins in a particular interaction does not have a UniProtKB ID, the entry
describing that PPI was removed from the data set. Proteins that do not have associated
UniProtKB IDs were excluded in order to avoid duplicate entries and facilitate the extraction
of consistent additional biological data related to the proteins.

Similarly, the HGNC symbols of the genes that encode the interacting proteins of each PPI
were inspected. Once again, any entries containing proteins that have not been associated with
a protein-encoding gene, or for which the associated protein-encoding gene does not have an
HGNC symbol, were also omitted as the HGNC is the only worldwide authority responsible for
assigning standardised symbols to human genes.

The final data set consists of 144 247 entries, each of which describes a unique PPI. These
PPIs were combined into a single PPI graph containing 18 013 vertices representing different
proteins. Each protein has a unique UniProtKB ID and is associated with an HGNC gene
symbol corresponding to its encoding gene. Since a gene can encode multiple proteins, the
HGNC symbol associated with a particular protein is not necessarily unique. Indeed, of the
18 013 HGNC symbols associated with the proteins in the graph, 16 123 are unique.

Although the proteins in the PPI graph already have associated HGNC symbols linking them
to their encoding gene, these genes have not yet been linked with any of the phenotypes in
the phenotype similarity matrix. In order to link the phenotypes in a particular module to
the encoding genes of the proteins in the PPI graph, OMIM® genotype-phenotype associations
were downloaded from the Ensembl database using the data mining tool BioMart (described in
§4.5) accessed via the Bioconductor [174] package for R. Of the 1 850 phenotypes in the largest
component of the phenotype graph constructed using an ε-value of 0.600, 768 are linked to
known causative genes whose HGNC symbols are associated with a protein in the PPI graph.
The 768 phenotypes are linked to 529 genes which, in turn, encode 627 proteins in the full PPI
graph.

6Standardised symbols for human genes assigned by the HUGO gene nomenclature committee (HGNC) [175].
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These 627 product proteins are linked to Mendelian diseases. In order to identify disease proteins
in the graph that are known to contribute to complex diseases7, 81 746 curated gene-disease
associations between 9 413 genes and 10 370 diseases were downloaded from the DisGeNET [306]
database. This set of gene-disease associations was refined by excluding any associations for
which (1) fewer than four peer-reviewed supporting publications had been published and/or (2)
a peer-reviewed publication exists that asserts that there is no association between the particular
gene and disease.

The remaining data set contains 170 associations between 164 genes and 165 diseases. The
HGNC gene symbols of 137 of these disease genes are associated with one or more of the
proteins in the full PPI graph. In total, 156 proteins are linked to one or more diseases in
the (filtered) DisGeNET data set (hereafter abbreviated as DisGeNET diseases) via the HGNC
symbols of their encoding genes. It was observed that, of these 156 DisGeNET proteins, 55 are
also associated with a Mendelian disease.

The following data are therefore available for each protein in the full PPI graph described thus
far: The HGNC gene symbol of the protein’s encoding gene, the UniProtKB ID of the protein
and the set of physical interactions in which the protein partakes. Furthermore, a number
of proteins are also associated with Mendelian- and/or DisGeNET disease. If such a disease
association exists, the protein is labelled as a known disease protein. A total of 728 proteins in
the full PPI graph are labelled as disease proteins. The set of disease proteins in the full PPI
graph is denoted by P ⊂ X , where X is the set containing all the proteins in the full PPI graph.

5.3 Feature vector construction

The PPI graph described thus far is unweighted with each edge simply denoting the presence of
a physical interaction between the proteins represented by its incident vertices (if no edge exists
between two proteins, it is assumed that these proteins do not share a physical interaction).
Recall, from §4.3, that physical interactions between proteins typically indicate some degree of
functional similarity. Therefore, one would expect a model trained on PPI data alone to exhibit
some discriminatory abilities.

Multiple studies have shown, however, that the incorporation of meaningful additional data
consistently leads to superior performance of disease gene prediction algorithms [2, 28, 233, 252,
269, 279, 390, 396, 428, 431]. For this reason, descriptive attributes related to the topological
properties and neighbourhoods of proteins, and additional biological information about these
proteins were generated for each protein in the PPI graph. These attributes are captured in
feature vectors, where xi denotes the feature vector corresponding to vi, the ith vertex (protein)
in the PPI graph. The generation of these feature vectors is the focus of this section.

Disease proteins have discriminatory topological properties which enable their distinction from
non-disease proteins. As may be seen in Figures 4.2 and 4.3, the degree and betweenness
centrality of a protein is often indicative of its propensity to contribute to disease. For this reason,
the first two attributes captured in each feature vector represent the degree and betweenness
centrality (in the full PPI graph) of the associated protein. The first two elements of a feature
vector xi may be expressed mathematically as

xi1 = d(vi) (5.1)

7If the encoding gene of a protein is associated with a particular disease, that protein is also associated with that
disease.
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and

xi2 = CB(vi), (5.2)

where CB(vi) is calculated using (2.7) in §2.2.

The third and fourth elements of a feature vector specifies the number of disease proteins in a
protein’s 1st- and 2nd-order neighbourhoods, respectively, and are defined as

xi3 = d+(vi) (5.3)

and

xi4 =
∑

j∈N(vi)

d+(vj), (5.4)

where N(vi) denotes the neighbourhood of vi (see §2.2) and d+(vi) = |N(vi)∩P|, i.e. the number
of disease proteins in the 1st-order neighbourhood of vi.

The proportions of disease proteins in the protein’s sets of 1st- and 2nd-order neighbours are
also captured in the feature vector as

xi5 =
d+(vi)

d(vi)
(5.5)

and

xi6 =

∑
j∈N(vi)

d+(vj)∑
j∈N(vi)

d(vj)
, (5.6)

respectively, hereafter referred to as the 1N - and 2N ratio. These attributes are included be-
cause simply considering the number of disease proteins in a protein’s neighbourhood may be
deceptive. Consider the following scenario, protein A has a hundred 1st-order neighbours of
which ten are known disease proteins. Protein B has five 1st-order neighbours of which all five
are known disease proteins. Therefore, if one considers (5.3), protein A appears to be more
likely to contribute to disease as it has five more disease proteins in its 1st-order neighbourhood
than protein B. Intuitively, however, one would expect protein B to be more likely to be a dis-
ease protein than protein A, since 100% of protein B’s neighbours are known disease proteins
compared to only 10% of protein A’s.

Note that, whilst the neighbour-counting method is not employed explicitly, the attributes de-
fined in (5.3)–(5.6) allow for neighbour-based measures to be incorporated into the calculations.

The remaining entries of the feature vector capture additional biological data related to the
functional similarity of different proteins. In order to generate these attribute values, data related
to protein domains, -complexes and -pathways were downloaded from Pfam [132], CORUM [143]
and Reactome [122], respectively. These data types were selected because the related resources
are both reliable and more comprehensive than those dedicated to other indicators of functional
similarity, such as protein structure.

The domain data set consists of 17 906 associations between 6 216 domains and 10 738 proteins,
and was used to generate two protein attributes. First, the number of disease domains8 as-
sociated with a particular protein was determined. Secondly, the number of disease domains
relative to the total number of domains associated with a particular protein was calculated.
These attributes are expressed mathematically as

xi7 = n+
d (vi) (5.7)

8A domain is considered a disease domain if it is associated with a disease protein.
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and

xi8 =
n+
d (vi) + 1

nd(vi) + 1
, (5.8)

where n+
d (vi) is the number of domains associated with vi that are also associated with a ver-

tex/vertices in P, and nd(vi) is the total number of domains associated with vi. In order to
avoid division by zero (if a protein has no known associated domains), 1 is added to both the
numerator and denominator of (5.8).

The second type of biological data exploited in this dissertation is protein pathway data. The
Reactome database was queried in order to obtain a total of 1 033 359 associations between 1 826
pathways and 11 497 proteins in the full PPI graph. For each pathway pi, two ‘scores,’ denoted
by s1

p and s2
p, respectively, were computed as

s1
p(pi) = n+

p (pi) (5.9)

and

s2
p(pi) =

n+
p (pi) + 1

np(pi) + 1
, (5.10)

where np(pi) and n+
p (pi) are the number of proteins associated with pathway pi, in X and P,

respectively. Once again, a value of 1 is added to both the numerator and denominator of the
expression in (5.10) in order to avoid division by zero. The pathway-related attributes of a
protein are then given by

xi9 =
∑
pj∈vi

s1
p(pj) (5.11)

and
xi10 =

∑
pj∈vi

s2
p(pj), (5.12)

where pj ∈ vi indicates that the protein represented by vi is associated with pathway pj .

The last two attributes incorporate protein complex data comprising 10 219 complex-protein as-
sociations between 4 273 complexes and 6 131 proteins. These attributes were generated similarly
to the pathway attributes in (5.11) and (5.12). More specifically,

s1
c(ci) = n+

c (ci) (5.13)

and

s2
c(ci) =

n+
c (ci) + 1

nc(ci) + 1
, (5.14)

where nc(ci) and n+
c (ci) are the number of proteins associated with complex ci, in X and P,

respectively. The attributes describing a protein in terms of the complexes to which it belongs
are then calculated as

xi11 =
∑
cj∈vi

s1
c(cj) (5.15)

and
xi12 =

∑
cj∈vi

s2
c(cj), (5.16)

where cj ∈ vi indicates that the protein represented by vi is associated with complex cj .

Each protein in the graph is described by the twelve attribute values captured in its correspond-
ing feature vector xi. Hence, the notations xi and vi are used interchangeably in the following
sections in order to denote the protein represented by the ith vertex in the PPI (or PPA) graph.
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5.4 Extracting PPI communities

For the purpose of obtaining subgraphs of the full PPI graph, in which the known disease proteins
are phenotypically similar, the phenotype modules (identified in §5.1) were used to construct
thirty nine separate PPI communities. Each PPI community comprises a set of known disease
proteins as well as candidate proteins for which their true statuses as disease or non-disease
proteins are not yet known. The disease- and candidate proteins belonging to a particular
community were obtained as follows.

First, the MIM morbid accession numbers9 corresponding to the vertices in the different pheno-
type modules were collected from the phenotype similarity data set. Thereafter, the Mendelian
disease genes associated with the phenotypes in the various modules were retrieved from the set
of genotype-phenotype associations mentioned in §5.2. Each module was therefore associated
with a set of Mendelian disease genes, each of which has a unique HGNC symbol associated
with it. Thereafter, the proteins encoded by these Mendelian disease genes were extracted from
the full PPI graph (using the HGNC symbol associated with each protein) in order to generate
thirty nine groups of phenotypically similar Mendelian disease proteins corresponding to the
thirty nine phenotype modules. Note that, the same gene may be associated with multiple
phenotypes. Consequently, the gene’s product proteins may belong to more than one group.

The proteins encoded by the Mendelian disease genes corresponding to a specific phenotype
module, hereafter referred to as the base proteins of a particular community, provided the
starting point from which different PPI communities were generated. For each PPI community,
candidate proteins were obtained by inducing a subgraph of the full PPI graph containing the
base proteins associated with a particular phenotype module, the 1st- and 2nd-order neighbours
of the base proteins, and all the PPIs between the proteins included in the subgraph10.

Naturally, generating PPI communities using both 1st- and 2nd-order neighbours, as opposed to
only 1st-order neighbours as in previous applications [279], significantly increases the number of
proteins per community. Consequently, the associated computation cost increases. In addition,
one would expect the overall phenotypic similarity between proteins in the same community to
decrease.

Nevertheless, 2nd-order neighbours were included in the PPI communities for a number of
reasons. First, none of the proteins in the PPI communities are known non-disease proteins.
Thus, for each PPI community, a set of non-disease proteins (the negative set) must be selected
from the proteins in the PPI community. According to the guilt-by-association principle one
would expect the 2nd-order neighbour of a disease protein to be less likely to contribute to the
same or a similar disease than a 1st-order neighbour. Therefore, it is less likely to erroneously
select a disease protein to make up part of the non-disease set when selecting putative non-disease
proteins from both the 1st- and 2nd-order neighbours of the base proteins.

Furthermore, larger PPI communities naturally contain more disease proteins than smaller PPI
communities. Thus, the amount of labelled data for each PPI community increases as the order
of the base proteins’ neighbourhoods increase. The pursuit of more labelled data was not rooted
in an attempt to obtain more training data since SSL models are designed to learn using little
labelled data. Rather, additional labelled data were sought in order to expand the test set
for the purpose of obtaining more reliable performance metric values. To this same end, four
PPI communities that contained fewer than a hundred disease proteins (when constructed using

9The reference numbers assigned to OMIM® database entries describing phenotypes.
10Some of the 1st- and 2nd-order neighbours of the base proteins are also known disease proteins and, therefore,

make up part of the known disease proteins of that particular PPI community.
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the 2nd-order neighbourhoods of the base proteins), namely communities 5, 8, 10 and 28, were
expanded to include the 3rd-order neighbours of their respective base proteins. The number of
phenotypes, base proteins, disease proteins, vertices (all proteins) and edges (PPIs) in each PPI
community are shown in Table 5.3.

Table 5.3: The number of phenotypes, base proteins, disease proteins, vertices (all proteins) and edges
(PPIs) in each PPI community.

Community Phenotypes Base proteins Disease proteins Vertices Edges

1 35 40 406 8 587 106 150
2 24 27 453 9 256 111 484
3 37 52 496 10 719 118 220
4 10 13 272 5 015 68 700
5 1 2 320 6 978 87 578
6 21 24 370 7 581 84 985
7 3 3 201 3 354 24 415
8 3 3 562 13 304 130 337
9 7 6 190 3 255 45 167

10 7 6 533 12 219 125 171
11 5 8 212 4 121 51 404
12 18 36 526 11 410 121 822
13 44 52 511 10 774 116 855
14 11 15 362 7 862 99 369
15 15 18 303 5 891 70 129
16 46 60 546 12 204 122 631
17 20 22 397 8 245 103 135
18 6 10 228 4 515 45 096
19 11 18 210 4 635 63 830
20 14 15 265 5 345 58 072
21 5 5 171 2 900 30 154
22 20 25 317 7 077 78 713
23 29 44 500 11 174 121 749
24 67 66 509 10 810 118 300
25 6 5 150 3 450 28 383
26 13 13 269 4 716 60 126
27 17 16 320 7 020 79 168
28 2 3 446 9 982 111 495
29 21 21 359 7 526 89 810
30 26 38 493 10 833 119 787
31 7 8 191 3 424 41 061
32 43 56 526 11 199 121 804
33 36 53 505 10 555 114 207
34 55 61 475 10 262 115 855
35 5 9 164 2 070 18 794
36 5 4 284 5 580 65 722
37 20 23 323 5 854 52 526
38 15 20 203 4 157 41 707
39 7 11 318 6 661 82 075
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As previously mentioned, a base protein may belong to multiple PPI communities. Intuitively,
the same is true for disease- and candidate proteins. The degree of overlap between two PPI
communities was quantified by means of the Jaccard index which compares the members of two
sets to ascertain which are shared and which are distinct. Given two sets, A and B, the Jaccard
index is expressed mathematically as

J(A,B) =
|A ∩ B|
|A ∪ B|

,

where J(A,B) = 0 if A and B have no shared members and J(A,B) = 1 if A and B are identical.
The Jaccard indices of the thirty nine PPI communities are represented graphically in the heat
map shown in Figure 5.2, where the colour of the cell in the nth row and mth column denotes
the Jaccard index comparing communities n and m according to the colour-scale provided. For
instance, the cells on the diagonal of the heat map are coloured navy blue, representing a Jaccard
index of 1. This is to be expected since these cells correspond to the Jaccard indices comparing
PPI communities with themselves. It may be seen that the minimum value represented on the
colour-scale is 0.10, thus each protein belongs to at least two PPI communities.

Figure 5.2: A heat map representations (and accompanying colour-scale) of the Jaccard indices when
comparing the thirty nine PPI communities based on their shared proteins.
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5.5 Identifying putative non-disease proteins

Each of the PPI communities described in the previous section comprises disease and candidate
proteins which make up its labelled and unlabelled sets, respectively. In other words, the labelled
set of each PPI community consists exclusively of positive observations.

In order to implement the GFHF algorithm, however, the labelled data must consist of both pos-
itive and negative observations. In addition, although the LGC algorithm may be implemented
using only positive data in its labelled set, it produces a more detailed decision boundary when
supported by both positive- and negative observations, as mentioned in §3.7. Intuitively, pro-
teins constituting the negative set should be known non-disease proteins. As mentioned in §4.6,
however, no proteins have explicitly been classified as non-disease proteins. Hence, a set of
‘reliable negatives’ in the unlabelled set was sought for each PPI community. To this end, pre-
liminary classification probabilities were computed for the unlabelled proteins using techniques
from the realm of PU learning (see §3.7).

These preliminary classification probabilities were computed using the full PPI graph consisting
of 18 013 vertices, each of which is associated with a feature vector describing the corresponding
protein. Each vertex represents a data point belonging to either the unlabelled or labelled data
set, denoted U and L, respectively. Furthermore, L = P ∪ N , where P and N denote the
positive and negative data sets, respectively. The positive data set P comprises the known
disease proteins obtained from the OMIM® and DisGeNET databases, where N is empty.

A variation on the PU learning algorithm outlined in Algorithm 3.7 was implemented by the
author in Python using the interactive development environment (IDE) PyCharm. The Python
programming language was selected for its simplicity and the efficacy of the tools available in
its scikit-learn [51, 299] machine learning library.

First, the elements of the feature vectors were scaled using min-max scaling11. This was moti-
vated by the common observation that machine learning algorithms tend to perform better or
converge faster when feature values lie on a relatively similar scale [160]. Furthermore, min-max
scaling preserves the shape of the original distribution and, therefore, does not meaningfully
change the information embedded in the original data.

Next, two categorical attributes were added for each protein, namely truth and label. For
each protein xi ∈ P, the truth and label of xi were set to 1. For each protein xi ∈ U , on the
other hand, the truth and label of xi were assigned a value of 0.

Subsequently, s proteins were arbitrarily selected from P and their label changed from 1 to
0, whereafter the proteins were partitioned into two sets, namely P ′ and U ′, based on their
associated label, with xi ∈ P ′ if the label of xi is 1, and xi ∈ U ′ if the label of xi is 0.
These sets were used as the positive and unlabelled sets during the execution of the PU learning
algorithm. Thus, the disease statuses of the s arbitrarily selected proteins were, in essence,
‘hidden’ from the PU learner.

Thereafter, T bootstrap samples of size |P ′| were generated by sampling from U ′ uniformly and
with replacement. Each bootstrap sample set, denoted by U ′t for t ∈ {1, . . . , T}, was viewed as
a temporary ‘negative’ set. These ‘negative’ sets were then used to train T separate SVMs with
RBF kernels (using P ′ as the positive set in every iteration). Once trained, each SVM was used
to obtain preliminary scores for its OOB proteins xi ∈ U ′ \ U ′t.

11For each element in a feature vector, the minimum value of the corresponding attribute observed in the complete
data set was subtracted and the result divided by the range of the values observed for that attribute.
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The ensemble of classifiers was generated using SVMs due to the algorithm’s successful ap-
plication in many areas of bioinformatics, including protein function prediction [430] and the
identification of disease states [16, 222]. The selection of the SVM algorithm was also based
on the fact that SVMs rely on the notion of distance between data points (recall that an SVM
maximises the margin between data points belonging to different classes) and the proximity of
two proteins in the PPA graph is indicative of their functional similarity (see §4.3). Furthermore,
the use of kernel functions renders the SVM algorithm sufficiently computationally efficient that
several classifiers may be trained within a reasonable time frame. The RBF kernel function
was selected due to its prominence in the bioinformatics literature [16, 53, 222] and the general
consensus in the biological community that PPA graphs exhibit a modular nature (as described
in §4.2).

Platt scaling [309] was used to transform the SVM score generated for a particular OOB protein
to a class probability (more specifically, the probability that the corresponding OOB protein
belongs to the same class as the proteins in P), hereafter referred to as the protein’s OOB score.
Platt scaling [309] was performed by fitting a logistic regression model12 to the SVM scores using
k-fold cross validation13.

For each protein in U , a final score denoting the probability that it belongs to the same class as
the disease proteins in P, hereafter referred to as its PU score, was generated by averaging the
OOB scores of the associated protein. Since the PU score of a protein captures the probability
(as predicted by the ensemble of SVMs) that the associated protein belongs to the same class
as the disease proteins in P, the proteins with the smallest associated PU scores are deemed
the most unlikely, by the PU learner, to belong to the disease class. Therefore, the smaller the
PU score associated with a particular protein, the more confidently it may be classified as a
non-disease protein.

In order to gauge the performance of the PU learning implementation, a classification threshold
of 0.5 was used to classify the s ‘hidden’ disease proteins (the proteins in U ′ for which truth= 1
and label= 0) based on their corresponding PU scores. Since the test data (‘hidden’ proteins)
consisted exclusively of positive observations, no TNs or FPs were present. Consequently, the
PU learner was evaluated based on the recall it achieved (the recall performance metric does
not require knowledge about any negative observations). The recall achieved by the PU learner
for various combination of s and T values are shown in Table 5.4.

Table 5.4: The recall achieved by the PU learner trained using T bootstrap samples and evaluated on
s ‘hidden’ proteins.

‘Hidden’ proteins

Bootstrap samples s = 100 s = 200 s = 300

T = 1 000 0.97 0.92 0.95
T = 500 0.97 0.94 0.95
T = 100 0.92 0.93 0.94
T = 10 0.94 0.90 0.90
T = 5 0.93 0.90 0.93

12A regression classification algorithm used to predict the class probabilities of discrete variables.
13An approach to model tuning in which the training data are partitioned into k equally sized subsets, or folds,

and k training iterations are performed. During each training iteration, k − 1 of the folds collectively make up
the training set and the remaining fold is used as the validation set (each fold is used as the validation set once).
In order to estimate the future performance of the model, the model performance over all k folds is averaged.
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Figure 5.3: The distribution of PU scores assigned to the unlabelled proteins in the full PPI graph.

The PU learners were trained using the scikit-learn [51, 299] package default parameter values,
namely a tuning parameter value of C = 1 in (3.10) and γ = 1/n in (3.15), where n is the length
of the feature vector describing each data point. Thus, for this problem instance, γ = 1/12.
Due to the high recall achieved by the PU learners using the default hyperparameter values,
additional hyperparameter tuning was not performed.

It may be seen, from Table 5.4, that, for this particular data set, no improvement in the model’s
recall is observed when increasing the number of bootstrap samples above 500. Therefore, the
final PU learner was trained for 1 000 bootstrap samples and no ‘hidden’ proteins (so as to train
the PU learner based on the maximum amount of labelled data). The distribution of the PU
scores obtained for the unlabelled proteins in U using this PU learner (with s = 0 and T = 1 000)
is illustrated in the histogram in Figure 5.314.

These PU scores were used to select a set of ‘reliable negatives’ for each PPI community. Con-
sider, for example, PPI community c. The complete set of proteins in PPI community c is denoted
Xc = Lc ∪ Uc, where Lc and Uc denote the sets of labelled and unlabelled data, respectively.
Before any ‘reliable negatives’ have been identified Lc = Pc and Nc = ∅, where Pc contains the
disease proteins associated with PPI community c. In order to populate Nc, the |Pc| proteins15

14The majority of unlabelled proteins are assigned low PU scores indicating that they are unlikely to be disease
proteins. This observation supports the widely-held belief that the majority of proteins are not disease proteins.

15A balanced data set containing an equal number of positive and negative observations is preferred so as not to
obscure the interpretability of performance metrics such as CA.
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in Uc with the lowest associated PU scores are removed from Uc and inserted into Nc. In other
words, the negative set Nc of PPI community c is generated by extracting the proteins in Uc
deemed most unlikely by the PU classifier to belong to the same class as the proteins in P (where
P is the complete set of disease proteins in the full PPI graph).

Since the number of non-disease proteins required for each PPI community is equal to the number
of disease proteins in the PPI community, not all proteins achieving a PU score below 0.5 are
selected as non-disease proteins. Indeed, the average PU score of proteins assigned to negative
(non-disease) sets was 0.0033 and the largest PU score of any protein included in a negative set
was 0.037. Therefore, proteins are assigned to the negative sets with relatively high confidence.

5.6 Chapter summary

This chapter contains a review of the methodology adopted for the purpose of constructing PPI
communities comprised of phenotypically similar proteins. The chapter opened, in §5.1, with a
discussion on the extraction of phenotype modules from the disease phenotype similarity network
using community detection algorithms. The next section was devoted to the construction of a
PPI graph approximating the known human interactome and the identification of known disease
proteins in this PPI graph. This was followed, in §5.3, by a review of the process whereby
descriptive data were generated and captured in feature vectors for each of the proteins in the
full PPI graph. In §5.4, the focus shifted to the selection of disease and candidate proteins from
the full PPI graph in order to obtain separate PPI communities corresponding to the phenotype
modules extracted in §5.1. The chapter closed with a description of the specific method proposed
for the identification of reliable non-disease proteins in the various PPI communities in this
dissertation.
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This chapter is devoted to a description of the specific graph-based SSL implementations em-
ployed in this dissertation. The chapter opens, in §6.1 with a motivation for the selection of a
graph-based SSL approach towards solving the problem of putative disease gene identification.
It then goes on to explain the methodology adopted in order to generate data sets for the purpose
of training, tuning and evaluating the machine learning models. This is followed, in §6.3, by a
description of the specific implementation of the PG-learn algorithm utilised during hyperpa-
rameter learning. In this section, particular attention is afforded to the kNN graph construction
algorithm employed in this dissertation. In §6.4, the focus shifts to the application of the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms for the purpose of identifying disease pro-
teins from predicted disease proteins in each PPI community. Thereafter, the methodological
approach adopted towards obtaining aggregated rankings for these disease proteins is detailed
in §6.5. Finally, the chapter closes with a concise summary in §6.6.

6.1 The selection of graph-based SSL classification algorithms

The choice of machine learning algorithms employed in this dissertation was motivated by the
properties of the disease protein prediction problem and the characteristics of graph-based SSL
algorithms. Perhaps the two most apparent reasons are the challenges accompanying the limited
number of disease proteins identified to date and the natural representation of PPIs in the format
of graphs. The former made SSL in general an attractive avenue for further investigation whilst
the latter supported a focus on graph-based SSL algorithms in particular. Indeed, various
research efforts have observed that PPI and PPA data are particularly suited to graph-based
SSL methods [24, 269, 279].

A review of the literature related to the properties of PPIs and disease proteins revealed that
proteins associated with a particular function or phenotype are not randomly positioned in

149
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the PPI network [182, 247, 438]. Rather, functionally related proteins typically occur in highly
connected subgraphs that are themselves sparsely connected to each other [397] and functionally
similar proteins typically engender phenotypically similar diseases [183, 186]. It follows that
proteins in the same cluster are likely to belong to the same class (disease or non-disease), thus
satisfying the cluster assumption.

Furthermore, various studies support the hypothesis that proteins which contribute to the same
or similar diseases have a significantly larger propensity to interact [182, 230, 247, 402, 439].
Hence, disease protein interaction data satisfy the semi-supervised smoothness assumption (see
§3.4.1) that nearby proteins in a high-density region of the PPI graph are likely to belong to the
same class.

Disease proteins also tend to exhibit similar topological properties, such as larger than average
degrees and betweenness centralities than non-disease proteins [230, 408, 439]. In addition,
various types of biological data may be exploited in order to differentiate between disease- and
non-disease proteins. These attributes may be expressed mathematically as dimensions in some
abstract metric space which allows for each protein to be represented as a point in this metric
space (corresponding to the protein’s associated feature vector). By recasting the problem of
disease protein prediction into the form of measuring the similarity between two proteins in the
metric space, these high-dimensional data may be embedded on a low-dimensional manifold, i.e.
the weighted PPA graph. Therefore, the manifold assumption is also satisfied.

6.2 Partitioning PPI community data

In order to identify putative disease proteins using graph-based SSL methods, training, validation
and test sets (described in §3.2) are required for each PPI community. Recall, from §5.3, that
each protein is described by a feature vector containing twelve attribute values. Each of these
feature vectors represents one data point in a PPI community. The complete set of data points
associated with a PPI community c is denoted by Xc and may be partitioned into a labelled
and unlabelled set, denoted by Lc and Uc, respectively. The labelled set comprises a positive
and negative subset, denoted by Pc and Nc, respectively, where Pc contains the data points
corresponding to disease proteins in PPI community c, and Nc contains all the data points
corresponding to proteins identified as reliable non-disease proteins for PPI community c (see
§5.5).

For each PPI community, a training, validation and test set, denoted by Xtrain, Xval and Xtest,
respectively, were generated as follows. First, 80% of the data points in Pc and Nc were arbitrar-
ily sampled and placed in Xtest. The remaining data points in Pc and Nc were then partitioned
into 80% validation data and 20% training data, making up Xval and Xtrain, respectively. There-
fore, a test:validation:training split of 80 : 16 : 4 was used to partition Lc into three subsets, each
of which contains an equal number of positive and negative observations. Finally, the labelled
data in Xtrain were augmented with the unlabelled data in Uc in order to obtain the complete
set of training data.

This process was repeated ten times for each data set Xc, generating ten different testing,
validation and training set combinations for each PPI community. Hereafter, each of these
ten combinations of testing, validation and training sets, is referred to as a sample set of the
associated PPI community.

The proportion of the labelled data assigned to Xtrain, Xval and Xtest for each sample is motivated
as follows. First, due to the large amount of unlabelled data available for training purposes,
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only a small proportion of the labelled data were included in Xtrain. If the underlying structure
of the data lends itself to SSL, and the data are captured in an appropriate format, one would
expect 4% of the labelled data to be sufficient for training purposes. Intuitively, the more suited
the data to graph-based SSL, and the more closely the true structure of the data is captured,
the fewer labelled instances are required in order to train the classifier.

Conversely, a model can only be tested on labelled data. In order to obtain meaningful perfor-
mance metric values, the model must be tested on a sufficient amount of labelled data. To this
end, the majority of the labelled data were placed in the test set.

Finally, the large proportion of labelled data allocated to the validation set, compared with the
training set, is motivated by both the large number of hyperparameters that require tuning, and
the considerable influence of the hyperparameter values on graph-based SSL model performance.
Recall, from §3.9, that the selection of suitable hyperparameter values is particularly critical in
graph-based SSL applications since they are used when constructing the graphs on which learning
takes place (from §3.6). The values chosen for these hyperparameters contribute significantly to
the quality of the resulting graph which, in turn, is generally regarded as the primary determinant
(over which the practitioner has some influence) of a graph-based SSL model’s abilities [421,
456].

Following the generation of these data sets, min-max scaling was performed for each training
set Xtrain (containing both labelled and unlabelled data). Thereafter, the same transformations
applied to each of these training sets were applied to their corresponding validation and test
sets. Min-max scaling was not performed simultaneously for a complete sample in order to avoid
any possibility of information ‘leaking’ from the training data to the test data. Note that, since
min-max scaling largely maintains the original shape of a distribution, it is unlikely that inflated
performance metric values would have been observed had min-max scaling been performed on
the whole sample simultaneously. Nevertheless, the increase in computation cost associated with
transforming the data in the manner described above, as opposed to performing min-max scaling
on a complete sample, are negligible. Hence, it was deemed prudent to consider the subsets of
each sample separately.

6.3 Learning the graph structure

After the requisite data sets had been generated for each PPI community, the problem of esti-
mating PPA graphs representative of the true underlying structure of the data was addressed.
The PPA graph corresponding to each PPI community was obtained by distilling the data cap-
tured in the feature vectors of its associated proteins into edge weight values using the graph
construction techniques described in §3.6.

Preliminary edge weights were computed using the RBF kernel1, described in §3.6, such that

wij = exp

(
−

12∑
m=1

(xim − xjm)2

σ2
m

)
,

where i 6= j and wii = 0. The mth element of the scaled feature vector xi is denoted by xim.
Separate RBF bandwidths, denoted by σ1, . . . , σ12, were computed for each attribute, resulting
in an edge weighting function which can more flexibly capture the underlying data manifold.

1The RBF kernel was selected due to its computational efficiency, its widespread application in the bioinformatics
literature [16, 53, 222] and the general consensus in the biological community that PPA graphs are modular in
nature (see §4.2).
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The computation of distinct bandwidth parameters for each attribute value allowed for protein
attributes that better discriminate between disease proteins and non-disease proteins to be given
a larger influence on the edge weight value computed.

Alternatively, the edge weight function may be expressed using matrix notation as

wij = exp
(
−(xi − xj)>a(xi − xj)

)
, (6.1)

where a is the diagonal matrix with entries amm = am = 1/σ2
m. If the values for different protein

attributes have similar ranges, the value of am roughly reflects the relative importance of its
corresponding attribute in terms of its ability to differentiate between disease proteins and non-
disease proteins. More specifically, the larger the value of am, the greater the predictive power
of the protein attribute corresponding to the mth element of the feature vector.

Recall, from §4.6, that several studies have confirmed that the incorporation of additional bi-
ological data tends to improve disease protein prediction results. The relative importance of
various types of biological data for the purposes of disease protein prediction, however, remains
largely under-examined. Consequently, each value of am is a model hyperparameter that re-
quires configuration (hereafter referred to as the mth attribute hyperparameter). In addition, a
hyperparameter value for k, used during graph sparsification, is required for each PPI commu-
nity.

The values selected for these hyperparameters may significantly influence the construction of the
weighted graph that encodes the pairwise relationships between vertices in the graph. In addition
to the set of known labels, this weighted graph forms the input supplied to the graph-based SSL
algorithm. The term garbage-in, garbage-out (GIGO), commonly used in data-centric fields,
such as computer science and information technology, captures the notion that if an algorithm
is provided with poor quality inputs, it will produce poor quality outputs. Consequently, no
graph-based SSL algorithm, no matter how sophisticated, can yield good results when trained
on a poor-quality graph.

The selection of near-optimal values for these hyperparameters is, therefore, a cardinal element
of any graph-based SSL problem. Due to the primacy of the hyperparameter learning problem
in the context of graph-based SSL, the state-of-the-art hyperparameter learning algorithm, PG-
learn (described in §3.9) was employed. This algorithm was selected for a number of reasons.
First, PG-learn was developed expressly for the purpose of learning suitable hyperparameter
values for graph construction in graph-based SSL applications. As mentioned in §3.9, other
algorithms focussed on hyperparameter learning in the context of graph-based SSL have also
been proposed, but PG learn significantly outperformed each of the hyperparameter learning
algorithms with which it was compared [421].

Furthermore, the PG-learn algorithm was designed for learning on high-dimensional data.
Therefore, PG-learn is capable of learning a large number of attribute hyperparameters and
does not place any restrictions on the number of descriptive attributes that are generated for
each protein. In this dissertation, the number of attributes associated with each protein is
determined by the availability of reliable data. As the volume and quality of proteomic data
increases, additional attributes can be added to the feature vectors. Employing a hyperparameter
learning algorithm capable of exploiting high-dimensional data sets allows for the substitution of
the feature vectors used in this dissertation with potentially more descriptive higher-dimensional
feature vectors without necessitating any alterations to the methodology adopted.

The PG-learn algorithm, outlined in pseudo-code form in Algorithm 3.9, was implemented in
Matlab, a platform which has been optimised for matrix operations. The majority of the code for
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this implementation was taken from the source code for the experiments documented in [421],
made available by the authors at https://pg-learn.github.io/.

In order to execute the Matlab implementation of the PG-learn algorithm, several parameters
require specification, namely the number of threads T, the downsampling rate r and the time
budget B. The parameter T stipulates the number of initial configurations to be considered in
parallel. This is a resource-driven input determined by the number of parallel threads available
to the practitioner. In this dissertation, four parallel threads were utilised.

The downsampling rate r determines what fraction of the threads to retain after each elimination
round. For a downsampling rate r, bT/rc = b4/rc of the current configurations are retained.
Thus, a larger value of r results in more aggressive elimination. A downsampling rate of r = 2
was used in this dissertation. In this case, the two threads corresponding to the best configura-
tions are retained and the remaining two are terminated allowing for two new hyperparameter
configurations to be explored during the next elimination round.

Finally, the time budget parameter limits the maximum number of time units that may be
allocated to a single initial hyperparameter configuration. A time budget of B = 16 time units
was implemented in this dissertation. A time unit is the minimum amount of time over which
one would perform the Gradient algorithm before comparing different initial configurations.

The Matlab source code made available by Wu et al. [421] also contains an implementation of
the Gradient algorithm (outlined in Algorithm 3.8) which, in turn, contains three subroutines
encoding the LGC algorithm (described in §3.7.3) an implementation of the gradient descent
algorithm (described in §2.7) and a brute-force kNN graph construction function. The LGC
subroutine was implemented using a value of 0.99 for the trade-off parameter α (hard-coded by
the author). This large α-value was selected in order to prioritise the global structure of the
PPA graph rather than prior disease knowledge.

For the gradient descent subroutine, an initial step length of εt = 3 was used in combination
with the following step size adaptation policy: If the validation loss, calculated using (3.66),
obtained during iteration t is larger than the validation loss observed during iteration t− 1, the
step size during iteration t+ 1 is ε(t+1) = 0.9εt (these are the parameter values used in [421]).

As previously mentioned, the final subroutine adopts a brute-force approach towards solving
the kNN graph construction problem. In [421], however, the implementation of the LSH-kNN
algorithm (see §3.6) was proposed. Thus, the source code for the experiments in [421] differs
slightly from the description of the Gradient algorithm provided in §3.9.

One may argue that the employment of the brute-force kNN graph construction algorithm
for the experiments conducted in [421] was permitted by the sizeable computational resources
available to those authors2. Similar resources were not, however, available to the author of this
dissertation. Therefore, an implementation of the LSH-kNN algorithm described in §3.6 was
coded in Matlab, by the author, and incorporated into the original source code. A pseudo-code
summary of the specific LSH-kNN implementation employed in this dissertation is provided in
pseudo-code form in Algorithm 6.1.

The parameter values of the Basic kNN by LSH algorithm (see Algorithm 3.1), performed
in Step 4, were chosen as described in [446]. That is, a block-size (denoted by b) of 100 and
m = dlog2(n/b)e+1 hyperplanes were used. The quality of the approximate kNN graph returned
by the LSH-kNN algorithm may be evaluated in terms of its similarity to the true kNN graph,

2The experiments conducted in [421] were executed on a Linux server equipped with 96 Intel Xeon CPUs operating
at 2.1 GHz and with a total of 1 TB RAM available, using Matlab R2015b Distributed Computing Server.
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Algorithm 6.1: The LSH-kNN algorithm

Input : The dataset D, the block-size b, the number of iterations RkNN, and the
parameter k of the kNN graph construction algorithm.

Output: The approximated kNN graph G.

n← the number of rows in D;1

m← dlog2(n/b)e+ 1;2

for i ∈ {1, . . . , RkNN} do3

Construct Gi using Algorithm 3.1 and the parameters b, m and k;4

G← ∪{Gi}i=1,...,RkNN
;5

Sparsify G using brute-force kNN graph construction and parameter k;6

for j ∈ {1, . . . , n} do7

Nnew(xj)← k-nearest-neighbours of xj from the set N(xj) ∪ {∪v∈N(xj)N(v)};8

Update G accordingly;9

return G10

hereafter referred to as the graph accuracy and expressed mathematically as

acc(G) =
|E(G′) ∩ E(G)|
|E(G′)|

,

where G′ denotes the true kNN graph and G denotes the approximate kNN graph returned
by the LSH-kNN algorithm. Intuitively, the graph accuracy achieved may be improved by
increasing the number of repetitions, denoted3 by RkNN, performed for the basic kNN by LSH
algorithm (Step 4 of Algorithm 6.1). Recall, from §3.6, however, that the time complexity of the
LSH-kNN algorithm in practice is O(nRkNN(d + log n)), where n is the number of data points
to be considered and d is the dimensionality of the data. Thus, selecting larger values of RkNN

increases the time complexity of the algorithm.

For the purpose of selecting a value for RkNN that would produce a sufficient estimate of the
true kNN graph within a reasonable time frame, the graph accuracies achieved by the LSH-kNN
algorithm for various values of RkNN were investigated. First, preliminary edge weights were
computed for each of the thirty nine PPI communities by setting a in (6.1) equal to the identity
matrix I and calculating wij . Each edge weight then represents the Euclidean distance between
the corresponding proteins.

Next, the true kNN graph of each PPI community (corresponding to a = I) was constructed
for k = 10 and 20. Thereafter, approximations of these kNN graphs were generated using the
LSH-kNN algorithm and various values of RkNN. The average graph accuracies (over all thirty
nine communities) corresponding to the different values of RkNN are shown in Figure 6.1. It
may be seen in the figure that little to no improvement in graph accuracy was achieved when
increasing the value of RkNN above 100. Therefore, a value of RkNN = 100 was selected for future
calculations.

The time complexities of the LSH-kNN algorithm implementation, with d = 12 and RkNN = 100,
and the brute force kNN approach are plotted in Figure 6.2. The curves intersect at n = 1 518,
thus for any PPI community containing 1 519 or more proteins, the LSH-kNN algorithm is faster.

3The notation R is used in §3.6 and §3.9. In §3.6, R denotes the number of iterations performed by the Basic
kNN by LSH algorithm, outlined in Algorithm 3.1. In §3.9, R denotes the number of elimination rounds in
Algorithm 3.9. In order to avoid confusion, these values are hereafter denoted by RkNN (Algorithm 3.1) and
RPG (Algorithm 3.9), respectively.
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Figure 6.1: The average (over the thirty nine PPI communities) graph accuracies of the approximate
kNN graphs constructed using the LSH-kNN algorithm, with respect to the parameter RkNN, for k = 10
and k = 20.

Since the smallest PPI community contains 2 070 proteins, the LSH-kNN algorithm should be
faster for all thirty nine PPI communities. At the average PPI community size of n = 7 449,
the brute-force kNN and LSH-kNN algorithms require 55 487 601 and 11 823 125 operations,
respectively. Thus, on average, 4.69 times fewer operations are executed during each graph
construction iteration of the updated PG-learn implementation coded by the author, than in
the original source code implementation.

To the best of the author’s knowledge, no implementation of the PG-learn algorithm in a
bioinformatics setting has, of yet, been published. This reality might seem curious in view of the
significantly superior performance achieved by the PG-learn algorithm over the hyperparameter
learning algorithms typically implemented for graph-based SSL applications. A likely reason why
the PG-learn algorithm has not been utilised for disease gene identification purposes is that
the source code provided for the experiments in [421] is not easily implemented for new data
sets. Indeed, implementing the source code for new data sets requires numerous time-consuming
alterations to be made (even when using the brute-force kNN graph construction subroutine).
The PG-learn algorithm is, however, still very novel (first published in October of 2018) and
more versatile implementations may yet become available.

6.4 Identifying putative disease proteins

The PG-learn algorithm performs graph construction and label inference simultaneously. There-
fore, the implementation of the PG-learn algorithm described in the previous section produces
a hyperparameter configuration that aims to better align the structure of the resulting graph
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Figure 6.2: The number of operations plotted against the number of data points for the brute force
kNN algorithm and the LSH-kNN algorithm, for a RkNN-value of 100.

with the underlying data manifold, and an n × 2 real-valued assignment matrix, denoted by
F ∗ (see §3.7.3). Importantly, the rows of this assignment matrix do not necessarily sum to 1.
The columns of F ∗ do not, therefore, capture the probability distributions over the disease and
non-disease classes. Subsequently, proteins cannot be classified using a set threshold for one
of the columns of F ∗. Instead, a vector of values in the range [0, 1] is obtained for each PPI
community by calculating the value

1

2

(
1 +

F ∗i2 − F ∗i1
F ∗i1 + F ∗i2

)
(6.2)

for each protein. These values are hereafter referred to as the LGC scores of the proteins.
Proteins may be labelled using a particular classification threshold and these LGC scores4. The
LGC score may be interpreted as the confidence with which the LGC algorithm classifies a
particular protein as a disease protein. It is worth noting that in previous works [127, 269] a
similar approach was adopted in which the LGC scores were computed as

F ∗i2 − F ∗i1
F ∗i1 + F ∗i2

. (6.3)

This yielded an LGC score in the range [−1, 1] for each protein and classification was performed
by labelling a protein as a disease protein if the value in (6.3) is positive or as a non-disease
protein otherwise. The shapes of the distributions obtained, when using (6.2) and (6.3), are
identical when adopting classification thresholds of 0.5 and 0 in (6.2) and (6.3), respectively.
Thus, the difference between the LGC scores obtained using (6.2) and (6.3) is simply the range
of the values observed.

When considering the relatively small number of graph-based SSL approaches to disease gene
identification reported in the literature, the LGC algorithm dominates. Its popularity may

4Selecting a threshold of 0.5 is equivalent to performing classification by assigning each protein a label based on
the largest value in its corresponding row of F ∗.
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be attributed to a number of characteristics. First, it is notably similar to the popular RWR
algorithm, described in §4.6. Secondly, it can be solved iteratively and can be probed for
an answer during any iteration. This often makes the LGC algorithm a more computationally
efficient approach than algorithms that calculate an exact solution, such as the GFHF algorithm.

The GFHF algorithm, described in §3.7.2, is the second graph-based SSL algorithm employed
in this dissertation. The GFHF algorithm was applied to the PPA graphs generated by the PG-
learn implementation described in §6.3. Therefore, classification was performed on the same
graph for both graph-based SSL algorithms. New graph construction hyperparameter values
were not generated for the GFHF algorithm since the graph structure should not be algorithm-
specific. That is, if the graph returned by the PG-learn algorithm is a good approximation
of the true structure of the data, the GFHF algorithm should exhibit similar discriminatory
abilities to those observed for the LGC algorithm on that same graph.

An implementation of the GFHF algorithm was coded, by the author, in Matlab. The output
generated by this implementation of the GFHF algorithm is a vector capturing the disease-class
probabilities of all the unlabelled proteins in the PPI community under consideration. The
probability that a particular protein belongs to the disease class, assigned by the GFHF SSL
model, is hereafter referred to as that protein’s GFHF score.

The GFHF algorithm was selected for its simplicity, its successful application in a disease gene
identification setting [279] and the fact that it clamps the values of labelled proteins at either
0 or 1. The latter implies that the GFHF algorithm essentially assumes that the prior disease
knowledge provided is perfect and should therefore be prioritised. This is the opposite approach
to that adopted when assigning a value of α = 0.99 to the trade-off parameter of the LGC
algorithm, since larger values of α increasingly prioritise the graph structure as opposed to prior
knowledge. Performing classification using the LGC and GFHF algorithm is thus analogous to
assuming that (1) the PPA global structure should be prioritised and (2) prior knowledge of
labelled instances should be prioritised, respectively. From §3.7.2, it may be seen that, when
expressed in an optimisation framework, this difference is captured by the algorithms’ loss
function coefficients.

In addition to the LGC and GFHF algorithms, three graph-based SSL algorithms which have,
to the best of the author’s knowledge, not been applied in a disease gene prioritisation setting
are also employed in this dissertation. The LapRLS algorithm, described in §3.7.4, was selected
for its ability to achieve trade-offs between enforcing smoothness on the manifold and enforcing
smoothness in the ambient space. Recall that, whilst the LGC and GFHF algorithms assume
that regularisation on the manifold is sufficient, the LapRLS algorithm includes an ambient
regularisation term allowing it to accommodate cases in which the data satisfy the manifold
assumption to a lesser degree. This trade-off is achieved by tuning the non-negative hyperpa-
rameters γA and γI corresponding to the ambient and manifold regularisation terms, respectively.
To this end, the adaptive grid search strategy outlined in pseudo-code form in Algorithm 6.2
was adopted.

Let γ−A and γ−I denote the input minimum values for γA and γI , respectively. Similarly, let γ+
A

and γ+
I denote the input maximum values for γA and γI , respectively. Using the specified maxima

and minima, lists containing possible hyperparameter values are constructed by generating r1−2
linearly spaced points between γ−A and γ+

A , and r2 − 2 linearly spaced points between γ−I and
γ+
I , respectively. Each possible combination of values for γA and γI is represented as a point

in an r1 × r2 grid. Subsequently, r1 × r2 different graph-based SSL models, corresponding to
these r1 × r2 hyperparameter value combinations, are trained and evaluated. The combination
of hyperparameter values corresponding to the best-performing model, denoted by γ∗A, γ

∗
I , is

identified and used to determine new values for γ−A , γ+
A , γ−I and γ+

I . More specifically, the new
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minima and maxima for the hyperparameter values are given by

γ−A =γ∗A −
γ+
A − γ

−
A

n
, (6.4)

γ+
A =γ∗A +

γ+
A − γ

−
A

n
, (6.5)

γ−I =γ∗I −
γ+
I − γ

−
I

n
, (6.6)

γ+
I =γ∗I +

γ+
I − γ

−
I

n
, (6.7)

where n > 1 determines how much the adaptive grid search algorithm ‘zooms in’ after each
iteration. Thereafter, lists containing possible values for γA and γI are once again constructed
by generating r1 − 2 linearly spaced points between the new values for γ−A and γ+

A , and r2 − 2
linearly spaced points between the new values for γ−I and γ+

I , respectively. Recall that both γA
and γI are non-negative hyperparameters. It is, however, possible to obtain negative values for
(6.4) and (6.6). Should this occur, the negative value obtained is simply replaced by a small
positive value such as 10−15.

The r1×r2 new models corresponding to the new hyperparameter value combinations are subse-
quently trained and evaluated, and the minima and maxima for γA and γI once again updated.
This process is repeated for z iterations, where z is a parameter specified by the practitioner.
In simple terms, the adaptive grid search strategy may be described as follows: A coarse grid is
constructed and iteratively refined by ‘zooming in’ around the best grid point identified during
each iteration. A Matlab implementation of this adaptive grid search strategy was coded, by
the author, in order to determine suitable values for the LapRLS algorithm hyperparameters γA
and γI .

In addition to the weighted adjacency matrix Aw of the graph, the LapRLS algorithm also
requires as input the Gram matrix K, described in §3.7.4. In [33], the Gram matrix is computed
using the standard Gaussian kernel described in §3.3. In this dissertation, however, the Gram
matrix is constructed using the RBF kernel and attribute hyperparameter values calculated
using the PG-learn algorithm. That is, the Gram matrix employed in the LapRLS algorithmic
implementation of this dissertation is equivalent to the preliminary weighted adjacency matrix
obtained prior to graph sparsification by performing edge weight computations.

An implementation of the LapRLS algorithm was coded, by the author, in Matlab. The output
generated by this implementation of the LapRLS algorithm is an assignment vector capturing
the values of the classification function in (3.31) associated with the unlabelled proteins in the
PPI community under consideration. Importantly, these values do not represent the probability
that a particular protein belongs to the disease class. Nevertheless, proteins may be classified
using a set threshold value (typically a classification threshold of 0 is used). Consequently,
no additional transformations are required in order to conduct performance evaluations. With
a view to facilitate intuitive comparisons between the predictions of the different algorithms,
these values were nevertheless transformed to values in the range [0, 1] by computing the value
of (6.2) for each protein in the PPA graph. This value is hereafter referred to as that protein’s
LapRLS score. Intuitively, a large LapRLS score indicates that the LapRLS model classifies the
corresponding protein as a disease protein with a high level of confidence.

The penultimate graph-based SSL algorithm employed in this dissertation is the GGMC algo-
rithm, described in §3.7.5, which was selected for its potential robustness to adverse labelling
conditions. Since the graph structure should not be algorithm-specific, and for the purposes
of fair comparison, the GGMC algorithm was once again applied to the PPA graphs gener-
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Algorithm 6.2: An adaptive grid search algorithm

Input : The dataset D, the minimum γA-value γ−A , the maximum γA-value γ+
A , the

minimum γI -value γ−I , the maximum γI -value γ+
I , the grid dimensions r1 and r2,

the ‘zoom’ parameter n, and the number of iterations to be performed z.
Output: Suitable values for the hyperparameters γ∗A and γ∗I .

for k ∈ {1, . . . , z} do1

int1 ← (γ+
A − γ

−
A )/(r1 − 1);2

int2 ← (γ+
I − γ

−
I )/(r2 − 1);3

for i ∈ {1, . . . , r1} do4

ΓA(i)← γ−A + int1(i− 1);5

for i ∈ {1, . . . , r2} do6

ΓI(i)← γ−I + int2(i− 1);7

for i ∈ {1, . . . , r1} do8

for j ∈ {1, . . . , r2} do9

Train a classifier using ΓA(i) and ΓI(j);10

Find the index (i∗, j∗) corresponding to the best-performing model;11

γ∗A ← ΓA(i∗);12

γ∗I ← ΓI(j
∗);13

γ−A = max{1−15, (γ∗A − (γ+
A − γ

−
A )/n)};14

γ+
A = γ∗A + (γ+

A − γ
−
A )/n;15

γ−I = max{1−15, (γ∗I − (γ+
I − γ

−
I )/n)};16

γ+
I = γ∗I + (γ+

I − γ
−
I )/n;17

return (γ∗A, γ
∗
I )18

ated by the PG-learn implementation described in §6.3. Moreover, as in [458], the parameter
required for the construction of the propagation matrix P is assigned a value of 0.01. The
majority of the code for the Matlab implementations used in this dissertation was taken from
the source code for the experimental work documented in [458], made available by the authors
at http://www.cs.columbia.edu/∼jebara/code.html.

Recall that the GGMC algorithm outlined in pseudo-code form in Algorithm 3.5 does not ex-
plicitly compute the real-valued prediction matrix F ∗. Rather, the GGMC algorithm outputs a
graph cut which may be used to generate the final binary label matrix Y ∗ by assigning similar
labels to vertices belonging to the same subset. In order to evaluate the GGMC models by
means of model-wide performance measures, however, each protein must be associated with a
real value denoting the confidence with which the GGMC algorithm classifies that protein as a
disease protein.

To this end, the binary label matrix Y ∗ corresponding to the graph cut returned by the GGMC
algorithm was substituted into (3.40) to find the associated real-valued prediction matrix F ∗.
Since the rows of F ∗ do not capture probability distributions over the disease and non-disease
classes, a vector of values in the range [0, 1] was obtained for each PPI community by calculating
the value in (6.2) for each protein. These values, hereafter referred to as the GGMC scores of
the proteins, may once again be interpreted as the confidence with which the GGMC algorithm
classifies the corresponding protein as a disease protein.

The final graph-based SSL algorithm employed in this dissertation is the Kernel LP algorithm,
described in §3.7.7. The Kernel LP algorithm was selected with a view to investigate the
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potential benefits of performing LP in the kernel space, as opposed to the ambient space, in a
disease gene identification setting. Recall that the Kernel LP algorithm is based on the PN-
LP algorithm (see §3.7.6) which performs both positive and negative LP. Furthermore, recall
that positive labels are more informative than negative labels, except when performing a binary
classification task in which case positive and negative labelling information are equally valuable.
Evidently, the classification problem considered in this dissertation is binary in nature and the
parameters µ1 and µ2 that regulate the relative importance of the positive and negative labels
should be assigned the same value. Intuitively, a similar outcome may be achieved by simply
assigning a larger value to µ1 and equating µ2 to zero, such that the negative LP component of
the algorithm falls away. The latter approach is computationally more efficient, motivating its
adoption in the implementation of the Kernel LP algorithm, coded by the author, in Matlab.
Consequently, as is the case for each of the aforementioned graph-based SSL implementations,
only positive LP is performed by the implementation of the Kernel LP algorithm employed in
this dissertation.

In addition to the parameters µ1 and µ2, the Kernel LP algorithm has two hyperparameters,
α and β, to which values must be assigned for the purpose of balancing the trade-off between
minimising the label reconstruction error in the kernel space (α) and enforcing sparseness in the
rows of the projection matrix P (β). In [447], it was asserted that the Kernel LP algorithm is
capable of achieving high performance levels across a wide range of values for the hyperparam-
eters α and β, but that decreasing performance was observed for relatively small values of α.
The evaluations of the Kernel LP algorithm reported in [447] were performed for α = 1 000 and
β = 0.1. These evaluations were, however, primarily conducted for image classification tasks
performed using data sets with considerably larger feature spaces than the data sets considered
in this dissertation. For this reason, a number of preliminary experiments were conducted with
a view to determine whether the findings reported in [447], in respect of the hyperparameter
values, held true in a disease gene classification setting. To this end, the Kernel LP algorithm
was applied to one sample of ten arbitrarily selected PPI communities using the hyperparameter
values α = 1 000 and β = 0.1.

Interestingly, the Matlab implementation of the Kernel LP algorithm employed in this disser-
tation returned Not a Number (NaN) values for each of these PPI communities. In order to
eliminate an error in the implementation of the Kernel LP algorithm as cause for these un-
expected results, this implementation of the Kernel LP algorithm was applied to the YALE
and UMIST data sets considered in [447] and the results obtained were compared with those
reported in [447]. No discrepancies were detected, indicating that the Kernel LP algorithm was
implemented correctly. Further investigation revealed that, for the data sets considered in this
dissertation, the expression(

KU1K
> −KU2K

> + αKL(t)K> + βV (t)
)

in (3.60) evaluates to a nearly singular matrix when employing the hyperparameter values
α = 1 000 and β = 0.1. If a matrix is too close to singular, Matlab returns NaN values or
warns of potentially inaccurate results during attempts at computing its inverse. Therefore, a
range of feasible values for α and β were sought. To this end, a grid of hyperparameter value
combinations, in which the values corresponding to a particular hyperparameter were distributed
evenly on a logarithmic scale, was constructed, and the Kernel LP model corresponding to the
hyperparameter value combination represented by a point on the grid, developed. Hyperparam-
eter value combinations that did not result in NaN values, or prompt any warnings of inaccurate
results, were recorded as feasible hyperparameter value combinations for consideration in future
hyperparameter tuning efforts. This task was performed for ten arbitrarily selected PPI commu-
nities. Finally, the feasible hyperparameter value ranges obtained were used to retrieve suitable
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values for α and β in a disease gene identification setting. This was achieved by means of a grid
search conducted for candidate parameter values evenly distributed on a logarithmic scale.

The implementation of the Kernel LP algorithm employed in this dissertation furthermore differs
from the implementation described in [447] in respect of the kernel function employed in order
to construct the Gram matrix K. In [447], the Gram matrix was generated using the Gaussian
kernel function. In this dissertation, on the other hand, the Gram matrix is computed using the
RBF kernel and the attribute hyperparameter values returned by the PG-learn algorithm (as
described with respect to the LapRLS algorithm). The following reasoning motivated the adop-
tion of this approach. Recall that the Kernel LP algorithm optimises both the reconstruction
weight matrix W , and the projection matrix P , corresponding to a particular Gram matrix.
Moreover, since the Gaussian kernel is a specific form of the RBF kernel, the Gram matrices
constructed using these two kernel functions are closely related. It stands to reason that the
optimisation of W and P in the kernel space most likely diminishes any significant disparity
in the performance levels achieved by the Kernel LP algorithm when constructing the Gram
matrix using the RBF kernel and the Gaussian kernel, respectively. For this reason, and for
purposes of fair comparison (the RBF kernel is also used to construct the Gram matrix for
the LapRLS algorithm), the Gram matrix constructed using the RBF kernel is employed in
subsequent experimental work conducted in respect of the Kernel LP algorithm.

Finally, in order to allow for classification to be performed using a set threshold, the classification
scheme F ∗ returned by the Kernel LP algorithm is once again transformed into a vector of real-
values in the range [0, 1] by calculating the value (6.2) for each protein in a PPI community. The
values captured in this vector are hereafter referred to as the corresponding protein’s Kernel LP
score and may once again be interpreted as the confidence with which the Kernel LP algorithm
classifies a particular protein as a disease protein.

Recall, from §6.2, that ten samples were constructed for each PPI community. Hence, for each
PPI community and each of the graph-based SSL algorithms, ten different labelling schemes are
generated. The final label assigned to a particular protein corresponding to a particular PPI
community and graph-based SSL algorithm is determined by a majority vote and, in the case of
a tie, the protein is classified as a non-disease protein. Putative disease genes are obtained for
each PPI community by extracting the encoding genes (represented by their HGNC symbols in
the full PPI graph) of the disease proteins identified by the LGC, GFHF, LapRLS, GGMC and
Kernel LP algorithms.

6.5 Ranking putative disease proteins

In order to rank proteins according to their likelihood of contributing to disease, an RA-based
approach was adopted. Recall, from §4.6, that RA has been employed in a number of disease gene
identification studies, typically for the purpose of integrating multiple sets of results obtained
by separate models trained using different data sets describing different protein features. The
Endeavour programme described in §4.6, for example, generates ten separate ranked lists of
candidate disease genes, corresponding to ten different protein features, and employs RA to
generate one overall ranking for each of these candidate genes [2]. In short, RA is generally used
as a means to integrate heterogeneous data after separate graph-based SSL models have been
developed.

In this dissertation, however, heterogeneous data were integrated prior to model training. This
was achieved by means of the novel graph construction framework proposed in this dissertation.
This early integration approach was adopted for its ability to capture the knowledge contained
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in the individual data sets as well as information about the interrelations between these data.
Consider, for example, the work of Valdeolivas et al. [390] reviewed in §4.6. Recall that, although
the graph-based SSL model could not retrieve known disease genes when trained using only
gene expression data, the performance of the model trained on a multiplex graph containing
PPI and protein pathway data was improved when incorporating gene expression data into
the multiplex graph. This example illustrates the potential advantage gained by leveraging
not only multiple protein features, but also knowledge of the mutual relationships between
these features. Evidently, when training each SSL model corresponding to a particular protein
feature in isolation, the relationships between these features are disregarded, which may result
in diminished model performance.

In addition, protein feature data sets invariably contain bias and noise. By merging the ranked
lists of putative disease genes obtained using these different feature data sets, one risks inflating
the uncertainties in the data, which may ultimately propagate into the final aggregate rankings.
The effects of the inherent bias and noise contained in the various data sets may, however, be
diluted by adopting an appropriate data integration strategy to merge the separate data sets
into one integrated data set prior to model training.

Lastly, the majority of RA methods employed in disease gene identification studies consider the
rankings in each of the input lists to be equally informative. Consequently, each of the protein
features used to generate these lists are considered equally relevant — an assumption which
rarely holds. RA methods in which certain lists are afforded greater influence over the final
aggregate rankings, on the other hand, generally employ some weighting scheme specified by
the practitioner. Recall from §4.6, however, that research on the relative importance of different
types of biological data for the purposes of disease gene prediction is still in its infancy. Hence,
confidently selecting suitable weights for the various protein features may prove challenging, if
not impossible.

In this dissertation, RA was not performed for the purpose of aggregating the rankings cor-
responding to different protein features. Rather, the PPI and additional biological data were
integrated prior to model training such that the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms were all applied to the same integrated data set. The scores (see §6.4) assigned to
the proteins by these algorithms were used to generate ranked lists of putative disease proteins,
whereafter RA was used to merge these ranked lists into one aggregated list of globally ranked
disease proteins. The intuition underlying this approach is that different models have different
biases and that, if the errors that occur due to these biases are uncorrelated, the models are
expected to compensate for each other’s weaknesses such that the aggregate ranking obtained
by the RA algorithm more closely resembles the truth than any of the individual ranked lists
generated by a particular model.

RA was performed using the Markov chain-based RA algorithms described in §2.8, namely MC1,
MC2 and MC3. These algorithms were selected for their superior performance in web search [323]
and bioinformatics applications [237], their computational efficiency, and their ability to handle
uneven or “unfair” comparisons. Suppose, for instance, item t is ranked first in input lists A
and B, but appears in the lower half of four remaining input lists C, D, E and F. If the items
in the upper half of input lists C, D, E and F do not appear in input lists A or B, one may
reasonably suspect that item t was ranked first in input lists A and B due to an absence of strong
competitors. In other words, if one views each list as a tournament within a league, the MC1,
MC2 and MC3 algorithms also take into account the match schedule. That is, each player’s
ranking is influenced by the strength of the opponents they faced in previous matches.

The input lists for the three RA algorithms were generated using the scores assigned to the
proteins by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms according to the
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process detailed in the previous section. More specifically, for each of the unlabelled proteins
in PPI community C, the arithmetic mean of the ten LGC scores assigned to a protein xi
corresponding to the ten different samples of PPI community C was computed. This value is
hereafter referred to as the mean LGC score of xi with respect to PPI community C. Similarly,
the mean GFHF scores, mean LapRLS scores, mean GGMC scores and mean Kernel LP scores
for each unlabelled protein in PPI community C were obtained and used to generate five ordered
lists, corresponding to the five graph-based SSL algorithms, for PPI community C. In each of
these ordered lists the proteins of PPI community C were ranked in descending order based on
their associated mean scores. That is, the more confident a graph-based SSL algorithm is that
a particular protein contributes to disease, the earlier that protein appears in the ordered list
corresponding to that graph-based SSL algorithm. Note that, by ranking proteins according to
these mean scores, as opposed to only one score corresponding to a single sample of the PPI
community, the risk of obtaining an outlier ranking due to an unfortunate selection of labelled
training data is mitigated. Subsequently, five input lists corresponding to PPI community C
were obtained by taking the k highest ranking proteins in each of these lists. This process was
repeated thirty nine times, resulting in five top k lists for every PPI community.

In addition, a number of known disease proteins were inserted into the top k lists. Intuitively,
one would expect to observe a number of these known disease proteins among the top-ranked
putative disease proteins in the lists of aggregated rankings obtained. To this end, known disease
proteins that appear exclusively in test sets, never in the training or validation sets of any of the
PPA graphs in which they appear (hereafter referred to as candidate verification proteins), were
extracted and their mean LGC scores, mean GFHF scores, mean LapRLS scores, mean GGMC
scores and mean Kernel LP scores computed. Ten of these proteins were selected to make up
the final set of verification proteins. The final verification proteins were selected at random from
the pool of candidate verification proteins, subject to the condition that each PPI community
must contain at least one of these verification proteins. Note that, due to the significant overlap
between the PPI communities, one would expect the majority of these verification proteins to
appear in more than one PPI community. The verification proteins were inserted into the top
k lists corresponding to the PPI communities in which they appear. As for the unlabelled
proteins, the position at which a verification protein was inserted into a particular top k list
was determined by that protein’s mean score obtained for the corresponding PPI community
and graph-based SSL algorithm. Finally, the top k lists were truncated in order to once again
obtain k proteins per top k list.

RA was performed using the implementations of the RA algorithms, MC1, MC2 and MC3,
contained in the R package TopKLists [341]. For each of these three algorithms, the two-stage
RA procedure illustrated in Figure 6.3 was executed. First, RA was performed separately for
each of the thirty nine PPI communities. Recall that the multi-functional nature of proteins
enables them to play different roles in a variety of biological processes. That is, the role played
by a protein may differ in distinct biological scenarios. One way in which such scenarios may
be distinguished is by interaction partners. Hence, the likelihood that a protein contributes
to the expression of a disease phenotype may vary depending on the proteins with which it
interacts and, therefore, the PPI community in which it appears. Consequently, comparing the
rankings of a putative disease protein in the various PPI communities in which it appears may
yield additional insights into a protein’s potential contribution to the expression of a disease
phenotype.

During the second stage of the RA procedure shown in Figure 6.3, a globally ranked list com-
prising the k strongest disease protein candidates in the full PPI graph (described in §5.2) was
obtained by aggregating the ranked lists corresponding to the thirty nine PPI communities, gen-
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erated during the first stage of the RA procedure. Since the RA procedure was completed using
three different RA algorithms, three separate globally ranked lists were obtained corresponding
to the MC1, MC2 and MC3 algorithms, respectively. Finally, the encoding genes of the disease
proteins with the highest global rankings were extracted and recommended for consideration in
further validation experiments and functional studies.

Figure 6.3: The two-stage RA procedure for the construction of globally ranked lists of putative disease
proteins.

6.6 Chapter summary

This chapter contained a description of the PPA graph construction methodology adopted, and
the specific implementations of the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms
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employed in this dissertation, to obtain putative disease genes. The chapter opened, in §6.1,
with a discussion on the suitability of graph-based SSL models to the problem of identifying
potential disease proteins. Thereafter, the process whereby ten samples of training, validation
and test set combinations were generated for each PPI community was documented in §6.2. The
focus then shifted in §6.3 to a description of the implementation of the PG-learn algorithm
employed in order to obtain the hyperparameter values required during graph construction. The
penultimate section contained a description of the classification procedures followed for the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms, respectively. Finally, the RA methodology
adopted in this dissertation was elucidated in §6.5.
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This chapter is devoted to a description of the predicted labelling schemes generated by the
LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms for the thirty nine PPI communities
described in Chapter 5. The chapter opens, in §7.1, with a discussion on the hyperparameter
configurations generated by the PG-learn algorithm described in Chapter 6. In §7.2, the
focus shifts to descriptions of five PPA graph examples corresponding to PPI communities
10, 20, 22, 31 and 34, respectively. Thereafter, the hyperparameter values employed by the
LapRLS and Kernel LP models, selected by means of the adaptive grid search algorithm and
a grid search conducted on a logarithmic scale, respectively, are considered in §7.3. This is
followed by concise summaries in §7.4 of the classification schemes generated by the LGC, GFHF,
LapRLS, GGMC and Kernel LP algorithms. Graphical representations of the classification
schemes obtained for the five PPA graph examples are also included in this section. Finally, the
chapter closes in §7.5 with a brief summary of its contents.

7.1 Graph construction hyperparameter configurations

Adopting the parameter values specified in §6.3, RPG = blogr Bc = 4 rounds of elimination
were performed during each run of the PG-learn algorithm. Therefore, for each sample of a
PPI community, T + T (1−1/r)RPG = 12 different initial hyperparameter configurations were
considered. These initial hyperparameter configurations were generated as described in §3.9
with the exception of the range of values from which values for k were drawn. Importantly, the
k-values were sampled without replacement and, unlike the attribute hyperparameter values,
remain unchanged by the Gradient algorithm. Consequently, a particular value of k was only
considered once for each run of the PG-learn algorithm.

Preliminary tests were performed using three samples of each PPI community and values for
k from the range k ∈ [3, 30], with k ∈ N. The frequencies of the k-values selected by the PG-
learn algorithm are shown in Table 7.1. As may be seen in the table, the PG-learn algorithm
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never returned a solution (in the form of a hyperparameter configuration) for which the value
of k was smaller than 11 or larger than 20. The distribution from which k-values were drawn
when generating initial hyperparameter configurations was, therefore, changed to the range
k ∈ [10, 21], with k ∈ N. This ensured that each possible value of k was considered during at
least one elimination round each time the PG-learn algorithm was executed.

Table 7.1: The frequencies of k-values returned by the PG-learn algorithm when implemented for
three samples of each PPI community.

k 11 12 13 14 15 20

Frequency 9 43 7 16 41 1

Thereafter, the PG-learn algorithm was executed for ten samples of each PPI community to
find a total of 10 × 39 = 390 hyperparameter configurations corresponding to 390 different
PPA graphs. The distribution of values for k used to generate these PPA graphs is plotted in
Figure 7.1. It may be seen in the graph that the value of k selected most frequently, by the PG-
learn algorithm, is k = 12, followed by k = 15 and k = 11, respectively. No known theoretical
statistical distribution is observed and further investigations did not reveal any discernable
relationship between the value of k deemed optimal by the PG-learn algorithm and the number
of vertices in the corresponding PPA graph.

Figure 7.1: The distribution of values for the graph sparsification hyperparameter value k returned by
the PG-learn algorithm for ten samples of each PPI community.
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The remaining values obtained for each hyperparameter configuration make up the attribute
hyperparameter values. Recall, from §3.9, that the attribute hyperparameter values are essen-
tially weights controlling the size of their corresponding feature vector elements’ contributions
to the final edge weights computed for the PPA graph.

For each sample, a set of attribute hyperparameter values was computed and captured in a weight
vector. Subsequently, min-max scaling was performed in order to find the corresponding weight
vectors whose elements sum to one, and whose attribute hyperparameter values lie in the interval
[0, 1]. The final weight vector for a particular PPI community was generated by computing the
average value of am over the ten samples corresponding to that PPI community. Hence, a
total of thirty nine different weight vectors were computed. A summary of the distributions of
the attribute hyperparameter values observed in these thirty nine weight vectors is provided in
Figure 7.2, where each box plot corresponds to one protein attribute.

Figure 7.2: A box plot comparison of the attribute hyperparameter values computed for the thirty nine
PPI communities.

Recall, that min-max scaling transformations were applied to the training set, validation set and
test set of each sample to obtain protein attribute values within intervals of similar ranges. This
allows for the am-values observed for a particular PPA graph to be interpreted as indicators of
the different data types’ relevance when estimating the functional similarity between proteins
in that graph.

In the box plot comparison in Figure 7.2, it may be seen that the largest attribute hyperparame-
ter value returned by the PG-learn algorithm typically corresponds to the third feature vector
element which describes the number of disease proteins in a protein’s 1st-order neighbourhood.
This observation supports the widely accepted notion of ‘guilt-by-association’ described in Chap-
ter 4 and is consistent with the abilities reported for classifiers employing the neighbour-counting
approach [2, 57, 244].

The box plot corresponding to values obtained for a5, on the other hand, seems to suggest
that the proportion of disease proteins in the 1st-order neighbourhood holds little predictive
power. It should be highlighted, however, that the protein attributes corresponding to a3 and
a5, are both generated using knowledge of the number of disease proteins in a protein’s 1st-order
neighbourhood. These attributes, therefore, likely capture similar properties of a particular
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protein in a large number of instances. Consequently, if a large value were to be selected for a3,
one would expect the corresponding value of a5 to be small.

Nevertheless, the distinction between these attributes may prove useful in specific instances,
such as the scenario described in §5.3. Indeed, the smallest value observed for a5 was 0.0035,
suggesting that this protein attribute had some degree of predictive power in every PPI com-
munity. Smaller values were observed for all other attribute hyperparameter values, with the
exception of a3.

Interestingly, the values observed for a4 and a6, which correspond to the protein attributes
capturing the number and proportion of disease proteins in a protein’s 2nd-order neighbourhood,
respectively, show the opposite relationship to that observed for a3 and a5. Thus, it would seem
that the proportion of disease proteins in a protein’s 2nd-order neighbourhood is more indicative
of its status as a disease or non-disease protein than the number of disease proteins in its 2nd-
order neighbourhood.

The box plot comparison also reveals that protein attributes generated using additional biological
data are generally associated with larger values of am than are those describing a protein’s
topological properties. That is, the degree and betweenness centrality of a protein are deemed
less important by the PG-learn algorithm than the protein attributes corresponding to protein
domains, protein pathways and protein complexes. This may indicate that additional biological
data are more useful when distinguishing between disease and non-disease proteins.

Finally, consider the spread of the data. The large interquartile range of the box plot constructed
for the values of a3 suggests that the relative importance of the corresponding protein attribute
varies significantly between different PPI communities. This reflects the potential pitfalls of
employing the neighbour-counting approach in isolation, as highlighted in §4.6.

Notable variability was also observed in the values obtained for a6, a8, a9, a10 and a12. This
suggests that the pertinence of a particular type of proteomic data, with respect to the iden-
tification of disease proteins, is not universal in the human interactome. Rather, the relevance
of a particular property of a protein depends on the particular biological setting in which that
protein is being observed.

7.2 Examples of PPA graphs

This section contains a description of five examples of PPA graphs corresponding to PPI com-
munities 10, 20, 22, 31 and 34. These PPA graphs were selected as exemplars based on the AUC
ROC values achieved by the LGC, GFHF and GGMC algorithms. The PPA graphs constructed
for PPI communities 10, 20 and 34 correspond to the smallest AUC ROC values recorded when
employing the GGMC, GFHF and LGC algorithms, respectively. The PPA graph corresponding
to PPI community 31, on the other hand, represents the graph for which the best AUC ROC val-
ues were obtained by the GFHF and GGMC algorithms, whereas the PPA graph corresponding
to PPI community 22 represents the graph for which the best AUC ROC values were obtained
by the LGC algorithm. The specific hyperparameter configuration used to construct each of the
five PPA graph exemplars is given in Table 7.2.

The PPA graphs corresponding to the best and worst AUC ROC values achieved by the LapRLS
and Kernel LP algorithms are not included in the set of PPA graph exemplars since all the
noteworthy characteristics of each of the five graph-based SSL algorithms employed are visible
in at least one of the above-mentioned PPA graph examples. In addition, both the LapRLS and
Kernel LP algorithm also require as input the Gram matrix. That is, the LapRLS algorithm
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learns on the PPA graph and the corresponding Gram matrix simultaneously, whereas the Kernel
LP algorithm performs sparsification on the Gram matrix in the kernel space, concurrently
with LP, during model training. Consequently, it would be ideal to consider the PPA graphs
corresponding to the best and worst AUC ROC values achieved by the LapRLS and Kernel LP
algorithm and the corresponding Gram matrices simultaneously. Recall, however, that the Gram
matrix is analogous to the ‘unsparsified’ version of the corresponding PPA graph. Due to the
considerable number of edges represented in these Gram matrices, their graphical representations
tend to obfuscate rather than elucidate.

The layouts of the graphs were generated using a non-deterministic force directed layout heuristic
which places vertices joined by edges with large edge weights close to each other in the plane.
The known disease and non-disease proteins making up the labelled proteins of each PPA graph
are represented by the red and green vertices, respectively. Unlabelled proteins are represented
by grey vertices and each edge is coloured according to its incident vertices.

The PPA graph corresponding to PPI community 10 is shown in Figure 7.3. It comprises one
large component and 250 isolated vertices. The large component contains 11 969 vertices of
which 533 are labelled disease proteins and 533 are labelled non-disease proteins. None of the
250 isolated vertices are labelled.

The PPA graph corresponding to PPI community 20 is shown in Figure 7.4. It contains one
large component of order 4 897 together with 448 isolated vertices. Sixteen of these isolated
vertices represent labelled non-disease proteins and the remaining vertices are unlabelled. The
large component contains 263 disease proteins and 247 non-disease proteins.

The PPA graph corresponding to PPI community 22 is shown in Figure 7.5. It contains two large
components, one small component and seventy seven isolated vertices. The components contain
4 366, 2 620 and 14 vertices, respectively. The largest component contains 315 non-disease pro-
teins and eight disease proteins. The second largest component contains 307 disease proteins
and no non-disease proteins. The final component does not contain any labelled proteins.

The fourth PPA graph considered was constructed for PPI community 31 and is shown in
Figure 7.6. It contains two components, one large and one small, and six isolated vertices.
The large component contains 3 384 proteins of which 191 are labelled disease proteins and 191
are labelled non-disease proteins. None of the thirty four vertices in the small component are
labelled.

The disease and non-disease proteins in the above-mentioned PPA graphs are largely grouped
into communities separated by low-density regions in the graph, or, in the case of the PPA
graph corresponding to PPI community 22, separate components. Evidently, the inclusion of
unlabelled data elucidates the separation between the disease and non-disease classes, making
the selection of a suitable decision boundary a straightforward task. Indeed, for each of these
PPA graphs an obvious choice for a good (albeit not necessarily the best) decision boundary is
immediately visible.

The same can not be said of the ultimate PPA graph example provided, constructed for PPI
community 34, which is shown in Figure 7.7. This PPA graph comprises eight components
and twelve isolated vertices (none of which represent labelled proteins). The components con-
tain 7 300, 2 260, 280, 169, 53, 52, 31 and 14 vertices, respectively. Moreover, these components
contain 462, 2, 2, 4, 0, 1, 1 and 0 disease proteins, and 283, 184, 0, 0, 2, 0, 0 and 3 non-disease
proteins, respectively.

Highly connected subgraphs which consist primarily of disease proteins and are sparsely con-
nected to the rest of the graph components in which they appear are observed in each of the PPA
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Figure 7.3: A PPA graph corresponding to one sample for PPI community 10.
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Figure 7.4: A PPA graph corresponding to one sample for PPI community 20.
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Figure 7.5: A PPA graph corresponding to one sample for PPI community 22.
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Figure 7.6: A PPA graph corresponding to one sample for PPI community 31.
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Figure 7.7: A PPA graph corresponding to one sample for PPI community 34.
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graphs. Three prominent examples that appear in the PPA graphs constructed for PPI com-
munities 20 and 22, are highlighted in Figure 7.8. The presence of these structures is consistent
with the notion of disease modules described in §4.2.

(a) (b)

Figure 7.8: Examples of highly connected subgraphs which are sparsely connected to the rest of the
graph components in which they appear in (a) the PPA graph corresponding to PPI community 20 and
(b) the PPA graph corresponding to PPI community 22.

7.3 SSL algorithm hyperparameter configurations

The adaptive grid search algorithm outlined in pseudo-code form in Algorithm 6.2 was employed
in order to find suitable values for the LapRLS algorithm hyperparameters γA and γI . The
values specified for the input parameters of this implementation of the adaptive grid search
algorithm were r1 = r2 = 10, n = 4 and z = 3. The total number of iterations performed was
limited to z = 3 in order to avoid overfitting the resulting models to the validation data sets.
Moreover, the CA performance metric was used to identify the best-performing model(s), and
the corresponding hyperparameter value combinations, identified during each iteration of the
adaptive grid search algorithm.

The values provided for γ−A , γ+
A , γ−I and γ+

I were guided by those employed in [33], namely

γA` =
γI`

u+ `2
= 0.005, (7.1)

where ` is the number of labelled proteins in the training set and u + ` is the total number
of proteins in the PPI community. Note that the values assigned to these hyperparameters
are are scaled according to the number of labelled data points and the total number of data
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points in the data set. For this reason, PPI communities 8 and 35, the largest and smallest
PPI communities, respectively, were considered in order to determine input values for γ−A , γ+

A ,
γ−I and γ+

I . PPI community 8 comprises a total of u + ` = 13 304 proteins and has ` =
46 labelled proteins in its training data set. Substituting these values into (7.1) yields the
hyperparameter values γA = 1.0870×10−4 and γI = 19 238.7409. Similarly, the hyperparameter
values corresponding to PPI community 35, γA = 3.5715 × 10−4 and γI = 1 530.3210, were
obtained by substituting ` = 14 and u + ` = 2 070 into (7.1). Intuitively, the input values for
γ−A and γ−I should be smaller than 3.5715 × 10−4 and 1 530.3210, respectively, and the input
values for γ+

A and γ+
I should be larger than 1.0870× 10−4 and 19 238.7409, respectively. Taking

these guidelines into consideration, the input minima and maxima provided to the adaptive grid
search algorithm were γ−A = (1.0870×10−4)/10 = 1.0870×10−5, γ−I = 1 530.3210/10 = 153.0321,
γ+
A = (3.5715× 10−4)× 10 = 3.5715× 10−3 and γ+

I = 19 238.7409× 10 = 192 387.409.

Using this implementation of the adaptive grid search algorithm, suitable values for γA and
γI were identified for one sample of every PPI community. The set of hyperparameter values
obtained for a particular PPI community was subsequently used to train ten LapRLS models
corresponding to the ten samples of that PPI community.

In order to determine which sample of a particular PPI community to consider during the
hyperparameter tuning task, a conservative approach was adopted. More specifically, the first
sample identified whose validation data set did not contain any of the proteins belonging to
the test data sets of the remaining samples of that PPI community, was employed during the
hyperparameter tuning process. If such a sample did not exist, the sample with the validation
set containing the smallest number of proteins appearing in any of the remaining samples’ test
sets was updated by removing the j proteins in that sample’s validation data set belonging to
any of the remaining samples’ test sets, and placing these j proteins in that sample’s test set.
Thereafter, j proteins that do not appear in any of the nine remaining samples’ test sets were
extracted from the first sample’s test set and inserted into its validation set.

Two graphical examples of the adaptive grid search algorithm applied to PPI community 31,
for which the best AUC ROC values achieved by any of the five graph-based SSL algorithms
were recorded, and PPI community 34, for which the worst AUC ROC values achieved by any
of the five graph-based SSL algorithms were recorded, are provided in Figures 7.9 and 7.10,
respectively.

The surface plots in Figures 7.9(a)–7.9(c) illustrate the CAs (plotted on the vertical axis)
achieved by the LapRLS models developed for PPI community 31 during the first, second and
third iterations of the adaptive grid search algorithm, respectively. The values of γA and γI
corresponding to the LapRLS model represented by a particular point in the grid are denoted
on the two horizontal axes, as indicated. Similarly, the CAs achieved during the first, second
and third iterations of the adaptive grid search conducted in respect of PPI community 34 are
shown in Figures 7.10(a)–7.10(c), respectively.

From Figures 7.9(a) and 7.10(c), it may be seen that, in respect of both PPI communities 31 and
34, multiple hyperparameter value combinations correspond to best-performing models. Similar
findings were obtained for each of the thirty nine PPI community samples considered. This may
indicate that, in a disease gene identification problem setting, the LapRLS algorithm is robust
with respect to the values assigned to γA and γI , provided that these values lie within a suitable
range. For each PPI community, one pair of hyperparameter values was arbitrarily selected from
the various suitable hyperparameter value combinations obtained for that PPI community. The
specific values for γA and γI employed in this dissertation are provided in Table 7.3.
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(a)

(b)

(c)

Figure 7.9: The CAs achieved by the LapRLS algorithm during (a) the first, (b) the second and (c)
the third iteration of the adaptive grid search algorithm applied to one sample of PPI community 31.
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(a)

(b)

(c)

Figure 7.10: The CAs achieved by the LapRLS algorithm during (a) the first, (b) the second and (c)
the third iteration of the adaptive grid search algorithm applied to one sample of PPI community 34.
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Table 7.3: The combination of hyperparameter values employed in the application of the LapRLS
algorithm to each of the thirty nine PPI communities.

Community γA γI

1 0.00184 23 856.75
2 0.00145 125 569.92
3 0.00027 23 855.19
4 0.00109 26 784.22
5 0.00108 63 773.42
6 0.00105 42 939.34
7 0.00071 42 939.34
8 0.00125 93 600.30
9 0.00243 98 940.14
10 0.00015 11 595.17
11 0.00085 34 862.02
12 0.00145 88 260.45
13 0.00164 77 301.11
14 0.00174 77 376.67
15 0.00047 205 737.02
16 0.00293 28 987.92
17 0.00026 96 720.90
18 0.00133 211 076.86
19 0.00392 32 852.97
20 0.00194 146 998.74
21 0.00027 22 334.37
22 0.00154 109 619.83
23 0.00027 13 957.15
24 0.00037 146 998.74
25 0.00174 45 541.70
26 0.00253 98 940.14
27 0.00135 11 595.17
28 0.00253 38 605.06
29 0.00016 38 688.83
30 0.00253 195 057.30
31 0.00194 109 619.83
32 0.00026 48 313.20
33 0.00273 22 732.59
34 0.00154 125 600.00
35 0.00028 88 260.45
36 0.00164 88 260.45
37 0.00028 34 862.02
38 0.00031 109 619.83
39 0.00028 88 260.45
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Hyperparameter values were also sought for the Kernel LP algorithm. Recall that applying the
Kernel LP algorithm to the data sets generated in this dissertation using the hyperparameter
values employed in [447], α = 1 000 and β = 0.001, results in the generation of NaN values and
warnings of inaccurate results, hereafter collectively referred to as adverse outcomes. As outlined
in §6.4, ranges of feasible values for the Kernel LP algorithm hyperparameters were determined
by means of a grid search conducted on a logarithmic scale for ten arbitrarily selected PPI
communities.

The 15× 15 grid of hyperparameter value combinations to be searched was constructed for the
vectors of candidate values α = β = 10−4, 10−3, . . . , 109, 1010. If, for any of the PPI communities
considered, employing a particular combination of hyperparameter values resulted in adverse
outcomes, that hyperparameter value combination was considered infeasible and, consequently,
excluded from consideration during subsequent hyperparameter tuning efforts. These infeasible
hyperparameter value combinations are indicated by the red cells of the grid illustrated in
Figure 7.11, where the values for α and β are denoted on the x-axis and y-axis, respectively. It
should be highlighted that the hyperparameter value combinations denoted by the grey cells do
not necessarily correspond to Kernel LP models that achieve satisfactory levels of performance.
Rather, these hyperparameter value combinations merely did not result in adverse outcomes.

Figure 7.11: The combinations of values for the Kernel LP algorithm hyperparameters α and β em-
ployed in grid searches conducted for ten arbitrarily selected PPI communities. Hyperparameter value
combinations that resulted in the generation of NaN-values or warnings of inaccurate results are denoted
by red cells while feasible hyperparameter value combinations are represented by grey cells.

From the figure it may be seen that adverse outcomes were obtained whenever a value of β
that is equal to or less than 100 was employed. Consequently, the vector of candidate-values
for the hyperparameter β was updated to β = 109, . . . , 1019. In addition, it may be seen
that, for a fixed value of β, more adverse outcomes were observed when employing smaller
values of α. This motivated altering the corresponding vector of candidate-values for α to
α = 10−4, 10−3, . . . , 105, 106. Using these updated candidate value vectors, the grid search was
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repeated for each of the ten arbitrarily selected PPI communities. No adverse outcomes were
recorded for any of the new hyperparameter value combinations considered. Hence, a final grid
search was conducted for one sample of each of the thirty nine PPI communities using these
updated vectors of candidate values for α and β. The particular sample of a PPI community
used to find the hyperparameter values was selected using the same process employed for the
LapRLS algorithm.

The CAs achieved by the Kernel LP models developed for PPI communities 31 and 34 are
presented graphically in Figures 7.12 and 7.13, respectively. From Figure 7.12 it may be seen
that, with respect to PPI community 31, the Kernel LP algorithm is generally insensitive to the
hyperparameter values selected, given that the value assigned to β is at least 1013 times larger
than the value assigned to α. For β : α ratios smaller than 1013 : 1, the CA achieved by the
corresponding model decreases rapidly.

Figure 7.12: The CAs achieved by the Kernel LP algorithm during the grid search conducted for PPI
community 31.

Likewise, the results obtained during the grid search conducted for PPI community 34, illustrated
in Figure 7.13, reveal a drastic degradation in model performance when the value assigned to
β is not at least 1014 times larger than the value assigned to α. A similar trend was observed
for each of the thirty nine PPI communities. The largest β : α ratio corresponding to a sudden
decline in the Kernel LP model performance observed for any of the thirty nine PPI communities
was 1017 : 1. Based on these findings, hyperparameter values of α = 0.001 and β = 1016 (for
a β : α ratio of 1019 : 1) were employed during subsequent implementations of the Kernel LP
algorithm.

Finally, it should be highlighted that, although the hyperparameter values employed by the
authors of [447] are not suitable in this particular problem setting, their assertion that the
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Figure 7.13: The CAs achieved by the Kernel LP algorithm during the grid search conducted for PPI
community 34.

Kernel LP algorithm is generally robust with respect to the values assigned to α and β is
supported by the results obtained in this dissertation.

7.4 Disease protein predictions

The number of putative disease proteins identified in each PPI community, employing the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms, are shown in the second columns of Ta-
bles 7.4, 7.5, 7.6, 7.7 and 7.8, respectively. A protein was classified as a disease protein if it
was assigned to the disease class in at least five of the ten samples generated for each PPI
community. The number of disease genes in each PPI community responsible for encoding these
putative disease proteins are shown in the fourth columns of Tables 7.4, 7.5, 7.6, 7.7 and 7.8.
Intuitively, the number of disease genes in a PPI community is always at most the number of
disease proteins in that PPI community since a gene can encode more than one protein, but a
protein can only be encoded by one gene.

Employing the LGC algorithm yielded an average of 2 645 disease protein predictions, cor-
responding to an average of 2 461 disease genes, per PPI community. Similarly, the GFHF
algorithm identified an average of 2 580 putative disease proteins and 2 424 potential disease
genes per PPI community. The LapRLS algorithm predicted an average of 2 601 disease pro-
teins encoded by 2 444 disease genes, and the GGMC algorithm identified an average of 2 738
disease proteins corresponding to 2 573 disease genes, per PPI community. Finally, the largest
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Table 7.4: The number and proportion of disease proteins and disease genes predicted for each PPI
community by the LGC algorithm.

Community
Disease
proteins

Proportion
of proteins

Disease
genes

Proportion
of genes

1 2 909 0.3741 2 715 0.3723
2 3 085 0.3692 2 884 0.3700
3 3 798 0.3902 3 499 0.3858
4 1 704 0.3811 1 614 0.3818
5 2 404 0.3791 2 257 0.3800
6 2 540 0.3711 2 409 0.3703
7 973 0.3292 935 0.3292
8 4 235 0.3479 4 097 0.3667
9 1 003 0.3489 974 0.3577
10 5 066 0.4450 4 823 0.4600
11 1 433 0.3873 1 379 0.3954
12 4 490 0.4336 4 328 0.4503
13 5 183 0.5313 3 847 0.4247
14 2 378 0.3331 2 203 0.3281
15 1 969 0.3721 1 846 0.3698
16 3 332 0.2997 3 155 0.3084
17 2 851 0.3824 2 686 0.3822
18 1 373 0.3379 1 314 0.3381
19 1 638 0.3886 1 550 0.3896
20 1 585 0.3289 1 513 0.3275
21 890 0.3477 841 0.3454
22 2 431 0.3771 2 280 0.3769
23 3 995 0.3925 3 732 0.3959
24 3 972 0.4055 3 650 0.4015
25 919 0.2914 898 0.2917
26 1 667 0.3990 1 578 0.3982
27 2 311 0.3620 2 167 0.3600
28 3 734 0.4105 3 453 0.4092
29 2 613 0.3835 2 471 0.3817
30 3 699 0.3754 3 420 0.3734
31 1 120 0.3682 1 070 0.3667
32 3 820 0.3762 3 529 0.3764
33 3 609 0.3779 3 346 0.3768
34 6 834 0.7334 6 350 0.7297
35 655 0.3760 622 0.3763
36 2 114 0.4216 1 966 0.4186
37 1 733 0.3325 1 647 0.3317
38 1 411 0.3758 1 344 0.3737
39 2 286 0.3792 2 161 0.3785

Stellenbosch University https://scholar.sun.ac.za



7.4. Disease protein predictions 189

Table 7.5: The number and proportion of disease proteins and disease genes predicted for each PPI
community by the GFHF algorithm.

Community
Disease
proteins

Proportion
of proteins

Disease
genes

Proportion
of genes

1 3 240 0.4298 3 021 0.4284
2 3 102 0.3731 2 901 0.3740
3 3 547 0.3790 3 291 0.3784
4 1 724 0.3844 1 631 0.3846
5 2 425 0.3788 2 276 0.3794
6 2 956 0.4592 2 786 0.4566
7 805 0.2803 779 0.2828
8 4 741 0.4061 4 551 0.4236
9 1 054 0.3612 1 022 0.3702
10 4 641 0.4202 4 425 0.4356
11 1 548 0.4146 1 486 0.4222
12 3 872 0.3782 3 738 0.3927
13 3 838 0.3957 3 543 0.3934
14 2 541 0.3696 2 379 0.3695
15 1 816 0.3466 1 713 0.3467
16 4 186 0.3806 3 942 0.3894
17 2 794 0.3941 2 617 0.3926
18 1 515 0.3807 1 439 0.3780
19 1 584 0.3712 1 496 0.3714
20 1 534 0.3457 1 465 0.3454
21 1 144 0.4405 1 080 0.4374
22 2 262 0.3532 2 124 0.3539
23 4 070 0.4132 3 785 0.4163
24 3 832 0.4055 3 519 0.4024
25 924 0.3375 902 0.3382
26 1 589 0.3747 1 502 0.3734
27 2 321 0.3865 2 184 0.3871
28 3 678 0.4088 3 404 0.4082
29 2 837 0.4401 2 674 0.4377
30 3 533 0.3719 3 280 0.3723
31 1 125 0.3651 1 075 0.3640
32 5 196 0.5131 4 751 0.5083
33 3 732 0.3921 3 459 0.3907
34 3 237 0.3622 3 009 0.3618
35 566 0.3176 538 0.3182
36 2 040 0.4020 1 912 0.4020
37 1 718 0.3324 1 634 0.3320
38 1 264 0.3432 1 211 0.3434
39 2 095 0.3502 1 991 0.3514
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Table 7.6: The number and proportion of disease proteins and disease genes predicted for each PPI
community by the LapRLS algorithm.

Community
Disease
proteins

Proportion
of proteins

Disease
genes

Proportion
of genes

1 2 785 0.3582 2 606 0.3574
2 3 056 0.3658 2 864 0.3675
3 3 670 0.3771 3 413 0.3763
4 1 646 0.3682 1 561 0.3694
5 2 422 0.3820 2 274 0.3829
6 2 329 0.3403 2 222 0.3416
7 965 0.3266 928 0.3269
8 7 271 0.5967 6 789 0.6072
9 819 0.2850 798 0.2932
10 5 863 0.3998 5 542 0.5402
11 1 451 0.3926 1 411 0.4050
12 4 877 0.4707 4 641 0.4826
13 3 710 0.3803 3 442 0.3800
14 2 532 0.3547 2 372 0.3533
15 1 858 0.3512 1 754 0.3514
16 4 289 0.3859 3 960 0.3871
17 2 724 0.3654 2 563 0.3647
18 1 461 0.3597 1 400 0.3604
19 1 532 0.3636 1 451 0.3648
20 1 572 0.3263 1 502 0.3252
21 972 0.3798 920 0.3780
22 2 314 0.3590 2 175 0.3596
23 4 010 0.3940 3 733 0.3961
24 3 629 0.3705 3 357 0.3693
25 923 0.2927 901 0.2927
26 1 589 0.3804 1 502 0.3791
27 2 233 0.3498 2 111 0.3507
28 3 396 0.3734 3 162 0.3748
29 2 264 0.3323 2 152 0.3325
30 3 589 0.3643 3 333 0.3640
31 1 133 0.3726 1 083 0.3713
32 3 876 0.3818 3 583 0.3822
33 3 569 0.3738 3 322 0.3741
34 3 247 0.3485 3 030 0.3482
35 655 0.3762 622 0.3765
36 1 981 0.3952 1 854 0.3948
37 1 761 0.3379 1 676 0.3376
38 1 295 0.3450 1 242 0.3455
39 2 184 0.3623 2 078 0.3640
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Table 7.7: The number and proportion of disease proteins and disease genes predicted for each PPI
community by the GGMC algorithm.

Community
Disease
proteins

Proportion
of proteins

Disease
genes

Proportion
of genes

1 3 344 0.4276 3 117 0.4256
2 3 369 0.3946 3 141 0.3941
3 3 994 0.4164 3 685 0.4135
4 1 834 0.3948 1 728 0.3934
5 2 555 0.3897 2 400 0.3897
6 2 847 0.4266 2 693 0.4257
7 974 0.3218 938 0.3228
8 5 166 0.4327 4 943 0.4493
9 1 208 0.3940 1 172 0.4032
10 4 448 0.3988 4 258 0.4151
11 1 711 0.4421 1 644 0.4500
12 4 307 0.4067 4 150 0.4209
13 4 070 0.4110 3 764 0.4093
14 2 748 0.3874 2 564 0.3857
15 1 970 0.3603 1 857 0.3602
16 4 506 0.3995 4 238 0.4078
17 2 958 0.4070 2 775 0.4063
18 1 609 0.3883 1 528 0.3856
19 1 663 0.3774 1 569 0.3775
20 1 653 0.3566 1 579 0.3560
21 1 140 0.4185 1 079 0.4161
22 2 428 0.3667 2 281 0.3676
23 4 393 0.4355 4 099 0.4395
24 4 068 0.4174 3 740 0.4145
25 997 0.3495 973 0.3500
26 1 726 0.3878 1 635 0.3869
27 2 567 0.4179 2 410 0.4179
28 3 972 0.4302 3 672 0.4291
29 2 746 0.4084 2 601 0.4080
30 3 781 0.3828 3 514 0.3830
31 1 220 0.3824 1 166 0.3815
32 4 094 0.3923 3 775 0.3916
33 4 030 0.4106 3 731 0.4087
34 3 565 0.4055 3 302 0.4045
35 755 0.3965 717 0.3970
36 2 183 0.4142 2 043 0.4131
37 1 867 0.3457 1 777 0.3450
38 1 421 0.3800 1 353 0.3782
39 2 294 0.3716 2 167 0.3710
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Table 7.8: The number and proportion of disease proteins and disease genes predicted for each PPI
community by the Kernel LP algorithm.

Community
Disease
proteins

Proportion
of proteins

Disease
genes

Proportion
of genes

1 4 360 0.5607 4 081 0.5597
2 5 134 0.6145 4 750 0.6094
3 4 464 0.4587 4 122 0.4545
4 2 137 0.4781 2 001 0.4735
5 2 976 0.4693 2 786 0.4691
6 3 281 0.4794 3 103 0.4770
7 692 0.2342 671 0.2364
8 5 505 0.4518 5 029 0.4498
9 1 289 0.4485 1 212 0.4453
10 5 550 0.4974 5 080 0.4952
11 1 798 0.4865 1 685 0.4836
12 4 955 0.4782 4 575 0.4758
13 5 804 0.5950 5 349 0.5905
14 3 147 0.4408 2 916 0.4344
15 1 986 0.3754 1 867 0.3741
16 6 028 0.5423 5 526 0.5402
17 3 229 0.4332 3 017 0.4293
18 1 587 0.3907 1 509 0.3884
19 1 667 0.3956 1 576 0.3963
20 2 593 0.5382 2 471 0.5350
21 1 309 0.5115 1 238 0.5086
22 2 491 0.3864 2 342 0.3872
23 5 119 0.5030 4 666 0.4951
24 5 284 0.5395 4 834 0.5318
25 1 620 0.5138 1 574 0.5114
26 2 150 0.5147 2 015 0.5086
27 3 239 0.5074 3 028 0.5031
28 5 021 0.5521 4 633 0.5491
29 3 807 0.5588 3 591 0.5548
30 4 557 0.4625 4 194 0.4580
31 1 287 0.4232 1 214 0.4162
32 5 478 0.5396 5 004 0.5338
33 5 005 0.5242 4 634 0.5219
34 3 647 0.3914 3 392 0.3898
35 621 0.3567 587 0.3553
36 2 103 0.4195 1 969 0.4193
37 2 241 0.4301 2 113 0.4257
38 1 519 0.4046 1 447 0.4025
39 2 523 0.4185 2 378 0.4165
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number of disease proteins per PPI community was returned by the Kernel LP algorithm, which
predicted an average of 3 262 disease proteins, corresponding to an average of 3 030 disease genes,
per PPI community.

The small difference between the average numbers of disease proteins and disease genes identified
by each algorithm, suggests that the putative disease genes identified in these PPI communities
typically encode a small number of proteins. One possible explanation for this observation is that
the more proteins a particular gene encodes, the larger the disruption to the PPI network if that
gene were to undergo a deleterious mutation. It is to be expected, therefore, that genes encoding
many proteins contribute significantly to an organism’s fitness for survival. Consequently, a
harmful mutation in a gene encoding a large number of proteins might be more likely to result
in that organism’s death than the expression of a disease phenotype.

The third columns of Tables 7.4–7.8 contain the proportions of proteins in the PPI communities
classified as disease proteins, and the fifth column in each table contains the proportion of disease
genes identified in each PPI community. Employing the LGC algorithm, an average of 38.38%
of the proteins in a particular PPI community were classified as potential disease proteins. The
disease genes corresponding to these proteins make up 38.22% of the genes associated with the
PPI community. Similar proportions were observed for the GFHF and LapRLS algorithms.
The GFHF algorithm classified approximately 38.36% of the proteins and 38.50% of the genes
associated with each PPI community as disease proteins and disease genes, respectively, and
the LapRLS algorithm classified 37.35% of the proteins and 37.51% of the genes belonging to
a PPI community as disease proteins and disease genes, respectively. Furthermore, the GGMC
algorithm predicted that, on average, approximately 39.73% of the proteins and 39.85% of the
genes corresponding to a particular PPI community contribute to disease. The largest proportion
of disease proteins and disease genes was identified by the Kernel LP algorithm which classified
46.99% of proteins and 46.68% of genes as disease proteins and disease genes, respectively.

Note that, even in the case of the Kernel LP algorithm, which predicted the largest proportion
of disease proteins and disease genes by a significant margin, the majority of the genes cor-
responding to these PPI communities are classified as non-disease genes. This result is to be
expected since it is widely believed that the majority of human genes do not contribute to disease
phenotypes (see §4.1). The proportion of proteins in the complete human interactome which
may be associated with disease phenotypes is, however, most likely considerably smaller than
the proportions recorded for the PPI communities. The relatively large proportion of disease
proteins per PPI community is a result of the PPI construction methodology employed. Recall
that the disease proteins associated with a particular phenotype module provided the starting
point from which the corresponding PPI community was generated. Thus, each protein, in any
of these PPI communities, has at least one disease protein in its 2nd-order PPI neighbourhood.

The larger ratio of disease to non-disease proteins in the PPI communities than in the human
interactome in general is indicative of an increased risk of having assigned as-of-yet unidentified
disease proteins to the non-disease set when employing the approach adopted in previous work
in the literature, where the non-disease set was generated by arbitrarily assigning a number of
unlabelled proteins to the non-disease set. Consequently, the implementation of PU learning
techniques for the purpose of identifying a set of ‘reliable’ negative observations, i.e. non-disease
proteins, was particularly valuable in this dissertation.

The predicted protein labels returned by the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms for the five PPA examples described in the previous section are presented graphically
in Figures1 7.14–7.38. The predicted disease and non-disease proteins are again represented by

1The layouts of these PPA graphs differ slightly from those shown in §7.2 because the force directed layout
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red and green vertices, respectively, and proteins for which LGC, GFHF, LapRLS, GGMC or
Kernel LP scores were not computed (including labelled proteins) are coloured grey.

First, consider Figures 7.15, 7.17, 7.20 and 7.22, corresponding to the examples of PPA graphs
generated for PPI communities 10 and 20 by the GFHF and GGMC algorithms. In Figures 7.15
and 7.20, it may be seen that GFHF scores were not computed for the isolated proteins in the
graph. Recall, from §3.7.2, that the GFHF algorithm is a formalism of the LP algorithm which
uses matrix operations to compute a classification scheme explicitly over the unlabelled vertices
of the graph. In order to compute this classification scheme in a non-iterative fashion, however,
the LP algorithm requires that the matrix I − P UU in §3.7.2 be invertible. In general, this
requisite is met if at least one protein in each component of the graph is labelled. Therefore,
GFHF scores could not be computed for isolated proteins in the PPA graphs. Similarly, the
GGMC algorithm employs the propagation matrix P = (∆/µ + I)−1, described in §3.7.5.
Hence, the GGMC algorithms requires the matrix (∆/µ+ I) to be invertible. As for the GFHF
algorithm, this requisite is typically met if at least one protein in each component of the graph
is labelled. Consequently, GGMC scores could not be computed for the isolated proteins in the
PPA graphs.

The specific implementation of the LGC algorithm employed in this dissertation, on the other
hand, adopts an iterative approach towards approximating a suitable classification scheme, which
avoids the need for matrix inversion. This allowed for the estimation of LGC scores in the PPA
graphs, as shown in Figures 7.14 and 7.19. Furthermore, whilst both the LapRLS and Kernel
LP algorithms perform matrix inversion, it may be seen in Figures 7.16, 7.21, 7.18 and 7.23 that,
given suitable hyperparameter values, both the LapRLS and Kernel LP algorithms are capable
of classifying isolated vertices.

Apart from these isolated proteins, the majority of the classification schemes generated by the
LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms for the PPA graphs corresponding
to PPI communities 10, 20, 22, 31 and 34 are closely related. In Figures 7.15–7.17, 7.19–7.22,
7.24–7.32 and 7.35–7.38 it may be seen that, in general, the classification schemes generated
by the different SSL models are fairly intuitive, with disease and non-disease proteins largely
separated by low density regions in the corresponding graph. This is not true, however, of the
classification schemes generated by the LGC algorithm for the PPA graphs corresponding to
PPI communities 10 and 34, nor for the classification schemes obtained by means of the Kernel
LP algorithm for the PPA graphs constructed for PPI communities 10, 20 and 31.

Consider first the graph in Figure 7.14 corresponding to the LGC classification scheme for a
sample of PPI community 10. It may be seen that, whilst the LGC classification scheme for this
PPA graph largely resembles those generated by the GFHF, LapRLS and GGMC algorithms,
the community in this graph comprising the majority of non-disease protein predictions also
contains a cluster of predicted disease proteins. A similar pattern emerges in Figure 7.33 which
depicts the classification scheme generated by the Kernel LP algorithm for one sample of PPI
community 31.

In the classification scheme generated by the Kernel LP algorithm for the PPA graph correspond-
ing to PPI community 22, shown in Figure 7.28, a sizeable number of disease proteins appear in
that community within the graph containing the majority of the predicted non-disease proteins.
This community consists, almost exclusively, of non-disease proteins in the classification schemes
generated by the LGC, GFHF, LapRLS and GGMC algorithms.

Next, consider the classification schemes generated by the Kernel LP and LGC algorithms for
the PPA graphs corresponding to PPI communities 10 and 34, respectively. In contrast to the

heuristic employed is non-deterministic.
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Figure 7.14: The classification scheme generated by the LGC algorithm for the PPA graph correspond-
ing to PPI community 10.
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Figure 7.15: The classification scheme generated by the GFHF algorithm for the PPA graph corre-
sponding to PPI community 10.
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Figure 7.16: The classification scheme generated by the LapRLS algorithm for the PPA graph corre-
sponding to PPI community 10.
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Figure 7.17: The classification scheme generated by the GGMC algorithm for the PPA graph corre-
sponding to PPI community 10.
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Figure 7.18: The classification scheme generated by the Kernel LP algorithm for the PPA graph
corresponding to PPI community 10.
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Figure 7.19: The classification scheme generated by the LGC algorithm for the PPA graph correspond-
ing to PPI community 20.
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Figure 7.20: The classification scheme generated by the GFHF algorithm for the PPA graph corre-
sponding to PPI community 20.
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Figure 7.21: The classification scheme generated by the LapRLS algorithm for the PPA graph corre-
sponding to PPI community 20.
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Figure 7.22: The classification scheme generated by the GGMC algorithm for the PPA graph corre-
sponding to PPI community 20.
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Figure 7.23: The classification scheme generated by the Kernel LP algorithm for the PPA graph
corresponding to PPI community 20.
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Figure 7.24: The classification scheme generated by the LGC algorithm for the PPA graph correspond-
ing to PPI community 22.
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Figure 7.25: The classification scheme generated by the GFHF algorithm for the PPA graph corre-
sponding to PPI community 22.
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Figure 7.26: The classification scheme generated by the LapRLS algorithm for the PPA graph corre-
sponding to PPI community 22.
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Figure 7.27: The classification scheme generated by the GGMC algorithm for the PPA graph corre-
sponding to PPI community 22.
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Figure 7.28: The classification scheme generated by the Kernel LP algorithm for the PPA graph
corresponding to PPI community 22.
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Figure 7.29: The classification scheme generated by the LGC algorithm for the PPA graph correspond-
ing to PPI community 31.
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Figure 7.30: The classification scheme generated by the GFHF algorithm for the PPA graph corre-
sponding to PPI community 31.
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Figure 7.31: The classification scheme generated by the LapRLS algorithm for the PPA graph corre-
sponding to PPI community 31.
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Figure 7.32: The classification scheme generated by the GGMC algorithm for the PPA graph corre-
sponding to PPI community 31.
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Figure 7.33: The classification scheme generated by the Kernel LP algorithm for the PPA graph
corresponding to PPI community 31.
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Figure 7.34: The classification scheme generated by the LGC algorithm for the PPA graph correspond-
ing to PPI community 34.
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Figure 7.35: The classification scheme generated by the GFHF algorithm for the PPA graph corre-
sponding to PPI community 34.
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Figure 7.36: The classification scheme generated by the LapRLS algorithm for the PPA graph corre-
sponding to PPI community 34.
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Figure 7.37: The classification scheme generated by the GGMC algorithm for the PPA graph corre-
sponding to PPI community 34.
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Figure 7.38: The classification scheme generated by the Kernel LP algorithm for the PPA graph
corresponding to PPI community 34.
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fairly intuitive classification schemes generated by the GFHF, LapRLS and GGMC algorithms,
in which predicted disease and non-disease proteins are largely separated by low density regions
in the corresponding graph, the classification schemes obtained by means of the Kernel LP and
LGC algorithms for PPI communities 10 and 34, respectively, are decidedly more complex. In
Figures 7.18 and 7.34 it may be seen that what appear to be clear substructures of the graphs
are predicted to contain a large number of both disease and non-disease proteins.

7.5 Chapter summary

This chapter contained a description of the protein classification schemes generated by the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms. The chapter opened, in §7.1, with a sum-
mary of the hyperparameter configurations obtained by the PG-learn algorithm. This was
followed in §7.2 by a more detailed account of five PPA graph examples constructed for PPI
communities 10, 20, 22, 31 and 34, respectively. Thereafter, the hyperparameter values em-
ployed in the experimental work conducted in respect of the LapRLS and Kernel LP algorithms
were summarised in §7.3. Finally, the number and proportion of putative disease proteins and
their encoding genes, obtained for each PPI graph, was detailed in §7.4. This section also in-
cluded graphical representations of the specific classification schemes generated for the five PPA
graphs illustrated in §7.2.
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This chapter is devoted to the evaluation of the graph-based SSL models developed in this
dissertation for the purpose of identifying putative disease genes. The chapter opens, in §8.1,
with an evaluation of the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms in respect of
four single-threshold performance measures, namely CA, precision, recall and the F1-score. This
is followed by a discussion on the model-wide performance levels achieved by these algorithms
in §8.2 with respect to the AUC ROC, SpAUC ROC and AUC PRC. This section also includes
an overview of the most notable insights gained by employing these performance measures. The
chapter finally closes with a brief summary in §8.3.

8.1 Single-threshold performance measures

The performance of a particular model is influenced by the specific groupings of labelled in-
stances in the training, validation and test data. The danger exists that inflated performance
measure values may be observed due to a particularly serendipitous configuration of training,
validation and test data1. Intuitively, the risk of such an occurrence increases as the number of
labelled observations decreases. For this reason, ten different samples were generated for each
PPI community which were then used to train and evaluate ten separate models for each PPI
community. Considering the model performance over all ten samples gives a more reliable indi-
cation of the model’s abilities. For this reason, all experiments were conducted for ten different
samples of a particular PPI community, and the average value of the performance measure being
observed, are reported.

The abilities of the models developed using the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms are evaluated in this section in terms of a number of the single-threshold performance
metrics2 described in §3.2.2, including CA, precision, recall and the F1-score. The values of these
performance metrics achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms

1The opposite scenario, where a model performs poorly for a particular combination of training, validation and
test data, is, of course, equally probable, but underestimating the model’s abilities is not as problematic.

2Single-threshold performance metrics are computed for a classification threshold of 0.5.
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for the thirty nine PPI communities are shown in Tables 8.1–8.5. Since the negative data sets
were generated in such a manner that each PPI community contains an equal number of positive
and negative observations (see §5.5), the data sets are not class-imbalanced. Consequently, the
CA achieved by these models should reliably reflect the models’ performances and provide an
intuitive measure of their classification capabilities.

Table 8.1: The average CA, precision, recall, and F1-score achieved by the LGC algorithm for ten
samples of each PPI community.

Community CA Precision Recall F1-score

1 0.9789 0.9595 1.0000 0.9793
2 0.9773 0.9566 1.0000 0.9778
3 0.9687 0.9586 0.9797 0.9688
4 0.9716 0.9529 0.9923 0.9722
5 0.9724 0.9478 1.0000 0.9732
6 0.9722 0.9514 0.9955 0.9729
7 0.7767 0.8173 0.5702 0.6100
8 0.9204 0.9059 0.9388 0.9220
9 0.9353 0.9336 0.9386 0.9355
10 0.9429 0.9213 0.9687 0.9443
11 0.9524 0.9403 0.9663 0.9531
12 0.9455 0.9352 0.9573 0.9461
13 0.9431 0.9561 0.9287 0.9422
14 0.9427 0.9303 0.9560 0.9428
15 0.9757 0.9537 1.0000 0.9763
16 0.9421 0.9564 0.9264 0.9402
17 0.9747 0.9555 0.9958 0.9752
18 0.9880 0.9800 0.9963 0.9881
19 0.9752 0.9528 1.0000 0.9758
20 0.9214 0.9249 0.9175 0.9211
21 0.9755 0.9598 0.9926 0.9759
22 0.9769 0.9829 0.9709 0.9763
23 0.9774 0.9613 0.9950 0.9778
24 0.9638 0.9599 0.9679 0.9638
25 0.9732 0.9491 1.0000 0.9739
26 0.9597 0.9595 0.9597 0.9593
27 0.9751 0.9573 0.9948 0.9756
28 0.9826 0.9672 0.9991 0.9829
29 0.9730 0.9573 0.9906 0.9735
30 0.9745 0.9530 0.9983 0.9751
31 0.9814 0.9804 0.9825 0.9812
32 0.9741 0.9542 0.9960 0.9746
33 0.9718 0.9560 0.9892 0.9722
34 0.7524 0.6634 0.5836 0.5888
35 0.8982 0.9522 0.8473 0.8911
36 0.9808 0.9645 0.9985 0.9812
37 0.9740 0.9505 1.0000 0.9746
38 0.9792 0.9773 0.9813 0.9792
39 0.9881 0.9768 1.0000 0.9883
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Table 8.2: The average CA, precision, recall, and F1-score achieved by the GFHF algorithm for ten
samples of each PPI community.

Community CA Precision Recall F1-score

1 0.9799 0.9614 1.0000 0.9803
2 0.9806 0.9635 0.9991 0.9809
3 0.9763 0.9548 1.0000 0.9769
4 0.9785 0.9589 1.0000 0.9790
5 0.9711 0.9455 1.0000 0.9720
6 0.9745 0.9535 0.9977 0.9751
7 0.9560 0.9579 0.9539 0.9559
8 0.9336 0.9171 0.9535 0.9349
9 0.9561 0.9586 0.9539 0.9561
10 0.9456 0.9225 0.9734 0.9471
11 0.9554 0.9442 0.9683 0.9560
12 0.9443 0.9302 0.9613 0.9453
13 0.9750 0.9525 1.0000 0.9756
14 0.9722 0.9474 1.0000 0.9730
15 0.9632 0.9314 1.0000 0.9645
16 0.9762 0.9547 1.0000 0.9768
17 0.9752 0.9528 1.0000 0.9758
18 0.9917 0.9872 0.9963 0.9917
19 0.9742 0.9510 1.0000 0.9749
20 0.9151 0.9252 0.9032 0.9140
21 0.9890 0.9808 0.9975 0.9891
22 0.9861 0.9730 1.0000 0.9863
23 0.9795 0.9606 1.0000 0.9799
24 0.9786 0.9590 1.0000 0.9791
25 0.9718 0.9466 1.0000 0.9725
26 0.9791 0.9598 1.0000 0.9795
27 0.9783 0.9586 1.0000 0.9788
28 0.9840 0.9690 1.0000 0.9843
29 0.9730 0.9499 0.9988 0.9737
30 0.9736 0.9499 1.0000 0.9743
31 0.9890 0.9785 1.0000 0.9892
32 0.9813 0.9639 1.0000 0.9816
33 0.9780 0.9579 1.0000 0.9785
34 0.9730 0.9574 0.9903 0.9735
35 0.9351 0.9570 0.9109 0.9329
36 0.9771 0.9563 1.0000 0.9777
37 0.9727 0.9482 1.0000 0.9734
38 0.9760 0.9732 0.9792 0.9761
39 0.9828 0.9668 1.0000 0.9831
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Table 8.3: The average CA, precision, recall, and F1-score achieved by the LapRLS algorithm for ten
samples of each PPI community.

Community CA Precision Recall F1-score

1 0.9779 1.0000 0.9558 0.9774
2 0.9778 1.0000 0.9556 0.9773
3 0.9755 1.0000 0.9509 0.9748
4 0.9739 1.0000 0.9478 0.9732
5 0.9698 1.0000 0.9396 0.9689
6 0.9739 1.0000 0.9478 0.9732
7 0.9078 0.8468 0.9958 0.9152
8 0.9843 0.9902 0.9784 0.9843
9 0.9912 1.0000 0.9825 0.9910
10 0.9870 0.9984 0.9756 0.9869
11 0.9901 1.0000 0.9803 0.9900
12 0.9785 0.9951 0.9618 0.9781
13 0.9758 1.0000 0.9517 0.9752
14 0.9745 1.0000 0.9491 0.9739
15 0.9694 1.0000 0.9389 0.9684
16 0.8713 1.0000 0.7425 0.8442
17 0.9742 1.0000 0.9483 0.9735
18 0.9861 0.9962 0.9759 0.9860
19 0.9742 1.0000 0.9484 0.9735
20 0.9611 0.9949 0.9270 0.9597
21 0.9865 1.0000 0.9730 0.9863
22 0.9868 1.0000 0.9735 0.9866
23 0.9652 0.9587 0.9724 0.9655
24 0.9774 1.0000 0.9547 0.9768
25 0.9718 1.0000 0.9435 0.9709
26 0.9783 1.0000 0.9566 0.9778
27 0.9777 1.0000 0.9554 0.9772
28 0.9831 1.0000 0.9661 0.9828
29 0.9712 1.0000 0.9425 0.9704
30 0.9732 1.0000 0.9464 0.9725
31 0.9879 1.0000 0.9759 0.9878
32 0.9749 1.0000 0.9498 0.9742
33 0.9772 1.0000 0.9544 0.9767
34 0.9748 1.0000 0.9496 0.9741
35 0.8868 0.8262 0.9796 0.8964
36 0.9771 1.0000 0.9543 0.9766
37 0.9727 1.0000 0.9453 0.9719
38 0.9750 0.9791 0.9708 0.9749
39 0.9848 1.0000 0.9696 0.9845
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Table 8.4: The average CA, precision, recall, and F1-score achieved by the GGMC algorithm for ten
samples of each PPI community.

Community CA Precision Recall F1-score

1 0.9799 1.0000 0.9599 0.9795
2 0.9815 1.0000 0.9630 0.9811
3 0.9788 1.0000 0.9577 0.9784
4 0.9785 1.0000 0.9570 0.9780
5 0.9738 1.0000 0.9475 0.9730
6 0.9768 1.0000 0.9535 0.9762
7 0.9277 0.8870 0.9832 0.9319
8 0.9488 0.9689 0.9284 0.9482
9 0.9572 0.9542 0.9605 0.9573
10 0.9532 0.9707 0.9347 0.9523
11 0.9507 0.9561 0.9448 0.9504
12 0.9467 0.9614 0.9308 0.9458
13 0.9775 1.0000 0.9550 0.9769
14 0.9780 1.0000 0.9560 0.9775
15 0.9722 1.0000 0.9444 0.9714
16 0.9782 1.0000 0.9563 0.9777
17 0.9763 1.0000 0.9525 0.9757
18 0.9917 0.9963 0.9870 0.9916
19 0.9772 1.0000 0.9544 0.9766
20 0.9513 0.9802 0.9254 0.9519
21 0.9902 1.0000 0.9804 0.9901
22 0.9874 1.0000 0.9749 0.9873
23 0.9812 1.0000 0.9623 0.9808
24 0.9798 1.0000 0.9597 0.9794
25 0.9732 1.0000 0.9463 0.9724
26 0.9798 1.0000 0.9597 0.9794
27 0.9803 1.0000 0.9606 0.9799
28 0.9845 1.0000 0.9689 0.9842
29 0.9730 1.0000 0.9460 0.9722
30 0.9741 1.0000 0.9481 0.9734
31 0.9901 1.0000 0.9803 0.9900
32 0.9769 1.0000 0.9537 0.9763
33 0.9793 1.0000 0.9585 0.9788
34 0.9752 0.9871 0.9637 0.9750
35 0.9071 0.8564 0.9822 0.9142
36 0.9786 1.0000 0.9572 0.9781
37 0.9733 1.0000 0.9466 0.9726
38 0.9792 0.9812 0.9771 0.9791
39 0.9854 1.0000 0.9709 0.9852
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Table 8.5: The average CA, precision, recall, and F1-score achieved by the Kernel LP algorithm for ten
samples of each PPI community.

Community CA Precision Recall F1-score

1 0.9153 0.9798 0.8467 0.9072
2 0.9468 0.9742 0.9176 0.9447
3 0.9793 0.9922 0.9662 0.9789
4 0.9479 0.9510 0.9447 0.9478
5 0.9607 0.9685 0.9528 0.9604
6 0.9762 0.9930 0.9592 0.9757
7 0.8924 0.9376 0.8386 0.8850
8 0.9698 0.9921 0.9471 0.9690
9 0.9803 0.9932 0.9671 0.9799
10 0.9835 0.9976 0.9693 0.9832
11 0.9872 0.9960 0.9783 0.9870
12 0.9793 0.9927 0.9658 0.9790
13 0.9620 0.9727 0.9509 0.9613
14 0.9804 0.9964 0.9641 0.9800
15 0.9570 0.9628 0.9542 0.9573
16 0.9755 0.9875 0.9632 0.9752
17 0.9758 0.9883 0.9631 0.9754
18 0.9880 0.9907 0.9852 0.9879
19 0.9644 0.9875 0.9405 0.9634
20 0.9327 0.9243 0.9429 0.9332
21 0.9670 0.9777 0.9559 0.9662
22 0.9875 0.9946 0.9802 0.9873
23 0.9870 0.9966 0.9774 0.9869
24 0.9794 0.9949 0.9638 0.9790
25 0.9128 0.9366 0.8814 0.9074
26 0.9667 0.9610 0.9736 0.9670
27 0.9823 0.9920 0.9724 0.9821
28 0.9878 0.9952 0.9802 0.9876
29 0.9279 0.9751 0.8756 0.9185
30 0.9766 0.9904 0.9626 0.9763
31 0.9891 0.9912 0.9868 0.9890
32 0.9809 0.9967 0.9649 0.9805
33 0.9764 0.9966 0.9561 0.9756
34 0.9788 0.9954 0.9620 0.9784
35 0.8821 0.9369 0.8168 0.8715
36 0.9794 0.9954 0.9631 0.9790
37 0.9812 0.9933 0.9688 0.9809
38 0.9097 0.9327 0.8833 0.9069
39 0.9888 0.9960 0.9815 0.9887
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The average CA achieved by the LGC algorithm over all thirty nine PPI communities was 0.9541,
which suggests that the corresponding model exhibits significant discriminatory abilities with
respect to disease and non-disease proteins. Even higher CA values were observed for the models
developed using the GFHF, LapRLS, GGMC and Kernel LP algorithms, which achieved average
CAs of 0.9706, 0.9627, 0.9719 and 0.9640, respectively, over all thirty nine PPI communities.

The CA metric was supplemented by the recall and precision performance metrics, described in
§3.2.2. Due to the nature of disease gene prediction problems it is crucial that the models achieve
sufficient levels of performance in terms of both recall and precision. Satisfactory precision must
be achieved since the primary purpose of putative disease gene identification by computational
methods is to improve the probability of identifying a disease gene in biological experiments
whilst also reducing the number of genes that require consideration. Naturally, if a model
achieves low precision, a smaller fraction of the disease genes identified by the model will be
true disease genes. Subsequently, the number of genes that require investigation in order to
identify a set number of disease genes increases as the precision of the model decreases.

The precision3 achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms for
each PPI community are shown in the third columns of Tables 8.1–8.5. The average precisions
achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms (over the thirty nine
PPI communities) were 0.9429, 0.9548, 0.9597, 0.9872 and 0.9802, respectively. One would
therefore expect each of these models to be capable of meaningfully reducing the number of
disease genes requiring inspection in order to identify novel disease genes, compared with a
random search.

Good recall is required since erroneously classifying a gene that contributes to a dangerous
disease as a non-disease gene could delay its discovery which, in turn, might hinder research
efforts focussed on that disease. Ultimately, failing to identify a disease gene may, therefore,
contribute to the unnecessary endangerment of human life. Hence, the costs associated with such
a failure may be considerable. The recall achieved by the LGC, GFHF, LapRLS, GGMC and
Kernel LP algorithms for each PPI community is shown in the fourth columns of Tables 8.1–8.5.
Average recall values of 0.9558, 0.9881, 0.9668, 0.9577 and 0.9468 were recorded for the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms, respectively.

For the purposes of summarising the trade-off between the precision and recall achieved by the
models, the F1-score was computed (i.e. precision and recall are considered equally important).
The F1-scores obtained by these models are presented in the fifth columns of Tables 8.1–8.5. The
average F1-scores corresponding to the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms
are 0.9457, 0.9710, 0.9629, 0.9718 and 0.9626, respectively.

The average single-threshold performance metric values computed for the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms are summarised in Table 8.6. In the table it may be seen that
the highest CA, precision, recall and F1-scores were achieved by the GGMC, LapRLS, GFHF
and GGMC algorithms, respectively. In order to ascertain whether the apparent superior per-
formances of the algorithms in respect of these performance metrics were statistically significant,
the Wilcoxon signed-rank sum test4 (see §3.9) was applied to the performance measure values
in Tables 8.1–8.5. The test was performed separately for each of the four performance metrics
considered, using the value (the average over ten samples) corresponding to a PPI community
as one observation, paired across the values obtained for the two algorithms being considered

3The precision, recall and F1-score values reported in Tables 8.1–8.5 were computed for the disease class, i.e.
the disease class was considered as the positive class when computing the number of TPs, TNs, FPs and FNs
returned by each model.

4The Wilcoxon signed-rank sum test allows for the comparison of data population distributions without assuming
them to follow the Gaussian distribution.
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Table 8.6: The average CA, precision, recall and F1-scores achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms over all thirty nine PPI communities.

during each pairwise comparison. The Wilcoxon signed-rank sum test provided strong evidence
that the GGMC algorithm significantly outperformed the LGC and GFHF algorithms with re-
spect to CA (p = 7.704 × 10−7 and p = 3.857 × 10−4, respectively). Moreover, for p-values of
p = 3.078×10−8, p = 2.300×10−6 and p = 3.784×10−5, strong evidence exists that the LapRLS
algorithm achieved higher levels of precision than the LGC, GFHF and Kernel LP algorithms,
respectively. Strong evidence was also found to suggest that the GFHF algorithm exhibited
superior recall abilities, compared with the LGC, LapRLS, GGMC and Kernel LP algorithms,
for values of p = 1.090 × 10−9, p = 5.758 × 10−6, p = 3.258 × 10−7 and p = 2.150 × 10−8,
respectively. Lastly, strong evidence was uncovered in support of the GGMC algorithm be-
ing capable of achieving significantly superior F1-scores compared with the LGC, GFHF and
LapRLS algorithms (for values of p = 3.784× 10−5, p = 0.0347 and p = 0.0111, respectively).

8.2 Model-wide performance measures

The evaluations of the LGC, GFHF, LapRLS, GGMC and Kernel LP models were facilitated
by the computation of the AUC ROC, SpAUC ROC and AUC PRC values achieved by each
of the five algorithms. First, arguably the most ubiquitous performance measure in machine
learning applications, the AUC (ROC) values of the models, were considered. As highlighted
in §6.4, the columns of the assignment matrix F ∗ generated by the LGC, GGMC and Kernel
LP algorithms are not probability distributions because the row sums of F ∗ do not necessarily
equal 1. In previous works [127, 269, 279], this difficulty was circumvented by converting F ∗

into a vector using (6.3) and constructing an ROC curve by computing the TPR and FPR at
classification thresholds varying from −1 to 1. As mentioned in §6.4, a similar approach was
adopted in this dissertation where LGC, GGMC and Kernel LP scores were computed using
(6.2) which yielded a class probability distribution of the same shape as (6.3), but with values
in the range [0, 1]. With a view to facilitate comparisons between the different algorithms, this
approach was furthermore adopted in order to compute values in the range [0, 1] for the LapRLS
score corresponding to each protein. The ROC curve for each PPA graph was thus constructed
by computing the TPR and FPR at classification thresholds varying from [0, 1].
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Five examples of ROC curves constructed for the LGC algorithm are shown in Figures 8.1(a)–
8.1(e). These are the average ROC curves generated for ten samples of PPI communities 10, 20,
22, 31 and 34, respectively. Confidence bands corresponding to a confidence interval of 95% are
denoted by the shaded areas. The average AUC ROC values achieved by the LGC algorithm
for PPI communities 10, 20, 22, 31 and 34 (over ten samples), are 0.9568, 0.9733, 0.9941, 0.9917
and 0.7914, respectively. The AUC ROC value of 0.9941, corresponding to PPI community 22,
was the highest average AUC ROC value observed for the LGC algorithm over all thirty nine
PPI communities. The AUC ROC value of 0.7914 corresponding to PPI community 34, on the
other hand, was the lowest average AUC ROC value computed for any of the thirty nine PPI
communities.

In view of the classification scheme shown in Figure 7.7, which assigns proteins belonging to the
same module in the graph to the disease and non-disease classes, the relatively poor performance
of the LGC algorithm observed for PPI community 34, compared with the performance achieved
for other PPI communities, was to be expected. The wide confidence bands show that some
sample sets of PPI community 34 did, however, achieve good AUC ROC values. This highlights
the potential sensitivity of the performance measure values observed for the specific testing,
training and validation data selected for each sample.

Five examples of ROC curves were also constructed for the GFHF algorithm and are shown in
Figures 8.2(a)–8.2(e). Once again, these are the average ROC curves generated for ten samples of
PPI communities 10, 20, 22, 31 and 34, and the shaded areas again denote the confidence bands
corresponding to a confidence interval of 95%. The average AUC ROC values achieved by the
GFHF algorithm for PPI communities 10, 20, 22, 31 and 34, are 0.9731, 0.9430, 0.9969, 0.9999
and 0.9833, respectively. The AUC ROC value of 0.9999, corresponding to PPI community
31, was the highest average AUC ROC value observed for the GFHF algorithm and the AUC
ROC value of 0.9430, corresponding to PPI community 20, was the lowest, over all thirty nine
communities.

The ROC curves generated for the LapRLS algorithms and ten samples of PPI communities
10, 20, 22, 31 and 34 are shown in Figures 8.3(a)–8.3(e), where the shaded areas once again
denote the confidence bands corresponding to a confidence interval of 95%. The average AUC
ROC values achieved by the LapRLS algorithm for PPI communities 10, 20, 22, 31 and 34,
are 0.9991, 0.9767, 0.9941, 0.9999 and 0.9857, respectively. The AUC ROC value of 0.9999,
corresponding to PPI community 31, was the highest average AUC ROC value observed for
the LapRLS algorithm over all thirty nine PPI communities (this AUC ROC value was also
achieved by the LapRLS model corresponding to PPI community 9). The AUC ROC value of
0.9767 corresponding to PPI community 20, on the other hand, was the second lowest average
AUC ROC value computed for any of the thirty nine PPI communities, with only the LapRLS
model corresponding to PPI community 35 achieving a lower average AUC ROC value of 0.9657.

The five examples of ROC curves constructed for the GGMC models corresponding to PPI
communities 10, 20, 22, 31 and 34 are shown in Figures 8.4(a)–8.4(e). The average AUC ROC
values achieved by the GGMC algorithm for PPI communities 10, 20, 22, 31 and 34, are 0.9697,
0.9729, 0.9936, 0.9999 and 0.9831, respectively. Once again, the AUC ROC value of 0.9999,
corresponding to PPI community 31, was the highest average AUC ROC value observed for
any of the thirty nine PPI communities. The lowest AUC ROC value observed for the GGMC
algorithm was 0.9697, corresponding to PPI community 10. The second lowest AUC ROC value
observed for the GGMC algorithm over any of the thirty nine PPI communities was computed
for the GGMC models developed in respect of PPI community 20.

The relatively poor performance of the GFHF and GGMC algorithms when applied to the ten
samples of PPI community 20 may be attributed to the large number of isolated vertices in the

Stellenbosch University https://scholar.sun.ac.za



230 Chapter 8. Model evaluations

corresponding PPA graphs. Recall from §7.2 that the GFHF and GGMC algorithms cannot
perform classification on isolated vertices. The LGC, LapRLS and Kernel LP algorithms, on the
other hand, are capable of predicting the class labels of isolated proteins. For this particular PPI
community one would, therefore, expect the LGC, LapRLS and Kernel LP algorithms to achieve
larger AUC ROC values than the GFHF and GGMC algorithms. From the ROC curves shown
in Figures 8.1(b), 8.2(b), 8.3(b), 8.4(b) and 8.5(b) generated using the LGC, LapRLS, Kernel
LP, GFHF and GGMC scores computed for PPI community 20, respectively, it may be seen that
this is indeed the case. Consequently, the LGC, LapRLS and Kernel LP algorithms are better
able to differentiate between disease and non-disease proteins belonging to PPI community 20
than the GFHF and GGMC algorithms.

The last five ROC curve examples provided in this section were constructed for the Kernel
LP models corresponding to PPI communities 10, 20, 22, 31 and 34. The average AUC ROC
values computed for the corresponding curves, shown in Figures 8.5(a)–8.5(e), are 0.9159, 0.9467,
0.9896, 0.9943 and 0.9839. The value of 0.9943 corresponding to PPI community 31 was the best
average AUC ROC value observed and the average AUC ROC value of 0.9159 corresponding to
PPI community 10 was the lowest AUC ROC value obtained by any of the Kernel LP models
over all thirty nine PPI communities.

In §7.4 it may be seen that the Kernel LP algorithm generated considerably more complex
classification schemes for the PPA graphs corresponding to PPI communities 10 and 20 (for
which the second lowest AUC ROC value achieved by the Kernel LP algorithm was observed)
than those obtained by means of the LGC, GFHF, LapRLS and GGMC algorithms. Recall that
this was also the case for the classification scheme generated by the LGC algorithm for a PPA
graph corresponding to PPI community 34, shown in Figure 7.34. Earlier in this section, it was
posited that, based on the complexity of this PPA graph the comparatively poor performance of
the LGC algorithm in respect of PPI community 34 was to be expected. Importantly, unlike the
LGC, GFHF, LapRLS and GGMC algorithms, the Kernel LP algorithm is not applied to the
PPA graphs. Rather, it employs the reconstruction weight matrix (see §3.7.7) constructed in the
kernel space during the algorithm’s execution. Furthermore, the Kernel LP algorithm performs
the LP process in the kernel space, not in the Euclidean space in which the PPA graphs in
Figures 7.18–7.38 are illustrated. Hence, the reasoning applied in order to elucidate the poor
performance achieved by the LGC algorithm in respect of PPI community 34, may not necessarily
be appropriate in the context of the Kernel LP algorithm classification schemes generated for
PPI communities 10 and 20. The apparent correlation between the complexity of the Kernel
LP algorithm classification schemes shown in Figures 7.18 and 7.23, and the comparatively poor
abilities exhibited by the corresponding models, should therefore be interpreted with caution.

The illustrations of the Kernel LP classification schemes provided in Figures 7.18–7.38 do, how-
ever, provide a means of comparing the degree of similarity between the classification schemes
generated by the Kernel LP algorithm and the LGC, GFHF, LapRLS and GGMC algorithms,
respectively. In view of the difference between the data representations employed by the Kernel
LP algorithm and the remaining four SSL models as well as the fact that, unlike the first four SSL
algorithms, the Kernel LP algorithm performs LP in the kernel space, the degree of similarity
between the Kernel LP classification scheme and the classification schemes obtained by means
of the LGC, GFHF, LapRLS and GGMC algorithms in respect of PPI community 22 (and to
some extent the classification schemes corresponding to PPI community 20) is particularly high.
Similarly, the classification scheme generated by the Kernel LP algorithm is notably similar to
the classification schemes obtained by means of the GFHF, LapRLS and GGMC algorithms in
respect of PPI community 34.
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(a) (b)

(c) (d)

(e)

Figure 8.1: The average ROC curves generated for the LGC scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.2: The average ROC curves generated for the GFHF scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.3: The average ROC curves generated for the LapRLS scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.4: The average ROC curves generated for the GGMC scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.5: The average ROC curves generated for the Kernel LP scores of ten PPA graphs correspond-
ing to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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Lastly, it may be seen that three out of the five SSL algorithms employed in this dissertation,
namely the GFHF, LapRLS and GGMC algorithms, achieved an average AUC ROC value of
0.9999 when applied to the ten samples of PPI community 31. This was not only the highest
average AUC ROC value observed over all thirty nine PPI communities for the GFHF, LapRLS
and GGMC algorithms, but also the overall highest average AUC ROC value achieved by any of
the five algorithms over all thirty nine PPI communities. Furthermore, recall that the average
AUC ROC value of 0.9943 observed for the Kernel LP algorithm in respect of PPI community
31 was the highest average AUC ROC value achieved by the Kernel LP algorithm for any of the
thirty nine PPI communities. These findings indicate that the PPA graphs generated in respect
of PPI community 31, using the hyperparameter values obtained by the PG-learn algorithm,
closely approximate the true underlying structures of the proteomic data and that the data
represented in these PPA graphs satisfy the graph-based SSL assumptions described in §3.4.1
to a significant extent.

The average AUC ROC value achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms for each PPI community is shown in the second columns of Tables 8.7–8.11. The
average AUC ROC values computed for the LGC, GFHF, LapRLS, GGMC and Kernel LP al-
gorithms over all thirty nine PPI communities are 0.9689, 0.9888, 0.9905, 0.9872 and 0.9745,
respectively. These large AUC ROC values are consistent with the high performance levels
reported in the previous section. The distributions of the AUC ROC values obtained when
employing the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms are represented graph-
ically in Figure 8.6. From this box plot comparison it may be seen that, with respect to the
AUC ROC performance measure, the LapRLS algorithm outperformed the remaining four al-
gorithms. Furthermore, the GFHF and GGMC algorithms achieved similar AUC ROC values,
outperforming both the Kernel LP and LGC algorithms. These performance measure values
were once again compared by means of the Wilcoxon signed-rank sum test.

Figure 8.6: A box plot comparison of the distributions of the AUC ROC values achieved by the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms over the thirty nine PPI communities.
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Table 8.7: The AUC ROC and AUC PRC values achieved by the LGC algorithm for the thirty nine
PPI communities.

Community AUC ROC AUC PRC

1 0.9823 0.9887
2 0.9909 0.9939
3 0.9845 0.9900
4 0.9846 0.9896
5 0.9731 0.9842
6 0.9840 0.9894
7 0.8075 0.7573
8 0.9408 0.9213
9 0.9703 0.9624
10 0.9568 0.9545
11 0.9729 0.9568
12 0.9523 0.9227
13 0.9776 0.9858
14 0.9159 0.9378
15 0.9890 0.9932
16 0.9755 0.9843
17 0.9786 0.9864
18 0.9915 0.9949
19 0.9893 0.9931
20 0.9733 0.9795
21 0.9877 0.9913
22 0.9941 0.9964
23 0.9856 0.9913
24 0.9762 0.9758
25 0.9856 0.9904
26 0.9820 0.9891
27 0.9891 0.9924
28 0.9937 0.9956
29 0.9902 0.9933
30 0.9836 0.9891
31 0.9917 0.9947
32 0.9858 0.9906
33 0.9896 0.9930
34 0.7914 0.8242
35 0.9128 0.8532
36 0.9937 0.9960
37 0.9883 0.9926
38 0.9816 0.9670
39 0.9927 0.9957
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Table 8.8: The AUC ROC and AUC PRC values achieved by the GFHF algorithm for the thirty nine
PPI communities.

Community AUC ROC AUC PRC

1 0.9928 0.9952
2 0.9930 0.9951
3 0.9880 0.9922
4 0.9897 0.9929
5 0.9896 0.9927
6 0.9869 0.9909
7 0.9877 0.9692
8 0.9660 0.9672
9 0.9899 0.9887
10 0.9731 0.9790
11 0.9909 0.9921
12 0.9811 0.9849
13 0.9838 0.9901
14 0.9826 0.9893
15 0.9905 0.9935
16 0.9896 0.9931
17 0.9866 0.9913
18 0.9941 0.9872
19 0.9838 0.9898
20 0.9430 0.9280
21 0.9969 0.9977
22 0.9948 0.9968
23 0.9862 0.9916
24 0.9915 0.9943
25 0.9897 0.9931
26 0.9902 0.9931
27 0.9899 0.9936
28 0.9949 0.9965
29 0.9893 0.9925
30 0.9859 0.9902
31 0.9999 0.9999
32 0.9924 0.9950
33 0.9912 0.9943
34 0.9833 0.9897
35 0.9829 0.9827
36 0.9912 0.9944
37 0.9887 0.9919
38 0.9871 0.9782
39 0.9903 0.9945
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Table 8.9: The AUC ROC and AUC PRC values achieved by the LapRLS algorithm for the thirty nine
PPI communities.

Community AUC ROC AUC PRC

1 0.9934 0.9954
2 0.9916 0.9944
3 0.9915 0.9947
4 0.9854 0.9904
5 0.9895 0.9931
6 0.9886 0.9926
7 0.9847 0.9857
8 0.9953 0.9966
9 0.9999 0.9999
10 0.9991 0.9992
11 0.9998 0.9998
12 0.9873 0.9919
13 0.9883 0.9927
14 0.9899 0.9929
15 0.9909 0.9940
16 0.9965 0.9975
17 0.9877 0.9921
18 0.9950 0.9922
19 0.9885 0.9926
20 0.9767 0.9828
21 0.9969 0.9976
22 0.9941 0.9957
23 0.9883 0.9922
24 0.9890 0.9928
25 0.9880 0.9915
26 0.9930 0.9949
27 0.9906 0.9944
28 0.9945 0.9963
29 0.9901 0.9934
30 0.9906 0.9932
31 0.9999 0.9999
32 0.9882 0.9922
33 0.9903 0.9938
34 0.9857 0.9904
35 0.9657 0.9667
36 0.9955 0.9969
37 0.9898 0.9929
38 0.9858 0.9833
39 0.9945 0.9965
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Table 8.10: The AUC ROC and AUC PRC values achieved by the GGMC algorithm for the thirty nine
PPI communities.

Community AUC ROC AUC PRC

1 0.9911 0.9943
2 0.9922 0.9947
3 0.9871 0.9919
4 0.9878 0.9920
5 0.9821 0.9889
6 0.9851 0.9901
7 0.9944 0.9947
8 0.9761 0.9799
9 0.9901 0.9890
10 0.9697 0.9708
11 0.9819 0.9725
12 0.9799 0.9836
13 0.9837 0.9900
14 0.9838 0.9900
15 0.9887 0.9925
16 0.9881 0.9923
17 0.9862 0.9912
18 0.9928 0.9831
19 0.9824 0.9889
20 0.9729 0.9812
21 0.9965 0.9973
22 0.9936 0.9961
23 0.9855 0.9913
24 0.9901 0.9936
25 0.9882 0.9919
26 0.9892 0.9927
27 0.9894 0.9935
28 0.9932 0.9954
29 0.9877 0.9918
30 0.9857 0.9903
31 0.9999 0.9999
32 0.9899 0.9933
33 0.9908 0.9940
34 0.9831 0.9894
35 0.9841 0.9850
36 0.9917 0.9948
37 0.9883 0.9920
38 0.9873 0.9777
39 0.9922 0.9954
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Table 8.11: The AUC ROC and AUC PRC values achieved by the Kernel LP algorithm for the thirty
nine PPI communities.

Community AUC ROC AUC PRC

1 0.9442 0.9591
2 0.9587 0.9643
3 0.9860 0.9857
4 0.9587 0.9508
5 0.9693 0.9665
6 0.9818 0.9864
7 0.9233 0.9122
8 0.9810 0.9844
9 0.9897 0.9928
10 0.9159 0.9252
11 0.9891 0.9909
12 0.9877 0.9898
13 0.9725 0.9688
14 0.9920 0.9921
15 0.9742 0.9596
16 0.9830 0.9845
17 0.9901 0.9901
18 0.9924 0.9924
19 0.9658 0.9726
20 0.9467 0.9278
21 0.9828 0.9796
22 0.9896 0.9924
23 0.9925 0.9934
24 0.9887 0.9897
25 0.9165 0.9239
26 0.9823 0.9789
27 0.9898 0.9912
28 0.9937 0.9919
29 0.9379 0.9528
30 0.9890 0.9907
31 0.9943 0.9904
32 0.9924 0.9938
33 0.9850 0.9885
34 0.9839 0.9887
35 0.9916 0.9913
36 0.9869 0.9901
37 0.9868 0.9852
38 0.9313 0.9268
39 0.9899 0.9903
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It was found that, for values of p = 6.844 × 10−3, p = 1.860 × 10−4, p = 3.164 × 10−8 and
p = 9.095 × 10−11, strong evidence exists that the LapRLS model exhibits superior disease
protein classification capabilities in respect of the AUC ROC value achieved compared with the
GFHF, GGMC, Kernel LP and LGC models, respectively. Furthermore, strong evidence was
uncovered in support of the GFHF algorithm being capable of significantly outperforming the
LGC, GGMC and Kernel LP models for values of p = 3.105 × 10−6, p = 6.844 × 10−3, and
p = 1.391 × 10−3. Similarly, strong evidence was found to suggest that the GGMC algorithm
exhibits superior performance compared with the Kernel LP and LGC algorithms for values of
p = 3.198 × 10−3 and p = 3.347 × 10−6, respectively. Applying the Wilcoxon signed-rank sum
test did not, however, yield strong evidence indicating that the apparent superior AUC ROC
values achieved by the Kernel LP algorithm over the LGC algorithm are statistically significant.

In order to assess the model’s early retrieval abilities, the SpAUC ROC values (see §3.2.2) cor-
responding to various upper limits for the FPR, and anchored at an FPR of 0, were computed.
The SpAUC ROC values achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algo-
rithms, corresponding to FPR upper limits of 0.01, 0.05, 0.10, 0.15, 0.20 and 0.25, are given
in Tables 8.12–8.16, respectively. The average SpAUC ROC values computed for each of these
FPR upper limits are plotted in Figure 8.7, with the blue, red, black, green and orange curves
corresponding to the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms, respectively.

Figure 8.7: The average SpAUC ROC values (over the thirty nine PPI communities) achieved by the
LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms, corresponding to the blue, red, black, green
and orange curves, respectively, for different upper limits of the FPR.
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Table 8.12: The SpAUC ROC values achieved by the LGC algorithm for the thirty nine PPI commu-
nities and various FPR upper limits.

SpAUC ROC

Community 0.01 0.05 0.10 0.15 0.20 0.25

1 0.9588 0.9596 0.9608 0.9628 0.9644 0.9656
2 0.9674 0.9728 0.9765 0.9782 0.9794 0.9804
3 0.9573 0.9596 0.9631 0.9654 0.9673 0.9689
4 0.9572 0.9606 0.9626 0.9637 0.9648 0.9660
5 0.9518 0.9557 0.9575 0.9585 0.9591 0.9597
6 0.9558 0.9593 0.9617 0.9628 0.9643 0.9663
7 0.2426 0.3074 0.3553 0.3910 0.4418 0.5037
8 0.0799 0.5202 0.7225 0.7921 0.8278 0.8501
9 0.3105 0.6880 0.8152 0.8627 0.8890 0.9059
10 0.4368 0.6689 0.8026 0.8504 0.8758 0.8923
11 0.2123 0.5960 0.7826 0.8473 0.8809 0.9013
12 0.0720 0.4587 0.7041 0.7875 0.8307 0.8571
13 0.6428 0.6583 0.6745 0.6831 0.6896 0.6944
14 0.6583 0.7413 0.8140 0.8456 0.8623 0.8727
15 0.9646 0.9714 0.9755 0.9777 0.9795 0.9808
16 0.9472 0.9488 0.9507 0.9526 0.9541 0.9555
17 0.9469 0.9518 0.9544 0.9568 0.9588 0.9604
18 0.9512 0.9784 0.9819 0.9836 0.9848 0.9856
19 0.9730 0.9740 0.9753 0.9764 0.9773 0.9783
20 0.7471 0.8916 0.9122 0.9207 0.9262 0.9318
21 0.9583 0.9611 0.9645 0.9665 0.9680 0.9704
22 0.9841 0.9859 0.9870 0.9879 0.9891 0.9899
23 0.9661 0.9700 0.9722 0.9740 0.9753 0.9761
24 0.6815 0.8290 0.8974 0.9216 0.9341 0.9418
25 0.9576 0.9595 0.9625 0.9655 0.9681 0.9706
26 0.9567 0.9621 0.9654 0.9678 0.9695 0.9709
27 0.9656 0.9678 0.9690 0.9710 0.9730 0.9745
28 0.9738 0.9774 0.9795 0.9814 0.9831 0.9844
29 0.9662 0.9710 0.9735 0.9753 0.9770 0.9785
30 0.9568 0.9612 0.9625 0.9637 0.9644 0.9651
31 0.9781 0.9789 0.9806 0.9819 0.9832 0.9842
32 0.9583 0.9617 0.9644 0.9663 0.9680 0.9698
33 0.9643 0.9655 0.9696 0.9732 0.9754 0.9769
34 0.5713 0.5944 0.6150 0.6324 0.6459 0.6574
35 0.2996 0.3849 0.4622 0.5267 0.5756 0.6563
36 0.9748 0.9835 0.9861 0.9873 0.9880 0.9886
37 0.9647 0.9708 0.9731 0.9749 0.9769 0.9781
38 0.2581 0.7503 0.8686 0.9082 0.9281 0.9399
39 0.9847 0.9866 0.9878 0.9883 0.9886 0.9888
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Table 8.13: The SpAUC ROC values achieved by the GFHF algorithm for the thirty nine PPI commu-
nities and various FPR upper limits.

SpAUC ROC

Community 0.01 0.05 0.10 0.15 0.20 0.25

1 0.9696 0.9737 0.9788 0.9812 0.9833 0.9847
2 0.9669 0.9741 0.9778 0.9799 0.9816 0.9833
3 0.9592 0.9658 0.9694 0.9714 0.9732 0.9753
4 0.9672 0.9691 0.9710 0.9728 0.9747 0.9764
5 0.6306 0.6408 0.6558 0.6690 0.6806 0.6912
6 0.9531 0.9564 0.9603 0.9638 0.9668 0.9691
7 0.5480 0.8086 0.8908 0.9240 0.9419 0.9535
8 0.3591 0.6921 0.8210 0.8675 0.8918 0.9071
9 0.6825 0.8106 0.9020 0.9335 0.9497 0.9598
10 0.5547 0.8255 0.8923 0.9158 0.9285 0.9369
11 0.7672 0.9069 0.9463 0.9605 0.9681 0.9729
12 0.7289 0.8719 0.9149 0.9314 0.9414 0.9484
13 0.9591 0.9640 0.9658 0.9683 0.9704 0.9722
14 0.9502 0.9558 0.9597 0.9627 0.9664 0.9688
15 0.9623 0.9689 0.9724 0.9751 0.9772 0.9786
16 0.9612 0.9668 0.9719 0.9744 0.9763 0.9776
17 0.9541 0.9614 0.9653 0.9682 0.9708 0.9729
18 0.6391 0.9224 0.9584 0.9704 0.9769 0.9808
19 0.9603 0.9622 0.9639 0.9659 0.9675 0.9687
20 0.1777 0.4144 0.6214 0.7231 0.7789 0.8140
21 0.9835 0.9863 0.9883 0.9901 0.9913 0.9921
22 0.9854 0.9856 0.9863 0.9874 0.9890 0.9902
23 0.9665 0.9696 0.9724 0.9746 0.9760 0.9770
24 0.9677 0.9728 0.9761 0.9781 0.9797 0.9811
25 0.9613 0.9684 0.9726 0.9752 0.9774 0.9791
26 0.9612 0.9655 0.9702 0.9728 0.9743 0.9768
27 0.9691 0.9744 0.9773 0.9785 0.9802 0.9813
28 0.9722 0.9784 0.9831 0.9856 0.9868 0.9877
29 0.9571 0.9639 0.9669 0.9698 0.9721 0.9739
30 0.9532 0.9572 0.9600 0.9621 0.9641 0.9667
31 0.9927 0.9980 0.9990 0.9993 0.9995 0.9996
32 0.6470 0.6557 0.6673 0.6775 0.6874 0.6967
33 0.9625 0.9711 0.9775 0.9801 0.9819 0.9831
34 0.9558 0.9612 0.9649 0.9673 0.9691 0.9707
35 0.7524 0.8087 0.8644 0.8947 0.9167 0.9315
36 0.9691 0.9747 0.9764 0.9788 0.9808 0.9823
37 0.9539 0.9581 0.9625 0.9660 0.9682 0.9704
38 0.4320 0.8031 0.8934 0.9253 0.9419 0.9520
39 0.6564 0.6640 0.6725 0.6813 0.6901 0.6988
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Table 8.14: The SpAUC ROC values achieved by the LapRLS algorithm for the thirty nine PPI
communities and various FPR upper limits.

SpAUC ROC

Community 0.01 0.05 0.10 0.15 0.20 0.25

1 0.8193 0.9354 0.9551 0.9643 0.9694 0.9730
2 0.6495 0.7997 0.8837 0.9152 0.9320 0.9429
3 0.7930 0.9133 0.9458 0.9574 0.9635 0.9676
4 0.8402 0.9362 0.9554 0.9635 0.9676 0.9704
5 0.9581 0.9649 0.9679 0.9707 0.9729 0.9746
6 0.6702 0.8698 0.9206 0.9397 0.9499 0.9561
7 0.6436 0.8790 0.9189 0.9372 0.9491 0.9567
8 0.7654 0.9089 0.9401 0.9522 0.9588 0.9629
9 0.9687 0.9838 0.9919 0.9946 0.9960 0.9968
10 0.6269 0.7878 0.8751 0.9078 0.9252 0.9363
11 0.7410 0.9005 0.9454 0.9614 0.9696 0.9745
12 0.8480 0.9320 0.9501 0.9582 0.9627 0.9655
13 0.7090 0.8332 0.8984 0.9264 0.9411 0.9503
14 0.7831 0.9049 0.9364 0.9477 0.9543 0.9588
15 0.8207 0.8914 0.9292 0.9457 0.9554 0.9617
16 0.7516 0.8583 0.9110 0.9314 0.9427 0.9505
17 0.7111 0.8013 0.8672 0.8955 0.9118 0.9222
18 0.9317 0.9802 0.9865 0.9896 0.9913 0.9923
19 0.6920 0.8794 0.9170 0.9331 0.9433 0.9498
20 0.7853 0.9317 0.9513 0.9582 0.9619 0.9641
21 0.9542 0.9857 0.9914 0.9935 0.9945 0.9956
22 0.8559 0.9108 0.9310 0.9411 0.9482 0.9537
23 0.6536 0.8251 0.8990 0.9250 0.9385 0.9474
24 0.6023 0.8572 0.9190 0.9400 0.9506 0.9572
25 0.9707 0.9787 0.9809 0.9825 0.9834 0.9839
26 0.7690 0.9326 0.9570 0.9652 0.9707 0.9744
27 0.7683 0.9152 0.9480 0.9597 0.9665 0.9710
28 0.8275 0.9493 0.9677 0.9752 0.9791 0.9816
29 0.6636 0.8849 0.9299 0.9454 0.9536 0.9589
30 0.8553 0.9327 0.9536 0.9618 0.9664 0.9693
31 0.8943 0.9497 0.9675 0.9750 0.9793 0.9821
32 0.8703 0.9403 0.9533 0.9595 0.9635 0.9666
33 0.7701 0.9225 0.9500 0.9598 0.9654 0.9694
34 0.7928 0.8701 0.9117 0.9279 0.9369 0.9431
35 0.8471 0.9130 0.9352 0.9466 0.9534 0.9576
36 0.7317 0.8983 0.9382 0.9536 0.9622 0.9676
37 0.7401 0.8867 0.9255 0.9412 0.9506 0.9567
38 0.8010 0.9297 0.9493 0.9569 0.9624 0.9669
39 0.6812 0.8212 0.8993 0.9278 0.9425 0.9516
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Table 8.15: The SpAUC ROC values achieved by the GGMC algorithm for the thirty nine PPI com-
munities and various FPR upper limits.

SpAUC ROC

Community 0.01 0.05 0.10 0.15 0.20 0.25

1 0.9702 0.9741 0.9781 0.9802 0.9813 0.9823
2 0.9696 0.9748 0.9775 0.9795 0.9810 0.9825
3 0.9653 0.9684 0.9713 0.9730 0.9742 0.9754
4 0.9648 0.9666 0.9682 0.9700 0.9717 0.9739
5 0.9509 0.9534 0.9590 0.9630 0.9664 0.9686
6 0.9554 0.9585 0.9612 0.9644 0.9671 0.9694
7 0.8749 0.9306 0.9506 0.9638 0.9720 0.9776
8 0.5735 0.8264 0.8930 0.9172 0.9299 0.9382
9 0.6903 0.8178 0.9057 0.9357 0.9509 0.9603
10 0.4370 0.7803 0.8696 0.9005 0.9169 0.9269
11 0.2119 0.7275 0.8561 0.9003 0.9228 0.9365
12 0.7151 0.8602 0.9070 0.9250 0.9355 0.9424
13 0.9636 0.9665 0.9682 0.9694 0.9708 0.9720
14 0.9598 0.9625 0.9642 0.9662 0.9687 0.9706
15 0.9663 0.9705 0.9722 0.9740 0.9751 0.9762
16 0.9655 0.9687 0.9723 0.9745 0.9759 0.9769
17 0.9612 0.9653 0.9673 0.9693 0.9713 0.9731
18 0.6288 0.9187 0.9565 0.9691 0.9755 0.9793
19 0.9599 0.9633 0.9638 0.9646 0.9655 0.9663
20 0.7244 0.8893 0.9130 0.9247 0.9313 0.9362
21 0.9835 0.9859 0.9868 0.9877 0.9890 0.9897
22 0.9849 0.9853 0.9860 0.9863 0.9872 0.9880
23 0.9667 0.9700 0.9729 0.9747 0.9759 0.9770
24 0.9704 0.9724 0.9754 0.9776 0.9789 0.9799
25 0.9633 0.9684 0.9701 0.9706 0.9711 0.9718
26 0.9636 0.9672 0.9709 0.9733 0.9746 0.9761
27 0.9743 0.9770 0.9785 0.9793 0.9804 0.9816
28 0.9750 0.9781 0.9817 0.9836 0.9847 0.9853
29 0.9615 0.9668 0.9681 0.9699 0.9715 0.9734
30 0.9573 0.9591 0.9624 0.9643 0.9658 0.9673
31 0.9942 0.9988 0.9994 0.9996 0.9997 0.9998
32 0.9650 0.9683 0.9719 0.9750 0.9770 0.9784
33 0.9656 0.9704 0.9761 0.9790 0.9809 0.9821
34 0.9604 0.9625 0.9649 0.9663 0.9678 0.9693
35 0.8170 0.8649 0.8906 0.9088 0.9238 0.9363
36 0.9728 0.9780 0.9792 0.9820 0.9836 0.9845
37 0.9646 0.9665 0.9685 0.9704 0.9717 0.9730
38 0.5591 0.8281 0.9064 0.9334 0.9469 0.9555
39 0.9828 0.9839 0.9853 0.9858 0.9865 0.9872
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Table 8.16: The SpAUC ROC values achieved by the Kernel LP algorithm for the thirty nine PPI
communities and various FPR upper limits.

SpAUC ROC

Community 0.01 0.05 0.10 0.15 0.20 0.25

1 0.5326 0.8015 0.8581 0.8805 0.8931 0.9013
2 0.4426 0.7915 0.8690 0.8959 0.9100 0.9186
3 0.6515 0.9106 0.9454 0.9577 0.9642 0.9683
4 0.3385 0.6822 0.7890 0.8406 0.8696 0.8877
5 0.6053 0.7646 0.8601 0.8950 0.9127 0.9237
6 0.7822 0.9275 0.9467 0.9538 0.9583 0.9619
7 0.1141 0.4735 0.6441 0.7355 0.7858 0.8171
8 0.7376 0.9116 0.9385 0.9499 0.9561 0.9603
9 0.8098 0.9499 0.9691 0.9758 0.9791 0.9811
10 0.8026 0.9418 0.9611 0.9686 0.9729 0.9763
11 0.8033 0.9492 0.9677 0.9740 0.9775 0.9796
12 0.8101 0.9392 0.9583 0.9661 0.9707 0.9736
13 0.3657 0.7877 0.8749 0.9070 0.9239 0.9342
14 0.7649 0.9402 0.9637 0.9719 0.9763 0.9790
15 0.5404 0.6933 0.8087 0.8669 0.8967 0.9152
16 0.6664 0.8999 0.9370 0.9508 0.9585 0.9631
17 0.7219 0.9232 0.9500 0.9610 0.9675 0.9717
18 0.7296 0.9365 0.9646 0.9739 0.9786 0.9814
19 0.5775 0.8583 0.9054 0.9210 0.9290 0.9341
20 0.0834 0.4574 0.6987 0.7828 0.8262 0.8530
21 0.5946 0.8335 0.9049 0.9308 0.9444 0.9530
22 0.8717 0.9629 0.9748 0.9793 0.9815 0.9828
23 0.8484 0.9548 0.9697 0.9748 0.9777 0.9799
24 0.7608 0.9331 0.9571 0.9661 0.9712 0.9746
25 0.4640 0.6681 0.7493 0.7931 0.8195 0.8377
26 0.4486 0.8385 0.9088 0.9325 0.9447 0.9524
27 0.7437 0.9345 0.9607 0.9699 0.9747 0.9779
28 0.7646 0.9417 0.9664 0.9751 0.9799 0.9828
29 0.5267 0.7919 0.8504 0.8731 0.8850 0.8930
30 0.8386 0.9471 0.9639 0.9702 0.9739 0.9764
31 0.6171 0.9172 0.9570 0.9706 0.9774 0.9815
32 0.8801 0.9611 0.9736 0.9781 0.9804 0.9821
33 0.8041 0.9390 0.9578 0.9654 0.9694 0.9721
34 0.8330 0.9447 0.9599 0.9661 0.9694 0.9714
35 0.1682 0.5752 0.7163 0.7786 0.8132 0.8343
36 0.8287 0.9478 0.9640 0.9701 0.9735 0.9756
37 0.6158 0.8992 0.9404 0.9547 0.9626 0.9677
38 0.2195 0.5663 0.7048 0.7667 0.8042 0.8300
39 0.7622 0.9418 0.9643 0.9723 0.9765 0.9791
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The early retrieval ability of a disease gene identification model is paramount since, due to the
costly and time-consuming nature of biological experiments, it is typical for only a fraction of
the top-scoring genes to be considered for further investigation.

In the figure it may be seen that at an FPR upper limit of 0.01, the GGMC, GFHF, GGMC and
LGC algorithms were capable of achieving SpAUC ROC values above 0.76. At a slightly higher
FPR upper limit of 0.05, all five graph-based SSL algorithms were capable of achieving SpAUC
ROC values above 0.84, indicating meaningful ER performance. Moreover, for an FPR upper
limit of 0.25, all five SSL algorithms achieved average SpAUC ROC values above 0.9. Hence, all
five algorithms exhibited significant early retrieval abilities.

At an FPR upper limit of 0.01, the highest SpAUC ROC value is achieved by the GGMC algo-
rithm, followed by the GFHF, LapRLS, LGC and Kernel LP algorithms, respectively. Employing
the Wilcoxon signed-rank sum test, strong evidence was uncovered in support of the GGMC
algorithm being capable of outperforming the LGC, GFHF, LapRLS and Kernel LP algorithms
for an FPR upper limit of 0.01 (the corresponding p-values are 2.661 × 10−4, 3.320 × 10−4,
4.949 × 10−3 and 3.051 × 10−6, respectively). Moreover, both the GFHF and LapRLS algo-
rithms significantly outperformed the Kernel LP algorithm for p-values of p = 1.146× 10−5 and
p = 4.387× 10−4, respectively.

For an FPR upper limit of 0.05, on the other hand, the LapRLS algorithm achieved the highest
average SpAUC ROC value, followed by the GGMC, GFHF, LGC and Kernel LP algorithms,
respectively. Employing the Wilcoxon signed-rank sum test, it was found that, for p-values of
2.601× 10−7, 3.051× 10−6, 2.071× 10−3 and 7.276× 10−12, strong evidence exists for an FPR
upper limit of 0.05 that the LapRLS algorithm exhibits superior ER abilities over the LGC,
GFHF, GGMC and Kernel LP algorithms.

In addition, strong evidence was uncovered in support of the GGMC algorithm being capable
of significantly outperforming the LGC, GFHF and Kernel LP algorithms (the corresponding
p-values are 1.685×10−4, 1.085×10−3 and 1.201×10−4). Similarly, for values of p = 3.996×10−2

and p = 1.971×10−2, strong evidence was uncovered in support of the GFHF algorithm achieving
significantly higher SpAUC values than the LGC and Kernel LP algorithms.

In Figure 8.7 it may be seen that, for an FPR upper limit of 0.10 or higher, the LapRLS,
GGMC, GFHF, Kernel LP and LGC algorithms achieved the first, second, third, fourth and
fifth best SpAUC ROC values, respectively. The Wilcoxon signed-rank sum test was once again
performed in order to determine whether the apparent superior performance of the LapRLS
algorithm in respect of the SpAUC ROC values achieved for FPR upper limits of 0.10, 0.15, 0.20
and 0.25 were statistically significant. These comparisons revealed strong evidence in support
of the LapRLS algorithm exhibiting superior ER abilities over the LGC, GFHF, GGMC and
Kernel LP algorithms for FPR upper limits of 0.10 (the corresponding p-values are 7.891×10−8,
4.400×10−5, 1.281×10−3 and 9.095×10−11, respectively), 0.15 (the corresponding p-values are
8.94×10−8, 7.495×10−4, 1.212×10−3 and 6.148×10−10, respectively), 0.20 (the corresponding
p-values are 1.143 × 10−7, 1.246 × 10−3, 1.679 × 10−3 and 3.889 × 10−9, respectively) and 0.25
(the corresponding p-values are 7.891 × 10−8, 1.246 × 10−3, 1.085 × 10−3 and 1.169 × 10−8,
respectively).

Subsequently, the Wilcoxon signed-rank sum test was applied in order to compare the perfor-
mances achieved by the GGMC algorithm with those achieved by the GFHF, Kernel LP and LGC
algorithms, respectively. These comparisons revealed that the GGMC algorithm is capable of
significantly outperforming the LGC and Kernel LP algorithms with respect to the SpAUC ROC
values achieved for FPR upper limits of 0.10 (the corresponding p-values are 5.106× 10−5 and
1.685× 10−4, respectively), 0.15 (the corresponding p-values are 1.729× 10−5 and 2.836× 10−4,
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respectively), 0.20 (the corresponding p-values are 1.594× 10−5 and 5.585× 10−4, respectively)
and 0.25 (the corresponding p-values are 8.161× 10−6 and 1.317× 10−3, respectively).

Similarly, comparing the SpAUC ROC values achieved by the GFHF algorithm with the SpAUC
ROC values achieved by the Kernel LP and LGC algorithms, respectively, produced strong
evidence in support of the GFHF algorithm being capable of significantly outperforming the
LGC and Kernel LP algorithms in respect of the SpAUC ROC values achieved for FPR upper
limits of 0.10 (the corresponding p-values are 2.888× 10−2 and 5.618× 10−2, respectively) and
0.15 (the corresponding p-values are 1.681×10−2 and 7.501×10−2, respectively). Furthermore, it
was found that for FPR upper limits of 0.20 and 0.25, the GFHF algorithm does not significantly
outperform the Kernel LP algorithm. Strong evidence does, however, exist in support of the
GFHF algorithm being capable of outperforming the LGC algorithm for values of p = 1.111 ×
10−2 and p = 7.835× 10−3, respectively. Lastly, neither the LGC nor the Kernel LP algorithm
exhibited significantly superior ER abilities for an FPR upper limit of 0.10, 0.15, 0.20 or 0.25
over any of the other algorithms considered.

The ultimate model-wide performance measure considered in this dissertation is the AUC PRC
value. Five examples of PRC curves constructed for the LGC algorithm are shown in Fig-
ures 8.8(a)–8.8(e). These are the average PRC curves generated for ten samples of PPI com-
munities 10, 20, 22, 31 and 34, respectively. Confidence bands corresponding to a confidence
level of 95% are denoted by the shaded areas. The average AUC PRC values achieved by the
LGC algorithm for PPI communities 10, 20, 22, 31 and 34, are 0.9545, 0.9795, 0.9964, 0.9947
and 0.8242, respectively.

Five examples of PRC curves were also constructed for the GFHF algorithm and are shown in
Figures 8.9(a)–8.9(e). The average AUC PRC values achieved by the GFHF algorithm for PPI
communities 10, 20, 22, 31 and 34, are 0.9790, 0.9280, 0.9968, 0.9999 and 0.9897, respectively.

Similarly, the PRC curves constructed for the classification schemes obtained by means of the
LapRLS algorithm for PPI communities 10, 20, 22, 31 and 34, are illustrated in Figures 8.10(a)–
8.10(e). The corresponding average AUC PRC values are 0.9992, 0.9828, 0.9957, 0.9999, and
0.9904, respectively.

The five examples of PRC curves constructed for the GGMC algorithm are shown in Fig-
ures 8.11(a)–8.11(e) and the average AUC PRC values achieved by the GGMC algorithm for PPI
communities 10, 20, 22, 31 and 34, are 0.9708, 0.9812, 0.9961, 0.9999 and 0.9894, respectively.

The final set of PRC curves was constructed for the Kernel LP algorithm and these curves are
shown in Figures 8.12(a)–8.12(e). The average AUC PRC values achieved by the Kernel LP
algorithm for PPI communities 10, 20, 22, 31 and 34, are 0.9252, 0.9278, 0.9924, 0.9904 and
0.9887, respectively.

The average AUC PRC values achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms for each PPI community are shown in the third columns of Tables 8.7–8.11. The
average AUC PRC values computed for the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms over all thirty nine PPI communities are 0.9687, 0.9888, 0.9930, 0.9899 and 0.9750,
respectively. Note that, since the non-disease proteins were assigned to the negative data sets in
such a manner that each data set is perfectly balanced, the AUC PRC of a random classifier is
0.5. Consequently, these AUC PRC values indicate that all five SSL models achieved high levels
of performance with respect to precision and recall.

The distributions of the AUC PRC values obtained when employing the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms are represented graphically in Figure 8.13. It may be seen
that the LapRLS algorithm once again outperformed the remaining four SSL algorithms. The
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(a) (b)

(c) (d)

(e)

Figure 8.8: The average PRC generated for the LGC scores of ten PPA graphs corresponding to
(a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.9: The average PRC generated for the GFHF scores of ten PPA graphs corresponding to
(a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.10: The average PRC generated for the LapRLS scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.11: The average PRC generated for the GGMC scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 8.12: The average PRC generated for the Kernel LP scores of ten PPA graphs corresponding
to (a) PPI community 10, (b) PPI community 20, (c) PPI community 22, (d) PPI community 31 and
(e) PPI community 34. The shaded areas in the plots denote confidence bands corresponding to a
confidence interval of 95%.
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Figure 8.13: A box plot comparison of the distributions of the AUC PRC values achieved by the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms over the thirty nine PPI communities.

second highest average AUC PRC value was obtained for the GGMC models, followed closely
by the GFHF models. The LGC and Kernel LP algorithms once again achieved the lowest and
second lowest performances, respectively.

Employing the Wilcoxon signed-rank sum test, the statistical significance of the LapRLS algo-
rithm’s apparent superior performance in respect of the AUC PRC values achieved was eval-
uated. These comparisons revealed that, for values of p = 1.860 × 10−3, p = 3.164 × 10−8

and p = 1.550 × 10−2, strong evidence exists that the LapRLS model achieves higher levels of
precision and recall than the GGMC, Kernel LP and LGC models (but not the GFHF model),
respectively. Moreover, it was found that, for values of p = 2.615 × 10−3, p = 2.783 × 10−5

and p = 2.783 × 10−5, the GFHF algorithm exhibits significantly superior precision and recall
abilities compared with the GGMC, Kernel LP and LGC algorithms, respectively. In addition,
it was found that the GGMC algorithm is capable of achieving significantly higher levels of
precision and recall than the Kernel LP algorithm for a value of p = 3.198× 10−3.

Based on the evaluations described in this section and the previous section, it is evident that
the LGC, GFHF, LapRLS, GGMC and Kernel LP models exhibit impressive disease protein
prediction powers. The highest AUC ROC value reported in the works referenced in §4.6 is
0.981 [216]. In order to achieve the AUC ROC value of 0.981 reported in [216], text-mining
data were, however, leveraged and a considerably lower AUC ROC value of 0.915 was achieved
when text-mining data were excluded. Recall from §4.6 that incorporating text-mining data may
introduce a bias which causes algorithms to perform well in respect of historical training data but
poorly in a prospective setting [137, 139, 138, 251]. Efforts focussed on the identification of novel
disease genes would therefore most likely benefit from excluding text-mining data. The highest
AUC ROC value reported in the works referenced in §4.6 which did not utilise text-mining data
is 0.96 [238]. Hence, three of the graph-based SSL models developed in this dissertation, namely
the GFHF, LapRLS and GGMC algorithms, achieved higher AUC ROC values than the best

Stellenbosch University https://scholar.sun.ac.za



256 Chapter 8. Model evaluations

AUC ROC value achieved by any of the comparable methods found in the literature and all five
models achieved superior AUC ROC values compared with previous works in which text-mining
data were not exploited.

Although one cannot directly compare the approach developed in this dissertation with those
presented in [216] and [238], the large AUC ROC values achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP models suggest that the approach developed in this dissertation may
have the potential to compete with some of the pre-eminent methods described in the literature.

In order to ensure that the high levels of performance achieved were not the result of some
error allowing information to leak5 from the test data to the training and validation data, the
following test was performed. Five PPI communities were arbitrarily selected and the PG-learn
algorithm was applied to three samples of each of these PPI communities. For each sample, the
PG-learn algorithm was given a time budget B = 32. Consequently, RPG = blogr 32c = 19
rounds of elimination were performed for three samples of each of the five PPI communities
selected. Intuitively, if information were leaking from the test data to the training data or the
validation data, one would expect the final CA achieved (on the test data) to continue to improve
as the number of elimination rounds performed during the execution of the PG-learn algorithm
increases. In this case, the model would eventually achieve perfect CA given a large enough time
budget B. No improvement in CA was observed, however, suggesting that no information was
leaked from the test data to the training or validation data.

A number of notable insights were gained by evaluating the abilities of the various graph-
based SSL algorithms in respect of the model-wide performance measures employed in this
section, as well as the single-threshold performance measures considered in the previous section.
First, consider the algorithms which have already been employed in previous efforts to identify
putative disease genes by means of graph-based SSL, namely the LGC and GFHF algorithms. An
unexpected finding in the experimental work of this dissertation was that the GFHF algorithm
significantly outperformed the LGC algorithm with respect to the majority of the performance
measures employed.

To the best of the author’s knowledge, the LGC and GFHF algorithms have not previously been
compared in the context of a disease protein identification problem. Nevertheless, the LGC
algorithm was initially expected to yield superior results for the following reasons. First, as
mentioned in §6.4, when considering the relatively small number of graph-based SSL approaches
to disease gene identification reported in the literature, the LGC algorithm dominates (only one
instance of the GFHF algorithm being employed in a disease gene identification setting could
be identified in the literature). Secondly, the LGC algorithm was employed in the hyperparam-
eter tuning process (the PG-learn algorithm) and lastly, in previous comparisons between the
LGC and GFHF algorithm, conducted by Zhou et al. [452], the LGC algorithm indeed achieved
smaller test errors when applied to a toy classification data set, a digit recognition data set and
a text classification data set. Moreover, the specific implementation of the GFHF algorithm
employed in [452] exploited prior knowledge of the proportions of positive and negative obser-
vations in each data set. Class prior knowledge is not, however, available for the disease protein
classification problem. Hence, it was expected that the LGC algorithm would achieve higher
levels of performance than the GFHF algorithm.

One explanation for the superior abilities exhibited by the GFHF algorithm may be that it
computes an exact solution whereas the specific implementation of the LGC algorithm employed

5Recall that according to the methodology designed, no models were ever to be tested on data to which they
had been previously exposed. Moreover, scaling transformations were performed separately for the training,
validation and test data of each sample set. Therefore, if information leaking did occur, it would have to be due
to an error introduced in the code of the PG-learn algorithm.
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computes an approximate solution. It seems unlikely, however, that this distinction would result
in the significant differences in performance levels described in this chapter.

Another possibility is that, in the context of this particular problem, prior knowledge of disease
proteins should be prioritised as opposed to the PPA global structure. Recall that the GFHF
algorithm clamps the values of labelled proteins at either 0 or 1, whereas the LGC algorithm
allows for the given labels to be altered in order to prioritise the PPA graph structure.

It is also be worth considering the difference between the underpinning mechanisms of the algo-
rithms. Simply put, the GFHF algorithm classifies proteins by pushing the decision boundary
into low density regions of the graph. The LGC algorithm, on the other hand, effectively pumps
class information from the labelled vertices through the graph and performs classification based
on the amount of information a vertex receives corresponding to a particular class. From the
classification schemes shown in Figures 7.14, 7.15, 7.19, 7.20, 7.24, 7.25, 7.29, 7.30, 7.34 and
7.35, it would seem that the focus of the GFHF algorithm on the decision boundary enforces
a simpler classification scheme on the graph than does the LGC algorithm. This difference is
evident in the classification schemes generated by the two algorithms for the PPA graphs cor-
responding to PPI communities 10 and 34, shown in Figures 7.14 and 7.15, and 7.34 and 7.35,
respectively. Notice that ‘pockets’ of proteins with predicted class labels dissimilar to those of
their surrounding proteins are also present in the classification schemes generated by the LGC
algorithm shown in Figures 7.19, 7.24 and 7.29.

Next, consider the LapRLS, GGMC and Kernel LP algorithms which, to the best of the author’s
knowledge, have not yet been employed in any computational approaches geared towards the
identification of putative disease genes. The first of these three algorithms, the LapRLS algo-
rithm (published in 2006), not only outperformed in the seminal LGC and GFHF algorithms
(published in 2004 and 2003, respectively), but also the more novel GGMC and Kernel LP
algorithms, published in 2013 and 2018, respectively.

One possible reason for the LapRLS algorithm’s superior performance may be its ability to
achieve a trade-off between enforcing smoothness in the ambient space and enforcing smoothness
on the manifold. Recall, from §3.7.4, that the LapRLS algorithm hyperparameters γA and γI
modulate the relative importance of enforcing smoothness in the ambient space and enforcing
smoothness on the manifold, respectively. In order to facilitate a meaningful comparison, the
specific values employed in this dissertation may be scaled according to the number of labelled
proteins in the training set and the total number of proteins in the PPI community as

γ′A = γA`,

γ′I =
γI`

(u+ `)2
.

The average values obtained for γ′A and γ′I over the thirty nine PPI communities are 0.0183 and
0.0356, respectively. The smaller value of γ′A indicates that the implementations of the LapRLS
algorithm utilised in this dissertation placed a larger emphasis on enforcing smoothness on the
manifold than enforcing smoothness in the ambient space. This is reflected in the LapRLS
classification scheme exemplars provided in Figures 7.16, 7.21, 7.26, 7.31 and 7.36 in which
the predicted disease and non-disease proteins are largely separated into substructures of the
corresponding PPA graphs and these substructures are, in turn, separated by low density regions
in the graphs.

The considerable performance levels achieved by the LapRLS algorithm whilst prioritising en-
forcing smoothness on the manifold suggest that the SSL assumptions described in §3.4.1 are
indeed satisfied to a significant degree with respect to the underlying structure of the data con-
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sidered in this dissertation. Intuitively, if these SSL assumptions did not hold, employing large
values of γI would have resulted in poor model performance.

Nevertheless, the superior performance of the LapRLS algorithm over the remaining four SSL
algorithms in respect of a number of performance measures may indicate that, as is inevitably the
case when considering real-world data, a number of data points that break these SSL assumptions
are present within the data. That is, the LapRLS algorithm is likely capable of significantly
outperforming the remaining four SSL algorithms due to its ability to enforce smoothness in the
ambient space as well as on the manifold, thereby allowing the LapRLS algorithm to correctly
classify a number of proteins belonging to the test set that satisfy the SSL assumptions to a
lesser degree.

The penultimate SSL algorithm employed in this dissertation, the GGMC algorithm, also exhib-
ited impressive classification abilities, achieving the second highest average AUC ROC value of
the five SSL algorithms employed. It may be reasoned, however, that the specific problem con-
sidered in this dissertation does not allow for all the unique strengths of the GGMC algorithm
to be utilised. Recall that the GGMC algorithm was developed with a focus on robustness to
adverse labelling conditions such as labelled training data with class proportions that are unusu-
ally disproportionate to the true class proportions of the data. The approach adopted towards
generating the negative data sets and subsequently the training, validation and test sets in this
dissertation, however, prevents the occurrence of a number of these adverse labelling conditions.

In addition, the ability of the GGMC algorithm to incorporate prior class knowledge was not
utilised since, as mentioned with respect to the GFHF algorithm, reliable prior class knowledge
is not presently available for the disease gene prediction problem. Should such information
become available, however, the ability of the GGMC algorithm to incorporate this knowledge
may prove invaluable.

It should be highlighted that the GFHF, LapRLS and GGMC algorithms were applied to the
PPA graphs constructed using the PG-learn algorithm, which, in turn, employs the LGC
algorithm. The high performance levels achieved by the GFHF, LapRLS and GGMC algorithms
on these PPA graphs, generated using the hyperparameter values obtained by the PG-learn
algorithm, suggest that the PPA graphs closely approximate the true underlying structures of
the proteomic data.

The fifth algorithm employed in this dissertation, the Kernel LP algorithm, was not applied to
these PPA graphs. Rather, the Kernel LP models were trained on the Gram matrices constructed
using the attribute hyperparameter values returned by the PG-learn algorithm.

Despite being the most recent among the five algorithms considered, the Kernel LP algorithm
achieved the second worst performances overall, outperforming only the LGC algorithm. On
other words, three out of the four algorithms employing the PPA graphs achieved significantly
superior performance levels over the Kernel LP algorithm. In addition, strong evidence could not
be uncovered in support of the Kernel LP algorithm being capable of significantly outperforming
the fourth algorithm applied to the PPA graphs, the LGC algorithm, in respect of the majority
of performance measures considered in this dissertation.

One possible explanation for the uncompetitive abilities exhibited by the Kernel LP algorithm,
compared with those of the GFHF, LapRLS and GGMC algorithms, may therefore be that the
tailored PPA graph construction methodology adopted in this dissertation, in which the modular
nature of PPI networks is exploited and significant effort is dedicated to constructing graphs
which closely approximate the true underlying structure of the data, produces more accurate
representations of the data than does the reconstruction weight matrix employed by the Kernel
LP algorithm.
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It should be highlighted that the binary nature of the disease gene identification problem consid-
ered in this dissertation does not allow for all the predicted strengths of the Kernel LP algorithm
to be showcased. Recall, for example, that the Kernel LP algorithm is capable of leveraging
negative labelling information in multi-class classification problems. Hence, the Kernel LP al-
gorithm may be the most suitable choice when attempting to label putative disease proteins
according to their respective disease phenotypes.

8.3 Chapter summary

This chapter contained a description of the performances of the LGC, GFHF, LapRLS, GGMC
and Kernel LP algorithms with respect to four single-threshold and three model-wide perfor-
mance measures values. The chapter opened, in §8.1, with descriptions of the model performance
with respect to the CA, precision, recall and F1-score achieved. This was followed by a discus-
sion on the model-wide performance measure values achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms in §8.2. The model-wide performance measures considered
in that section included the AUC ROC, the SpAUC ROC and the AUC PRC. PRC and ROC
curves were also generated for the PPA graphs corresponding to PPI communities 10, 20, 22,
31 and 34. Strong evidence was uncovered in support of the LapRLS algorithm being capable of
significantly outperforming the LGC, GFHF, GGMC and Kernel LP algorithms in the context
of the disease protein prediction problem considered in this dissertation. In addition, it was
found that the GFHF, LapRLS and GGMC algorithms typically exhibit superior classification
abilities over the LGC and Kernel LP algorithms.
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CHAPTER 9

Validation of methodology
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This chapter is devoted to a validation of the specific disease gene identification approach devel-
oped in this dissertation. It opens in §9.1 with an investigation into the efficacy with which the
LGC, GFHF, LapRLS, GGMC and Kernel LP models learn from labelled instances included in
the training data set. Next, the merits of exploiting the modular nature of the disease phenotype
network by constructing separate PPI communities is explored in §9.2. The focus shifts in §9.3
to a discussion on the consistency with which proteins belonging to multiple PPI communities
are classified as either disease or non-disease proteins. This is followed by a description in §9.4 of
experiments conducted for the purpose of demonstrating the value of incorporating additional
biological data in the classification process. In the penultimate section, particular attention
is again afforded to PPI communities 10, 20, 22, 31 and 34. The chapter closes with a brief
summary.

9.1 Learning curve

The efficacy with which the graph-based SSL models developed in this dissertation utilise the
given labelled data was investigated by training and evaluating the models on data sets generated
using different proportions of the labelled data for training, validation and test purposes. Three
samples corresponding to six different proportions of testing, validation and training data were
generated for each PPI community. These samples were obtained for test : validation : training
ratios of 95 : 4.75 : 0.25, 90 : 9 : 1, 80 : 16 : 4, 60 : 24 : 16, 40 : 36 : 24 and 20 : 16 : 64.
Subsequently, the PG-learn algorithm was employed to construct PPA graphs corresponding
to each of these samples. The LGC, GFHF, LapRLS and GGMC algorithms were applied
to the PPA graphs returned by the PG-learn algorithm and the Kernel LP algorithm was
applied to the Gram matrices constructed using the attribute hyperparameter values returned
by the PG-learn algorithm. Finally, the resulting models were evaluated based on their AUC
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ROC values. The average AUC ROC values (over the thirty nine PPI communities considered in
§5.4) obtained by the five SSL algorithms and corresponding to particular test:validation:training
ratios are plotted in Figure 9.1. The blue, red, black, green and orange curves again denote the
performance values achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms,
respectively.

First, it should be highlighted that even when as little as 0.25% of the given labelled data were
assigned to the training set, all five algorithms achieved average AUC ROC values larger than
0.945. Each of the graph-based SSL algorithms employed in this dissertation, therefore, exhibit
notable abilities with respect to the efficacy with which they utilise labelled data for training
and validation purposes.

From the figure it is clear that the LapRLS algorithm consistently achieved larger average AUC
ROC values than the LGC, GFHF, GGMC and Kernel LP algorithms for a particular data split.
Moreover, the largest average AUC ROC value achieved by any of the LGC, GFHF, GGMC and
Kernel LP algorithms is smaller than the average AUC ROC values achieved by the LapRLS
algorithm for all data splits in which more than 1% of the labelled data were used for training
purposes. Hence, the LapRLS algorithm exhibits superior abilities with respect to the efficacy
with which it utilises the labelled data in the training set when compared with the LGC, GFHF,
GGMC and Kernel LP algorithms.

Figure 9.1: The average AUC ROC values achieved by the LGC (blue), GFHF (red), LapRLS (black),
GGMC (green) and Kernel LP (orange) algorithms, plotted against the sum of the proportions of the
labelled data included in the validation set and the training set for test : validation : training ratios of
95 : 4.75 : 0.25, 90 : 9 : 1, 80 : 16 : 4, 60 : 24 : 16, 40 : 36 : 24 and 20 : 16 : 64.
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An upward trend is observed in the AUC ROC values achieved by the LGC algorithm, corre-
sponding to the first four test:validation:training ratios for larger proportions of labelled data
in the training and validation sets. The AUC ROC values achieved by the GFHF and GGMC
algorithms, on the other hand, saw little improvement when more than 4% of the labelled data
were included in the training set. In simple terms, the GFHF and GGMC algorithms required
fewer labelled training data points to “reach their potential.” This trend, in combination with
the fact that the LGC algorithm consistently achieved smaller average AUC ROC values than
the GFHF and GGMC algorithms for a particular data split, suggests that in the context of
the disease protein identification problem considered in this dissertation, the GFHF and GGMC
algorithms better exploit the information gained from each labelled instance than does the LGC
algorithm.

Note that whilst the GFHF and GGMC algorithms achieved similar average AUC ROC values
when more than 4% of the labelled data were included in the training set, the GGMC algorithm
achieved superior average AUC ROC values when smaller proportions of the labelled data were
utilised for training purposes. This suggests that, for data splits of 95 : 4.75 : 0.25 and 90 : 9 : 1,
the GGMC algorithm exhibits superior abilities in respect of the knowledge gained from each
individual labelled data point when compared with the GFHF algorithm.

In Figure 9.1 it is also clear that when less than 4% of the labelled data were included in the
training set, the Kernel LP algorithm achieved larger AUC ROC values than the LGC algorithm,
indicating that the Kernel LP algorithm is better able to exploit the information gained from
each labelled instance than the LGC algorithm for data splits of 95 : 4.75 : 0.25, 90 : 9 : 1 and
80 : 16 : 4. Little improvement is observed in the AUC ROC values achieved by the Kernel LP
algorithm when larger proportions of the labelled data are utilised for training purposes. Hence,
the Kernel LP algorithm requires fewer labelled data points in order to achieve its maximum
level of performance than does the LGC algorithm.

Recall that the evaluations discussed in the previous chapter were conducted for SSL models
developed using a data split of 80 : 16 : 4. Furthermore, recall that the Kernel LP algorithm typ-
ically achieved larger values for the performance measures considered (employing the Wilcoxon
signed-rank sum test did not, however, provide strong evidence in support of the Kernel LP
algorithm being capable of significantly outperforming the LGC algorithm). In Figure 9.1 it is
clear that the LGC algorithm achieves better average AUC ROC values than the Kernel LP
algorithm when 16% or more of the labelled data points are included in the training set. It
is therefore possible that, given sufficient labelled training data, the LGC algorithm may be
capable of outperforming the Kernel LP algorithm in the context of the particular problem set-
ting considered in this dissertation, but that the LGC algorithm failed to do so (in respect of
the evaluations presented in the previous chapter) due to the inferior efficiency with which it
extracts knowledge from each labelled data point when compared with the Kernel LP algorithm.

The Wilcoxon signed-rank sum test was applied and strong evidence was uncovered in support
of the LGC algorithm being capable of outperforming the Kernel LP algorithm in respect of the
AUC ROC values achieved when 16% or more of the labelled data are included in the training
set (the corresponding p-values are 5.944× 10−3, 1.148× 10−2 and 1.611× 10−3, respectively).
Hence, when 16% or more of the labelled data were utilised for training purposes, all four of the
SSL algorithms employed in this dissertation that were applied to the PPA graphs outperformed
the more novel Kernel LP algorithm, which did not employ the PPA graphs, with respect to the
AUC ROC achieved. This finding once again emphasises the centrality of the graph construction
problem in graph-based SSL applications.
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9.2 Comparison with the full PPI graph

In §5.1, it was posited that the modular nature of the human disease network can be exploited
in order to construct PPI communities on which a model would yield superior results due to
the shared properties of the proteins belonging to the same PPI community. The validity of
this assumption was investigated by applying the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms to the full PPI graph and comparing the results thus obtained with those obtained
for the PPI communities.

The average ROC curves (constructed using ten samples of the full PPI graph) corresponding
to the classification schemes generated by the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms are shown in Figures 9.2(a)–9.2(e). The AUC ROC values of these curves are 0.8276,
0.9250, 0.9597, 0.9601 and 0.9669, respectively. These values are significantly smaller than the
average AUC ROC values of 0.9689, 0.9871, 0.9905, 0.9872 and 0.9745 recorded in §8.2 for the
LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms, respectively, when applied to the
PPA graphs corresponding to the thirty nine PPI communities. This suggests that the models
exhibit superior classification abilities when applied to the PPI communities as opposed to when
applied to the full PPI graph.

It should also be noted that the confidence bands in Figure 9.2(a) are considerably larger than
those in Figures 9.2(b)–9.2(e). This may indicate that, in the context of this particular problem,
the LGC algorithm is more sensitive to the particular selection of test, validation and training
data than the GFHF, LapRLS, GGMC and Kernel LP algorithms. A similar conclusion may
be drawn when comparing the PRCs generated for the various SSL algorithms, as shown in
Figures 9.3(a)–9.3(e), respectively. It may be seen that the confidence bands of the PRC corre-
sponding to the LGC algorithm are significantly wider than the confidence bands of the PRCs
generated for the GFHF, LapRLS, GGMC and Kernel LP algorithms.

The AUC PRC values of the curves shown in Figures 9.3(a)–9.3(e) are 0.8210, 0.8878, 0.9507,
0.9338 and 0.9678, respectively. Hence, the models’ precision and recall abilities also suffer
when applying the graph-based SSL algorithms to the full PPI graph rather than to the PPI
communities.

The enhanced AUC ROC and AUC PRC values achieved by the community-based approach,
as opposed to considering all known PPIs simultaneously, support the supposition in §5.1 that
the modular nature of the human disease phenotype network may be exploited in order to gain
additional insights into the relationship between diseases and proteins.

It is evident in Figures 9.2 and 9.3, that the LapRLS algorithm once again outperformed the
LGC, GFHF and GGMC algorithms when applied to the full PPI graph. Based on the eval-
uations conducted for the PPI communities, this result was to be expected. Unexpectedly,
however, the LapRLS algorithm was, in turn, outperformed by the Kernel LP algorithm which
consistently achieved either the worst or second worst performance metric values during the
evaluations described in the previous chapter. Moreover, the discrepancy between the perfor-
mances achieved when applying a particular algorithm to the full PPI graph rather than to
the PPI communities was considerably smaller for the Kernel LP algorithm than for the LGC,
GFHF, LapRLS and GGMC algorithms.

Recall from the previous section that the LGC algorithm significantly outperforms the Kernel
LP algorithm with respect to the AUC ROC value achieved when 16% or more of the labelled
data are included in the training set. Hence, given a sufficient amount of labelled data points,
all four SSL algorithms which were applied to the PPA graphs corresponding to the thirty
nine PPI communities are capable of significantly outperforming the Kernel LP algorithm (in
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(a) (b)

(c) (d)

(e)

Figure 9.2: The average ROC curves generated for the results returned by (a) the LGC algorithm,
(b) the GFHF algorithm, (c) the LapRLS algorithm, (d) the GGMC algorithm and (e) the Kernel LP
algorithm to the PPA graph corresponding to the full PPI graph. The shaded areas in the plots denote
the confidence bands corresponding to a confidence interval of 95%.
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(a) (b)

(c) (d)

(e)

Figure 9.3: The average PRC curves generated for the results obtained by applying (a) the LGC
algorithm, (b) the GFHF algorithm, (c) the LapRLS algorithm, (d) the GGMC algorithm and (e) the
Kernel LP algorithm to the PPA graph corresponding to the full PPI graph. The shaded areas in the
plots denote the confidence bands corresponding to a confidence interval of 95%.
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this particular problem setting). The Kernel LP algorithm’s superior performance on the full
PPI graph may therefore indicate that the superior performances achieved by the LGC, GFHF,
LapRLS and GGMC algorithms over the Kernel LP algorithm may largely be attributed to the
quality of the PPA graphs constructed for the thirty nine PPI communities to which the LGC,
GFHF, LapRLS and GGMC algorithms were applied.

The considerable decrease in the performances achieved by these algorithms when applied to the
full PPI graph compared with the Kernel LP algorithm, on the other hand, suggests that the
Kernel LP algorithm is better able to capture the underlying properties of the data comprising
the full PPI graph. More specifically, the Kernel LP algorithm’s superior performance on the
full PPI graph may likely be attributed to the flexibility afforded by the approach adopted
towards constructing the reconstruction weight matrix W . Recall, from §3.7.7 that the matrix
W is not sparsified by means of the standard graph sparsification approaches described in §3.6.
Rather, sparsity is induced by minimising the Frobenius norm of the reconstruction weight
matrix (in conjunction with the representation reconstruction error and the label reconstruction
error). Consequently, the Kernel LP algorithm allows for varying neighbourhood sizes in different
regions of the graph.

9.3 Label consistency

The use of PPI communities also allows for classification results to be verified by comparing
the labels assigned to a particular protein in different communities. Logically, if a protein is
classified as a disease protein in PPI community A, one would expect a similar classification in
PPI community B. For each protein, the label assigned to that protein in the majority of the
PPI communities to which it belongs is considered. The proportion of all the labels assigned
to a protein in different PPI communities that agree with this majority label was recorded.
Intuitively, higher proportions indicate more consistent labelling. This proportion is hereafter
referred to as the label consistency of the protein. In Figure 9.4, the average label consistencies
of the proteins are plotted against the number of PPI communities to which they belong.

Intuitively, the larger the number of PPI communities in which a protein receives a particular
label, the more likely that label is to be correct. Consequently, the label consistency of a protein
reflects the confidence with which that protein is assigned the corresponding label.

The label consistency achieved by each of the five SSL algorithms underlies high confidence in the
classifications returned by both the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms.
For instance, an average label consistency of 1 was achieved for all proteins belonging to two
PPI communities. Moreover, the smallest label consistency value recorded (corresponding to the
LGC algorithm and proteins belonging to seven PPI communities) was 0.7997. The average label
consistencies corresponding to the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms are
0.8650, 0.8813, 0.9197, 0.8928 and 0.9459, respectively. A protein is, therefore, assigned to the
same class in more than 86% of the PPI communities in which it appears.

An increasing trend in the average label consistency was observed with respect to the number
of PPI communities to which a protein belongs for the LGC, GFHF, LapRLS and GGMC
algorithms. For the LGC, GFHF and GGMC algorithms a slight decrease in the label consistency
was observed for proteins belonging to thirty or more PPI communities.

In Figure 9.4 it may be seen that the LapRLS algorithm typically achieves larger values of
label consistency than the LGC, GFHF and GGMC algorithms. This observation is consistent
with the findings presented in the previous chapter in support of the LapRLS algorithm being
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Figure 9.4: The average label consistency of a protein plotted against the number of PPI communities
in which that protein appears. The blue, red, black, green and orange curves correspond to the LGC,
GFHF, LapRLS, GGMC and Kernel LP algorithms, respectively.

capable of significantly outperforming the LGC, GFHF and GGMC algorithms. In addition, it
may be seen that the LGC algorithm generally achieves smaller values of label consistency than
the GFHF, LapRLS and GGMC algorithms. This observation is once again consistent with the
relative performances achieved by the LGC algorithm, when compared with the GFHF, LapRLS
and GGMC algorithms, presented in the previous chapter.

The label consistencies achieved by the Kernel LP algorithm, on the other hand, were not
consistent with the relative performances achieved by the Kernel LP algorithm in respect of
the performance metrics considered in the previous chapter. Whilst the Kernel LP algorithm
consistently achieved either the worst or second worst performances (when the second worst
average performance was observed, strong evidence in support of the Kernel LP algorithm being
capable of outperforming the LGC algorithm was not uncovered), it achieved the highest average
label consistency by a significant margin. Moreover, unlike the trends observed in respect of
the LGC, GFHF, LapRLS and GGMC algorithms, a decreasing trend in the average label
consistency was observed with respect to the number of PPI communities to which a protein
belongs.

It should be highlighted that, although one would typically expect a protein to be assigned the
same label in each of the PPI communities in which it appears, classifying a particular protein
as a disease protein in one PPI community and a non-disease protein in another, does not
necessarily reflect a failure. Recall that the multi-functional nature of proteins enables them to
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play different roles in a variety of biological processes. That is, the role played by a protein may
differ in distinct biological scenarios. One way in which such scenarios may be distinguished
is by interaction partners. In other words, a protein may contribute to the expression of a
disease phenotype when interacting with one set of proteins, but have no harmful effects when
interacting with a different set of proteins. Hence, if a protein is classified as a disease protein
in PPI community A but not in PPI community B, it may indicate that the protein contributes
to a disease phenotype in the biological scenario corresponding to PPI community A but not
when functioning in the biological scenario corresponding to PPI community B.

9.4 Biological data validation

The discriminatory abilities of the feature vectors described in §5.3 were studied by adding
noisy attributes (generated by arbitrarily selecting values in the range [0, 1] from a Gaussian
distribution), applying the graph-based SSL algorithms to these new noisy data sets (three
samples of each PPI community) and comparing the attribute hyperparameters (the am-values)
returned by the PG-learn algorithm.

Twelve elements containing noisy data were added to each feature vector, thereby increasing
the amount of noise in the data by roughly 100%. Thereafter, the PG-learn algorithm was
implemented and the average of the twelve attribute hyperparameter values corresponding to
the original data, and the noisy data, respectively, computed. The distributions of the aver-
age attribute hyperparameter values corresponding to the original data and the noisy data,
respectively, obtained for the thirty nine PPI communities, are shown in Figure 9.5.

Figure 9.5: A box plot comparison of the distributions of the average am-values corresponding to the
original protein attributes and the noisy attributes, respectively.

It is evident that, in general, the attribute hyperparameter values returned by the PG-learn
algorithm corresponding to the original data are larger than the attribute hyperparameter values
corresponding to the noisy data. This indicates that the data included in the feature vectors
indeed exhibit some degree of descriptive power with respect to disease and non-disease proteins.

The approach adopted was also validated by demonstrating the advantages of incorporating
additional biological data. To this end, the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms were applied to data sets in which protein attributes generated using different types
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of biological data had been omitted. Four such attribute combinations were considered in which
biological data related to (1) protein domains, (2) pathways, (3) complexes and (4) all additional
biological data were excluded.

The AUC ROC values achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algo-
rithms, when applied to these four data sets, are shown in Tables 9.1–9.5, respectively. The
corresponding average AUC ROC values achieved by the LGC algorithm are 0.8280, 0.9591,
0.9576 and 0.7481, and the corresponding average AUC ROC values achieved by the GFHF
algorithm are 0.8915, 0.9778, 0.9811 and 0.8283. The LapRLS algorithm achieved average AUC
ROC values of 0.9219, 0.9809, 0.9828 and 0.8613 when excluding data related to protein domains,
protein pathways, protein complexes and all three additional biological data types, respectively.
Furthermore, the GGMC algorithm achieved AUC ROC values of 0.8907, 0.9793, 0.9821 and
0.8294 when applied to these four data sets, respectively. Finally, the average AUC ROC values
observed for the Kernel LP models corresponding to these four data sets are 0.8602, 0.9727,
0.0.9741 and 0.8041.

The distributions of the AUC ROC values obtained by the LGC, GFHF, LapRLS, GGMC and
Kernel LP algorithms corresponding to these four data sets are shown in Figures 9.6–9.10. From
these box plot comparisons it follows that the models corresponding to the original data set (in
which no data were excluded) achieved the largest AUC ROC values, followed by the models
corresponding to the data sets in which protein complex data, protein pathway data, protein
domain data and all additional biological data were excluded.

It was found that, with respect to the Wilcoxon signed-rank sum test, the LGC model developed
using all the available data significantly outperformed the LGC models for which data related
to protein domains, protein pathways, protein complexes and all three additional biological data
types were excluded (the corresponding p-values are 5.255 × 10−8, 8.015 × 10−3, 2.650 × 10−2

and 5.255× 10−8, respectively).

Similarly, the GFHF model developed using all the available data significantly outperformed the
GFHF models developed without the use of protein domain data, protein pathway data, protein
complex data or any additional biological data according to the Wilcoxon signed-rank sum test
(the corresponding p-values are 5.255× 10−8, 6.200× 10−5, 2.576× 10−3 and 5.255× 10−8).

Furthermore, for values of p = 3.638 × 10−12, p = 3.289 × 10−9, p = 7.891 × 10−8 and p =
3.638×10−12 the LapRLS model developed using all the available data significantly outperformed
the LapRLS models developed without the use of protein domain data, protein pathway data,
protein complex data or any additional biological data, respectively.

Employing the Wilcoxon signed rank-sum test, strong evidence was uncovered in support of the
GGMC model developed using all the available data being capable of achieving significantly
larger AUC ROC values than the GGMC models developed without the use of protein domain
data, protein pathway data, protein complex data or any additional biological data (the corre-
sponding p-values are 3.638×10−12, 1.012×10−7, 3.670×10−6 and 3.638×10−12, respectively).

Lastly, the Kernel LP model incorporating all three types of additional biological data signif-
icantly outperformed the Kernel LP models which do not exploit protein domain data or any
additional biological data for values of p = 3.638× 10−12 and 3.638× 10−12, but did not signif-
icantly outperform the Kernel LP models developed without protein pathway data or protein
complex data.
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Table 9.1: The AUC ROC values achieved by the LGC algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex
data and all additional biological data were excluded from the feature vectors.

AUC ROC

Community Domains Pathways Complexes Biological

1 0.7669 0.9786 0.9801 0.6996
2 0.8154 0.9797 0.9836 0.7079
3 0.8521 0.9778 0.9799 0.7416
4 0.8041 0.9841 0.9790 0.7550
5 0.7897 0.9668 0.9737 0.7169
6 0.8623 0.9781 0.9838 0.8078
7 0.7872 0.9448 0.9609 0.6441
8 0.8496 0.9708 0.9738 0.7669
9 0.8430 0.9881 0.9926 0.7841
10 0.8261 0.9811 0.9833 0.7309
11 0.8582 0.9597 0.9295 0.8069
12 0.8567 0.9789 0.9812 0.7644
13 0.8476 0.9742 0.9741 0.7519
14 0.8382 0.9708 0.9788 0.7575
15 0.8331 0.9793 0.9786 0.7588
16 0.8584 0.9734 0.9766 0.7599
17 0.8437 0.9732 0.9769 0.7576
18 0.8487 0.9745 0.9840 0.7789
19 0.8317 0.9783 0.9822 0.7682
20 0.8386 0.9645 0.9743 0.7684
21 0.8357 0.9789 0.9906 0.8119
22 0.8105 0.9890 0.9880 0.7315
23 0.8485 0.9800 0.9828 0.7454
24 0.8610 0.9789 0.9822 0.7931
25 0.8171 0.9750 0.8027 0.8637
26 0.8081 0.9750 0.9806 0.7331
27 0.8794 0.9734 0.9798 0.7746
28 0.8606 0.9874 0.9891 0.7678
29 0.8648 0.9736 0.9794 0.8023
30 0.8311 0.9775 0.9799 0.7563
31 0.7756 0.9120 0.9287 0.8144
32 0.8675 0.9791 0.9805 0.7460
33 0.8264 0.9804 0.9817 0.7294
34 0.8389 0.9729 0.9759 0.7652
35 0.7085 0.9623 0.9554 0.7189
36 0.8061 0.9826 0.9878 0.7639
37 0.8683 0.9834 0.9840 0.7456
38 0.7296 0.9501 0.9557 0.8237
39 0.8029 0.9857 0.9851 0.7070
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Table 9.2: The AUC ROC values achieved by the GFHF algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex
data and all additional biological data were excluded from the feature vectors.

AUC ROC

Community Domains Pathways Complexes Biological

1 0.9054 0.9832 0.9857 0.8199
2 0.8973 0.9852 0.9884 0.8136
3 0.8978 0.9800 0.9871 0.8123
4 0.8681 0.9872 0.9856 0.8245
5 0.8750 0.9816 0.9737 0.8276
6 0.8894 0.9761 0.9865 0.8501
7 0.8940 0.9867 0.9923 0.8071
8 0.8898 0.9778 0.9805 0.8110
9 0.8963 0.9974 0.9979 0.8589
10 0.8926 0.9845 0.9879 0.8073
11 0.8633 0.9962 0.9946 0.8491
12 0.8989 0.9790 0.9818 0.8120
13 0.9048 0.9807 0.9832 0.8174
14 0.8794 0.9656 0.9796 0.8124
15 0.9058 0.9833 0.9848 0.8361
16 0.8949 0.9818 0.9867 0.8401
17 0.9130 0.9766 0.9832 0.8602
18 0.9283 0.9847 0.9903 0.8896
19 0.8552 0.9802 0.9831 0.7997
20 0.7374 0.8664 0.8795 0.6674
21 0.9359 0.9888 0.9932 0.8632
22 0.9303 0.9924 0.9922 0.8810
23 0.8888 0.9830 0.9864 0.8037
24 0.9093 0.9866 0.9908 0.8545
25 0.8467 0.9548 0.9516 0.8134
26 0.8794 0.9835 0.9888 0.8212
27 0.9240 0.9770 0.9836 0.8488
28 0.9101 0.9903 0.9930 0.8482
29 0.9136 0.9765 0.9861 0.8463
30 0.8797 0.9791 0.9834 0.7972
31 0.8975 0.9978 0.9967 0.8663
32 0.9016 0.9825 0.9833 0.8216
33 0.9067 0.9857 0.9862 0.8437
34 0.8893 0.9768 0.9832 0.8184
35 0.8397 0.9815 0.9841 0.8291
36 0.8707 0.9828 0.9890 0.8196
37 0.9311 0.9846 0.9851 0.8644
38 0.9136 0.9841 0.9846 0.8704
39 0.9124 0.9873 0.9869 0.8404
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Table 9.3: The AUC ROC values achieved by the LapRLS algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex data
and all additional biological data were excluded from the feature vectors.

AUC ROC

Community Domains Pathways Complexes Biological

1 0.9252 0.9831 0.9846 0.8485
2 0.9216 0.9840 0.9842 0.8603
3 0.9146 0.9836 0.9846 0.8477
4 0.9091 0.9805 0.9822 0.8541
5 0.9029 0.9788 0.9796 0.8456
6 0.9211 0.9771 0.9773 0.8686
7 0.9532 0.9734 0.9917 0.8503
8 0.9233 0.9822 0.9834 0.8483
9 0.9253 0.9897 0.9924 0.8474
10 0.9228 0.9770 0.9768 0.8359
11 0.8993 0.9890 0.9852 0.8688
12 0.9169 0.9797 0.9781 0.8551
13 0.9202 0.9764 0.9796 0.8347
14 0.9073 0.9764 0.9809 0.8420
15 0.9219 0.9713 0.9764 0.8699
16 0.9135 0.9823 0.9834 0.8531
17 0.9307 0.9756 0.9797 0.8714
18 0.9444 0.9769 0.9834 0.9146
19 0.9146 0.9759 0.9799 0.8595
20 0.9275 0.9734 0.9765 0.8081
21 0.9350 0.9767 0.9876 0.8671
22 0.9354 0.9885 0.9884 0.8917
23 0.9187 0.9790 0.9824 0.8472
24 0.9271 0.9821 0.9846 0.8634
25 0.9337 0.9780 0.9819 0.8799
26 0.9022 0.9853 0.9880 0.8386
27 0.9358 0.9826 0.9822 0.8686
28 0.9279 0.9892 0.9892 0.8796
29 0.9316 0.9814 0.9814 0.8752
30 0.9166 0.9752 0.9761 0.8507
31 0.9073 0.9925 0.9919 0.8720
32 0.9172 0.9826 0.9804 0.8578
33 0.9315 0.9815 0.9784 0.8816
34 0.9233 0.9838 0.9833 0.8659
35 0.8889 0.9770 0.9799 0.8709
36 0.9080 0.9804 0.9840 0.8438
37 0.9443 0.9832 0.9841 0.8836
38 0.9281 0.9830 0.9808 0.9069
39 0.9242 0.9847 0.9844 0.8665
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Table 9.4: The AUC ROC values achieved by the GGMC algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex data
and all additional biological data were excluded from the feature vectors.

AUC ROC

Community Domains Pathways Complexes Biological

1 0.9019 0.9793 0.9830 0.8234
2 0.8874 0.9804 0.9852 0.8163
3 0.8934 0.9789 0.9807 0.8183
4 0.8672 0.9819 0.9785 0.8223
5 0.8675 0.9660 0.9713 0.8178
6 0.8806 0.9782 0.9814 0.8227
7 0.8697 0.9828 0.9882 0.7931
8 0.8879 0.9732 0.9774 0.8151
9 0.9039 0.9942 0.9948 0.8514
10 0.8899 0.9797 0.9831 0.8098
11 0.8613 0.9919 0.9906 0.8476
12 0.8950 0.9765 0.9776 0.8243
13 0.8971 0.9784 0.9796 0.8188
14 0.8799 0.9658 0.9758 0.8114
15 0.9046 0.9783 0.9787 0.8325
16 0.8914 0.9771 0.9812 0.8308
17 0.9077 0.9728 0.9755 0.8345
18 0.9241 0.9807 0.9866 0.8856
19 0.8479 0.9772 0.9787 0.8001
20 0.8407 0.9620 0.9680 0.7470
21 0.9346 0.9869 0.9909 0.8517
22 0.9277 0.9903 0.9895 0.8798
23 0.8880 0.9793 0.9806 0.8160
24 0.9071 0.9826 0.9862 0.8504
25 0.8947 0.9730 0.9720 0.8478
26 0.8672 0.9794 0.9848 0.8094
27 0.9125 0.9742 0.9801 0.8446
28 0.9034 0.9859 0.9891 0.8383
29 0.8991 0.9718 0.9808 0.8312
30 0.8745 0.9763 0.9798 0.7957
31 0.8878 0.9949 0.9938 0.8586
32 0.8990 0.9787 0.9799 0.8238
33 0.9016 0.9814 0.9809 0.8458
34 0.8826 0.9725 0.9784 0.8181
35 0.8505 0.9769 0.9817 0.8263
36 0.8668 0.9816 0.9871 0.8131
37 0.9235 0.9824 0.9839 0.8567
38 0.9071 0.9812 0.9798 0.8765
39 0.9115 0.9868 0.9855 0.8403
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Table 9.5: The AUC ROC values achieved by the Kernel LP algorithm for the thirty nine PPI com-
munities when protein attributes generated using protein domain data, protein pathway data, protein
complex data and all additional biological data were excluded from the feature vectors.

AUC ROC

Community Domains Pathways Complexes Biological

1 0.8298 0.9761 0.9831 0.7946
2 0.8547 0.9807 0.9796 0.7565
3 0.8605 0.9726 0.9763 0.7974
4 0.8454 0.9817 0.9775 0.8074
5 0.8254 0.9635 0.9682 0.7812
6 0.8623 0.9688 0.9709 0.8069
7 0.8654 0.9343 0.9570 0.7950
8 0.8707 0.9721 0.9724 0.8085
9 0.8342 0.9819 0.9840 0.8194
10 0.8531 0.9742 0.9775 0.8141
11 0.8629 0.9859 0.9824 0.7773
12 0.8760 0.9674 0.9707 0.8037
13 0.9091 0.9734 0.9781 0.8224
14 0.8115 0.9769 0.9766 0.7904
15 0.8630 0.9671 0.9729 0.7942
16 0.8771 0.9755 0.9733 0.8112
17 0.8846 0.9719 0.9693 0.8290
18 0.8547 0.9773 0.9748 0.8262
19 0.8239 0.9761 0.9739 0.7792
20 0.8196 0.9518 0.9567 0.7865
21 0.9039 0.9732 0.9800 0.8157
22 0.8822 0.9855 0.9858 0.8313
23 0.8539 0.9765 0.9794 0.8067
24 0.8564 0.9766 0.9755 0.8205
25 0.8535 0.9674 0.9700 0.8400
26 0.8626 0.9786 0.9714 0.7999
27 0.8685 0.9653 0.9713 0.8050
28 0.8805 0.9799 0.9818 0.7867
29 0.9036 0.9679 0.9782 0.8321
30 0.8529 0.9757 0.9789 0.7489
31 0.8027 0.9881 0.9858 0.8440
32 0.8739 0.9765 0.9789 0.7983
33 0.8680 0.9774 0.9811 0.8375
34 0.8838 0.9743 0.9771 0.7894
35 0.8589 0.9499 0.9413 0.7701
36 0.8277 0.9786 0.9802 0.7687
37 0.8805 0.9673 0.9659 0.8399
38 0.8811 0.9642 0.9488 0.8030
39 0.8691 0.9819 0.9819 0.8225
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Figure 9.6: A box plot comparison of the distributions of the AUC ROC values achieved by the LGC
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.

Figure 9.7: A box plot comparison of the distributions of the AUC ROC values achieved by the GFHF
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.
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Figure 9.8: A box plot comparison of the distributions of the AUC ROC values achieved by the LapRLS
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.

Figure 9.9: A box plot comparison of the distributions of the AUC ROC values achieved by the GGMC
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.
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Figure 9.10: A box plot comparison of the distributions of the AUC ROC values achieved by the
Kernel LP algorithm over the thirty nine PPI communities when protein attributes generated using
protein domain data, protein pathway data, protein complex data and all additional biological data were
excluded from the feature vectors.

The PRCs corresponding to the four filtered data sets were generated and the corresponding
AUC PRC values recorded. The AUC PRC values achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms are shown in Tables 9.6–9.10. The corresponding average
AUC PRC values achieved by the LGC algorithm are 0.8392, 0.9620, 0.9606 and 0.7613, and the
corresponding average AUC PRC values achieved by the GFHF algorithm are 0.9059, 0.9805,
0.9830 and 0.8530. Moreover, average AUC PRC values of 0.9380, 0.9877, 0.9894 and 0.8898 were
computed for the PRC curves achieved by the LapRLS models developed without exploiting
protein domain data, protein pathway data, protein complex data and all additional biological
data, respectively. Similarly, average AUC PRC values of 0.9107, 0.9875, 0.9892 and 0.8632
were computed for the GGMC models corresponding to the four filtered data sets. Lastly, the
average AUC PRC values corresponding to the Kernel LP algorithm and the four filtered data
sets are 0.8789, 0.9742, 0.9741 and 0.8293.

The distributions of the AUC PRC values obtained by the LGC, GFHF, LapRLS, GGMC and
Kernel LP algorithms corresponding to these four data sets are again represented in five box plot
comparisons in Figures 9.11–9.15. Expectedly, the maximum AUC PRC values achieved by all
five SSL algorithms correspond to the original data set containing all the additional biological
data. The second largest AUC PRC values correspond to the data set in which protein complex
data were excluded, followed by the data sets in which protein pathway data, protein domain
data and all three types of additional biological data were excluded, respectively. The Wilcoxon
signed-rank sum test was again applied to compare the AUC PRC values obtained for these
four data sets with the AUC PRC values obtained using the original data set. It was found
that, for values of p = 7.179× 10−8, p = 9.130× 10−2, p = 8.109× 10−2 and p = 5.255× 10−8,
respectively, strong evidence exists in support of LGC models incorporating all three types of
additional biological data being capable of outperforming LGC models which do not exploit
protein domain, protein pathway, protein complex or any additional biological data.
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Table 9.6: The AUC PRC values achieved by the LGC algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex
data and all additional biological data were excluded from the feature vectors.

AUC PRC

Community Domains Pathways Complexes Biological

1 0.7246 0.9846 0.9854 0.6713
2 0.8202 0.9847 0.9872 0.6740
3 0.8754 0.9840 0.9850 0.7736
4 0.8345 0.9876 0.9846 0.8008
5 0.7748 0.9787 0.9817 0.6883
6 0.8822 0.9841 0.9873 0.8456
7 0.7823 0.8989 0.9330 0.6326
8 0.8529 0.9798 0.9811 0.7862
9 0.8648 0.9906 0.9931 0.8058
10 0.8353 0.9858 0.9871 0.7708
11 0.8887 0.9708 0.9465 0.8488
12 0.8735 0.9849 0.9859 0.7951
13 0.8708 0.9816 0.9817 0.7754
14 0.8395 0.9808 0.9851 0.7711
15 0.8401 0.9849 0.9839 0.7678
16 0.8700 0.9814 0.9832 0.7471
17 0.8633 0.9813 0.9835 0.7614
18 0.8794 0.9618 0.9767 0.7774
19 0.8734 0.9850 0.9871 0.8175
20 0.8423 0.9737 0.9802 0.7738
21 0.8416 0.9845 0.9918 0.8480
22 0.7828 0.9917 0.9908 0.6916
23 0.8594 0.9853 0.9870 0.7670
24 0.8563 0.9845 0.9865 0.8035
25 0.8153 0.9819 0.8217 0.8954
26 0.8284 0.9826 0.9855 0.7301
27 0.8939 0.9815 0.9848 0.8138
28 0.8708 0.9898 0.9908 0.7457
29 0.8864 0.9815 0.9843 0.8456
30 0.8407 0.9835 0.9851 0.7794
31 0.7815 0.9206 0.9436 0.8587
32 0.8764 0.9846 0.9854 0.7531
33 0.8262 0.9852 0.9859 0.7135
34 0.8743 0.9806 0.9824 0.8046
35 0.7194 0.9606 0.9457 0.7215
36 0.8251 0.9875 0.9900 0.8055
37 0.8860 0.9875 0.9878 0.7415
38 0.7861 0.9356 0.9163 0.8534
39 0.7906 0.9898 0.9889 0.6869
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Table 9.7: The AUC PRC values achieved by the GFHF algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex
data and all additional biological data were excluded from the feature vectors.

AUC PRC

Community Domains Pathways Complexes Biological

1 0.9136 0.9877 0.9903 0.8351
2 0.9095 0.9891 0.9911 0.8413
3 0.9162 0.9860 0.9900 0.8215
4 0.8875 0.9899 0.9892 0.8666
5 0.8918 0.9869 0.9826 0.8596
6 0.9067 0.9833 0.9897 0.8756
7 0.9181 0.9872 0.9927 0.8260
8 0.9031 0.9841 0.9863 0.8368
9 0.9133 0.9974 0.9979 0.8836
10 0.9090 0.9885 0.9907 0.8261
11 0.8905 0.9964 0.9952 0.8857
12 0.9054 0.9859 0.9871 0.8252
13 0.9243 0.9865 0.9880 0.8528
14 0.8981 0.9786 0.9861 0.8563
15 0.9170 0.9874 0.9887 0.8727
16 0.9107 0.9873 0.9901 0.8559
17 0.9351 0.9848 0.9879 0.8914
18 0.9424 0.9876 0.9900 0.9158
19 0.8918 0.9870 0.9882 0.8375
20 0.7147 0.8104 0.8418 0.6457
21 0.9519 0.9916 0.9948 0.8923
22 0.9407 0.9947 0.9945 0.9048
23 0.8977 0.9881 0.9906 0.8416
24 0.9136 0.9899 0.9929 0.8804
25 0.8202 0.9481 0.9374 0.7864
26 0.9050 0.9881 0.9913 0.8594
27 0.9331 0.9846 0.9884 0.8826
28 0.9177 0.9924 0.9941 0.8524
29 0.9320 0.9845 0.9893 0.8810
30 0.8941 0.9854 0.9879 0.8407
31 0.9209 0.9978 0.9969 0.8987
32 0.9127 0.9879 0.9882 0.8372
33 0.9197 0.9892 0.9898 0.8616
34 0.9140 0.9844 0.9880 0.8569
35 0.8666 0.9827 0.9847 0.8466
36 0.8848 0.9879 0.9918 0.8540
37 0.9400 0.9883 0.9889 0.8855
38 0.9370 0.9885 0.9881 0.8919
39 0.9300 0.9919 0.9915 0.8696
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Table 9.8: The AUC PRC values achieved by the LapRLS algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex data
and all additional biological data were excluded from the feature vectors.

AUC PRC

Community Domains Pathways Complexes Biological

1 0.9414 0.9898 0.9906 0.8801
2 0.9363 0.9904 0.9904 0.8850
3 0.9345 0.9899 0.9908 0.8769
4 0.9239 0.9883 0.9889 0.8806
5 0.9268 0.9869 0.9874 0.8770
6 0.9376 0.9864 0.9864 0.8951
7 0.9642 0.9757 0.9948 0.8808
8 0.9377 0.9892 0.9899 0.8741
9 0.9381 0.9938 0.9959 0.8743
10 0.9396 0.9866 0.9863 0.8692
11 0.9209 0.9932 0.9909 0.8943
12 0.9337 0.9881 0.9873 0.8854
13 0.9384 0.9859 0.9877 0.8663
14 0.9296 0.9855 0.9890 0.8782
15 0.9363 0.9828 0.9860 0.9001
16 0.9296 0.9895 0.9902 0.8817
17 0.9477 0.9851 0.9875 0.8972
18 0.9577 0.9712 0.9845 0.9336
19 0.9301 0.9853 0.9879 0.8840
20 0.9428 0.9786 0.9834 0.8462
21 0.9517 0.9856 0.9932 0.8974
22 0.9517 0.9934 0.9934 0.9159
23 0.9338 0.9878 0.9896 0.8778
24 0.9408 0.9893 0.9908 0.8897
25 0.9508 0.9867 0.9882 0.9066
26 0.9242 0.9912 0.9928 0.8715
27 0.9490 0.9895 0.9892 0.8973
28 0.9432 0.9937 0.9936 0.9082
29 0.9486 0.9888 0.9881 0.9032
30 0.9339 0.9856 0.9860 0.8764
31 0.9286 0.9959 0.9957 0.9024
32 0.9337 0.9899 0.9884 0.8890
33 0.9438 0.9890 0.9872 0.9031
34 0.9397 0.9903 0.9899 0.8916
35 0.8911 0.9821 0.9849 0.8938
36 0.9276 0.9880 0.9904 0.8787
37 0.9557 0.9899 0.9904 0.9072
38 0.9462 0.9893 0.9862 0.9299
39 0.9428 0.9915 0.9910 0.9010
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Table 9.9: The AUC PRC values achieved by the GGMC algorithm for the thirty nine PPI communities
when protein attributes generated using protein domain data, protein pathway data, protein complex data
and all additional biological data were excluded from the feature vectors.

AUC PRC

Community Domains Pathways Complexes Biological

1 0.9112 0.9877 0.9901 0.8522
2 0.9022 0.9882 0.9911 0.8451
3 0.9136 0.9871 0.9882 0.8547
4 0.8869 0.9888 0.9872 0.8573
5 0.8895 0.9801 0.9830 0.8479
6 0.9012 0.9861 0.9884 0.8605
7 0.8990 0.9862 0.9917 0.8322
8 0.9032 0.9842 0.9863 0.8392
9 0.9182 0.9973 0.9978 0.8803
10 0.9087 0.9876 0.9898 0.8326
11 0.8909 0.9957 0.9946 0.8853
12 0.9002 0.9857 0.9864 0.8465
13 0.9186 0.9869 0.9876 0.8522
14 0.8989 0.9805 0.9858 0.8542
15 0.9186 0.9866 0.9870 0.8724
16 0.9085 0.9867 0.9887 0.8595
17 0.9310 0.9841 0.9853 0.8537
18 0.9403 0.9864 0.9906 0.9159
19 0.8875 0.9869 0.9875 0.8483
20 0.8999 0.9790 0.9830 0.8323
21 0.9522 0.9921 0.9951 0.8873
22 0.9377 0.9952 0.9946 0.9032
23 0.8998 0.9877 0.9887 0.8422
24 0.9150 0.9894 0.9920 0.8773
25 0.9293 0.9843 0.9833 0.8957
26 0.8962 0.9877 0.9908 0.8481
27 0.9265 0.9851 0.9880 0.8816
28 0.9158 0.9917 0.9934 0.8631
29 0.9224 0.9833 0.9879 0.8706
30 0.8919 0.9857 0.9876 0.8288
31 0.9154 0.9979 0.9970 0.8942
32 0.9127 0.9873 0.9880 0.8450
33 0.9161 0.9886 0.9886 0.8714
34 0.9057 0.9839 0.9871 0.8590
35 0.8691 0.9817 0.9859 0.8453
36 0.8844 0.9890 0.9923 0.8562
37 0.9354 0.9888 0.9897 0.8842
38 0.9338 0.9884 0.9872 0.9084
39 0.9306 0.9932 0.9922 0.8815
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Table 9.10: The AUC PRC values achieved by the Kernel LP algorithm for the thirty nine PPI
communities when protein attributes generated using protein domain data, protein pathway data, protein
complex data and all additional biological data were excluded from the feature vectors.

AUC PRC

Community Domains Pathways Complexes Biological

1 0.8569 0.9779 0.9806 0.8328
2 0.8646 0.9817 0.9817 0.7954
3 0.8856 0.9769 0.9775 0.8304
4 0.8449 0.9840 0.9764 0.8348
5 0.8591 0.9655 0.9706 0.8130
6 0.8713 0.9745 0.9749 0.8183
7 0.8882 0.9293 0.9621 0.8002
8 0.8913 0.9776 0.9773 0.8338
9 0.8503 0.9807 0.9824 0.8447
10 0.8834 0.9764 0.9792 0.8445
11 0.8862 0.9842 0.9790 0.8004
12 0.8847 0.9726 0.9734 0.8238
13 0.9244 0.9750 0.9782 0.8474
14 0.8473 0.9795 0.9802 0.8255
15 0.8744 0.9742 0.9761 0.8244
16 0.8926 0.9773 0.9705 0.8431
17 0.9158 0.9786 0.9731 0.8556
18 0.8645 0.9725 0.9675 0.8236
19 0.8615 0.9796 0.9722 0.8019
20 0.8468 0.9543 0.9563 0.8243
21 0.9243 0.9706 0.9811 0.8346
22 0.8945 0.9813 0.9835 0.8494
23 0.8697 0.9789 0.9805 0.8309
24 0.8658 0.9783 0.9724 0.8411
25 0.8930 0.9670 0.9705 0.8711
26 0.8743 0.9806 0.9670 0.8179
27 0.8820 0.9646 0.9641 0.8203
28 0.8994 0.9820 0.9813 0.8247
29 0.9211 0.9718 0.9773 0.8605
30 0.8607 0.9780 0.9819 0.7844
31 0.8318 0.9878 0.9834 0.8678
32 0.8866 0.9810 0.9790 0.8316
33 0.8834 0.9801 0.9801 0.8601
34 0.9022 0.9800 0.9799 0.8370
35 0.8635 0.9444 0.9472 0.7872
36 0.8447 0.9797 0.9793 0.8064
37 0.8942 0.9708 0.9712 0.8573
38 0.8940 0.9600 0.9394 0.7888
39 0.8984 0.9834 0.9809 0.8530

Stellenbosch University https://scholar.sun.ac.za



284 Chapter 9. Validation of methodology

Similarly, the GFHF model which incorporated all three types of additional biological data
significantly outperformed the GFHF models which excluded protein domain, protein pathway,
protein complex and all additional biological data (the corresponding p-values are 7.179× 10−8,
5.032× 10−3, 2.130× 10−2 and 5.255× 10−8) with respect to the AUC PRC values achieved.

Furthermore, strong evidence was uncovered in support of the LapRLS model which incorporates
all the available data being capable of achieving significantly higher AUC PRC values compared
with the LapRLS models excluding protein domain data, protein pathway data, protein complex
data and all additional biological data (the corresponding p-values are 3.638×10−12, 3.258×10−7,
5.758× 10−6 and 3.638× 10−12, respectively).

A similar trend was observed for the GGMC models developed using the filtered data sets.
It was found that, for values of p = 3.638 × 10−12, p = 2.242 × 10−3, p = 3.593 × 10−2

and p = 3.638 × 10−12 the GGMC model corresponding to the original data set significantly
outperformed the GGMC models developed without protein domain data, protein pathway data,
protein complex data an all additional biological data.

The Kernel LP algorithm utilising all the available data once again achieved significantly superior
AUC PRC values compared with the Kernel LP models which excluded protein domain data and
all additional biological data (the corresponding p-values are 3.638× 10−12 and 3.638× 10−12).
Statistically significant evidence could not be uncovered in support of the Kernel LP algorithm
developed using the original data set being capable of outperforming the Kernel LP models
corresponding to the filtered data sets in which protein pathway data and protein complex data
were excluded, respectively.

Figure 9.11: A box plot comparison of the distributions of the AUC PRC values achieved by the LGC
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.
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Figure 9.12: A box plot comparison of the distributions of the AUC PRC values achieved by the GFHF
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.

Figure 9.13: A box plot comparison of the distributions of the AUC PRC values achieved by the
LapRLS algorithm over the thirty nine PPI communities when protein attributes generated using protein
domain data, protein pathway data, protein complex data and all additional biological data were excluded
from the feature vectors.
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Figure 9.14: A box plot comparison of the distributions of the AUC PRC values achieved by the GGMC
algorithm over the thirty nine PPI communities when protein attributes generated using protein domain
data, protein pathway data, protein complex data and all additional biological data were excluded from
the feature vectors.

Figure 9.15: A box plot comparison of the distributions of the AUC PRC values achieved by the
Kernel LP algorithm over the thirty nine PPI communities when protein attributes generated using
protein domain data, protein pathway data, protein complex data and all additional biological data were
excluded from the feature vectors.
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The superior AUC ROC and AUC PRC values obtained by the LGC, GFHF, LapRLS, GGMC
and Kernel LP models incorporating the additional biological data confirm the usefulness of
additional proteomic data in the context of disease gene identification.

The distributions in Figures 9.6–9.15 also provide insight into the relative importance of the
various types of additional biological data. The most significant decrease in the AUC ROC and
AUC PRC values achieved by the algorithms is observed when excluding all additional biological
data, followed by the exclusion of data related to protein domains, protein pathway data and
protein complex data. Protein domain data are, therefore, considered the most important
additional biological data in terms of the discriminatory power it lends to the model.

The decrease in the AUC ROC and AUC PRC values observed when excluding data related to
protein pathways and protein complexes is considerably smaller. When comparing the box plots
corresponding to the data sets for which protein domain data were excluded and the data sets
for which all additional biological data were excluded, however, it is evident that these data do
indeed enhance the classification abilities of the SSL models.

Finally, note that the discrepancy between the performances achieved by the models trained
without protein domain data and the models developed without exploiting any additional bio-
logical data is significantly larger than the sum of the decrease in performances observed when
excluding protein pathway data and protein complex data (relative to the performance achieved
when using all additional data). This finding highlights the potential insights to be gained by
integrating heterogeneous data prior to model development in order to leverage knowledge of
the interrelations between various types of biological data.

9.5 PPI community examples

In order to facilitate an interpretation of the results obtained by the models, the proteins (and
their associated LGC, GFHF, LapRLS, GGMC and Kernel LPS scores) corresponding to the
PPA graphs described in Chapter 7 were plotted in three dimensions1. The (x, y)-coordinates
were again generated using a force-directed layout heuristic. The z-axis corresponds to the
LGC, GFHF, LapRLS, GGMC or Kernel LP score for each protein and is complemented by a
colour-scale where the proteins with the largest z-values are considered likely to contribute to
disease. The resulting plots may be found in Figures 9.16–9.40.

In Figures 9.17–9.19, 9.22–9.24, 9.27–9.29, 9.32–9.34 and 9.37–9.39, it may be seen that the
GFHF, LapRLS and GGMC scores generated for the PPA graphs corresponding to PPI com-
munities 10–34 are smooth on the graphs since proteins with similar colours, and thus similar
scores, are largely grouped together in higher density regions whilst the colours (and thus the
scores) vary gradually in the remainder of the graph. In Figures 9.16, 9.21, 9.26 and 9.31 it may
also be seen that fairly smooth LGC scores were obtained for the PPA graphs corresponding
to PPI communities 10–31. One would therefore expect the corresponding models to exhibit
discriminatory abilities. In §8.2, it was observed that this is indeed the case.

In Figure 9.36, on the other hand, no separation between disease and non-disease substructures
are visible. One would expect the model resulting in a classification scheme such as this to
exhibit limited abilities when distinguishing between disease and non-disease proteins. Indeed,
it was observed that the AUC ROC value of 0.5787 achieved by the LGC model corresponding
to the plot in Figure 9.36 (constructed for one sample of PPI community 34) was the smallest

1Isolated proteins were excluded when plotting the graphs corresponding to the GFHF and GGMC algorithms
since GFHF scores and GGMC scores could not be obtained for these proteins.
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Figure 9.16: A graphical representation of the LGC scores generated for the PPA graph corresponding
to PPI community 10.

Figure 9.17: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 10.
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Figure 9.18: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 10.

Figure 9.19: A graphical representation of the GGMC scores generated for the PPA graph corresponding
to PPI community 10.
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Figure 9.20: A graphical representation of the Kernel LP scores generated for the PPA graph corre-
sponding to PPI community 10.

Figure 9.21: A graphical representation of the LGC scores generated for the PPA graph corresponding
to PPI community 20.
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Figure 9.22: A graphical representation of the GFHF scores generated for the PPA graph corresponding
to PPI community 20.

Figure 9.23: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 20.
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Figure 9.24: A graphical representation of the GGMC scores generated for the PPA graph corresponding
to PPI community 20.

Figure 9.25: A graphical representation of the Kernel LP scores generated for the PPA graph corre-
sponding to PPI community 20.
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Figure 9.26: A graphical representation of the LGC scores generated for the PPA graph corresponding
to PPI community 22.

Figure 9.27: A graphical representation of the GFHF scores generated for the PPA graph corresponding
to PPI community 22.
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Figure 9.28: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 22.

Figure 9.29: A graphical representation of the GGMC scores generated for the PPA graph corresponding
to PPI community 22.

Stellenbosch University https://scholar.sun.ac.za



9.5. PPI community examples 295

Figure 9.30: A graphical representation of the Kernel LP scores generated for the PPA graph corre-
sponding to PPI community 22.

Figure 9.31: A graphical representation of the LGC scores generated for the PPA graph corresponding
to PPI community 31.
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Figure 9.32: A graphical representation of the GFHF scores generated for the PPA graph corresponding
to PPI community 31.

Figure 9.33: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 31.
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Figure 9.34: A graphical representation of the GGMC scores generated for the PPA graph corresponding
to PPI community 31.

Figure 9.35: A graphical representation of the Kernel LP scores generated for the PPA graph corre-
sponding to PPI community 31.
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Figure 9.36: A graphical representation of the LGC scores generated for the PPA graph corresponding
to PPI community 34.

Figure 9.37: A graphical representation of the GFHF scores generated for the PPA graph corresponding
to PPI community 34.
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Figure 9.38: A graphical representation of the LapRLS scores generated for the PPA graph correspond-
ing to PPI community 34.

Figure 9.39: A graphical representation of the GGMC scores generated for the PPA graph corresponding
to PPI community 34.
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Figure 9.40: A graphical representation of the Kernel LP scores generated for the PPA graph corre-
sponding to PPI community 34.

AUC ROC value observed for any sample of the thirty nine PPI communities, barely performing
better than random guessing.

Similarly, no visible separation exists between the disease and non-disease substructures illus-
trated in Figure 9.20 corresponding to the Kernel LP models obtained for one sample of PPI
community 10. Since the Kernel LP algorithm was not applied to the PPA graphs and performs
LP in the kernel space, however, the smoothness of the Kernel LP scores in the corresponding
graphs do not necessarily indicate poor discriminatory abilities. Hence, the apparent correla-
tion between the comparatively small AUC ROC value of 0.8637 achieved by the Kernel LP
model developed for one sample of PPI community 10 and the complexity of the corresponding
Kernel LP scores plotted in Figure 9.20 should be interpreted with caution. Nevertheless, one
would expect the Kernel LP models corresponding to the moderately smooth graphs in Fig-
ures 9.30, 9.35 and 9.40 to exhibit meaningful discriminatory abilities. In §8.2, it was observed
that this is indeed the case.

The plots in this section also serve to elucidate the superior performances achieved by the GFHF,
LapRLS and GGMC algorithms, when compared with the LGC algorithm, in respect of PPI
communities 10, 20, 22, 31 and 34 (as described in Chapter 8). In these figures it is evident that
the classification schemes defined by the GFHF, LapRLS and GGMC algorithms are generally
considerably smoother than those generated by the LGC algorithm (recall that in the context of
SSL a classification scheme is considered smooth if data points with similar labels are clustered
together in high-density regions which are themselves separated by low-density regions in the
graph).
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9.6 Chapter summary

This chapter was devoted to a validation of the disease gene identification methodology devel-
oped in this dissertation. It opened in §9.1 with a discussion on the efficacy with which the
various SSL algorithms utilise the labelled data available during model training. The focus
then shifted in §9.2 to a comparison of the average performances achieved across the thirty nine
PPI communities with the performances achieved when considering the full PPI graph. This
was followed by a discussion on the label consistency achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms, and various experiments demonstrating the usefulness of
incorporating additional biological data in §9.3 and §9.4, respectively. Lastly, the PPA graphs
corresponding to PPI communities 10, 20, 22, 31 and 34 were again considered in §9.5. The
PPA graphs were represented graphically in order to investigate the smoothness of the labelling
schemes generated by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms for each of
these communities.
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Ranking putative disease genes
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This chapter is devoted to a description of the results obtained by means of the gene-ranking pro-
tocol employed in this dissertation. The chapter opens in §10.1 with a discussion on the ordered
lists of ranked putative disease proteins generated for each of the thirty nine PPI communities
during the first phase of the two-tiered RA procedure implemented in this dissertation. The
aggregated rankings generated for PPI communities 10, 20, 22, 31 and 34 are considered in some
detail. The focus then shifts to the number and proportion of verification proteins identified by
the MC1, MC2 and MC3 algorithms when considering the top five, top ten, top twenty, top fifty
and top hundred highest ranking proteins corresponding to each PPI community. Thereafter,
lists of the highest ranking putative disease proteins in the full PPI graph and their encoding
genes, obtained during the second phase of the RA procedure implemented in this dissertation,
are presented in §10.3. This section also contains evidence from the literature supporting the
predicted involvement in disease of a number of the highest ranking putative disease genes. The
chapter finally closes with a concise summary in §10.4.

10.1 PPI community rankings

The approach detailed in §6.5 was adopted in order to generate five top k lists, each containing
a hundred proteins, for each of the thirty nine PPI communities. As mentioned in §6.5, these
top k lists were provided as input to three Markov chain-based RA algorithms, namely MC1,
MC2 and MC3, in order to generate three separate ordered lists of aggregated rankings for each
of the thirty nine PPI communities. The aggregated rankings obtained for PPI communities 10,
20, 22, 31 and 34 are considered in some detail in this section for illustrative purposes.

Recall that in the RA algorithms employed in this dissertation the proteins to be ranked are
interpreted as states of a Markov chain with a unique steady state distribution. These proteins
are then ranked according to their associated steady state probabilities, where a larger steady
state probability corresponds to a higher ranking. This notion is elucidated in Figures 10.1–10.5
in which the steady state probability of a protein is plotted against its rank in the corresponding
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list of aggregated rankings. More specifically, the steady state probabilities generated by means
of the MC1, MC2 and MC3 algorithms for the hundred highest ranking putative disease proteins
in PPI communities 10, 20, 22, 31 and 34 are plotted in Figures 10.1–10.5.

A distinct pattern is visible in these figures. More specifically, it may be seen that the differ-
ences between the steady state probabilities of consecutively ranked proteins are comparatively
large when considering the highest ranking proteins. In respect of the lower ranking proteins,
on the other hand, the gaps between the steady state probabilities of consecutively ranked pro-
teins diminish. This phenomenon may be attributed to the discrepancy between the amount
of information available for ranking purposes when considering the higher and lower ranking
proteins.

This discrepancy arises due to the manner in which the top k lists provided as input to the RA
algorithms are constructed. Recall that the top k list generated for a particular graph-based
SSL algorithm and PPI community comprises the hundred proteins with the largest associated
mean scores corresponding to that graph-based SSL algorithm and PPI community. Intuitively,
for the RA process to yield meaningful results, there must exist some degree of consistency
with respect to the mean scores, and therefore rankings, assigned to a particular protein (in the
context of a specific PPI community) by the five graph-based SSL algorithms. Consequently,
the higher the ranking of a particular protein in the top k list corresponding to, for example, the
LGC algorithm, the more likely that protein is to appear in the top k lists corresponding to the
GFHF, LapRLS, GGMC or Kernel LP algorithms. In other words, higher ranking proteins are
more likely to appear in a larger number of the top k lists than their lower ranking counterparts.
As such, the amount of ranking information available for higher ranking proteins is generally
larger than that available for lower ranking proteins.

This is reflected in the plots in Figures 10.1–10.5 suggesting that there is indeed some degree of
consistency with respect to the mean scores generated by the different graph-based SSL algo-
rithms for the proteins belonging to a particular PPI community. Intuitively, a decrease in the
size of the gaps on the vertical axis, corresponding to consecutive elements on the horizontal axis,
indicates that the amount of information upon which one protein is ranked above its alternative
is diminishing. One may, therefore, associate a larger difference in the steady state probabilities
of two consecutively ranked proteins with a higher level of confidence in the particular order of
the rankings corresponding to those two proteins.

Consider, for example, the proteins ranked nineteenth and twentieth in Figure 10.4, correspond-
ing to PPI community 31. The particular order of these two proteins is essentially arbitrary
since the relative difference between their steady state probabilities is negligible. Importantly,
however, one may still rank these proteins above, for example, the proteins ranked fortieth or
lower with a high level of confidence. Hence, if the specific rankings of the top ranked putative
disease genes are of particular import, these plots may provide a means of heuristically guiding
the number of top ranking proteins to consider for further investigations.

In some instances, such as the plots produced for PPI communities 10 and 20, a suitable “cut-off”
rank is immediately evident. Typically, however, the decrease in the size of the gaps between
consecutive steady state probabilities is more gradual, as is shown in Figures 10.3–10.5. In these
figures it may be seen that, below a certain rank, the relationship between the steady state
probability and the rank of a particular protein becomes approximately linear. Intuitively, one
would consider the proteins ranked above this point. If, on the other hand, a set of strong
disease protein candidates is sought, and knowing the specific order in which these proteins are
ranked relative to each other is not of significance, a “cut-off” rank should be selected based on
the amount of resources available.
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Additional insight may be gained by comparing the rankings obtained for a particular PPI
community by means of the three different RA algorithms. To this end, the twenty highest
ranking proteins identified by the MC1, MC2 and MC3 algorithms for PPI communities 10, 20,
22, 31 and 34 are provided in Tables 10.1–10.5.

Figure 10.1: The steady state probabilities of the hundred highest ranking putative disease proteins of
PPI community 10 obtained by means of the MC1, MC2 and MC3 algorithms, respectively.

Figure 10.2: The steady state probabilities of the hundred highest ranking putative disease proteins of
PPI community 20 obtained by means of the MC1, MC2 and MC3 algorithms, respectively.

Figure 10.3: The steady state probabilities of the hundred highest ranking putative disease proteins of
PPI community 22 obtained by means of the MC1, MC2 and MC3 algorithms, respectively.
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Figure 10.4: The steady state probabilities of the hundred highest ranking putative disease proteins of
PPI community 31 obtained by means of the MC1, MC2 and MC3 algorithms, respectively.

Figure 10.5: The steady state probabilities of the hundred highest ranking putative disease proteins of
PPI community 34 obtained by means of the MC1, MC2 and MC3 algorithms, respectively.

In Table 10.1, it may be seen that, with respect to PPI community 10, protein P25101 was
ranked first by all three of the RA algorithms employed in this dissertation. Equal ranks were
furthermore assigned to the proteins occupying positions two to three, nine to twelve and fifteen
to nineteen in the lists of aggregated rankings provided in Table 10.1. The ordered lists of
aggregate rankings containing the top t putative disease proteins corresponding to a particular
PPI community is hereafter referred to as that PPI community’s RA top t list. In each of the RA
top 20 lists provided in Tables 10.1–10.5, proteins that received perfectly consistent rankings
across all three RA algorithms are italicised. It may be seen that the MC1, MC2 and MC3
algorithms assigned identical rankings to a considerable proportion of the proteins in the RA top
20 lists obtained for PPI community 10. The proteins in the aggregated top 20 list corresponding
to PPI community 10 which were not assigned perfectly consistent rankings by all three RA
algorithms did, however, receive fairly similar rankings. Protein O00170, for example, was
ranked fourth, fifth and fourth by the MC1, MC2 and MC3 algorithms, respectively. Similarly,
protein A0A024QZA9 was ranked fifth, fourth and fifth by the respective algorithms.

The largest discrepancy between the ranks assigned to a particular protein appearing in all
three RA top 20 lists corresponding to PPI community 10 corresponds to protein Q99697 which
was ranked sixth, eighth and sixth, by the MC1, MC2 and MC3 algorithms, respectively. In
addition, protein Q92736, ranked twentieth by the MC1 algorithm, does not appear in RA top
20 lists generated by the MC2 or MC3 algorithms (it is ranked twenty fifth and twenty first by
the MC2 and MC3 algorithms, respectively).
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Table 10.1: The twenty highest ranking putative disease proteins of PPI community 10 identified by
the MC1, MC2 and MC3 algorithms, respectively.

Rank MC1 MC2 MC3

1 P25101 P25101 P25101
2 A0A0S2Z3S6 A0A0S2Z3S6 A0A0S2Z3S6
3 D2KUA6 D2KUA6 D2KUA6
4 O00170 A0A024QZA9 O00170
5 A0A024QZA9 O00170 A0A024QZA9
6 Q99697 A0A024R3C5 Q99697
7 A0A024R3C5 Q15052 A0A024R3C5
8 Q15052 Q99697 Q15052
9 B4E0R1 B4E0R1 B4E0R1
10 A0A1X7SBR3 A0A1X7SBR3 A0A1X7SBR3
11 G4XH65 G4XH65 G4XH65
12 A0A024R274 A0A024R274 A0A024R274
13 A0A0S2A4E4 P16278 P16278
14 P16278 A0A0S2A4E4 A0A0S2A4E4
15 Q99PU7 Q99PU7 Q99PU7
16 A0A0E3SU01 A0A0E3SU01 A0A0E3SU01
17 D9YZU5 D9YZU5 D9YZU5
18 A0A024QZD2 A0A024QZD2 A0A024QZD2
19 P27815 P27815 P27815
20 Q92736 Q7Z407 Q7Z407

Table 10.2: The twenty highest ranking putative disease proteins of PPI community 20 identified by
the MC1, MC2 and MC3 algorithms, respectively.

Rank MC1 MC2 MC3

1 O14832 O14832 O14832
2 Q92979 Q92979 Q92979
3 P21673 P21673 P21673
4 A0A0C4DFX9 A0A0C4DFX9 A0A0C4DFX9
5 Q13564 Q13564 Q13564
6 P20333 A0A024R5M8 A4D299
7 B0YIW5 P20333 P20333
8 A4D299 B0YIW5 B0YIW5
9 A0A024R7G2 A4D299 A0A024R7G2
10 P16070 O00170 P16070
11 F8WCA0 A0A024R7G2 F8WCA0
12 A0A024R3M4 P16070 A0A024R415
13 A0A024R415 F8WCA0 A0A024R3M4
14 Q99697 A0A024R3M4 C9JVQ0
15 C9JVQ0 C9JVQ0 Q99697
16 Q14011 A0A024R415 A0A140VJP2
17 A0A140VJP2 Q99697 Q14011
18 B4DJC7 Q14011 B4DJC7
19 P0CG48 B4DJC7 P0CG48
20 Q13042 A0A140VJP2 Q13042
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Table 10.3: The twenty highest ranking putative disease proteins of PPI community 22 identified by
the MC1, MC2 and MC3 algorithms, respectively.

Rank MC1 MC2 MC3

1 P49715 P49715 P49715
2 Q8N619 Q8N619 Q8N619
3 Q14831 Q14831 Q14831
4 P36402 P36402 P36402
5 A0A024R1K6 A0A024R1K6 A0A024R1K6
6 Q13268 P67828 Q13268
7 P67828 Q9BVE2 P67828
8 Q9BVE2 Q13268 Q9BVE2
9 Q99697 Q99697 Q99697
10 A0A0S2Z3L2 A0A0S2Z3L2 A0A0S2Z3L2
11 P27884 P38996 P27884
12 O14832 P27884 O14832
13 P25101 O14832 P25101
14 Q28181 P25101 Q28181
15 O00170 Q28181 O00170
16 Q9UK97 O00170 A8MY26
17 A8MY26 A8MY26 Q9UK97
18 Q92979 Q9UK97 Q92979
19 B4E0R1 Q92979 B4E0R1
20 Q969X6 E7ENK3 P38996

Table 10.4: The twenty highest ranking putative disease proteins of PPI community 31 identified by
the MC1, MC2 and MC3 algorithms, respectively.

Rank MC1 MC2 MC3

1 P16278 P16278 P16278
2 A0A024R5K8 A0A024R5K8 A0A024R5K8
3 A0A140VJQ0 A0A140VJQ0 A0A140VJQ0
4 Q68DB7 Q68DB7 Q68DB7
5 A0A024R6R4 A0A024R6R4 A0A024R6R4
6 L7RTG7 L7RTG7 L7RTG7
7 A0A140VJJ7 A0A140VJJ7 A0A140VJJ7
8 A0A024RA94 A0A024RA94 A0A024RA94
9 Q9H7N4 Q9H7N4 Q9H7N4
10 A0A024R906 A0A024R906 A0A024R906
11 O14944 O14944 O14944
12 A0A024RDS3 A0A024RDS3 A0A024RDS3
13 Q9NXW9 Q9NXW9 Q9NXW9
14 Q61221 Q61221 Q61221
15 Q12018 Q12018 Q12018
16 O15315 O15315 O15315
17 O75150 O75150 O75150
18 P29400 P29400 P29400
19 I3WAC9 I3WAC9 I3WAC9
20 D3DWC4 D3DWC4 D3DWC4
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Table 10.5: The twenty highest ranking putative disease proteins of PPI community 34 identified by
the MC1, MC2 and MC3 algorithms, respectively.

Rank MC1 MC2 MC3

1 Q5JT25 Q5JT25 Q5JT25
2 A5K5E5 A5K5E5 A5K5E5
3 Q24120 Q24120 Q24120
4 Q8VHP6 Q8VHP6 Q8VHP6
5 P17371 P17371 P17371
6 Q9JXV4 Q9JXV4 Q9JXV4
7 P18627 P18627 P18627
8 P29400 P29400 P29400
9 D2KUA6 D2KUA6 D2KUA6
10 Q805P6 Q805P6 Q805P6
11 Q9UBL3 A6NMZ7 Q9UBL3
12 A6NMZ7 Q969K3 A6NMZ7
13 Q969K3 Q9UBL3 Q969K3
14 A8TX70 A8TX70 A8TX70
15 A8K287 A8K287 A8K287
16 A0A024R1D8 A0A024R1D8 A0A024R1D8
17 P06756 P06756 P06756
18 P52757 P52757 P52757
19 P25101 P25101 P25101
20 Q9Z2Q6 Q9Z2Q6 Q9Z2Q6

A larger number of discrepancies between the rankings assigned to a particular protein are
present in the RA top 20 lists corresponding to PPI community 20, shown in Table 10.2, in
which only the top five proteins received the same ranking from all three RA algorithms. In
addition, a number of relatively large gaps between the ranks assigned to a particular protein may
be identified. Protein A0A024R415, for example, is ranked thirteenth, sixteenth and twelfth,
by the MC1, MC2 and MC3 algorithms, respectively, and the proteins ranked sixth and tenth
by the MC2 algorithm, appear in neither the RA top 20 list obtained by means of the MC1
algorithm nor the RA to list corresponding to the MC3 algorithm.

A slightly larger degree of consistency is observed for the RA top 20 lists corresponding to PPI
community 22 in which the top five proteins, as well as the proteins ranked ninth and tenth,
agree among the three RA top 20 lists.

Notably, the rankings in the RA top 20 lists corresponding to PPI community 31, are perfectly
consistent, as shown in Table 10.4. Further inspection revealed that the first inconsistency in the
rankings for PPI community 31 generated by the three different RA algorithms appears at rank
47. The high degree of consistency among the ranks obtained by means of the MC1, MC2 and
MC3 algorithms may arguably be attributed to the considerable discriminatory abilities exhib-
ited by all five graph-based SSL models developed for PPI community 31. Recall that the LGC,
GFHF, LapRLS, GGMC and Kernel LP models achieved average AUC ROC values of 0.9917,
0.9999, 0.9999, 0.9999 and 0.9943 over the ten samples of PPI community 31, respectively. Intu-
itively, one would expect the predictions of an SSL model that achieves a large AUC ROC value
to more closely approximate the truth than an SSL model that achieves an inferior AUC ROC
value. If the predictions of the individual models do indeed more closely approximate the truth,
one would expect a high degree of similarity between these predictions and therefore the input
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lists provided to the RA algorithms. Logically, the task of RA becomes more straightforward
when the ranks in the input lists provided are fairly consistent and different algorithms are likely
to produce similar rankings.

Finally, the aggregate rankings obtained by means of the three RA algorithms for PPI community
34, were largely consistent with the only discrepancies appearing in positions eleven, twelve and
thirteen.

The variations in the rankings assigned to a particular protein by the different RA algorithms
arise due to the distinct approaches adopted by the MC1, MC2 and MC3 algorithms towards the
construction of the transition probability matrix. The method employed by the MC1 algorithm,
for example, encourages transitioning to any protein (state) with a higher ranking in any of
the input lists with equal probability, or remaining at the current protein. Consequently, the
MC1 algorithm is sensitive to proteins that achieve particularly high mean scores, and therefore
ranks, corresponding to any of the five graph-based SSL algorithms. That is, if protein x has
a relatively low ranking in each of the input lists generated for the LGC, GFHF, LapRLS and
GGMC algorithms, but a sufficiently high rank in the Kernel LP input list, protein x will be
identified as a high ranking putative disease protein in the ordered list of aggregated rankings
obtained by means of the MC1 algorithm. Consider, for example, protein P2033 in the RA top
20 lists corresponding to PPI community 20, ranked sixth, seventh and seventh by the MC1,
MC2 and MC3 algorithms, respectively. Protein P2033 appears exclusively in the input list
generated for the Kernel LP algorithm in which it is ranked first1. Hence, protein P2033 is
deemed more likely to contribute to disease according to the MC1 algorithm than according to
the MC2 and MC3 algorithms.

The second RA algorithm employed, the MC2 algorithm, encourages transitioning to a protein
with a ranking equal to or higher than the rank of the current protein in at least half of the input
lists. Performing RA by means of the MC2 algorithm is therefore analogous to assigning the
aggregated rankings based on a majority vote. Note that the MC2 algorithm is the only one of
the three RA algorithms considered in this dissertation that takes into account the fact that lists
of rankings are provided as input, and not just pairwise comparisons of rankings. Consequently,
the MC2 algorithm is capable of prioritising proteins which are often identified as putative
disease proteins by the various SSL models, but which do not necessarily have exceptionally high
rankings in any of the corresponding input lists. The protein A0A024R5M8 in PPI community
20, for example, is ranked twenty fifth, forty third, eleventh and forty sixth in the input lists
corresponding to the LGC, LapRLS, GGMC and Kernel LP algorithms, respectively. This
protein is ranked sixth by the MC2 algorithm but only thirty ninth and twenty sixth by the
MC1 and MC3 algorithms, respectively.

The ultimate RA algorithm employed in this dissertation, the MC3 algorithm, evaluates the
probability of transitioning to a particular protein, from the current protein, as proportional to
the number of input lists that rank this new protein higher than the current protein. A better
understanding of the manner in which the MC3 algorithm ranks proteins may be gained by
interpreting the pairwise comparisons between the input list rankings of the proteins as pairwise
contests. In simple terms, the MC3 algorithm is based on the intuitive notions that “more wins
are better” and “more wins against strong opponents are even better.” Hence, the protein that
wins a larger proportion of the pairwise contests should be ranked higher and victories against
higher ranking (stronger) proteins have a larger influence on the final aggregate rankings than
do victories against lower ranking (weaker) proteins. Consequently, the influences of the number
of top k input lists in which the protein appears and the specific ranks of this protein in these

1A protein that forms part of the state space of a Markov chain, but does not appear in the input list generated
for a particular algorithm is assigned a rank of k + 1 = 101 for the corresponding input list (see §2.9).
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lists are more balanced than for the first two RA algorithms. Consider, for example, protein
A4D299, ranked forty second, fourth and twenty eighth in the input lists corresponding to the
LGC, LapRLS and GGMC algorithms, respectively. With respect to the aggregate rankings for
PPI community 20, protein A4D299 is ranked eighth, ninth and sixth by the MC1, MC2 and
MC3 algorithms, respectively. The MC3 algorithm ranks A4D299 above proteins P2033 (ranked
first by Kernel LP) and B0YIW5 (ranked first by LGC and also does not appear in any other
input lists) because A4D299 competed in a larger number of contests. Moreover, A4D299 is
ranked higher than A0A024R5M8 because it defeated significantly stronger opponents.

Finally, note that, in some instances, the rank assigned to a particular protein in different PPI
communities varies significantly. This was to be expected since, as elucidated in §6.4, the multi-
functional nature of proteins enable them to play different roles in different biological processes.
Hence, the likelihood that a protein contributes to the expression of a disease phenotype depends
on the context in which it is observed.

Two prominent examples of this phenomenon are highlighted in the RA top 20 lists provided
in this section. First, protein P16278 is ranked first in the RA top 20 list corresponding to PPI
community 31 by all three RA algorithms. In the RA top 20 list generated for PPI community
10, however, protein P16278 is ranked fourteenth, thirteenth and thirteenth by the MC1, MC2
and MC3 algorithms, respectively. Similarly, P29400 is ranked eighth in the RA top 20 lists
corresponding to PPI community 34, but eighteenth in the RA top 20 lists corresponding to
PPI community 31.

10.2 Verification protein rankings

Recall, from §6.5, that each top k list also includes at least one verification protein. The ten
known disease proteins selected to make up the set of verification proteins are: O14832, P49715,
P25101, Q92979, O00170, Q92736, P16278, P24043, P29400 and Q99697. With the exception of
protein P24043, each of these proteins has already appeared in the examples of RA top 20 lists
considered in the previous section. Protein P24043, on the other hand, does not appear in any
of the RA top 100 lists corresponding to PPI communities 10, 20, 22 and 34, and is ranked sixty
sixth in the three lists of aggregated rankings generated for PPI community 31 by the MC1,
MC2 and MC3 algorithms, respectively.

The number of unique verification proteins appearing in the union of the five top k input lists
corresponding to a particular PPI community is shown in the second columns of Tables 10.6,
10.7 and 10.8. In addition, the numbers of verification proteins appearing among the top five,
top ten, top twenty, top fifty and top hundred highest ranking proteins (corresponding to a
particular PPI community) identified by the MC1 algorithm are recorded in the third, fourth,
fifth, sixth, and seventh columns of Table 10.6, respectively. Similarly, the number of verification
proteins appearing among the top five, top ten, top twenty, top fifty and top hundred highest
ranking proteins identified by the MC2 and MC3 algorithms, is recorded in the third, fourth,
fifth, sixth, and seventh columns of Tables 10.7 and 10.8, respectively.

First, consider the number of verification proteins featured when considering the five highest
ranking proteins corresponding to each PPI community. It may be seen that both the MC1
and MC3 algorithms ranked at least one verification protein among the top five highest ranking
proteins for twenty eight PPI communities whereas the MC2 algorithm identified at least one
verification protein for twenty nine of the PPI communities. Similarly, a rank of 10 or higher was
assigned, by the MC1, MC2 and MC3 algorithms, to at least one verification protein appearing
in the ranked lists constructed for thirty five of the PPI communities. Moreover, for a cut-
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Table 10.6: The total number of unique verification proteins appearing in the union of the five top k
lists generated for a particular PPI community and the number of these verification proteins appearing
in the top five, top ten, top twenty, top fifty and top hundred highest ranking putative disease proteins
identified by the MC1 algorithm for each of the thirty nine PPI communities.

Community Total Top 5 Top 10 Top 20 Top 50 Top 100

1 2 0 0 0 1 1
2 4 1 1 4 4 4
3 2 0 1 2 2 2
4 3 2 3 3 3 3
5 2 1 1 2 2 2
6 2 0 1 1 2 2
7 8 4 5 7 7 8
8 6 2 2 3 5 6
9 3 2 2 3 3 3
10 5 2 3 5 5 5
11 5 1 2 5 5 5
12 6 2 4 6 6 6
13 5 0 0 0 4 5
14 2 1 1 1 1 2
15 6 3 4 5 6 6
16 3 0 0 3 3 3
17 7 3 3 3 5 5
18 3 2 2 2 2 2
19 2 1 1 2 2 2
20 5 2 2 3 4 4
21 3 1 1 2 2 2
22 6 1 2 6 6 6
23 1 1 1 1 1 1
24 3 0 0 1 2 3
25 3 1 1 1 2 3
26 3 0 1 1 2 2
27 4 0 1 3 3 3
28 4 1 2 3 3 4
29 4 0 2 4 4 4
30 4 1 1 4 4 4
31 4 1 1 2 2 4
32 6 1 1 1 5 5
33 3 1 2 2 2 3
34 1 0 1 1 1 1
35 3 2 2 3 3 3
36 4 4 4 4 4 4
37 5 0 1 3 4 5
38 5 2 2 2 3 5
39 4 2 3 3 4 4
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Table 10.7: The total number of unique verification proteins appearing in the union of the five top k
lists generated for a particular PPI community and the number of these verification proteins appearing
in the top five, top ten, top twenty, top fifty and top hundred highest ranking putative disease proteins
identified by the MC2 algorithm for each of the thirty nine PPI communities.

Community Total Top 5 Top 10 Top 20 Top 50 Top 100

1 2 0 0 0 1 1
2 4 1 1 4 4 4
3 2 0 1 2 2 2
4 3 2 3 3 3 3
5 2 1 1 2 2 2
6 2 0 1 1 2 2
7 8 4 6 7 8 8
8 6 2 2 3 5 6
9 3 1 2 3 3 3
10 5 2 3 4 5 5
11 5 1 2 5 5 5
12 6 2 4 6 6 6
13 5 0 0 0 4 5
14 2 1 1 1 1 2
15 6 3 4 5 6 6
16 3 0 0 0 3 3
17 7 3 3 3 5 5
18 3 2 2 2 2 2
19 2 1 1 2 2 2
20 5 2 3 4 4 4
21 3 1 1 2 2 2
22 6 1 2 6 6 6
23 1 1 1 1 1 1
24 3 0 0 1 2 3
25 3 1 1 1 2 3
26 3 0 1 1 2 2
27 4 0 1 3 3 3
28 4 1 2 3 3 4
29 4 0 2 4 4 4
30 4 0 1 4 4 4
31 4 1 1 2 2 4
32 6 1 1 1 5 5
33 3 1 2 2 2 3
34 1 0 1 1 1 1
35 3 2 2 3 3 3
36 4 4 4 4 4 4
37 5 0 1 3 4 5
38 5 2 2 2 3 5
39 4 2 3 3 4 4
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Table 10.8: The total number of unique verification proteins appearing in the union of the five top k
lists generated for a particular PPI community and the number of these verification proteins appearing
in the top five, top ten, top twenty, top fifty and top hundred highest ranking putative disease proteins
identified by the MC3 algorithm for each of the thirty nine PPI communities.

Community Total Top 5 Top 10 Top 20 Top 50 Top 100

1 2 0 0 0 1 1
2 4 1 1 4 4 4
3 2 0 1 2 2 2
4 3 1 3 3 3 3
5 2 1 1 2 2 2
6 2 0 1 1 2 2
7 8 4 6 7 8 8
8 6 2 2 3 5 6
9 3 2 2 3 3 3
10 5 2 3 4 5 5
11 5 1 2 5 5 5
12 6 2 4 6 6 6
13 5 0 0 0 4 5
14 2 1 1 1 1 2
15 6 3 4 5 6 6
16 3 0 0 0 3 3
17 7 3 3 3 5 5
18 3 2 2 2 2 2
19 2 1 1 2 2 2
20 5 2 2 3 4 4
21 3 1 1 2 2 2
22 6 1 2 6 6 6
23 1 1 1 1 1 1
24 3 0 0 1 2 3
25 3 1 1 1 2 3
26 3 0 1 1 2 2
27 4 0 1 3 3 3
28 4 1 2 3 3 4
29 4 0 2 4 4 4
30 4 1 1 4 4 4
31 4 1 1 2 2 4
32 6 1 1 1 5 5
33 3 1 2 2 2 3
34 1 0 1 1 1 1
35 3 2 2 3 3 3
36 4 4 4 4 4 4
37 5 0 1 3 4 5
38 5 2 2 2 3 5
39 4 2 3 3 4 4
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off rank of 20, verification proteins were identified in thirty seven, thirty six and thirty six
PPI communities by the MC1, MC2 and MC3 algorithms, respectively. Finally, at least one
verification protein was identified by the MC1, MC2 and MC3 algorithms, for each of the thirty
nine PPI communities when considering proteins ranked fiftieth or higher.

Note that the number of verification proteins associated with the top k input lists generated
for a particular PPI community is not necessarily consistent. PPI communities 23 and 34, for
example, each contain only one associated verification protein, whereas eight unique verification
proteins are present in the union of the five top k input lists generated for PPI community
7. For this reason, the proportion of these verification proteins identified by the MC1, MC2
and MC3 algorithms, when considering the top five, top ten, top twenty, top fifty and top
hundred highest ranking proteins corresponding to a particular PPI community, are provided in
Tables 10.9–10.11.

10.3 Global rankings

This section is devoted to a description of the results obtained when implementing the second
phase of the RA procedure proposed in §6.5. The hundred highest ranking putative disease
proteins in the full PPI graph retrieved by the MC1, MC2 and MC3 algorithms, are shown in
the second, third and fourth columns of Table 10.12. Proteins which were assigned the same
global ranking by all three RA algorithms are once again italicised.

In the table it may be seen that perfectly consistent rankings across the MC1, MC2 and MC3 al-
gorithms were retrieved for the proteins ranked first to fifth, nineteenth, twenty first and twenty
fifth. Overall, the number of perfectly consistent global rankings is, however, relatively small
compared to those observed for the PPI community rankings corresponding to PPI communities
10, 22, 31 and 34 considered in §10.1. This finding was to be expected since the PPI community
rankings obtained during the first phase of the RA procedure comprise the input lists utilised
during the second phase. Recall that the significance of a given protein’s contribution to the
expression of a disease phenotype may vary depending on the biological scenario in which it is
considered. Consequently, divergent rankings may be assigned to the same protein appearing
in different lists of PPI community rankings, as highlighted in §10.1 by means of two promi-
nent examples. Nevertheless, the global rankings assigned to a particular protein by the MC1,
MC2 and MC3 algorithms are generally notably similar, albeit not necessarily identical. This
observation is echoed by the considerable overlap between the proteins appearing in the lists of
global rankings corresponding to the different RA algorithms. More specifically, ninety two of
the hundred proteins comprising the list of globally ranked proteins obtained by means of the
MC1 algorithm also appear in the list of one hundred globally ranked proteins corresponding to
the MC2 algorithm. Likewise, the lists of hundred globally ranked proteins corresponding to the
MC1 and MC3 algorithms share ninety five common proteins. Moreover, the lists of globally
ranked proteins returned by means of the MC2 and MC3 algorithms share ninety five common
proteins. In total, a hundred and nine unique proteins appear in the union of the three lists of
globally ranked proteins.

The discrepancies between the rankings assigned to a particular protein by the different RA
algorithms may once again be attributed to the different underpinning mechanisms of the MC1,
MC2 and MC3 algorithms. Recall, for example, that the MC1 algorithm is sensitive to proteins
with high associated rankings in individual top k input lists, i.e. the PPI community rankings,
but that does not necessarily appear in a large proportion of these input lists. The global
rankings obtained by the MC1 algorithm may, therefore, be pertinent when seeking a putative
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Table 10.9: The proportion of verification proteins appearing in the top five, top ten, top twenty, top
fifty and top hundred highest ranking putative disease proteins identified by the MC1 algorithm for each
of the thirty nine PPI communities.

Community Top 5 Top 10 Top 20 Top 50 Top 100

1 0.0000 0.0000 0.0000 0.5000 0.5000
2 0.2500 0.2500 1.0000 1.0000 1.0000
3 0.0000 0.5000 1.0000 1.0000 1.0000
4 0.6667 1.0000 1.0000 1.0000 1.0000
5 0.5000 0.5000 1.0000 1.0000 1.0000
6 0.0000 0.5000 0.5000 1.0000 1.0000
7 0.5000 0.6250 0.8750 0.8750 1.0000
8 0.3333 0.3333 0.5000 0.8333 1.0000
9 0.6667 0.6667 1.0000 1.0000 1.0000
10 0.4000 0.6000 1.0000 1.0000 1.0000
11 0.2000 0.4000 1.0000 1.0000 1.0000
12 0.3333 0.6667 1.0000 1.0000 1.0000
13 0.0000 0.0000 0.0000 0.8000 1.0000
14 0.5000 0.5000 0.5000 0.5000 1.0000
15 0.5000 0.6667 0.8333 1.0000 1.0000
16 0.0000 0.0000 1.0000 1.0000 1.0000
17 0.4286 0.4286 0.4286 0.7143 0.7143
18 0.6667 0.6667 0.6667 0.6667 0.6667
19 0.5000 0.5000 1.0000 1.0000 1.0000
20 0.4000 0.4000 0.6000 0.8000 0.8000
21 0.3333 0.3333 0.6667 0.6667 0.6667
22 0.1667 0.3333 1.0000 1.0000 1.0000
23 1.0000 1.0000 1.0000 1.0000 1.0000
24 0.0000 0.0000 0.3333 0.6667 1.0000
25 0.3333 0.3333 0.3333 0.6667 1.0000
26 0.0000 0.3333 0.3333 0.6667 0.6667
27 0.0000 0.2500 0.7500 0.7500 0.7500
28 0.2500 0.5000 0.7500 0.7500 1.0000
29 0.0000 0.5000 1.0000 1.0000 1.0000
30 0.2500 0.2500 1.0000 1.0000 1.0000
31 0.2500 0.2500 0.5000 0.5000 1.0000
32 0.1667 0.1667 0.1667 0.8333 0.8333
33 0.3333 0.6667 0.6667 0.6667 1.0000
34 0.0000 1.0000 1.0000 1.0000 1.0000
35 0.6667 0.6667 1.0000 1.0000 1.0000
36 1.0000 1.0000 1.0000 1.0000 1.0000
37 0.0000 0.2000 0.6000 0.8000 1.0000
38 0.4000 0.4000 0.4000 0.6000 1.0000
39 0.5000 0.7500 0.7500 1.0000 1.0000
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Table 10.10: The proportion of verification proteins appearing in the top five, top ten, top twenty, top
fifty and top hundred highest ranking putative disease proteins identified by the MC2 algorithm for each
of the thirty nine PPI communities.

Community Top 5 Top 10 Top 20 Top 50 Top 100

1 0.0000 0.0000 0.0000 0.5000 0.5000
2 0.2500 0.2500 1.0000 1.0000 1.0000
3 0.0000 0.5000 1.0000 1.0000 1.0000
4 0.6667 1.0000 1.0000 1.0000 1.0000
5 0.5000 0.5000 1.0000 1.0000 1.0000
6 0.0000 0.5000 0.5000 1.0000 1.0000
7 0.5000 0.7500 0.8750 1.0000 1.0000
8 0.3333 0.3333 0.5000 0.8333 1.0000
9 0.3333 0.6667 1.0000 1.0000 1.0000
10 0.4000 0.6000 0.8000 1.0000 1.0000
11 0.2000 0.4000 1.0000 1.0000 1.0000
12 0.3333 0.6667 1.0000 1.0000 1.0000
13 0.0000 0.0000 0.0000 0.8000 1.0000
14 0.5000 0.5000 0.5000 0.5000 1.0000
15 0.5000 0.6667 0.8333 1.0000 1.0000
16 0.0000 0.0000 0.0000 1.0000 1.0000
17 0.4286 0.4286 0.4286 0.7143 0.7143
18 0.6667 0.6667 0.6667 0.6667 0.6667
19 0.5000 0.5000 1.0000 1.0000 1.0000
20 0.4000 0.6000 0.8000 0.8000 0.8000
21 0.3333 0.3333 0.6667 0.6667 0.6667
22 0.1667 0.3333 1.0000 1.0000 1.0000
23 1.0000 1.0000 1.0000 1.0000 1.0000
24 0.0000 0.0000 0.3333 0.6667 1.0000
25 0.3333 0.3333 0.3333 0.6667 1.0000
26 0.0000 0.3333 0.3333 0.6667 0.6667
27 0.0000 0.2500 0.7500 0.7500 0.7500
28 0.2500 0.5000 0.7500 0.7500 1.0000
29 0.0000 0.5000 1.0000 1.0000 1.0000
30 0.0000 0.2500 1.0000 1.0000 1.0000
31 0.2500 0.2500 0.5000 0.5000 1.0000
32 0.1667 0.1667 0.1667 0.8333 0.8333
33 0.3333 0.6667 0.6667 0.6667 1.0000
34 0.0000 1.0000 1.0000 1.0000 1.0000
35 0.6667 0.6667 1.0000 1.0000 1.0000
36 1.0000 1.0000 1.0000 1.0000 1.0000
37 0.0000 0.2000 0.6000 0.8000 1.0000
38 0.4000 0.4000 0.4000 0.6000 1.0000
39 0.5000 0.7500 0.7500 1.0000 1.0000
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Table 10.11: The proportion of verification proteins appearing in the top five, top ten, top twenty, top
fifty and top hundred highest ranking putative disease proteins identified by the MC3 algorithm for each
of the thirty nine PPI communities.

Community Top 5 Top 10 Top 20 Top 50 Top 100

1 0.0000 0.0000 0.0000 0.5000 0.5000
2 0.2500 0.2500 1.0000 1.0000 1.0000
3 0.0000 0.5000 1.0000 1.0000 1.0000
4 0.3333 1.0000 1.0000 1.0000 1.0000
5 0.5000 0.5000 1.0000 1.0000 1.0000
6 0.0000 0.5000 0.5000 1.0000 1.0000
7 0.5000 0.7500 0.8750 1.0000 1.0000
8 0.3333 0.3333 0.5000 0.8333 1.0000
9 0.6667 0.6667 1.0000 1.0000 1.0000
10 0.4000 0.6000 0.8000 1.0000 1.0000
11 0.2000 0.4000 1.0000 1.0000 1.0000
12 0.3333 0.6667 1.0000 1.0000 1.0000
13 0.0000 0.0000 0.0000 0.8000 1.0000
14 0.5000 0.5000 0.5000 0.5000 1.0000
15 0.5000 0.6667 0.8333 1.0000 1.0000
16 0.0000 0.0000 0.0000 1.0000 1.0000
17 0.4286 0.4286 0.4286 0.7143 0.7143
18 0.6667 0.6667 0.6667 0.6667 0.6667
19 0.5000 0.5000 1.0000 1.0000 1.0000
20 0.4000 0.4000 0.6000 0.8000 0.8000
21 0.3333 0.3333 0.6667 0.6667 0.6667
22 0.1667 0.3333 1.0000 1.0000 1.0000
23 1.0000 1.0000 1.0000 1.0000 1.0000
24 0.0000 0.0000 0.3333 0.6667 1.0000
25 0.3333 0.3333 0.3333 0.6667 1.0000
26 0.0000 0.3333 0.3333 0.6667 0.6667
27 0.0000 0.2500 0.7500 0.7500 0.7500
28 0.2500 0.5000 0.7500 0.7500 1.0000
29 0.0000 0.5000 1.0000 1.0000 1.0000
30 0.2500 0.2500 1.0000 1.0000 1.0000
31 0.2500 0.2500 0.5000 0.5000 1.0000
32 0.1667 0.1667 0.1667 0.8333 0.8333
33 0.3333 0.6667 0.6667 0.6667 1.0000
34 0.0000 1.0000 1.0000 1.0000 1.0000
35 0.6667 0.6667 1.0000 1.0000 1.0000
36 1.0000 1.0000 1.0000 1.0000 1.0000
37 0.0000 0.2000 0.6000 0.8000 1.0000
38 0.4000 0.4000 0.4000 0.6000 1.0000
39 0.5000 0.7500 0.7500 1.0000 1.0000
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Table 10.12: The hundred highest ranking putative disease proteins in the full PPI graph identified by
the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

1 O00170 O00170 O00170
2 Q92979 Q92979 Q92979
3 O14832 O14832 O14832
4 Q99697 Q99697 Q99697
5 A0A0S2Z3L2 A0A0S2Z3L2 A0A0S2Z3L2
6 Q92736 P25101 Q92736
7 A0A024R274 Q92736 A0A024R274
8 P25101 P16278 P25101
9 Q969X6 A0A024R274 P16278
10 P49715 Q969X6 Q969X6
11 A0A0S2Z3S6 O15315 D2KUA6
12 D2KUA6 P49715 P49715
13 P0CG47 D2KUA6 A0A0S2Z3S6
14 B4E0R1 A0A0S2Z3S6 P0CG47
15 P16278 P0CG47 B4E0R1
16 A8KAH6 B4E0R1 O15315
17 A0A140VJC8 A8KAH6 A8KAH6
18 I3WAC9 A0A140VJC8 A0A140VJC8
19 P21673 P21673 P21673
20 O15315 P24043 P24043
21 Q15052 Q15052 Q15052
22 P24043 P29400 A0A024R415
23 A4D1B1 A0A024R415 A4D1B1
24 A0A024R415 A4D1B1 P29400
25 Q13564 Q13564 Q13564
26 P29400 A0A024R5S4 I3WAC9
27 A0A0S2Z4S4 A0A024R5Y2 A0A0S2Z4S4
28 A0A024R5S4 I3WAC9 A0A024R5S4
29 A0A024R5Y2 A0A0S2Z4S4 A0A024R5Y2
30 Q96IK1 A0A090N8N7 Q96IK1
31 A0A024QZN4 Q96IK1 B2RCZ7
32 A0A024R3C5 A0A024R1Q5 A0A024QZN4
33 B2RCZ7 B2RCZ7 A0A024R3C5
34 A0A024RBC0 A0A024R3C5 A0A024RBC0

Stellenbosch University https://scholar.sun.ac.za



320 Chapter 10. Ranking putative disease genes

Table 10.12 (cont.): The hundred highest ranking putative disease proteins in the full PPI graph iden-
tified by the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

35 A0A0S2Z4D1 A0A024RBC0 A0A0S2Z4D1
36 D9IAI1 A0A024QZN4 A0A090N8N7
37 A0A024R7M6 Q6NTF7 A0A024R7M6
38 P0CK57 A0A024R7M6 D9IAI1
39 P20333 P0CK57 A0A024R1Q5
40 A0A024R104 D9IAI1 P0CK57
41 B4DFJ1 B4DFJ1 P20333
42 Q99571 P20333 B4DFJ1
43 P05556 A0A024R104 A0A024R104
44 A0A024R794 A0A140VK84 Q99571
45 P11501 P05556 P05556
46 A0A090N8N7 Q99571 P11501
47 Q13029 P11501 A0A024QZY5
48 A0A140VJP2 A0A024QZY5 A0A140VJP2
49 A0A024QZU0 B4DJ51 A0A024R794
50 Q5BJQ6 A0A024R794 Q13029
51 A0A024QZY5 Q13029 A0A024QZU0
52 A0A024RDS3 A0A024QZA9 Q96IK1
53 A0A024R3M4 A0A024QZU0 Q5BJQ6
54 E9KL48 A0A024RDS3 Q6NTF7
55 A0A024R1Q5 Q5BJQ6 A0A024RDS3
56 F6M2K3 A0A140VJP2 O00767
57 A0A024R2F2 F6M2K3 A0A140VK84
58 P25454 E9KL48 P79114
59 O14944 A0A0S2Z4D1 F6M2K3
60 P18627 A0A024R2F2 E9KL48
61 P79114 P18627 A0A140VJK4
62 A0A140VJK4 O14944 Q8NEY8
63 Q8NEY8 A0A140VJK4 A0A024R2F2
64 A0A024RBH0 B4DQY3 O14944
65 A0A024R5F9 P79114 P25454
66 A0A0E3SU01 Q5XUX1 A0A024RBH0
67 A0A024QZA9 A0A024RBH0 A0A024R3M4
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Table 10.12 (cont.): The hundred highest ranking putative disease proteins in the full PPI graph iden-
tified by the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

68 Q5XUX1 E9KL35 P18627
69 A0A024R7G8 A0A0E3SU01 E9KL35
70 E9KL35 O00767 Q5XUX1
71 P27313 A0A024R7G8 A0A0E3SU01
72 Q9NUI1 P25454 B4DJ51
73 A0A024R9X3 A0A024R3M4 A0A024R7G8
74 Q96IK1 P27313 Q9NUI1
75 O75056 Q9NUI1 A0A024R5F9
76 B4DJ51 A0A024R9X3 P27313
77 A0A140VK84 A0A024R5M8 A0A024R9X3
78 P28028 A0A024QZT0 A0A024QZQ1
79 A0A024QZQ1 Q8NEY8 O75056
80 A0A024QYW3 O75056 O75223
81 Q12018 Q96IK1 A0A024QZT0
82 O75223 A0A024QZQ1 P28028
83 Q6NTF7 Q9HC38 A0A024QYW3
84 Q9HC38 P28028 Q12018
85 A0A0S2Z3G9 A0A024QYW3 Q08297
86 Q08297 Q12018 P06241
87 A0A024RCS9 O75223 Q9HC38
88 P06241 A0A024RCS9 A0A0S2Z3G9
89 Q8IZ13 A0A024R5F9 A0A024RCS9
90 P30050 P06241 A0A024QZA9
91 A0A0K0K1J1 A0A0S2Z3G9 P30050
92 A0A024R0T0 P30050 B3VK56
93 B3VK56 P35803 Q6ZUT1
94 Q6ZUT1 Q8WZ73 A0A024R0T0
95 A0A024R1Q8 Q643R0 J9JIF5
96 Q99576 B3VK56 A0A0K0K1J1
97 Q643R0 B2RC27 P35803
98 A0A024QZF2 Q6ZUT1 A0A024QZF2
99 J3KNF8 J9JIF5 A0A024R1Q8
100 B2R9L7 A0A024R1Q8 A0A024R1L9
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disease protein belonging to a relatively small number of PPI communities. Recall, for example,
that the proteins encoded by genes involved in the expression of autosomal recessive disorders are
typically located at the periphery of the full PPI graph (see §4.3). Intuitively, proteins located
at the periphery of the PPI graph are likely to appear in a smaller number of PPI communities,
and therefore input lists, than are proteins that occupy more central positions in the full PPI
graph. Alternatively, it is possible that a protein appears in a large number of PPI communities,
but is unlikely to contribute to disease in the majority of these PPI communities. Consequently,
that protein might appear in only a fraction of the lists of PPI community rankings generated
for the PPI communities to which it belongs. Hence, the MC1 algorithm may be especially
suitable when attempting to identify a putative disease protein whose likelihood of contributing
to disease is highly context-specific.

The MC2 algorithm, on the other hand, favours proteins that appear in a comparatively large
proportion of the PPI community ranking lists. One may interpret the presence of a putative
disease protein in a large proportion of the PPI community rankings as an indication that the
protein is likely to contribute to disease independent of its interaction partners, i.e. the context
in which the protein is considered. In other words, a protein belonging to a large number of
PPI community ranking lists likely participates in various biological processes, and disruptions
in any of these biological processes are likely to result in the expression of a disease phenotype.
Another consideration when interpreting the results obtained by means of the MC2 algorithm
is that, in this dissertation, the majority of labelled disease proteins provided for the purposes
of developing the various SSL models are associated with Mendelian or complex-Mendelian
diseases. Consequently, putative disease proteins contributing to Mendelian and/or complex-
Mendelian diseases may receive higher scores corresponding to the different SSL algorithms than
putative disease proteins involved solely in complex diseases. Hence, the MC2 algorithm may, in
theory, be better able to identify putative disease proteins that contribute exclusively to complex
diseases in the context of the experimental work conducted in this dissertation.

The ultimate RA algorithm employed in this dissertation, the MC3 algorithm, strikes a balance
between the two above-mentioned algorithms. This is reflected by the larger number of shared
proteins between the lists of global rankings obtained by means of the MC1 and MC3, and
MC2 and MC3 algorithms, compared to the ninety two shared proteins appearing in the global
rankings corresponding to the MC1 and MC2 algorithms. The steady state probabilities of the
thirty highest ranking proteins in the lists of globally ranked proteins obtained by means of the
MC1, MC2 and MC3 algorithms are plotted in Figures 10.6, 10.7 and 10.8, respectively. In
addition, each steady state probability is annotated by the UniProt accession number of the
corresponding protein and the ten known disease proteins inserted into the initial top k lists
(corresponding to the various SSL algorithms) as verification proteins are indicated in bold.
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Figure 10.6: The thirty highest ranking putative disease proteins in the full PPI graph obtained by
means of the MC1 algorithm.

Figure 10.7: The thirty highest ranking putative disease proteins in the full PPI graph obtained by
means of the MC2 algorithm.
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Figure 10.8: The thirty highest ranking putative disease proteins in the full PPI graph obtained by
means of the MC3 algorithm.

It may be seen that all ten verification proteins appear among the thirty highest ranking proteins
in the full PPI graph corresponding to each of the three RA algorithms. More specifically, for
a cut-off rank of 5, 10, 20 and 50, the MC1 algorithm identifies four, seven, eight and ten
verification proteins, respectively, whereas both the MC2 and MC3 algorithms identify four,
seven, nine and ten verification proteins, respectively. This leads to an appreciable level of
confidence in the putative disease proteins retrieved by the respective algorithms. Intuitively,
the encoding genes of putative disease proteins that lie between the verification proteins on
the steady state distribution curves plotted for the MC1, MC2 and MC3 algorithms, may be
regarded as especially strong candidates for future studies and further validation experiments.

In order to obtain ranked lists of putative disease genes, the genes responsible for encoding
the hundred highest ranking disease protein candidates identified by the three RA algorithms
were extracted from the full PPI graph. The HGNC symbols of the predicted disease genes
corresponding to the MC1, MC2 and MC3 algorithms are shown in the second, third and fourth
columns of Table 10.13.

The top hundred highest ranking putative disease proteins in the lists of globally ranked proteins
obtained by means of the MC1, MC2 and MC3 algorithms were validated by finding evidence of
their encoding genes’ involvement in disease in the literature. To this end, the text-mining tool
PubTator was employed in order to retrieve PubMed abstracts related to disease phenotypes
and the putative disease genes shown in Table 10.13 (excluding the genes corresponding to
the verification proteins). Of the ninety nine unique putative disease genes considered in this
dissertation, twenty three could be linked to a disease phenotype via a PubMed abstract ID.
The HGNC symbols of the putative disease genes which could be validated from the literature
are listed in Table 10.14. The corresponding disease phenotypes and PubMed abstract IDs are
also provided.
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Table 10.13: The encoding genes of the hundred highest ranking putative disease proteins in the full
PPI graph obtained by means of the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

1 AIP AIP AIP
2 EMG1 EMG1 EMG1
3 PHYH PHYH PHYH
4 PITX2 PITX2 PITX2
5 ATP2A2 ATP2A2 ATP2A2
6 RYR2 EDNRA RYR2
7 SMAD4 RYR2 SMAD4
8 EDNRA GLB1 EDNRA
9 UTP4 SMAD4 GLB1
10 CEBPA UTP4 UTP4
11 CYBB RAD51B PPARG
12 PPARG CEBPA CEBPA
13 UBB PPARG CYBB
14 ITGB2 CYBB UBB
15 GLB1 UBB ITGB2
16 HSPB2 ITGB2 RAD51B
17 APP HSPB2 HSPB2
18 INS APP APP
19 SAT1 SAT1 SAT1
20 RAD51B LAMA2 LAMA2
21 ARHGEF6 ARHGEF6 ARHGEF6
22 LAMA2 COL4A5 PNKD
23 CD36 PNKD CD36
24 PNKD CD36 COL4A5
25 NAE1 NAE1 NAE1
26 COL4A5 USP8 INS
27 TLR2 MAP2K5 TLR2
28 USP8 INS USP8
29 MAP2K5 TLR2 MAP2K5
30 BOD1 PPP1R17 BOD1
31 VCL BOD1 ETHE1
32 DRD2 NAGA VCL
33 ETHE1 ETHE1 DRD2
34 KITLG DRD2 KITLG
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Table 10.13 (cont.): The encoding genes of the hundred highest ranking putative disease proteins in the
full PPI graph obtained by means of the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

35 STK11 KITLG STK11
36 PEBP1 VCL PPP1R17
37 GATAD2A APOBEC3H GATAD2A
38 BDLF4 GATAD2A PEBP1
39 TNFRSF1B BDLF4 NAGA
40 CNTN1 PEBP1 BDLF4
41 TINF2 TINF2 TNFRSF1B
42 P2RX4 TNFRSF1B TINF2
43 ITGB1 CNTN1 CNTN1
44 TNPO3 FN3KRP P2RX4
45 HSP90AA1 ITGB1 ITGB1
46 PPP1R17 P2RX4 HSP90AA1
47 PRDM2 HSP90AA1 PRPF4B
48 MAT2B PRPF4B MAT2B
49 RIPK1 CALM1 TNPO3
50 CSTF1 TNPO3 PRDM2
51 PRPF4B PRDM2 RIPK1
52 ZMYM2 BCKDK BOD1
53 TIRAP RIPK1 CSTF1
54 GLUD1 ZMYM2 APOBEC3H
55 NAGA CSTF1 ZMYM2
56 NCOA6 MAT2B SCD
57 VHL NCOA6 FN3KRP
58 RAD51B GLUD1 MYO10
59 EREG STK11 NCOA6
60 LAG3 VHL GLUD1
61 MYO10 LAG3 GSTA1
62 GSTA1 EREG PPHLN1
63 PPHLN1 GSTA1 VHL
64 CDK17 NDUFAF7 EREG
65 B4GAT1 MYO10 RAD51B
66 BDNF FBXW9 CDK17
67 BCKDK CDK17 TIRAP
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Table 10.13 (cont.): The encoding genes of the hundred highest ranking putative disease proteins in the
full PPI graph obtained by means of the MC1, MC2 and MC3 algorithms.

Rank MC1 MC2 MC3

68 FBXW9 RACK1 LAG3
69 RAD23A BDNF RACK1
70 RACK1 SCD FBXW9
71 PUUVSSGP1 RAD23A BDNF
72 DECR2 RAD51B CALM1
73 CNGA1 TIRAP RAD23A
74 BOD1 PUUVSSGP1 DECR2
75 SDC3 DECR2 B4GAT1
76 CALM1 CNGA1 PUUVSSGP1
77 FN3KRP POLD3 CNGA1
78 BRAF VDAC2 SIRT1
79 SIRT1 PPHLN1 SDC3
80 PLP2 SDC3 GGCT
81 CDC53 BOD1 VDAC2
82 GGCT SIRT1 BRAF
83 APOBEC3H GLOD4 PLP2
84 GLOD4 BRAF CDC53
85 ACTN4 PLP2 RAD51B
86 RAD51B CDC53 FYN
87 RGL2 GGCT GLOD4
88 FYN RGL2 ACTN4
89 ZBED8 B4GAT1 RGL2
90 RPL12 FYN BCKDK
91 CST3 ACTN4 RPL12
92 ZNF576 RPL12 NOS1
93 NOS1 GPM6B NKAPD1
94 NKAPD1 RFFL ZNF576
95 RPL23 TPX2 CXXC4
96 TSC22D3 NOS1 CST3
97 TPX2 RSPO3 GPM6B
98 RRAS NKAPD1 RRAS
99 CYB5B CXXC4 RPL23
100 OXTR RPL23 CBY1
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Table 10.14: Putative disease genes and the associated disease phenotypes for which PubMed IDs were
obtained.

Gene Phenotype

UTP4 Cirrhosis [10820129, 12417987, 24147052, 11045837, 15768832, 20385600,
16225863], Intrahepatic Cholestasis [16225863], Malignant Neoplasm of Colon
and/or Rectum [28350096]

UBB Diabetes Insipidus [11124436, 10911966], Neuroblastoma [11726544],
Alzheimer’s Disease [11980917, 16213790, 15198995, 16432153, 10674623,
10911966, 17531157, 12200043, 31654319, 15519283, 22797007, 12893422,
22730000, 11124436, 14597671, 17237936, 18760506, 17052186, 10666673,
12055595, 11726544, 21059367, 27240056], Nervous System Disorder [12007022],
Progressive Supranuclear Palsy [12871580, 10674623, 15050720], Dementia
[12893422], Argyrophilic Grain Disease, Lewy Body Disease, Pick Disease
of the Brain [14597671], Machado-Joseph Disease [15198995], Tauopathies
[15198995, 17052186, 21762696, 17405812, 18760506, 14597671, 21059367],
Inclusion Body Myositis [15452314, 17052186], Down Syndrome [16432153,
12055595, 10666673], Neurodegenerative Disorders [16714280, 21762696,
10674623, 14597671, 27966098], Huntington’s Disease [17052186, 15198995,
18760506, 16226348], Multiple System Atrophy [17237936], Myopathy
[17405812,17931355, 17931355], Cleft Palate [17468296], Memory Impairment
[21059367], Parkinson’s Disease [21731658, 17052186, 16213790], Bronchop-
neumonia [22730000], Malignant Neoplasm of Cervix [24367661], Malignant
Neoplasm of Lung [25820571], Malignant Neoplasm of Ovary [29130934],
Malignant Neoplasms [29130934, 31096896, 24367661, 29130938, 22057347,
29130934], Exfoliation Syndrome [30738879], Malignant Neoplasm of Stomach
[31081222]

SAT1 Rheumatoid Arthritis [10852253, 24578214], Malignant Neoplasm of Breast
[10978316, 19727732, 19727732, 16207710], Tick-Borne Encephalitis, Venezue-
lan Equine Encephalomyelitis [12083816], Keratosis Follicularis Spinulosa De-
calvans [12215835, 24313295], Malignant Neoplasm of Lung [1327507, 9717831,
17711504, 16757480, 9717831, 1327507, 17711504, 12697027], Malignant Neo-
plasm of Colon and/or Rectum [14506281, 9052989, 17237273, 18430370,
30555259, 16262603, 16854216, 15799689, 16262603, 17237273], Iron Defi-
ciency [15845361], Malignant Neoplasm of Ovary [15905201], Mental Disor-
der [16389195, 25959060, 23958961, 19051286, 27229768], Urinary Tract In-
fection [16903846], Dermatitis [17374397], Adenocarcinoma [17711504], Par-
voviridae [18753240], Malignant Neoplasm of Prostate [18974881, 10646846],
Depressive Disorder [19152344, 25959060, 19851986], Multiple Myeloma
[19531770, 19555670], Diabetes [19763711, 31739742, 22705322, 19615702,
30913011, 31383894, 28413567], Pterygium [19956562], Parkinson’s Disease
[20837543], Lymphoma [20930513, 19531770], Hyperoxaluria [21093948], Sub-
stance Abuse, Depressive Disorders [21152090], Anxiety Disorders [21152090,
23958961, 18759322], Pancreatitis [21318871], Glioblastoma [22179681,
25277523, 25277523, 22179681], Adiposis Dolorosa [22300160], Carcinogen-
esis [22579641, 16010435, 16262603, 25277523], Squamous Cell Carcinoma
[27263493, 22718136], Malignant Neoplasms [22718136, 10646846, 30214636,
19531770], Arteriosclerosis [22761463], Keratosis Pilaris [22816986],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Behcet Syndrome [23768751], Bipolar Disorder [23768751, 23958961, 27229768],
Burkitt Lymphoma [23891576], Tumor Cell Invasion [23986438, 27901475,
29926315], Lipodystrophy [24129368], Ichthyosis Follicularis Atrichia Photo-
phobia Syndrome, Olmsted Syndrome [24313295], Substance Abuse [24735382,
27191827], Brain Neoplasms [25277523, 31399646], Depressive Disorder
[25959060, 19152344], Lymphoma, Pneumonia [27755248, 28520818], Conges-
tive Heart Failure [28035653], Malignant Neoplasm of Esophagus [28243981],
Autism Spectrum Disorders [28695149], Asthma [29729200], Malignant
Neoplasm of Stomach [29926315, 19686286, 19686286, 28808875], Neo-
plasm Metastasis [29926315, 25893668, 27901475], Schizophrenia [29958750,
19162121], Ankylosing Spondylitis, Hyperostosis [30031587], Metabolic Syn-
drome [30031587, 17490981], Zika Virus Infection [30040423], Crohn’s Dis-
ease [30215805], Ablepharon-Macrostomia Syndrome [30278484], Tuberculo-
sis [30295760, 22205804, 26825909, 28779754, 24824246, 30652492, 22205804],
Anhedonia [30326340], Sarcoidosis [30652492], Anophthalmia and Pulmonary
Hypoplasia, Hyperglycemia [30677401], Foot-and-Mouth Disease [30807778,
28224715, 28298597], Oropharyngeal Disorders [31092573], Gestational Tro-
phoblastic Neoplasms [31219560], Obesity [31462690, 20882379, 29715464,
31440954, 28231762, 18940394, 22134720], Cardiovascular Diseases [31739742,
28403191], Metabolic Diseases [31779686], Malignant Neoplasm of Liver
[9397163, 22579641, 30100754, 22579641, 9397163], Neoplasms [9717831,
27012811, 17711504, 22718136, 25277523, 17987291, 27698118, 10646846,
18974881, 31399646, 17096347, 9397163, 29957732]

ARHGEF6 Pulmonary Hypertension [15242552], Glioblastoma [16320026], Mental Retar-
dation [17304053, 11017088, 19377476, 21989057, 11337747], Inflammatory
Bowel Diseases [25479423, 28333213], Schizophrenia [29759351]

NAE1 Complete Trisomy 21 Syndrome [15192323, 17611268], Malignant Neoplasm
of Liver [15201980, 31817100, 29846044, 31002342], Alzheimer’s Disease
[17611268], Down Syndrome [17611268, 15192323], Myocardial Infarction
[21386696], Oropharyngeal Disorders [22895816], Anophthalmia and Pul-
monary Hypoplasia [28535453], Melanoma [29233905], Congestive Heart Failure
[29632206], Lymphoma [29910671], Malignant Neoplasm of Pancreas [31404297]

TNFRSF1B Encephalomyelitis [10679120, 30498033, 31785393, 28052249, 31220564], Lu-
pus [10703622, 30185417, 15674653, 17028114, 11196716, 10395102, 11600223,
11607787, 16306881, 11197692, 12739039, 11169260, 10643707, 11762942,
19684152, 20516030, 12739039], Hypertensive Disease [10942422, 16216983,
16003175, 23337087, 19557004], Diabetes [10946317, 18566344, 22068019,
25200302, 31073629, 31813103, 28843039, 26786322, 9174153, 30333553,
15787661, 11315843, 28367848, 21849023, 16979382, 11882518, 15217754], Hy-
perlipidemia [10958645, 16054550], Narcolepsy [11144293, 12601524, 11285131],
Takayasu Arteritis, Vasculitis [11169260], Rheumatoid Arthritis [11212177,
12730509, 31609517, 16142859, 30723161, 12610797, 11508576, 15252214,
12209506, 25850964, 20401725, 16871413, 12233877, 26071216, 24777778,
1320571, 29748156, 12858434, 10765919, 25311255, 29889832, 14872483,
16277675, 12209507, 18309487, 28150360, 18565259, 15603867, 14687710,
29760711, 15022314, 12913922],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Sciatic Neuropathy [11240015], Neuropathy [11315843], Hypertensive Disease
[11315843, 15925743, 19557004], Cerebral Infarction [11358448], Idiopathic Pul-
monary Fibrosis [11371414, 21144722], Central Visual Impairment [11472434],
Trichohepatoenteric Syndrome [11588035], Encephalitis [11607787, 11169260],
Ovarian Cancer [11705863], Neoplasm Metastasis [11705863, 25010932,
18764880, 17143529, 15342406, 20646319], Fatty Liver Disease [11732005],
Epithelial Hyperplasia [11781288], Colitis [11781288, 11904678, 15274667,
30457980, 15842589, 25387791], Arterial Occlusive Diseases [11854734], Crohn’s
Disease [11904678, 12049175, 18248655, 11196680, 15784704, 11781288,
29848778, 24121042, 26071216, 15842589], Psoriasis [12011375, 22111980,
26071216, 25537528], Arthritis [12011375, 16947419, 29375132, 15252214,
29339199, 29342501, 21346237, 18415772, 29218573, 29618659, 29339199],
Pigmentary Disorder [12032115], Lymphoma [12149223, 12149223, 16173964,
16198418, 23672298, 29928327, 29930163, 29930163, 8445947, 24757092,
29922294], Polycystic Ovary Syndrome [12161545], Hyperandrogenism
[12161545, 19039234], Septicemia [12500222, 15526005, 23029405], Pancreatitis
[12741461], Behcet Syndrome [12770792, 18415772], Degenerative Polyarthri-
tis [12913922, 16871413, 11508576, 1320571, 30826358, 31261789], Malaria
[14504653, 23408847], Adenocarcinoma [14613990, 15146559], Myelodysplastic
Syndrome [14728878], Pleural Effusion Disorder [14997042], Hypoalbuminemia
[15044820], Mesothelioma [15084380], Periodontitis [15142217, 21593780], En-
dometriosis [15212671, 19238748, 18510047, 14506926, 24844917], Malignant
Neoplasm of Colon and/or Rectum [15743036, 16477629, 28123565, 24762198,
27504605, 28412748, 18088549, 21994466, 20566746, 21994466, 18088549,
24762198, 28412748, 16477629], Dystrophia Myotonica 2 [15787661], Neurode-
generative Disorders [15827736, 29604364], Cerebral Ischemia [15829914], An-
terior Uveitis [15851552], Eating Disorders [15866349], Malignant Neoplasm of
Prostate [15948150, 17143529, 17143529, 15948150], Neurilemmoma [16001231],
Limb Ischemia [16095891, 23065828], Malignant Neoplasm of Liver [16109524],
Anemia [16142859], Neuroblastoma [16215672, 9136990, 19142969, 23314735,
24253178, 20404560, 8656283, 19142969, 16215672, 14654552, 9136990],
Malignant Neoplasm of Liver [16477629, 31848339], Obesity [16503147,
11782876, 18685868, 12161545, 10841005, 16216983, 16979382], Retinoblastoma
[16555252, 17973327, 16555252], Metabolic Syndrome [16645020, 10942422,
16979382], Impaired Glucose Tolerance [16732051, 16979382], Osteoarthritis
[16871413, 16282562], Osteoporosis [17002564, 16502120, 15071724], Myeloid
Leukemia [17018605, 18403643], Intestinal Diseases [17030185, 15274667], In-
continentia Pigmenti Achromians, Invasive Pulmonary Aspergillosis [17207711],
Medulloblastoma [17550129], Chordoma [17700442], Palindromic Rheuma-
tism [17763205], Common Variable Immunodeficiency [17825894], Myocar-
dial Infarction [17852784, 21362018, 29547707], Osteoporotic Fractures
[18038243, 15071724], Depressive Disorder [18081157, 21938001, 26278479,
28761093, 28761093, 28839357, 17094069, 16458261, 24047966, 28867280,
24094876, 28867280, 28839357], Malignant Neoplasm of Lip and/or oral Cav-
ity [18206417], Epiretinal Membrane [18398367, 12032115], Myeloproliferative
Disease [18403643, 17018605], Motor Axonal Neuropathy [18717726],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Neoplasms [31555271, 11705863, 29892300, 30685298, 14997042, 28560678,
28789455, 9685865, 15084380, 28096513, 29032004, 29295954, 11389056,
19142969, 19738070, 30628200, 25010932, 17973327, 18974393, 30127886,
29920311, 31040894, 28819854, 27888699, 20224295, 16555252, 23576602,
15342406, 27626702, 29234328, 20646319, 17143529, 30356161, 29802567,
29623079, 21995493, 29435163, 27464624, 24511008, 18088549], Malignant Neo-
plasm of Lung [31559061, 30989732, 29080421, 31848339], Spondylarthritis
[31609517, 29618659], CNS Disorder [31785393], Malignant Neoplasm of Breast
[31839752], Melanoma [8908597, 12789270, 8305739, 21418516]

P2RX4 Epilepsy [12941474, 12941474, 19084381, 19084381], Cystic Fibrosis [14701827],
Muscular Dystrophy [15006691], Tuberculosis [17034577], Anxiety Disor-
ders [17197037], Chlamydia Infections [17785807], Bronchopulmonary Dys-
plasia, Borderline Personality Disorder [18543274, 23602648], Schizophre-
nia [18614336], Bipolar Disorder [18614336, 18543274], Hypertensive Dis-
ease [18852390], Uncinate Epilepsy [19084381], Amyloidosis [19562525], Lu-
pus, Rheumatoid Arthritis [20493226], Neuroblastoma [21081501], Hepati-
tis C [21899776], Degenerative Polyarthritis [22715356, 24145861], Macular
Degeneration [23303206], Narcolepsy [23497937, 21170044, 23725858], Ma-
jor Depressive Disorder [23602648, 18543274], Depressive Disorder [23602648,
31656696, 28751018, 28751018, 23602648], Amyotrophic Lateral Sclerosis
[23771221, 17990272, 20084016], Febrile Convulsions [24703484], Septicemia
[25318479, 29875325], Neoplasms [26505137, 30209547, 21157381, 30006588],
GVH Disease [26538394], Chronic Obstructive Airway Disease [26541524],
Dengue Fever [26969484], Arteriosclerosis [27355755], Eosinophilic Disorder
[27863396], Hepatitis [27940204], Mycobacterium Infections [28233049], In-
fluenza [28351919], Lesion of Brain [28394853], Pulmonary Fibrosis [28415591],
Squamous Cell Carcinoma [28430665], Brain Neoplasms [28536012, 21157381],
Brain Diseases [28554730], Alzheimer’s Disease [28554730, 27792010], Malig-
nant Neoplasms [28668500, 25515510, 31285280], Ischemic Stroke [28751018],
Arthritis [28797095], Impaired Cognition [28840058], Lung Diseases [28878780,
28415591], Metabolic Syndrome [28937704], Kidney Failure [29021225], Intraoc-
ular Pressure Disorder [29085298], Diabetes [29210478, 30544633, 30537520],
Fatty Liver Disease [29270247], Fenestration [29326590], Non-Hodgkin’s Lym-
phoma [29392934], Substance Abuse [29477921, 28306606], Parkinson’s Dis-
ease [29692728, 31054067], Status Epilepticus [29749377], Fibrosis [29802948],
Hashimoto’s Encephalitis [29973381], Vascular Diseases [30010623], Peri-
odontitis [30103845], Osteopenia [30103845, 28298636], Migraine Disor-
ders [30146940], Central Nervous System Sensitization [30165876], Glioblas-
toma [30362154], Carcinogenesis [30362154, 19017759], Asthma [30387030,
27863396], Polycystic Kidney Disease [30417216, 15325248], Encephalomyeli-
tis [30500565, 29973381], Endothelial Dysfunction [30544633, 31412063], Toxo-
plasmosis [30653952], Astrocytoma [30684150, 27867013], Malignant Neoplasm
of Lung [30762755], Hyperglycemia [30821687], Multiple Sclerosis [31015145,
30500565, 28326637, 29341465, 30908981], Agnosia For Pain [31045747], Coro-
nary Arteriosclerosis, Myocardial Ischemia [31051227], Neurodegenerative Dis-
orders [31054067], Cardiac Arrhythmia [31152337],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Congestive Heart Failure [31152337, 28840058, 16497176], Corneal Allograft
Rejection [31197223], Intestinal Diseases [31202513], Malignant Neoplasms
[31285280, 25515510, 28668500], Hyperactive Behavior [31396053, 29343707],
Mental Disorders [31396053, 18268501, 29122639], Adenocarcinoma [31401785],
Malignant Neoplasm of Liver [31401785, 26517690, 30343397], Oedema Auric-
ular [31627451]

ITGB1 Congestive Heart Failure [11884376], Anoxia [12200131], Neoplasm Metasta-
sis [12517798, 22695923, 23336515, 22829201, 28613134, 30611077, 15500293,
28401009, 26728244, 27004522, 25894721, 30399378, 30688657, 27742688,
25089569, 25741138, 29746931, 31523184, 24762228, 22943849, 15024036,
29948648, 24004467, 23441154, 22382453, 30581390, 23562787, 29431199,
31423176, 28560430, 29703238, 28542982, 26903137], Astrocytosis, Gliosis
[12851778], Carcinogenesis [1337297, 30849478, 30611077, 26497667, 19829083,
24931361], Adenocarcinoma [14612932, 16732726, 27289231, 23677397], Lym-
phoma [14623330, 15731179, 30350200, 29301866, 11264180, 12393420], Tha-
lassemia [15054814, 30506348], Melanoma [15292257, 18632734, 11996105,
12376466, 12218055, 17352405, 28284838, 28476030, 28476030], Endometrial
Neoplasms [15645131], Myocardial Infarction [15978110, 28367125], Malig-
nant Neoplasm of Urinary Bladder [16103120, 11996105, 22386417, 29113179,
31092844, 31486485, 28042869, 22386417, 25092917, 30915742, 28498731,
29113179], Intracranial Arteriovenous Malformation [16385340], Alzheimer’s
Disease [16448724, 30918899], Hemangioma [16456130], Sclerosis [16459165],
Malignant Neoplasm of Urinary Bladder [16820945, 28498731], Cardiomy-
opathy [17186162, 18340010, 11884376, 27693578, 18340010], Cardiac Ar-
rest [17313560], Kidney Diseases [17514628, 30271355], Bullous Pemphigoid
[17515951], Galloway Mowat Syndrome [18594871], Chylothorax [18973153],
Colitis [19103643], Glomerulonephritis [19662603], Hydrocephalus [19726708],
Diabetes [20187441, 25371288], Endometriosis [21063030, 26357653], Basal
Cell Carcinoma [21067603], Neoplasm Invasiveness [21224397], Ameloblas-
toma [21255062, 17498594], Malignant Neoplasm of Esophagus [21426305],
Malignant Neoplasm of Head and/or Neck [21463917, 30642292, 28613134,
31632090, 30779921], Ulcerative Colitis [22486997, 25386078, 29596443], Menin-
gioma [23238945], Venous Thromboembolism [23358226], Malignant Neo-
plasm of Thyroid [23388428, 31392080], Lymphatic Metastasis [23441154],
Malignant Neoplasm of Lung [23441154, 26728244, 29636624, 30719123,
31598171, 12020426, 31598171, 23441154, 21053345, 31696479, 21478906,
26509557, 27207836, 28537888, 22829201, 29673969, 31796058, 30688657],
Malignant Neoplasm of Lung [23441154, 26728244, 31598171, 30719123,
29636624], Gestational Trophoblastic Disease [23455756], Hydatidiform Mole
[23455756, 23455756], Uterine Fibroids [23482612], Hepatitis C [23498955],
Crohn’s Disease [23625284], Malignant Neoplasm of Ovary [23877403, 26497667,
22388103, 29218693, 22388103, 23877403, 12517798], Degenerative Polyarthri-
tis [24289792, 30854241], Malignant Neoplasm of Stomach [24870620, 25741138,
21618249, 26903137, 28542982, 27832972, 27832972, 24870620, 16773720],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Malignant Neoplasm of Larynx [30519312, 29930482, 29930482], Malignant
Neoplasm of Breast [30771534, 29636624, 29774124, 30502358, 28213554,
26728650, 31579239, 24805830, 29948648, 28160423, 27197172, 30719702,
28160423, 26728650, 30771534, 28361350, 28969074, 19074826, 27563827,
26675717], Cholera [30808871], Schizophrenia [30813134], Urinary Stress Incon-
tinence [31059065], Cerebral Infarction [31081104], Phlebosclerosis [31214872],
Malignant Neoplasm of Colon and/or Rectum [31215867, 29515334, 15757908,
31519588, 31801971, 24807392, 31676872, 31519588, 24498407, 30863155,
29636624, 31423176, 30784076, 24777809, 25894721, 25387809, 31704841,
31704841, 31801971], Ankylosing Spondylitis [31471299], Multiple Myeloma
[31586190, 18615555, 19057841, 26848618, 18850009], Malformations of Cor-
tical Development [31657647], Rabies [31666383], Tumour Budding [31801971,
31676872]

PRDM2 Malignant Neoplasm of Liver [10508492, 18712668, 16706806, 10862032,
17963297, 20675009, 11259086, 28339081, 12557265], Malignant Neoplasms
[10508492, 29367689, 11748455, 10369808, 17034532, 19746436, 8921366,
29228717], MSI-High [11135439], Malignant Neoplasm of Colon and/or Rec-
tum [11259086, 10688904, 11280725, 14760116, 19843671, 25987089], En-
dometrial Carcinoma [11280725, 10987271, 28528974], Melanoma [12082534],
Lymphoma [12472571, 22300346, 16039715, 8921366, 12002276, 11544182,
12002276, 8921366, 15201966, 29352181], Malignant Neoplasm of Head
and/or Neck [12631603], Treatment Related Leukaemia [12888905], Ma-
lignant Neoplasm of Stomach [14534544, 11259086, 15069684, 14534544,
15309726], Malignant Neoplasm of Thyroid [14668725, 25722013, 17103461],
Medulloblastoma [14688019], Neoplasms [14688019, 12631603, 11280725,
16706806, 14633678, 19799859, 21369371, 10508492, 28718376, 27757741,
16953217, 12082534, 29228717, 11259086, 11748455, 14668725, 22363126,
23098508, 9242555, 15711769, 28560012, 9766644, 28528974, 17103461,
27713401, 22300346, 20159667, 22614009, 29367689, 19602237, 11719434,
28243945, 11135439, 11544182, 17922684, 18712668, 20675009, 24115813,
17052263, 20878080, 18488713, 12002276, 15809732, 25987089, 29575614,
10987271, 10688904, 21369371], Marinesco-Sjogren Syndrome [14760116],
Oligodendroglioma [15711769], Paraganglioma [15809732], Pheochromocytoma
[15809732, 14668725], Blast Phase [16953217, 18246120, 19602237], Squa-
mous Cell Carcinoma [17034532, 24115813, 24993551, 22363126], Carcinogen-
esis [17052263, 15069684, 25987089, 14668725, 21678463, 9766644, 11544182,
17103461, 11135439, 22363126, 10688904, 20159667, 18712668], Adenocarci-
noma [17693662], Malignant Neoplasm of Lung [17693662, 11719434, 9766644,
9766644, 17693662], Malignant Neoplasm of Ovary [17922684], Retinoblas-
toma [18037365, 19746436, 10369808, 20675009, 8921366, 15488642, 23098508,
8643684, 9006946, 27830966, 16674107], Osteosarcoma [18488713], Hyperactive
Behavior [18712668], Neuroblastoma [18819746, 9766644, 20878080, 20878080,
18819746], CML Progression [19602237],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Malignant Neoplasm of Cervix [20159667, 29575614], Osteoporosis [20508921],
Myelodysplastic Syndrome [20828818], Ganglioneuroma [20878080], Malignant
Neoplasm of Prostate [21369371, 19746436, 17052263, 19746436, 21369371],
Parkinson’s Disease [21469201, 26227905], Congenital Contractural Arachn-
odactyly, Opisthorchis Viverrini-Related Cholangiocarcinoma [23098508], Ma-
lignant Neoplasm of Esophagus [24115813], Prolactinoma [25884948], Malig-
nant Neoplasm of Urinary Bladder [26039340], Substance Abuse [27573876,
27657733, 18316681], Glioblastoma [27757741], Myeloid Leukemia [27830966,
16953217, 19602237], Malignant Neoplasm of Endometrium [28528974], Menin-
gioma [28560012, 22614009, 28560012, 28243945], Malignant Neoplasms
[29228717, 17034532, 29367689, 11719434, 11748455, 19746436, 8921366,
14633678, 10369808, 31741141, 11135439, 9766644, 10508492], Obesity
[29367689], Intracranial Aneurysm [30823506], Malignant Neoplasm of Breast
[9766644, 16356493, 11259086, 10508492, 21503890, 11259086, 9766644,
15069684]

BOD1 Intellectual Disability [27166630], Malignant Neoplasm of Breast [30091683],
Herpes Zoster Disease [31064637]

APOBEC3H
Immunologic Deficiency Syndromes [16571802, 30060196, 29267382], Malig-
nant Neoplasm of Lung [26459911, 27650891], Multiple Malignancies [27016308,
29290613], HIV Infection [29153851, 26559750, 25721876, 25411794, 22023594,
21167246], Malignant Neoplasm of Liver [31322199], Hepatitis B [31400856]

SCD Hypertriglyceridemia [12401889], Malignant Epithelioma [12419843], Malig-
nant Neoplasms [12419843, 12376462, 16316942, 23139775, 15708362, 31284458,
30558661, 28448568, 24368438, 31119400, 23013158, 31838050, 31481234,
20876744, 28442322, 29869888, 29938858, 25880005, 31019378, 25675381,
29484133, 30248655, 30065049, 21954435, 26451612, 29530061, 25528629,
15609334], Congenital Chromosomal Disease [14995083], Hyperinsulinism
[15030794, 16741579, 16284748], Diabetes [15030794, 21733300, 30248655,
15662557, 29530061, 31838050, 15662557, 15030794, 23015358, 28356733,
30958562, 25930966, 27004414, 30190473, 24985009, 29089222, 16908084,
31543975], Adenocarcinoma [15609334, 28797843, 18813799, 28368399], Neo-
plastic Cell Transformation [15708362], Anaplastic Carcinoma [16316942,
12376462], Attention Deficit Hyperactivity Disorder [16893529], Coinfection
[17456467], Hypercholesterolemia [17456467, 28750643], Congestive Ophthal-
mopathy, Myopathic Ophthalmopathy [17614770], Hyperlipidemia [18340007],
Dyslipidemias [18340007, 29074585, 17456467, 24759262, 26879377, 31356236,
29922430], Anoxia [18832746], Schizophrenia [19195843], Endothelial Dysfunc-
tion [19954369], Congenital Long Qt Syndrome [20233272], Perinatal Depres-
sion In Mother [20395685], Hemoglobinopathies [20712578], Depressive Disor-
der [20863572, 26513616], Leg Ulcer [20872960], Impaired Glucose Tolerance
[21741058, 21661758, 29965978], Zinc Deficiency [23213233], Recurrent Tumor
[23376425], Tumor Necrosis [23612727], Dermatologic Disorders, Insulin Resis-
tance [21661758], Malignant Neoplasm of Ovary [23676551],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Anemia [29232169, 26450553, 31099901, 15048161, 21288648, 29459493,
31385153, 27667587], Metabolic Diseases [29258511, 31673045, 29043930,
29074585, 24295027, 15030794, 29089222, 29605251], Dyssomnias [29324574],
Vitamin A Deficiency [29409806], Meibomian Gland Dysfunction [29463801,
27569371], Malignant Neoplasms [29484133, 31119400, 29530061, 30558661,
30065049, 23139775, 23013158, 27861513, 21954435, 26451612, 24368438,
15609334, 31481234, 31019378, 30248655, 20876744, 28442322, 25880005,
28448568, 25675381, 29938858, 31284458, 20713121, 31838050, 25528629,
15708362, 29869888], Bacteremia [29531653], Malignant Neoplasm of En-
dometrium [29552293], Lipodystrophy [29684791], Myocardial Ischemia
[29864776], Cardiac Arrest [29864776, 30486705, 21831960], Skin Toxicity
[29869888], Neoplasm Metastasis [29989648, 31733993, 23633458, 29530061,
31678511], Virus Diseases [30118512], Sleep Apnea [30135591], Hypertrophic
Cardiomyopathy [30152798, 28559533, 29864776, 12109867], Anterior Seg-
ment Ischemia [30153804], Hodgkin’s Disease [30195881], Gestational Dia-
betes [30216387], Patulous Eustachian Tube [30287116], Synovial Hypertro-
phy [30418113], Mitral Valve Prolapse Syndrome [30486705], Parkinson’s Dis-
ease [30527540, 30635723], Pervasive Development Disorder [30544006], Autism
Spectrum Disorders [30544006, 30180836], Vitamin D Deficiency [30553405],
Melanoma [30558661, 30184109], Tachycardia [30590464, 31026510, 30737990],
Rheumatoid Arthritis [30706710], Ventricular Fibrillation [30737990], Dengue
Fever [30853381], Arteriosclerosis [30927246, 23747827, 21045115, 31119852,
30927246, 18832746, 29864776, 29074585, 14521667], Tumor Initiation
[30930246], Splenic Sequestration [31069977], Immunosuppression [31073775],
Neoplasms [31083642, 31019378, 29326439, 21954435, 23612727, 25675381,
27468719, 28143772, 26813308, 31847887, 27861513, 23019225, 24309934,
23633458], Renal Carnitine Transport Defect [31099901, 29459493], Hy-
pertensive Disease [31129993], Liver and Intrahepatic Biliary Tract Carci-
noma [31199678, 28647567], Depressive Disorder [31286994, 28602692], Is-
chemic Cardiomyopathy [31375934], Bipolar Disorder [31455761], Conges-
tive Heart Failure [31502385, 27476098, 26670611, 26133158], Anorexia Ner-
vosa [31540208], Substance Abuse [31593753], Impaired Cognition [31597710,
31810489], Presenile Dementia [31597710, 31810489, 30635723, 28646686], Hy-
perglycemia [31690632], Hamartoma [31738477], Malignant Neoplasm of Colon
and/or Rectum [31777589, 27992526, 31481234, 29074607, 31847887, 26451612,
26647913, 31678511, 26813308, 28894242, 29530061, 28661203, 31339921,
31119400, 23633458, 27468719, 27861513, 29530061, 26813308, 29074607,
27992526], Glioblastoma [31798454, 29354058], Amyloidosis [31810489], De-
mentia [31810489, 30635723, 31597710, 28646686], Mild Cognitive Disor-
der [31810489, 31597710, 28646686, 31517023], Carcinogenesis [31838050,
30063922, 26391970, 28145413, 15609334, 28143772]

PPHLN1 Intrahepatic Cholangiocarcinoma, Primary Cholangiocarcinoma of Intrahepatic
Biliary Tract [25608663]
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

EREG Anaplasia [14581411], Malignant Fibrous Histiocytoma [15274392], Neurilem-
moma [16462207], Truncus Arteriosus [16469638], Angiofibroma [18292222],
Intraepithelial Neoplasia [18497965], Neoplasm Metastasis [19138957,
23374602, 30738695], Erythropoietic Protoporphyria, Ferrochelatase Defi-
ciency [19267999], Gastrointestinal Stromal Tumors [19298600], Malignant
Neoplasm of Prostate [20651988], Malignant Neoplasm of Ovary [21769422,
15313392], Tuberculosis [22170233, 30634928, 30634928, 24898387], Malig-
nant Neoplasms [22491422], Malignant Neoplasm of Stomach [22508389,
30738695, 25203737, 30738695, 28960674], Malignant Neoplasm of Liver
[22516259, 22409860, 27296289], Adenocarcinoma [22964644], Behcet Syn-
drome [23625463], Cholesteatoma [23826119], Rheumatoid Arthritis [24309559],
Glioblastoma [24330607], Liver Regeneration Disorder [24812054], Congenital
Contractural Arachnodactyly [24935374], Respiration Disorders [25402004],
Arthritis [25556244], Skin Toxicity [25707609], Herpes Nos, Kaposi Sarcoma
[25979343], Hematologic Neoplasms [25990537], Carcinogenesis [26215578,
26894620, 11156386, 28274874, 25990537, 20498653, 12702554], Malignant
Neoplasm of Breast [26215578, 17962208, 28274874, 31674634], Tumor Cell
Invasion [26381405, 18620900, 22964644, 31793126, 31661003, 31234944],
Neurodegenerative Disorders [27130034], Adenocarcinoma [27270421], Cleft
Palate [28282589], Amyotrophic Lateral Sclerosis [28366802], Nasal Polyps
[28398769], Malignant Neoplasm of Lung [28472347, 15152945, 19138957,
22964644, 26894620, 29109770, 18620900], Diabetes [28499214, 29130334,
29130334, 28499214], Temporomandibular Joint Disorders [28783046], Malig-
nant Neoplasm of Bone [28915604, 25004126], Neurofibromatosis 1 [29032173],
Immunologic Deficiency Syndromes [29109770], Tumor Progression [29353521,
20636398, 28465351, 28733611, 30738695, 28686677], Diabetic Nephropathy
[29385323], Endotoxemia [29621998], Polycystic Ovary Syndrome [29734187],
Arteriosclerosis [29744301], Asthma [30036600, 31443605], Malignant Neoplasm
of Colon and/or Rectum [30252132, 27270421, 27272216, 22409860, 24335920,
31519572, 23374602, 27344184, 29199273, 21206494, 17664471, 19738126,
25520391, 26284333, 27002940, 24800946, 21283802, 26341080, 23099994,
24335920, 30252132], Atypical Teratoid Rhabdoid Tumor [30302601], Immune
System Diseases [30400011], Degenerative Polyarthritis [30544699], Malignant
Neoplasm of Lymph Node [30738695], Oestrogen Receptor Positive Breast Can-
cer [30967627], Myocardial Infarction [31062344], Squamous Cell Carcinoma
[31234944, 18497965, 30302873], Neoplasms [31383134, 28839211, 29318941,
22030282, 26284333, 28255348, 27272216, 23374602, 28986856, 31234944,
31571868, 10891365, 25520391, 26894620, 30677557, 29109770, 29792309,
28351146, 24335920, 23549083, 26215578, 29086481, 29786605, 28841547,
21283802, 19925653, 31519572, 29138565, 30771581, 31808011, 27002940,
21161326, 27422777, 15520187, 22409860, 24687921, 31421407, 19738126,
26370161, 31744896, 25677871, 19138957, 30639548, 30738695, 27270421],
Malignant Neoplasms [31683673, 23549083, 27744564, 30677557, 31234944,
29130334, 25990537, 29572902, 21769422, 31234944, 31683673], Amyloidosis
[31696167], Dermatitis [31761787]
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

LAG3 Agammaglobulinemia [11433390], Myocardial Infarction [16413964], Hodgkin
Disease [16757686], Mitral Valve Stenosis [17020785], Cardiomyopathy
[21492761, 22886719, 29663959], Psoriasis [25006012], Immunologic De-
ficiency Syndromes [25549835, 29987244], Immunosuppression [25944800,
31623599], Pseudohyperkalemia Cardiff [26095288], Viremia [26449164], Arthri-
tis [26996070], Myelodysplastic Syndrome [27565576], Parkinson’s Dis-
ease [27708076, 30279468, 30485547, 31847878], Arteriosclerosis, Coronary
Heart Disease [27777974], Squamous Cell Carcinoma [27835902, 29847156,
30519331], Immune Suppression [28028751], Lupus [28052118, 27911796],
Hepatitis B [28072682, 31390978, 28072682, 29033936], Adenocarcinoma
[28132868], Neuroblastoma [28270499], Hepatitis A [28325534], Rheumatoid
Arthritis [28511719], Allergy To Peanuts [28689791], Diabetes [28783703],
Autoimmune Diseases [28783703, 28934318, 28258692], Degenerative Pol-
yarthritis [28800255], Hepatitis [28928158], Neoplasm Metastasis [28935468],
Hepatitis C [29033936, 8871676, 26595560, 26095288, 31216427], Epithe-
lioma [29045526], Cirrhosis [29087397], Septicemia [29135922, 31440257],
Mesothelioma [29163783, 31078776], Systemic Scleroderma [29245183], Ma-
lignant Neoplasm of Lung [29396238, 31053602, 28132868, 28935468], Lym-
phomas [29427592], Malignant Neoplasms [29616115, 31851060, 30279468,
27297395, 31291131, 31681578, 31219974, 31168847, 28258692, 30990738,
30511409, 31434339, 31604537, 16618772, 31077581], Malignant Neoplasm of
Ovary [29616115, 31851060, 28197366], Coronary Artery Disease [29729899,
27777974], Malignant Neoplasm of Colon and/or Rectum [29854709, 30713804,
31077581, 31219974, 29900067, 31287991, 30861269, 31484656, 31219974,
31484656], Progressive Neoplastic Disease [29939877], Malignant Neoplasm
of Liver [30145359, 29666149, 28928158, 28648905, 23261718, 28648905,
29900067], Tumor Immunity [30147330, 28935468, 30872779], Malignant Neo-
plasm of Stomach [30223387], Hematologic Neoplasms [30233564, 31186046],
Glioblastoma [30248181, 31548728, 30248181, 31548728], Prion Diseases
[30279468], HIV Infection [30379878, 29987244, 30379878, 25154740, 30653605],
Keratitis [30619285, 31217250], Myocarditis [30721928], Encephalomyelitis
[30770703], Multiple Sclerosis [30770703, 31134049, 15674389, 17020785],
Neoplasms [30880064, 29353075, 30580966, 31440257, 31244852, 31516753,
31007846, 23261718, 16618772, 27835902, 30872779, 30560130, 29602773,
16266981, 30333318, 28270499, 19261614, 31667169, 30952743, 30101129,
30587557, 28115575, 30248181, 28132868, 30272332, 30377566, 28928158,
31672704, 28920005, 15577684, 20442311, 29047105, 29427592, 30482746,
30285868, 29045526, 28935468, 28258692, 31695700, 31053602, 30524900,
10601994, 30971442, 31681578, 30233564, 31219974], Melanoma [30880064,
31219974, 29602773, 29939877, 30880064, 29599411], Intraocular Pressure
Disorder [30944129], Memory Impairment [30989321], Lymphoma [31007846,
29296517, 31681578, 30116392, 30209120, 31681578, 29296517, 20228263,
28154084, 31783023, 31612643, 27565576, 28977875, 11781252, 31672704,
28901003, 29427592], Smoldering Myeloma [31053880], Pleurisy [31078776],
Malignant Neoplasm of Urinary Bladder [31174611], Herpes Simplex Infections
[31217250, 30619285], Malignant Neoplasm of Pancreas [31219974],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Influenza [31236615], Tuberculosis [31306460, 25549835, 25549835, 28880895],
Tumor Progression [31413911], Multiple Myeloma [31445183, 20568250], Sar-
coma of Soft Tissue [31516753], Asthma [31534137, 31794836, 28886264,
30292924], Malaria [31584094], Pleural Effusion Disorder [31639551], In-
flammatory Myofibroblastic Tumor [31667169], Dendritic Cell Sarcoma
[31667169, 23888072], Classical Hodgkin’s Lymphoma [31697809], HIV Infec-
tion [31827152, 24906112], Malignant Neoplasm of Breast [31841754, 29045526,
31434339, 31681578, 29983831, 29983831, 31841754, 31077581, 16618772,
30511409, 27297395, 31604537, 30990738, 31168847, 31721169, 28258692,
31219974, 30279468, 30223387, 31291131, 29963107]

SDC3 Muscular Dystrophy [11968010], Obesity [17698399, 19820907, 17018662,
29666642], Hyperandrogenism [19820907], Neoplasms [23060448, 23351331],
Neoplasm Metastasis [23060448, 28638231], Malignant Neoplasm of Breast
[23351331], Hepatitis C [28404852], Malignant Neoplasm of Liver [28557334],
Malignant Neoplasm of Pancreas [28638231], Malignant Neoplasms [28638231,
29968393], Metabolic Syndrome [29666642], Malignant Neoplasm of Colon
and/or Rectum [29968393], Malignant Neoplasms [29968393, 28638231], Lym-
phoma [30226583], Alzheimer’s Disease [30718543, 31608281], Periodontitis, In-
flammatory Disorder [31300004], Rheumatoid Arthritis [31300004, 16052590]

GGCT Neoplasms [10340908, 21508379, 11358908, 29362917, 9586664, 29429592,
11397402, 22653386, 29316360], Azoospermia [11549683], Neurodegenerative
Disorders [11807295], Malignant Neoplasm of Male Breast [12602915], Hypoal-
dosteronism [14614232], Malignant Neoplasm of Liver [15042566], Male Infer-
tility [15044606, 17684052], Malignant Neoplasm of Endometrium [15721279],
Endometrial Carcinoma [15721279, 31757677], Peroxisome Biogenesis Disorder
[16100771, 20441557], Malignant Neoplasm of Testis [16172197], Schizophrenia
[16556465], Lymphoma [16765912], Diabetes [17130574, 25501168, 20187968,
28323045], Rheumatoid Arthritis [17431729], Malignant Neoplasm of Ovary
[17465232, 11437399, 29429592, 30011933, 29429592], Malignant Neoplasms
[17465232, 11437399, 29429592, 21508379, 20527979, 26828272, 22653386,
25941902, 31519583, 26339607, 29316360, 31757677, 22144684, 26818177,
29736310, 19963113], Severe Myopia [17557158], Pharyngitis [18217553], Bu-
limia Nervosa [19852950], Progeria [19938095], Malignant Neoplasm of Colon
and/or Rectum [19963113, 27500968], Myotonic Dystrophy [20080938], Muco-
cutaneous Lymph Node Syndrome [20374367], Carcinogenesis [20527979], Defi-
ciency of Monooxygenase [20529578], Tumor Cell Invasion [21508379, 31757677,
26339607], Alopecia [21981665, 26178169, 15824176], Immunodeficiency 13
[22184408], Malignant Neoplasm of Lung [22653386, 25941902, 24204934,
11397402, 25941902, 22653386], Benign Prostatic Hyperplasia [22653589,
23184046], Systemic Scleroderma [23027890], Vascular Diseases [23098893],
Ankylosing Spondylitis [23441776], Hepatitis C [23978570], Autism Spectrum
Disorders [24453138], Immune Thrombocytopenic Purpura [25158149], Os-
teosarcoma [25170932, 30011933, 21508379, 30011933, 25170932],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Asthma [25233048], Malignant Neoplasm of Mouth [25639284], Malignant
Neoplasm of Pancreas [25639356], Multiple Sclerosis [25937052], Uterine
Fibroids [26773178], Malignant Neoplasms [26828272, 26339607, 29316360,
21508379, 22144684, 14652007, 25941902, 31757677, 26818177, 19963113,
22653386, 29736310, 20527979, 31519583], Malignant Neoplasm of Stom-
ach [27905872, 30485682, 30485682, 27905872], Squamous Cell Carcinoma
[28287835, 17634560], Melanoma [28799406], Malignant Neoplasm of Breast
[29362917, 11437399, 20527979, 25256603, 22101789, 16920725, 12023982,
22101789, 29362917], Tumor Progression [29429592, 30011933], Autosomal
Dominant Tubulointerstitial Kidney Disease [29513881], Malignant Neoplasm
of Thyroid [29552790], Cryptorchidism [29914823, 15757859], Gastric Can-
cer [30485682], Malignant Neoplasm of Lymph Node [30485682, 29429592],
Baratela-Scott Syndrome [30554721], Hypercholesterolemia, Hyperglycemia,
Depressive Disorder [30728411], Malignant Neoplasm of Urinary Bladder
[30952730], Glioblastoma [31345573, 26828272], Neuronal Intranuclear Inclu-
sion Disease [31413119, 31178126], Leukoencephalopathy [31433517], Lupus
[31565862, 20571895, 17339498], Malignant Neoplasm of Prostate [7728763,
31519583, 31345573, 11935317, 12084187, 22653589, 12376504, 18181049,
29316360, 10234512, 15824176, 23184046, 27357524, 15810021, 11702204,
22653589, 7728763]

FYN Parkinson’s Disease [11193173, 31148150, 14720204, 27671864, 18650345,
29246765, 26924014, 11733371, 28990084, 29241709, 28460160, 19018246,
23223297], Epilepsy [11226670, 28922833], Neuroblastoma [12450793], Glioblas-
toma [15994925], Malignant Neoplasm of Stomach [16367923], Catalepsy
[16407246], Osteoporosis [17320499], Asthma [17703099], Adenocarcinoma
[17943724], Substance Abuse [18849153, 11121167], Malignant Neoplasm
of Prostate [18990162, 17943724, 26624980, 17943724, 31530281], Malig-
nant Neoplasm of Prostate [18990162, 26624980, 17943724], Bipolar Dis-
order [19330793, 19468241], Dementia [19953343], Lupus [19955046], Tu-
mor Cell Invasion [20087650, 27349276], Shy-Drager Syndrome, Parkinso-
nian Disorders, Cerebellar Ataxia [20493840], Mesothelioma [22354875], Mul-
tiple Sclerosis [23469041], Gastrointestinal Stromal Tumors [23716303], Cere-
bral Atrophy [24243499], Arteriosclerosis [24626634], Neoplasms [24882577,
29140740, 29413048, 23716303, 7723281, 17943724, 31077609], Down Syn-
drome [24927707], Diabetes [25371288, 24098138], Liver Cirrhosis [25380136],
Lymphoma [26437031, 28978570, 26848862, 18337055, 24413734], Tumor Pro-
gression [26549256], Neoplasm Metastasis [26624980, 31077609, 24882577],
Obesity [26646899], Crest Syndrome [26669670], Malignant Neoplasm of Uri-
nary Bladder [26786295], Angioimmunoblastic Lymphadenopathy [27177312],
Tauopathies [28033507], Myocardial Infarction [28713962], Autism Spectrum
Disorders [28922833], Schizophrenia [28991256, 11121167, 19102774, 31498476,
19501919, 30285260, 19468241], Malignant Neoplasm of Breast [29066500,
24882577], Malignant Neoplasm of Breast [29066500, 29348460, 24882577,
30789269, 27349276, 19404734, 24882577, 29066500], Malignant Neoplasm of
Thyroid [29140740], Lewy Body Disease [29246765, 26924014],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Irritable Bowel Syndrome [29446765], Alzheimer’s Disease [29875655, 30549331,
24927707, 15708437, 14999081, 30735733, 24852829, 28033507, 22927204,
29467305], Clostridium Difficile Infection [29981838, 30885591], Cognition
Disorders, Neuroblastoma [30130557], Amyloidosis [30549331, 29467305],
Hypothyroidism [30595370], Pulmonary Fibrosis [30658076], Memory Im-
pairment [30716615], Squamous Cell Carcinoma [30784933], Carcinogenesis
[30784933, 29140740, 29066500], Anophthalmia and Pulmonary Hypoplasia
[31232492], Malignant Neoplasm of Lung [31285693, 29937990, 29360191,
29937990, 31285693, 30746237], Osteoblastoma [31467230], Parkinson’s Disease
[31846630]

GLOD4 Malignant Neoplasm of Liver [11642406, 12528892], Complications of Diabetes
[27776915]

RPL12 Malignant Neoplasm of Prostate [17013881], Brucellosis [17931756]
RAD51B Meigs Syndrome [11746973], Autoimmune Diseases [15942943], Hamar-

toma [15942943, 11978964], Neoplasms [15942943, 21852249, 19602464,
26608380, 27651161, 16778173], Fibrosarcoma [16778173], Chondroid Hamar-
toma [18276084, 11978964], Mental Disorders, Substance Abuse [20098672],
Malignant Neoplasm of Head and/or Neck [20512145, 21368091], Glioblas-
toma [20610542], Biliary Cirrhosis [21399635, 26394269, 22961000, 21399635],
Glioblastoma [22017238], Malignant Neoplasm of Male Breast [23001122,
27149063, 23001122], Lipoblastoma [23890983], Malignant Neoplasm of
Ovary [24139550, 26351136, 26351136, 27197191, 24139550], Epithelial Ovar-
ian Cancer [24190013, 26261251], Melanoma [25600502], Carcinogenesis
[25600502, 27651161], Perivascular Epithelioid Cell Neoplasms [25651471],
Malignant Neoplasms [26261251, 26351136, 24139550, 24190013, 27334422,
27683114, 27651161], Uterine Fibroids [26787895, 9892177, 11135437, 15942943,
26787895], Hereditary Breast and Ovarian Cancer Syndrome [26898890],
Malignant Neoplasm of Prostate [26964030, 26339569, 23535732, 23535732,
26964030, 27197191, 29892016], Malignant Neoplasm of Breast [27149063,
28983784, 21533530, 26351136, 25600502, 27197191, 27848153, 23001122,
21593217, 19330030, 23535729, 22232737, 23593120, 29255180, 27149063,
22454379, 29059683, 24139550, 21791674, 25751625, 21852249, 27467053,
24729084, 20095854, 23593120, 28983784, 19330030, 21844186], Adenocar-
cinoma [27197191], Malignant Neoplasm of Cervix [27334422, 25779941,
27334422], Hyperactive Behavior, Malignant Neoplasm of Stomach, Malig-
nant Neoplasm of Lymph Node [27651161], Malignant Neoplasms [27651161,
27334422, 27683114], Squamous Cell Carcinoma [27683114], Coronary Artery
Disease [27744395], Chemical and Drug Induced Liver Injury [28043905],
Parkinson’s Disease [28117402], Superficial Ulcer [28361912], Lupus [28714469,
26502338], Myocardial Ischemia [29024686], Allergic Reaction [29083406,
29785011], Glycogen Storage Disease Type II [29197628], Malignant Neoplasm
of Lung [29207658], Macular Degeneration [29487693, 23455636, 24526414,
29197628, 26691988, 26691988], Rheumatoid Arthritis [30166627, 24022229,
27744395, 24390342, 30423114, 28361912, 24532676],
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Table 10.14 (cont.): Putative disease genes and the associated disease phenotypes for which PubMed
IDs were obtained.

Gene Phenotype

Eczema, Hypothyroidism, Respiratory Tract Diseases [30595370], Asthma
[31095684, 30929738, 31619474, 29785011, 27182965, 31036433], Malignant
Neoplasm of Colon and/or Rectum [31209889, 27197191, 31209889], Lymphoma
[31361614, 27903959], Fanconi Anemia [31584931], Myopia [31697570]

RFFL Hypertensive Disease [21357277]
TSC22D3 Lymphoma [11160940, 21121775], Fibromyalgia [18468809], Multiple Myeloma

[18499442], Obesity [19849801, 27178044], Cushing’s Syndrome, Osteoporosis
[19875485], Rheumatoid Arthritis [20496421, 25047643], Neoplasms [21750716,
29695779, 31501614, 23315031, 21546924], Post-Traumatic Stress Disorder
[22137507, 22981834, 31346158], Autoimmune Diseases [22369971, 30371949],
Hyperinsulinism, Testicular Diseases, Male Infertility [22556341], Clostrid-
ium [22792400], Gonorrhea [22981834], Asthma [23160983], Non-Obstructive
Azoospermia [23494955], Cardiovascular Diseases [24747114], Dermatitis
[26077873], Psoriasis [26077873, 31572404], Immuno Suppression, Melanoma
[27465291], CNS Disorder [27889894], Nodule [28363169], Myocardial In-
farction [28499885], Osteopenia [28771604], Malignant Neoplasm of Thyroid
[29467389], Ascites [30124596], Kidney Diseases [30301736], Alzheimer’s Dis-
ease [30338290, 27889894, 30740047], Depressive Disorder [30602137], Inflam-
matory Bowel Diseases [30971930], Arthritis [30971930, 20496421], Colitis
[30971930, 30083167], Lupus [31379872, 28601944, 31379872], Malignant Neo-
plasms [31501614, 28259749, 29695779, 31715130], Dyslexia, Personality Disor-
ders [31632253], Uterine Fibroids [31665442], Inflammatory Abnormality of the
Eye [31770752], Septicemia [31840802, 30124596]

Note that, in respect of the majority of novel disease genes identified by a computational disease
gene prediction approach, one would not necessarily expect to recover evidence of these genes’
involvement in disease from the literature. Intuitively, once a disease gene candidate is associated
with a disease phenotype, that gene is typically studied extensively and, if sufficient evidence
supporting a link between that gene and the expression of a disease phenotype exists, that gene
is added to the various databases of known disease genes. As mentioned in §9.4, these databases
are generally updated on a regular basis. Consequently, the majority of disease genes for which
strong experimental evidence of their involvement in disease exists, are already included in the
databases of known disease genes. The product proteins of these genes are therefore likely
included in the set of labelled disease proteins rather than the set of unlabelled proteins to be
classified and subsequently validated.

10.4 Chapter summary

This chapter contained a description of the rankings generated for putative disease proteins in
the thirty nine PPI communities and the global rankings computed for the proteins in the full
PPI graph. The aggregated rankings obtained for PPI communities 10, 20, 22, 31 and 34 during
the implementation of the first phase of the proposed RA procedure were presented in §10.1.
This was followed in §10.2 by a summary of the number and proportion of verification proteins
in each of the PPI communities appearing among the top five, top ten, top twenty, top fifty and
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top hundred highest ranking proteins identified by the various RA algorithms. Subsequently, the
hundred proteins in the full PPI graph considered most likely to contribute to disease, identified
during the implementation of the second phase of the RA procedure, were provided in §10.3.
In addition, this section included a summary of evidence from the literature supporting the
involvement in disease of the genes responsible for encoding a number of these globally ranked
putative disease proteins.
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CHAPTER 11

Overview of findings and contributions
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This penultimate chapter contains a summary of the research reported in this dissertation and
an appraisal of the contributions made.

11.1 Dissertation summary

This dissertation comprises twelve chapters. In the introductory chapter, the reader was pro-
vided with a brief background on the disease gene prediction problem and the notion of graph-
based SSL. The remainder of the chapter was devoted to a formal problem statement, the
project scope delimitation, the research objectives pursued in this dissertation, and the research
methodology employed.

In fulfilment of Dissertation Objective I of §1.3, a three-chapter part was dedicated to a review
of the relevant literature. In Chapter 2, which is the first chapter of the part, an overview
was provided of mathematical prerequisites pertinent to the disease gene identification method-
ology designed in this dissertation. First, the reader was introduced to basic notions related
to eigenvalues and eigenvectors, and this was followed by a brief overview of requisite graph
theoretical fundamentals. A review was also presented of the notions of a graph Laplacian and
of harmonic functions. This was followed by a description of two popular community detection
algorithms, namely the spectral algorithm and the Spectral-1 algorithm. A concise outline of
the vanilla gradient descent algorithm and descriptions of three landmark RA algorithms were
finally presented.

The second chapter in the literature review part, Chapter 3, was devoted to a review of machine
learning principles and methods pertinent to the efforts presented in this dissertation. To this
end, an outline of various paradigms of machine learning and an overview of a number of funda-
mental notions related to the training and evaluation of machine learning models were presented.
This was followed by a description of the popular SVM machine learning models and a discus-
sion on SSL and its sub-paradigm, graph-based SSL. The next section of the chapter contained
descriptions of the graph construction methods adopted in the literature. Subsequent sections
were devoted to the description of seven graph-based SSL algorithms and their associated op-
timisation frameworks. Thereafter, the reader was introduced to the notion of PU learning.

345
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A more detailed description was finally dedicated to the state-of-the-art hyperparameter learn-
ing algorithm, PG-learn, developed expressly for hyperparameter learning in graph-based SSL
applications.

In the following chapter, Chapter 4, the reader was equipped with requisite knowledge about
various biological concepts underpinning the work presented in this dissertation. The first section
of the chapter was devoted to a discussion on the relationship between genes and diseases,
and this was followed by a concise description of the modular nature of biological networks,
and disease networks in particular. A discussion on PPI data and an overview of additional
biological data leveraged in this dissertation were also presented. The focus then shifted to the
numerous resources from which these data may be obtained. A review of several existing disease
gene identification methods was presented and important challenges currently experienced in
the field of PPI-based disease gene prediction were touched upon.

The second part of this dissertation was devoted to a description of a novel approach towards
disease gene identification by means of graph-based SSL, proposed in this dissertation. This part
was partitioned into two chapters. The first of these chapters, Chapter 5, contained a descrip-
tion of the methodology designed for the purpose of constructing PPI communities comprising
phenotypically similar proteins. The initial focus was on the extraction of phenotype modules
from the phenotype similarity network constructed by van Driel et al. [394], in fulfilment of
Dissertation Objective II. The focus then shifted to a description of the graph construction
procedure employed as a means to generate an approximation of the human interactome in the
format of a PPI graph and the extraction of known disease proteins in this graph, in fulfilment
of Dissertation Objective III. This was followed by an account of the process whereby descrip-
tive data were generated for each protein in the approximation of the human interactome, and
captured in a feature vector, in fulfilment of Dissertation Objective IV. Thereafter, the approach
adopted to generate PPI communities corresponding to the phenotype modules of Dissertation
Objective II and the methodology adopted in pursuit of a set of reliable non-disease proteins
for each of these PPI communities were presented in fulfilment of Dissertation Objectives V and
VI, respectively.

The second chapter in Part II, Chapter 6, contained a description of the PPA graph construction
methodology adopted, and the specific implementations of the LGC, GFHF, LapRLS, GGMC
and Kernel LP algorithms employed in this dissertation, in fulfilment of Dissertation objec-
tive VII. The first section of the chapter contained a motivation for the choice of employing
graph-based SSL methods towards solving the problem of putative disease gene identification.
Thereafter, the process whereby ten samples of training, validation and test set combinations
were generated for each PPI community was documented. Subsequent sections saw a description
of the specific implementation of the PG-learn algorithm employed in order to determine suit-
able hyperparameter values for the computation of edge weight values denoting the functional
similarity between the proteins in a PPI community. Thereafter, the focus shifted to a descrip-
tion of the identification of putative disease genes using the LGC, GFHF, LapRLS, GGMC
and Kernel LP algorithms. Finally, Part II concluded with a description of the RA-based gene
ranking protocol proposed in fulfilment of Dissertation Objective XII.

Chapter 7, which is the first chapter in a four-chapter part containing the results generated
according to the proposed putative disease protein identification methodology (in fulfilment of
Dissertation Objective VIII) and the ordered lists of putative disease genes obtained by means
of the two-tiered RA process implemented in this Dissertation (in fulfilment of Objective XIII),
opened with an overview of the hyperparameter configurations obtained by implementing the
PG-learn algorithm. This was followed by a more detailed description of five PPA graph
exemplars constructed for PPI communities 10, 20, 22, 31 and 34. Subsequently, the number
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and proportion of putative disease proteins and their encoding genes, obtained for each PPI
community, was presented. Graphical representations of the classification schemes obtained for
the five PPA graph exemplars were finally presented.

In fulfilment of Dissertation Objective IX, Chapter 8 was dedicated to an evaluation of the graph-
based SSL model performances in respect of various machine learning performance measures.
The LGC, GFHF, LapRLS, GGMC and Kernel LP models exhibited impressive classification
abilities, achieving average AUC ROC values of 0.9689, 0.9888, 0.9905, 0.9872 and 0.9745,
respectively. In addition, the relative performances achieved by the LGC, GFHF, LapRLS,
GGMC and Kernel LP algorithms were compared statistically (in fulfilment of Dissertation
Objective X) and strong evidence was uncovered in support of the LapRLS algorithm being
capable of significantly outperforming the LGC, GFHF, GGMC and Kernel LP algorithms in
the context of the disease protein prediction problem considered in this dissertation. Moreover,
it was found that the GFHF, LapRLS and GGMC algorithms typically exhibited significantly
superior classification abilities compared with the LGC and Kernel LP algorithms.

The penultimate chapter in Part III, Chapter 9, contained a discussion on experimental work
conducted in this dissertation with the aim of validating the proposed methodological framework
(in fulfilment of Dissertation Objective XI). The chapter opened with an investigation into the
efficacy with which the graph-based SSL models developed according to this framework learn
from instances of known disease and non-disease proteins. All five algorithms exhibited signif-
icant classification abilities even when using as little as 0.25% of the labelled data for training
purposes, achieving AUC ROC values of more than 0.945. Next, the merits of exploiting the
modular nature of the disease phenotype network by constructing separate PPI communities
were explored by comparing the performances of the graph-based SSL algorithms when applied
to the PPI communities with the performance achieved when applying these algorithms to the
approximation of the human interactome of Chapter 5. This was followed by a discussion on
the label consistency achieved by the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms.
Subsequently, the results obtained for various experiments conducted to demonstrate the use-
fulness of incorporating additional biological data were recorded. As expected, models that
incorporated additional biological data significantly outperformed those relying solely on PPI
data. Lastly, the PPA graphs corresponding to PPI communities 10, 20, 22, 31 and 34 were
again considered. These graphs were represented graphically in order to investigate the smooth-
ness of the labelling schemes generated by the LGC, GFHF, LapRLS, GGMC and Kernel LP
algorithms. The resulting plots provided additional elucidation of the superior classification abil-
ities exhibited by GFHF, LapRLS and GGMC algorithms compared with the LGC and Kernel
LP algorithms.

Finally, Part III concluded in Chapter 10 with the presentation of various lists of putative
disease proteins ranked according to their likelihood of contributing to disease (in fulfilment
of Dissertation Objective XIII) generated by implementing the two-tiered RA procedure of
Dissertation Objective XII which, in turn, utilised the classification schemes obtained by means
of the LGC, GFHF, LapRLS, GGMC and Kernel LP models. Five sets of ranked putative disease
proteins identified for PPI communities 10, 20, 22, 31 and 34, respectively, were provided. In
addition, a list containing the hundred proteins in the full PPI graph deemed most likely to
contribute to the expression of a disease phenotype was provided. These rankings were validated
by considering the number of verification proteins identified by the RA algorithms at different
cut-off ranks and by extracting from the literature examples of articles (represented by their
PubMed IDs) in which evidence of a link between the gene that encodes a globally ranked
putative disease protein and some disease phenotype was uncovered.
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11.2 Appraisal of dissertation contributions

The main contributions of this dissertation are ten-fold. This section contains a brief summary
and appraisal of these contributions.

Contribution 1. An overview of the prerequisite mathematical methods and principles employed
in graph-based SSL, community structure detection and RA methods in the literature.

In this dissertation, proteins were classified as disease or non-disease proteins by various graph-
based SSL algorithms. With a view to develop an understanding of the mathematical theory
underpinning these algorithms, a review of the pertinent literature was performed. In particular,
an attempt was made to exploit the modular nature of the disease phenotype network. To this
end, a review of various community detection methods was performed with the aim of establish-
ing a means to extract phenotype modules from the disease phenotype network. Furthermore,
in order to design a protocol for the aggregation of the results corresponding to these different
phenotype modules, as well as the different graph-based SSL algorithms considered, a review of
various RA methods was performed.

Contribution 2. A thorough review of notions pertinent to the various graph-based SSL methods
employed in the literature in pursuit of putative disease gene identification.

The overarching aim in this dissertation was to develop a novel computational approach towards
the identification of putative disease genes by means of graph-based SSL. In order to achieve
this, a thorough overview of the literature related to machine learning fundamentals, the notion
of SSL and various graph-based SSL methods was performed. Particular attention was afforded
to the problem of learning the graph on which graph-based SSL algorithms are implemented
with a view to select an approach capable of capturing the underlying structure of the protein
data.

Contribution 3. An overview of biological concepts related to PPI-based disease gene prediction
methods adopted in the literature.

The ability to predict putative disease genes by means of computational methods is the result of
a number of key properties of biological systems in general and disease networks in particular.
In order to design a methodological framework capable of utilising these properties, a review
of the literature was conducted on the complex interplay between genes and diseases, and the
proteins encoded by these genes.

Various types of data related to proteins that my be exploited for the purpose of disease gene
identification were reviewed, including PPI data and additional biological data. In this dis-
sertation, a PPI-based approach incorporating additional biological data was adopted and the
usefulness of these additional biological data was demonstrated. Numerous PPI-based compu-
tational approaches towards solving the problem of disease gene identification adopted in the
literature were reviewed.

Contribution 4. An approach towards the construction of PPI graphs that leverages knowledge
of community structures in the human disease phenotype network in order to construct PPI
communities comprising phenotypically similar proteins.

Various PPI-based disease gene prediction methods in the literature exploit phenotypic similarity
data, and the notion of community structures in the human disease phenotype network has been
used to predict putative disease genes in previous work. The author could not, however, find
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any disease gene prediction approach in the literature capable of taking advantage of both PPI
data and the modular nature of the disease phenotype-phenotype network simultaneously.

The specific methodology designed in this dissertation performed protein classification on PPI
communities containing phenotypically similar proteins. In this manner, phenotypic similarity
data were incorporated in the classification of proteins as disease or non-disease proteins without
explicitly computing the phenotypic similarity between these proteins. It was found that apply-
ing the graph-based SSL algorithms considered in this dissertation to these PPI communities,
as opposed to an approximation of the complete human interactome, significantly enhanced the
classification abilities of the resulting models.

The construction of PPI communities corresponding to different disease phenotype modules
also served to bridge relations between proteins and diseases which, at present, have no known
associated proteins. This may ultimately allow for the identification of more novel disease genes
than may emanate from a disease-specific or proteome-wide approach.

Contribution 5. A methodological approach towards the selection of reliable non-disease pro-
teins from the known human interactome using techniques from the realm of PU learning.

Disease gene classification methods found in the literature (1) did not consider non-disease pro-
teins during model development or (2) generated a set of non-disease proteins by arbitrarily
selecting unclassified proteins from the human interactome. The former approach has the dis-
advantage of resulting in a less defined decision boundary since this decision boundary is only
supported by disease protein observations. In addition, a set of non-disease proteins is a pre-
requisite for the application of graph-based SSL algorithms such as the GFHF algorithm. The
generation of a set of non-disease genes by randomly sampling unlabelled proteins from the PPI
graph, on the other hand, carries the risk of assigning an as yet unidentified disease protein to
the set of non-disease proteins. This motivated the adoption of a novel approach towards the
generation of reliable non-disease proteins by means of PU learning.

Contribution 6. An implementation of the state-of-the-art PG-learn algorithm in the context
of disease gene classification by graph-based SSL.

Due to the primacy of the hyperparameter learning problem in the context of graph-based SSL,
the hyperparameter learning algorithm PG-learn, developed expressly for graph-based SSL
applications, was implemented in Matlab — a platform which has been optimised for matrix
operations. Large sections of the code for this implementation were taken from the source
code for the experiments documented in [421] made available by the authors of the PG-learn
algorithm.

In order to employ the PG-learn algorithm using the resources available to the author, a
subroutine that executes the kNN-LSH graph sparsification algorithm was coded and incor-
porated into the Matlab implementation of the PG-learn algorithm. The resulting decrease
in the number of operations required during graph construction allowed for the computation
of 390 near-optimal hyperparameter configurations corresponding to ten PPA graphs per PPI
community.

Despite the significantly superior performance achieved by the PG-learn algorithm over hy-
perparameter learning algorithms typically implemented for graph-based SSL applications, the
author could not find any applications of the PG-learn algorithm in a bioinformatics setting
in the literature.
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Contribution 7. Implementations of the LapRLS, GGMC and Kernel LP algorithms in the
context of the disease gene classification problem.

Despite the theoretical suitability of graph-based SSL methods to the problem of identifying
putative disease proteins, a relatively small number of such implementations were found in
the literature. It is possible that the early successes achieved by the seminal RWR algorithm
channelled the majority of advancements in this field in the direction of random walk-based
approaches leaving other potentially fruitful avenues of investigation, such as graph-based SSL
methods, under-emphasised in the literature.

In this dissertation, three graph-based SSL algorithms which had not previously been employed
in the context of the disease gene identification problem, namely the LapRLS, GGMC and
Kernel LP algorithms, were implemented within the proposed framework. Each of the resulting
models exhibited significant discriminatory abilities achieving higher average AUC ROC values
(over the thirty nine PPI communities) than the largest AUC ROC value reported in the works
referenced in §4.6 (which also did not utilise text-mining data) [238]. This suggests that a
graph-based SSL approach to the disease gene identification problem may hold the potential to
compete with some of the pre-eminent methods described in the literature.

Contribution 8. A comparison of the relative performances of five graph-based SSL algorithms
with respect to their suitability to the problem of disease protein identification.

The overwhelming majority of graph-based SSL approaches to disease gene identification in the
literature employ the LGC algorithm, suggesting that the prevailing assumption in the academic
community is that the LGC algorithm is better suited to this particular problem than older al-
gorithms such as the GFHF algorithm. The experimental work conducted in this dissertation,
however, uncovered strong evidence in support of the GFHF algorithm being capable of signifi-
cantly outperforming the LGC algorithm in this particular problem setting. Although both the
LGC and GFHF algorithms have been employed in previous disease gene identification efforts,
the LGC and GFHF algorithms have not previously been compared in this context to the best
of the author’s knowledge.

In addition, the performances of the LGC and GFHF algorithms were compared statistically
with the performances achieved by the LapRLS, GGMC and Kernel LP algorithms which have
not yet been applied to the problem of disease protein identification. These comparisons revealed
that the LapRLS algorithm is capable of outperforming not only the seminal LGC and GFHF
algorithms, but also the more recent GGMC and Kernel LP algorithms in the context of the
disease protein prediction problem considered in this dissertation. In addition, strong evidence
was uncovered in support of the GFHF, LapRLS and GGMC algorithms exhibiting superior
discriminatory abilities compared with the LGC and Kernel LP algorithms in this particular
problem setting.

Contribution 9. A novel computational approach towards the identification of putative dis-
ease genes capable of leveraging knowledge about community structures in the human disease
phenotype network, PPI data and additional biological data.

A number of methods in the literature incorporate an implicit measure of phenotype similarity.
This is, however, typically achieved by tailoring the approach to a particular disease or disease
class, rendering the approach incompatible with genes or phenotypes associated with other
disease classes. The methodology developed in this dissertation shares the advantage of implicit
knowledge about phenotypic similarity observed for disease-specific methods but may be applied
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to all proteins in the human interactome, instead of only to a small subset related to a particular
disease.

The importance of different types of biological data fluctuates, depending on the type of disease
being considered. The significant abilities of the PG-learn algorithm allowed for the computa-
tion of near-optimal attribute hyperparameter values for each PPA graph, thereby prioritising
different types of data in PPI communities associated with different types of diseases. This
resulted in the advantage that, unlike in disease-specific methods, no prior knowledge about the
specific diseases with which the known disease proteins are associated is required for the method-
ology developed in this dissertation. That is, knowledge of the existence of a phenotype-genotype
association for a protein’s encoding gene is sufficient.

The overarching aim in this dissertation was to develop a computational approach towards the
identification of putative disease genes by means of graph-based SSL. The novelty of this ap-
proach lies in the consolidation of various techniques into one unifying framework, including
community structure detection, PU learning and graph-based SSL methods, which had previ-
ously been applied separately to the problem of disease gene identification, and one algorithm
which has not yet been considered in a bioinformatics setting (the PG-learn algorithm). The
experimental work performed in this dissertation demonstrated the ability of models developed
according to this methodological framework to achieve very high levels of performance. Hence,
these models successfully exploited unlabelled data in order to gain insights into the structure
of the underlying data, suggesting that graph-based SSL is a viable approach towards solving
disease gene identification problems.

There are, however, a number of limitations to the implementation of the framework presented
in this dissertation. The first significant limitation pertains to the particular graph-based SSL
algorithms implemented. As mentioned, strong evidence in support of the GFHF and GGMC
algorithms being capable of outperforming the LGC and Kernel LP algorithms (in this particular
context) was uncovered. In order to apply the GFHF and GGMC algorithms, however, each
component in the graph is required to have at least one labelled data point. Consequently, the
isolated proteins in a number of PPA graphs could not be classified as disease or non-disease
genes in the corresponding PPI communities.

Arguably the most significant limitation of the work presented in this dissertation is that both
the PPI data and the additional biological data used are incomplete in respect of their coverage
of the human interactome. This is a shared weakness of all disease gene identification methods.
Naturally, some genes have been more comprehensively studied than others and more data
are available for these genes. Since the PPA graphs were constructed using PPI data and
additional biological data, a bias exists towards the discovery of putative disease genes among
these better-studied genes. The bias associated with network-based methods is significantly
smaller than that of methods incorporating text-mining data. Nevertheless, this investigative
bias discourages the identification of disease genes associated with phenotypes about which little
is known. Since the ultimate purpose of identifying genes that contribute to disease is to develop
a better understanding of the underlying mechanisms of disease, the identification of those genes
involved in the development of such an unmapped disease would be particularly valuable.

The framework presented in this dissertation also fails to take environmental data into account.
It is known that the deleterious effect of some mutated genes are only expressed under specific
circumstances [260]. For instance, stress is a necessary condition for the mutation of the RYR2
gene in order for it to lead to a disease [225]. Incorporating such data into the PPA graphs
employed in this dissertation, however, poses a considerable challenge. Multiple types of other
potentially useful proteomic and genomic data were also excluded from consideration.
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Contribution 10. A methodological approach towards leveraging the classification schemes ob-
tained by means of graph-based SSL for the purposes of generating ranked lists of putative disease
genes.

With a view to distil the disease gene predictions generated by the novel computational approach
towards disease gene identification presented in this dissertation into a set of actionable disease
gene candidates (which may be considered in future studies and further validation experiments),
a two-stage gene-ranking protocol designed to consolidate the collective classification schemes
generated by the five graph-based SSL algorithms (for the thirty nine PPI communities) into
ordered lists of putative disease genes ranked according to their likelihood of contributing to the
expression of a disease phenotype was proposed. Three RA algorithms were employed during
the implementation of this protocol, namely the MC1, MC2 and MC3 algorithms.

Although numerous applications of RA methods to the disease gene prediction problem may
be found in the literature, to the best of the author’s knowledge these RA algorithms have
not been applied to ordered lists of putative disease genes obtained by means of different SSL
algorithms applied to the same dataset (the PPI community rankings generated during the
first phase of the proposed RA procedure). Rather, RA algorithms are typically employed
as a means of integrating multiple sets of results obtained by separate models trained using
different data sets describing different protein features or, simply put, RA is generally applied in
order to integrate heterogeneous data types after separate classifiers have been developed. In the
proposed framework, however, heterogeneous data are integrated prior to model development (by
means of the PPA graph construction methodology employed). This early integration strategy
allows for additional insights to be gained by exploiting the interrelations between heterogeneous
biological data.

In this dissertation, RA was therefore not employed for the purposes of integrating heterogeneous
data. Rather, the adoption of an RA-based approach was motivated by the intuition that
different models have different biases and that, if the errors that occur due to these biases are
uncorrelated, the models are expected to compensate for each other’s weaknesses such that the
aggregate ranking obtained by the RA algorithm more closely resembles the truth than any of
the individual ranked lists generated by a particular SSL algorithm.

The second phase of the RA procedure saw the application of RA algorithms to ordered lists of
putative disease proteins belonging to different PPI communities. To the best of the author’s
knowledge, RA methods have not been employed for the purpose of aggregating the rankings
of a protein based on the relative likelihood of its involvement in the expression of diverging
phenotypes, nor could the author extract examples from the literature of RA implementations
in which putative disease protein rankings corresponding to different sets of protein interaction
partners are consolidated.

Finally, a notable limitation of both the disease gene classification framework and its RA ex-
tension is the inability to relate putative disease proteins (and their encoding genes) to specific
disease phenotypes.
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During the process of completing the research reported in this dissertation, a number of aspects
were identified as areas of possible improvement. This chapter contains suggestions with respect
to possible future research that may be pursued as follow-up work to the contributions of this
dissertation.

12.1 Further incorporation of relevant omics data

In this dissertation, data related to protein domains, protein pathways and protein complexes
were incorporated into the disease gene classification framework. It is suggested that the in-
corporation of additional types of biological data be considered in future work. Of particular
interest are gene expression data, comorbidity data, tissue-specificity data and genealogical data.

The importance of different types of biological data in the context of putative disease protein
prediction is not consistent among all proteins in the interactome, but depends on the underlying
molecular mechanisms involved in the associated diseases. PPI data are, for example, expected
to be valuable in identifying novel disease proteins that contribute to a disease caused by the
disruption of a larger protein complex, when known disease proteins belonging to this complex
exist. Complex data are, however, expected to be less apt when novel disease proteins are
involved in the expression of a disease caused by aberrant regulatory mechanisms. In this case,
knowledge about protein pathways or gene expression may be more relevant.

Furthermore, it has been reported that the performance of machine learning models often suffer
when superfluous data are included in the model development. For this reason it is suggested that
PPA graphs are constructed by considering various combinations of additional biological data
and excluding any data that are unlikely to enhance the model performance for that particular
PPI community. A possible procedure whereby this may be accomplished is as follows:

1. Construct the PPI community. The PPI community will serve as a type of backbone
structure.
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2. Select a subset of the protein attributes generated for each protein using the various types
of additional biological data and execute the PG-learn algorithm for these data.

3. Apply a suitable graph-based SSL algorithm to the resulting PPA graph and compute the
AUC ROC value achieved.

4. Remove the protein attribute which was assigned the smallest attribute hyperparameter
value by the PG-learn algorithm and compute the new AUC ROC value achieved. If the
AUC ROC value worsens, reinsert the corresponding protein attribute. Otherwise, this
protein attribute, and thus the type of biological data used to generate it, is not considered
during following iterations.

5. Add a protein attribute that has not yet been considered during previous iterations and
construct the corresponding PPA graph.

6. Generate a classification scheme for the graph using the chosen graph-based SSL algorithm
and compute the corresponding AUC ROC value. Thereafter, find the AUC ROC value
achieved when the protein attribute with the smallest associated attribute hyperparameter
value is removed. If an improvement in the model performance is observed, the protein
attribute is excluded from future consideration, whilst if the model performance suffers,
the protein attribute is retained in the next iteration.

7. Go to Step 2.

This process is performed iteratively until each protein attribute corresponding to the different
types of biological data has been considered at least once.

12.2 Implementation of additional SSL algorithms

In this dissertation, the LGC, GFHF, LapRLS, GGMC and Kernel LP algorithms were employed
to obtain putative disease gene predictions. A number of other graph-based SSL algorithms exist,
but as mentioned in the previous chapters, relatively few have been implemented in the context
of disease gene identification. Moreover, comparisons between graph-based algorithms in respect
of their suitability for disease gene identification are few and far between.

It is suggested, therefore, that additional graph-based SSL algorithms be implemented within
the proposed framework. Two unexpected findings in the experimental work of this disser-
tation provides strong motivation for this course of action, namely that the GFHF algorithm
significantly outperformed the LGC algorithm in respect of the majority of performance mea-
sures considered, and that the LapRLS algorithm is capable of significantly outperforming the
considerably more recent GGMC and Kernel LP algorithms.

It may also be valuable to implement examples of other disease gene identification methodologies
in the literature for comparative analyses. Of particular interest would be the RWR algorithm,
or variations thereof which, as discussed in Chapter 4, dominates in the literature.

Finally, due to the inherent limitations of various algorithms in respect to disease gene identifica-
tion (the GFHF and GGMC algorithms, for instance, generally achieved superior performances
over the LGC and Kernel LP algorithms but are incapable of performing classification for isolated
proteins), the exploration of an ensemble strategy may be warranted. Such an ensemble strategy
may, for instance, be used to determine optimised weights to the scores obtained by independent
implementations of the base SSL algorithms (such as the LGC, GFHF, LapRLS, GGMC and
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Kernel LP algorithms) with a view to minimise the classification error. Alternatively, one could
introduce a weighting function that prioritises the novelty of the predicted disease genes in an
attempt to counteract the inevitable bias induced when using biological data.

12.3 Relating genes to their associated disease phenotypes

The focus in this dissertation was on the binary classification problem of classifying genes into
one of two categories: Disease genes or non-disease genes. The association of these genes with
specific diseases was not pursued. The pursuit of such knowledge is desirable because it may
allow researchers to focus their immediate work on those genes that are expected to contribute
to dangerous diseases which affect a significant proportion of the population.

A simple, yet potentially effective, solution may be to extend the current framework so as
to be capable of multi-class classification. Then, the label of a known disease protein should
be the disease phenotype with which it is associated. Finally, multi-class classification may be
performed to associate each of the unlabelled proteins with one of the disease phenotypes present
in the set of labelled proteins. Recall that the Kernel LP algorithm is capable of exploiting both
positive labelling information and negative labelling information which may grant it superior
discriminatory abilities in the context of a multi-class classification problem.

Furthermore, since the LGC algorithm computes the amount of information received from each
class after a sufficient number of iterations, the LGC algorithm may be used to associate a
predicted disease protein with multiple disease phenotypes, where the strength of that protein’s
association with a particular phenotype is represented by the amount of information received
from neighbouring vertices also associated with that disease phenotype. Hence, the LGC algo-
rithm could, for instance, be used to identify the top three disease phenotypes to which a protein
is likely to contribute.

Alternatively, associations between proteins and disease classes may be inferred by inducing a
subgraph of the PPA graph that contains all the predicted disease proteins, and again applying
community structure detection algorithms to identify potential disease modules. Recall that
examples of clear substructures within the PPA graphs were indeed observed in the PPA exem-
plars considered in previous chapters. The disease class of a particular module may therefore
be obtained by considering the labelled proteins in that module.

12.4 Development of a graphical user interface

Various portions of the demonstration of the framework proposed in this dissertation were im-
plemented in different programming languages including R, Python and Matlab. This was done
because each of the programming languages have unique strengths (e.g.Matlab is optimised
for matrix operations) and weaknesses (e.g.R stores all objects in the workspace in physical
memory, making it impractical for very large data sets) pertinent to different elements of the
methodological framework.

Consequently, updating the data as new versions of the data sets utilised in this dissertation are
released, or incorporating additional biological data sets requires manual alterations to be made
to the code. As was noted in §6.3 for the PG-learn algorithm, ease of implementation is often
considered equally important, if not more important than, the performance achieved (provided
that both methods yield satisfactory results). Time permitting, future work following on this
dissertation may include the development of a user-friendly graphical user interface (GUI) for
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the implementation of the methodological framework proposed in this dissertation. It should
be noted that the purpose of this framework is to contribute to the development of a tool
that, ultimately, reduces the number of alternatives to be explored in biological experiments.
Professionals in this field often specialise in different programming languages designed specifically
for biological experimental data. Hence, in order for this framework to be of use in real-life future
applications, the development of an intuitive GUI is key.
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[181] Iacocca MA, Chora JR, Carrié A, Freiberger T, Leigh SE & Defesche JC,
2018, ClinVar database of global familial hypercholesterolemia-associated DNA variants,
Human Mutation, 39, pp. 1631–1640.

[182] Ideker T & Krogan NJ, 2012, Differential network biology , Molecular Systems Biology,
8, pp. 565–580.

[183] IMEx, 2015, IMEx , [Online], [Cited April 2019], Available from http://www.imexconso
rtium.org/about/.

[184] Institute for Genome Sciences , 2019, Disease Ontology (DO), [Online], [Cited May
2019], Available from http://www.disease-ontology.org/.

[185] Ishizuka K, Fujita Y, Kawabata T, Kimura H, Iwayama Y, Inada T, Okahisa
Y, Egawa J, Usami M, Kushima I, Uno Y & Okada T, 2017, Rare genetic variants
in CX3CR1 and their contribution to the increased risk of schizophrenia and autism
spectrum disorders, Nature Publishing Group, 7, pp. 132–169.

[186] Janjić V & Pržulj N, 2014, The topology of the growing human interactome data,
Journal of Integrative Bioinformatics, 11, pp. 27–42.

[187] Jeggo PA, Pearl LH & Carr AM, 2015, DNA repair, genome stability and cancer: A
historical perspective, Nature Reviews Cancer, 16, pp. 35–42.

[188] Jeong H, Tombor B, Albert R, Oltval ZN & Barabási AL, 2000, The large-scale
organization of metabolic networks, Nature, 407, pp. 651–654.

[189] Jiang X, Liu B, Jiang J, Zhao H, Fan M & Zhang J, 2008, Modularity in the genetic
disease-phenotype network , Federation of European Biochemical Societies Letters, 582,
pp. 2549–2554.

Stellenbosch University https://scholar.sun.ac.za

https://www.genenames.org/
https://www.genenames.org/
https://www.kaggle.com/bistaumanga/usps-dataset
https://www.kaggle.com/bistaumanga/usps-dataset
https://hpo.jax.org/app/
http://www.imexconsortium.org/about/
http://www.imexconsortium.org/about/
http://www.disease-ontology.org/


368 REFERENCES

[190] Jin W, Qin P, Lou H, Jin L & Xu S, 2012, A systematic characterization of genes un-
derlying both complex and Mendelian diseases, Human Molecular Genetics, 21, pp. 1611–
1624.

[191] Joachims T, 1999, Transductive inference for text classification using support vector
machines, Proceedings of the 16th International Conference on Machine Learning, Bled,
pp. 200–209.

[192] Johnson R & Zhang T, 2007, On the effectiveness of Laplacian normalization for graph
semi-supervised learning , Journal of Machine Learning Research, 8, pp. 1489–1517.

[193] Jones S, Zhang X, Parsons DW, Lin JCH, Leary RJ & Angenendt P, 2008, Core
signaling pathways in human pancreatic cancers revealed by global genomic analyses, Sci-
ence, 321, pp. 1801–1806.

[194] Jonsson PF & Bates PA, 2006, Global topological features of cancer proteins in the
human interactome, Bioinformatics, 22, pp. 2291–2297.

[195] Jordan MI & Mitchell TM, 2015, Machine learning: Trends, perspectives, and prospects,
Science, 349, pp. 255–260.

[196] Jubb H, Higueruelo AP, Winter A & Blundell TL, 2012, Structural biology and
drug discovery for protein-protein interactions, Trends in Pharmacological Sciences, 33,
pp. 241–248.

[197] Kaboutari A, Bagherzadeh J & Kheradmand F, 2014, An evaluation of two-step
techniques for positive-unlabeled learning in text classification, International Journal of
Computer Applications Technology and Research, 3, pp. 592–594.

[198] Kalathur RKR, Pinto JP, Sahoo B, Chaurasia G & Futschik ME, 2017, HD-
NetDB: A molecular interaction database for network-oriented investigations into Hunt-
ington’s disease, Scientific Reports, 7, pp. 5216–5245.

[199] Kanehisa M, Furumichi M, Tanabe M, Sato Y & Morishima K, 2016, KEGG:
New perspectives on genomes, pathways, diseases and drugs, Nucleic Acids Research, 45,
pp. 353–361.

[200] Kanehisa M, Goto S, Furumichi M, Tanabe M & Hirakawa M, 2009, KEGG for
representation and analysis of molecular networks involving diseases and drugs, Nucleic
Acids Research, 38, pp. 355–360.

[201] Kann MG, 2009, Advances in translational bioinformatics: Computational approaches
for the hunting of disease genes, Briefings in Bioinformatics, 11, pp. 96–110.

[202] Karasuyama M & Mamitsuka H, 2017, Adaptive edge weighting for graph-based learn-
ing algorithms, Machine Learning, 106, pp. 307–335.

[203] Karni S, Soreq H & Sharan R, 2009, A network-based method for predicting disease-
causing genes, Journal of Computational Biology, 16, pp. 181–189.

[204] Karp RM, 1972, Reducibility among combinatorial problems, pp. 85–103 in Miller RE
& Thatcher JW (Eds), Complexity of computer computations, Springer, New York
(NY).

[205] Kato N, Loh M, Takeuchi F, Verweij N, Wang X & Zhang W, 2015, Trans-ancestry
genome-wide association study identifies 12 genetic loci influencing blood pressure and
implicates a role for DNA methylation, Nature Genetics, 47, pp. 1282–1293.

[206] Kerrien S, Aranda B, Breuza L, Bridge A, Broackes-Carter F, Chen C, Dues-
bury M, Dumousseau M, Feuermann M & Hinz U, 2011, The IntAct molecular in-
teraction database in 2012 , Nucleic Acids Research, 40, pp. 841–846.

Stellenbosch University https://scholar.sun.ac.za



REFERENCES 369

[207] Khan BS & Niazi MA, 2017, Network community detection: A review and visual survey ,
Social and Information Networks, 1, pp. 1–65.

[208] Khanin R & Wit E, 2006, How scale-free are biological networks, Journal of Computa-
tional Biology, 13, pp. 810–818.

[209] Khatri P, Sirota M & Butte AJ, 2012, Ten years of pathway analysis: Current ap-
proaches and outstanding challenges, PLoS Computational Biology, 8, pp. 1–10.

[210] Kim H & D’Andrea AD, 2012, Regulation of DNA cross-link repair by the Fanconi
anemia/BRCA pathway , Genes and Development, 26, pp. 1393–1408.

[211] Kingma DP, Mohamed S, Rezende DJ & Welling M, 2014, Semi-supervised learning
with deep generative models, Proceedings of the Advances in Neural Information Process-
ing Systems Conference, Montreal, pp. 3581–3589.

[212] Kitano H, 2001, Foundations of systems biology , MIT Press, Cambridge (MA).

[213] Kliebenstein DJ, 2011, Genetic and functional modularity: How does an organism solve
a nearly infinite genetic/environmental problem space, Heredity, 106, pp. 909–910.

[214] Klingström T & Plewczynski D, 2010, Protein-protein interaction and pathway data-
bases, a graphical review , Briefings in Bioinformatics, 12, pp. 702–713.

[215] Knijnenburg TA, Wang L, Zimmermann MT, Chambwe N, Gao GF & Cherniack
AD, 2018, Genomic and molecular landscape of DNA damage repair deficiency across the
cancer genome atlas, Cell Reports, 23, pp. 239–254.
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bles, Comptes rendus de l’Acad‘emie des Sciences Paris, 144, pp. 1409–1411.

[325] Riesz F, 1909, Sur les ensembles de fonctions et les opérations linéaires, Comptes rendus
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