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Abstract

Texture Synthesis with Neural Networks
S. Schreiber

Thesis: M.Sc (Computer Science)
December 2018

Creating detailed texture maps for virtual environments is often a time-
consuming process. Procedural texture generation enables the creation of
more rich and detailed virtual environments with minimal input needed from
an artist. However, finding a flexible generative model of real world textures
remains an open problem.

There are currently two key limiting factors.
The first key limitation is a lack of available knowledge on the capabil-

ity of the various neural network based techniques and how the components
associated with each technique affects the quality of synthesized textures.

The second key limitation in modern generative models is the inability to
apply localized constraints in situations where there are complex interactions
between two regions within a texture.

To address these limitations, three areas of interest (training set, network
architecture, and texture representation) involving the synthesis process are
identified specifically for neural network-based techniques and their effects on
the synthesized textures are investigated. Included in this investigation is a
comparative study focusing on subjective quality and quantitative error mea-
surement between the currently available techniques.

Second, a novel convolutional neural network-based texture model is pro-
posed, consisting of four summary statistics (content or feature maps, Gramian
matrices, transformed Gramian matrices, and total variation), as well as spec-
trum constraints. The Fourier transform and windowed Fourier transform are
investigated in applying spectrum constraints, and it is found that the win-
dowed Fourier transform improved the quality and consistency of the generated
textures.

During the component investigation, it was identified that the VGG-19 net-
work still produces comparable results when compared to more modern net-
work architectures. Additionally, it was also demonstrated that direct methods
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are capable of producing results equal to the iterative approach if stochastic
textures are synthesized, but produces unsatisfactory results with irregular
and regular textures.

Finally, the efficacy of the proposed technique is demonstrated by compar-
ing the generated output with that of related techniques.
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Uittreksel

Tekstuur Sintese met Neurale Netwerke
S. Schreiber

Tesis: M.Sc (Rekenaar Wetenskap)
Desember 2018

Om gedetailleerde tekstuurbeelde vir virtuele omgewings te skep, is dikwels
’n tydrowende proses. Prosedurale tekstuur generasie bemagtig kunstenaars
om meer ryk en gedetailleerde virtuele omgewings te skep met minimale in-
sette. Dit is egter nog ’n oop probleem om ’n buigsame generatiewe model van
realistiese teksture te vind.

Daar is tans twee sleutel beperkende faktore.
Die eerste sleutel beperking is ’n gebrek aan beskikbare kennis oor die

vermoë van die verskillende neurale netwerk-gebaseerde tegnieke en hoe die
komponente wat met elke tegniek verband hou, die kwaliteit van gesintetiseerde
teksture beïnvloed.

Die tweede sleutel beperking in moderne generatiewe modelle is die onver-
moë om gelokaliseerde beperkings toe te pas in situasies waar daar komplekse
interaksies tussen twee gebiede binne ’n tekstuur is.

Om hierdie beperkings aan te spreek, word drie belangrike aspekte (op-
leidingstel, netwerkargitektuur en tekstuurvoorstelling) wat die sintese-proses
behels, spesifiek vir neurale netwerk-gebaseerde tegnieke geïdentifiseer en hul
effekte op die gesintetiseerde teksture word ondersoek. Ingesluit in hierdie on-
dersoek is ’n vergelykende studie wat fokus op subjektiewe kwaliteit en kwan-
titatiewe foutmeting tussen die beskikbare tegnieke.

Tweedens word ’n nuwe konvolusionele neurale netwerk tekstuurmodel voor-
gestel en bestaan uit vier samevattingstatistieke (kenmerkbeelde, Gramian-
matrikse, Grammatiese matrikse, en totale variasie), asook spektrum beper-
kinge. Die Fourier transformasie en gevensterde Fourier transformasie word
ondersoek in die toepassing van spektrum beperkings, en dit word bevind dat
die gevensterde Fourier transformasie die gehalte van die gegenereerde teksture
verbeter.
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Tydens die komponentondersoek is bevind dat die VGG-19-netwerk steeds
vergelykbare resultate lewer in vergelyking met meer moderne netwerkargitek-
ture. Daarbenewens is ook getoon dat direkte metodes in staat is om resultate
te lewer wat gelyk is aan die iteratiewe benadering as stogastiese teksture
gesintetiseer word, maar onbevredigende resultate lewer met onreëlmatige en
reëlmatige teksture.

Ten slotte word die effektiwiteit van die voorgestelde tegniek gedemonstreer
deur die gegenereerde uitset met die van verwante tegnieke te vergelyk.
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Chapter 1

Introduction

1.1 Overview
Creating detailed texture maps for virtual environments is often a time
-consuming process. Typically artists have to manually create all content,
even when one is attempting to create variations of existing textures. One
solution to reduce the burden on these artists would be to automatically syn-
thesize variations once a source texture is finalized. This would substantially
reduce cost and frees time which artists can use to create entirely new assets
instead.

Techniques that aim to achieve this are studied in the field of texture
synthesis and commonly employ one of two approaches, each with their own
drawbacks limiting their practical application. The first approach extracts
small samples from a source texture which is followed by placing them on a
grid with the desired dimensions. The key to success for this approach lies
in how patches are placed on the grid, which is commonly determined by a
heuristic. This approach is capable of producing results that are considered
aesthetically pleasing. However, such approaches are only able to achieve this
with specific types of textures. Furthermore, the approach is only able to
consistently reproduce features smaller than that of the sample dimensions
which can introduce unnatural repetitions or patterns of features.

The second approach attempts to capture the perceptual qualities con-
tained within the source texture and is able to synthesize variations by search-
ing for textures with similar descriptions. The process of calculating the de-
scription of a source texture commonly involves extracting features using two
dimensional filters. This is followed by calculating first and second order statis-
tics which are commonly referred to as summary statistics.

Summary statistics are any set or matrix of values obtained by applying
statistical methods with the aim of capturing key aspects of a given dataset.
These statistics are essential in controlling the quality and variation in the syn-

1
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(a) Source (b) Horizontal (c) Vertical (d) Example (e) Horizontal (f) Vertical

Figure 1.1: Figure (a) is an exemplar illustrating potential features found
within textures with Figures (b) and (c) capturing the horizontal and vertical
edges, respectively. Figure (d) is one possible outcome of the synthesis process,
assuming Figure (a) was the exemplar, with its associated feature maps (e)
and (f).

thesis results, as they place constraints on textures during the synthesis pro-
cess. This means a reduction in the number of constraints during the synthesis
process will allow for more variation in the synthesized results. Conversely, an
increase could reduce variation. The effect of reducing and increasing the
number of constraints are illustrate in Figure 1.1.

This approach proved to be capable of synthesizing a wide variety of tex-
tures, as shown by (Simoncelli and Portilla, 1998). However, the limiting factor
of this approach was the low number of distinct and general feature extractors,
as most techniques either utilized low or high pass filters (Heeger and Bergen,
1995), or hand crafted filters (Simoncelli and Portilla, 1998).

The limitations pertaining to the low number of distinct and general feature
extractors were overcome by Gatys et al. (2015) following the introduction and
use of a CNN trained for image classification. The CNN architecture was used
because of its high classification accuracies on the Russakovsky et al. (2015)
dataset, illustrating its capabilities to capture features. Further, this removes
the need for hand crafted filters and greatly increases number of distinct feature
extractors. This model only utilized one summary statistic and produced
adequate results with stochastic (Ground) and irregular (Non-uniform stone
wall) textures, but struggled to synthesize regular (Brick wall) textures. Berger
and Memisevic (2016) and Liu et al. (2016) introduced two key improvements
that allowed the network of Gatys et al. (2015) to synthesize regular and near-
regular textures with some degree of success, however, they still struggled in
some cases. One important example of such a case is shown in Figure 1.2
illustrating where sand meets water.

In this work, we further expand the capabilities of the system proposed
by Gatys et al. (2015). Firstly, we introduce the use of the windowed Fourier
Transform instead of the Fourier Transform used in Liu et al. (2016). The
idea with this alteration is to increase the spatial resolution to enable regions
with different underlying texture models to be treated as partially indepen-
dent. The result of this alteration was published in Schreiber et al. (2016).
We further expand this method by introducing the long-range consistency ap-
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(a) Sand and water (b) Ground and rocks

Figure 1.2: Illustrates two composite textures.

proach described in Berger and Memisevic (2016). The work concludes with
a comparative study of currently available synthesis techniques and summary
statistics.

1.2 Problem Statement
A review of the literature suggests that texture synthesis with neural net-
works are capable of analysing and synthesizing textures containing regular
structures. However, when using these methods, the quality of their results
can vary substantially. Further, it was also observed that the majority of
summary statistics were only tested using a single synthesis method. There
therefore exists a need for a comparative study on how the available summary
statistics perform when employed in other neural network synthesis methods.
Additionally, there is a need for the development of a technique that is capable
of applying localized constraints.

1.3 Aims and Objectives
The main aim of this thesis is to investigate the currently available texture
analysis and synthesis techniques focused on neural networks and devise a
method that is capable of applying localized constraints. The secondary aim
of this thesis is to use the developed technique in conjunction with available
summary statistics to see how they perform when employed in other neural
network synthesis methods. The tertiary aim is to investigate how the various
components of the synthesis process affect the synthesized results.

The following objectives outline the general approach to reach the stated
aims.

1. Identify all available summary statistics which can be utilized with neural
networks.

2. Identify available synthesis techniques which utilize neural networks in-
cluding which summary statistics were used with those techniques.
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3. Determine which of the identified summary statistics would benefit from
being utilized in conjunction with one another, followed by compar-
ing those newly constructed summary statistics with existing summary
statistics.

4. Evaluate the synthesis techniques identified in Objective 2 with all avail-
able summary statistics, including those constructed in Objective 3.

5. Investigate how the results produced by the synthesis techniques iden-
tified in Objective 3 are affected by the selected training data, network
architectures, and texture representations within those techniques.

1.4 Thesis Outline
The outline for the rest of the thesis is as follows. The following chapter pro-
vides an introduction to key concepts, such as convolution neural networks
(CNNs), generative adversarial networks (GANs), texture analysis, and other
foundational concepts underlying the material presented in the succeeding
chapters.

Existing work related to exemplar based techniques; specifically tiling,
patch-based and statistically-based methods is introduced in Chapter 3. The
patch-based section covers texture synthesis by non-parametric sampling, chaos
mosaic, image quilting, and cellular neural network stitching. The statistical
section introduces influential texture representations and summary statistics.

Chapter 4 provides an in-depth discussion on the various summary statis-
tics and network architectures introduced in Chapter 3. Furthermore, it intro-
duces the techniques developed in this body of work, namely adaptive spectrum
constraints (ASC) and the joint distance.

Chapter 5 highlights four critical components in the synthesis process and
addresses key questions regarding each of these components. The experiments
conducted within Chapter 5 evaluate the performance, regarding runtime and
quality, of the various network architectures and summary statistics discussed
in Chapter 4.

The main body of work concludes with Chapter 6 which summarises the
results obtained in Chapter 5 and evaluates whether the stated aims were
reached.

Additionally, Appendix A provides a primer on neural network concepts
and terminology for the interested reader. The document concludes with Ap-
pendix C and Appendix D, consisting of neural network architectures and
synthesized results, respectively.
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Chapter 2

Background

This chapter introduces the background material underlying the work pre-
sented in the following chapters. We begin with a discussion on CNNs fol-
lowed by a discussion on generative adversarial networks (GANs). The chap-
ter concludes with an introduction of the following concepts: textures, texture
classes, and texture models. Note some details are omitted as they fall beyond
the scope of this thesis. For comprehensive explanations regarding artificial
neural networks, and texture analysis, the reader is referred to Nielsen (2017)
and Mirmehdi et al. (2008). Supplementary material regarding artificial and
feedforward neural networks is also provided in Appendix A.

2.1 Convolutional neural network (CNN)
A CNN is a type of feedforward neural network with an architecture that is
well suited to recognize visual patterns. One of the first CNNs that pioneered
the field was the LeNet5 architecture introduced by LeCun et al. (1998), aimed
at classifying handwritten and machine printed digits.

The distinguishing aspect of this architecture, which better equips it to
handle visual patterns, is its use of convolution operators, hence the name con-
volutional neural network. Figure 2.1 illustrates the classic CNN architecture
divided into three kinds of layers: convolutional, pooling, and fully-connected.

Each convolutional layer is defined by a set of filters accompanied by a
stride parameter. Each filter consists of an n × n matrix of coefficients with
the output of each filter commonly referred to as a feature map. Filters are
ideally trained to be sensitive to informative features in the input. The stride
parameter is the distance, measured in pixels, that a filter is shifted by during
convolution. Figure 2.2 illustrates an example of a trained convolutional layer
with 32 filters.

An important concept used by each convolutional layer is weight shar-
ing. Weight sharing occurs when one matrix of coefficients is shared over the

5
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Input
3× 128× 128

Conv layer 1 Max Pool 1

...
... . . .

Feature Maps
n× 122× 122

Filters
7× 7

Fully Connected

Units Ouput

Feature Maps
n× 61× 61

Filters
2× 2

Figure 2.1: The typical topology of a CNN consists of multiple alternating
convolutional and pooling stages. Note that the feature maps are reshaped
into 1D vectors before they are sent as input to the fully connected layer.

Figure 2.2: An illustration of 32 trained filters extracted from a convolutional
layer.

entirety of an image instead of using new coefficients for each patch. This
has two important consequences: the reduction in trainable coefficients within
each layer and the decoupling of any relationships between the number of co-
efficients within a convolutional layer and its input dimensions. The reduction
in coefficients is important due to the high dimensional nature of images and
thus helps to prevent overfitting.

It is also important to note that a CNN need not consist solely of convolu-
tional layers, as shown in Figure 2.1. Other layers and concepts that are used
with convolutional layers include: pooling, dropout (Srivastava et al., 2014),
L1 and L2 regularization, join layer (Ulyanov et al., 2016a), batch normalisa-
tion (Ioffe and Szegedy, 2015), transposed convolution (Dumoulin and Visin,
2016), and residual connections (He et al., 2016). These layers and concepts
will be discussed in the subsequent sections.
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6 2 2 4
8 4 5 1
8 6 4 5
2 0 6 1

8 5
8 6

(a) Max pool

6 2 2 4
8 4 5 1
8 6 4 5
2 0 6 1

5 3
4 4

(b) Average pool

Figure 2.3: An illustration on how max and average pooling functions.

Pooling

Pooling layers were designed to reduce their input dimensions by a given fac-
tor. This is achieved by convolving a filter across/over its input similar to a
convolutional layer. However, unlike convolutional layers, pooling layers do
not have any trainable parameters and commonly have a stride equal to the
filters dimensions. Figure 2.3 illustrates the downsampling process.

Downsampling allows filters in preceding convolutional layers to depend on
larger portions of their respective inputs which enables these layers to identify
features of larger scales. This contributes to the networks high-level long-range
reasoning.

Two commonly used filters are averaging and max with filter dimensions
of 2× 2 that reduces both spatial dimensions of the image by a factor of two.
Both filters are illustrated in Figure 2.3.

Dropout

Layers with dropout were introduced by Srivastava et al. (2014) and are used
as a simple mechanism to reduce overfitting by approximating the average
result from many different networks1.

This is achieved during training by temporarily removing units from spec-
ified layers with a dropout probability p. A network with units removed is
referred to as a thinned network for which there are exponentially many per-
mutations. Weights are shared between thinned networks, therefore training
one thinned network partially trains all networks that share active units.

Dropout can be considered to sample one of these permutations to train
for each mini-batch, therefore approximating the average result of the selected
permutations during training. Figure 2.4 illustrates the result of applying
dropout to a network.

Further, it is important to keep in mind that dropout is only applied during
training and that during testing all units are present. However, their respective

1This technique was introduce under the assumption that model combination nearly
always improves the overall performance.
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Figure 2.4: When a hidden unit is dropped all of its incoming and outgoing
edges are also removed, as the a network in Figure (b) illustrates.

outputs are scaled by a factor p in order to consider the missing units during
training.

Join layer

Join layers were first introduced by Ulyanov et al. (2016a) and were used to
concatenate the outputs of two convolutional layers with varying dimensions.

This is achieved by using nearest-neighbour interpolation to upsample the
input with lower dimensions, which ensures that the dimensions of both inputs
are equal. This is followed by a channel-wise concatenation of the scaled inputs.
It is worth mentioning that transposed convolution was initially considered for
the upsampling. However, this was replaced after initial experiments favoured
the results obtained by nearest-neighbour interpolation.

Ulyanov et al. used this layer to combine details at various scales, in order
to create a texture with predetermined characteristics. Figure 4.13 illustrates
the architecture in which join layers where utilized.

Batch normalisation

Batch normalisation layers were introduced by Ioffe and Szegedy (2015) in or-
der to mitigate a phenomenon the authors refer to as internal covariance shift.
Internal covariance shift is the change within each layer’s input distribution,
as the parameters of prior layers change during training. This is addressed by
fixing the input distribution and normalising the input and output activations.
The statistical measurement used for the normalization is captured for each
batch during training and is fixed during test time.

The authors show that the speed with which a network converges increases
with the introduction of batch normalisation. Note that this technique is
commonly used instead of dropout.
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Transposed convolution

Transposed convolution layers are of particular interest as they enable a net-
work to project a given input image onto a higher dimensional space2. A
simplistic way of thinking about a transposed convolution is by swapping the
forward and backward passes of a convolutional layer. However, it is impor-
tant to note that transposed convolution is not the same as deconvolution, as
it does not undo the process of convolution. It merely creates an output with
identical dimensions.

In order to describe how the upsampling is achieved, it is useful to note that
the process of convolution can be replaced with a single matrix multiplication.
This is achieved by first flattening the input to a vector, which is followed
by the construction of a convolution matrix. Each row in the convolution
matrix represents one step in the original convolution process, as shown in the
following equation:


w1 w2 0 w3 w4 0 0 0 0
0 w1 w2 0 w3 w4 0 0 0
0 0 0 w1 w2 0 w3 w4 0
0 0 0 0 w1 w2 0 w3 w4





a0
a1
a2
a3
a4
a5
a6
a7
a8


=


w1a1 + w2a2 + w3a4 + w4a5
w1a2 + w2a3 + w3a5 + w4a6
w1a4 + w2a5 + w3a7 + w4a8
w1a5 + w2a6 + w3a8 + w4a9



(2.1)
Here the filter and input dimensions are 2 × 2 and 3 × 3, respectively. The
resulting dimensions of the convolution matrix is 4× 9.

Transposed convolution is when the convolution matrix in Equation 2.1 is
transposed resulting in a transformation that upsamples a 4× 1 matrix3 such
as that on the righthand side of Equation 2.1 to a matrix with dimensions
9 × 1. This can also be interpreted as upsampling a 2 × 2 matrix to a 3 × 3
matrix.

Another way of achieving the same result is by applying zero padding to
the input matrix, with a width equal to that of the filter’s minus one. This is
followed by convolving the associated filter over the altered input4.

Residual connection

Residual connections were introduced by He et al. (2016) to address the issue
of degradation in training accuracy associated with deeper networks.

2Another possible application, stated by Dumoulin and Visin (2016), is a decoding layer.
3The dimensions of the resulting 4× 1 matrix in Equation 2.1 is reshaped to 2× 2.
4For more information on how transposed convolution is calculated refer to Dumoulin

and Visin (2016).
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Figure 2.5: Basic topology of a residual connection.

According to He et al. (2016), the degradation of accuracy is prevalent when
comparing a network A to a deeper network B. The network B is identical to
A except for the additional convolutional layers appended at the end of the
network. Intuitively one would expect B to perform no worse than A, however,
He et al. (2016) shows that this is not the case.

Residual connections alleviate this problem to some extent by allowing
the network to learn identity mappings more easily, when they are optimal.
Further, this idea has also proven to be useful in situations where vanishing
gradients are a problem, as residual connections can improve gradient flow
through the network. Figure 2.5 illustrates a residual connection with H(x)
referring to an underlying mapping F (x) + x. F (x) denotes the residual, and
x the input.

2.2 Generative adversarial network (GAN)
A generative adversarial network is a type of architecture that was introduced
by Goodfellow et al. (2014a) which consists of two components: a discriminator
D and generator G. These two components compete with each other, where
the main goal of the discriminator is to determine whether or not a given input
was synthesized byG or part of the original dataset x. The aim of the generator
is to synthesize examples similar to those found in x in an attempt to fool the
discriminator. The basic component layout is shown in both Figures 2.6 and
4.14, with Figure 4.14 providing a more detailed illustration.

As shown in Goodfellow et al. (2014a), this network can be formally de-
scribed by first defining the authentic dataset x and the prior distribution
pz(z). This is followed by constructing two feedforward neural network G(z, θg)
and D(x, θd). G is defined by an input variable z and network parameters θg,
whereas D is defined by an input variable x and network parameters θd.

The task of G is to map its input to the data space represented by x in
an attempt to fool D. The task of D is to determine the probability that a
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Figure 2.6: Component diagram of a generative adversarial network.

given input was sampled from x and not z. During training D achieves this by
maximizing the probability of a loss function L and G by minimizing it. The
loss function proposed in the original article is:

min
G

max
D

L(D,G) = Ex∼pdata(x) [log(D(x))] + Ex∼pz(z) [log (1−D (G (x)))]

(2.2)
Here maximizing the first term increases the probability of D correctly identi-
fying an element sampled from x. Further, by maximizing the second term, D
reduces the probability of incorrectly identifying a synthesized texture as an
element sampled from x.

The training process of a GAN is divided into two steps: the first step
trains the discriminator and the second step trains the generator. The first
step starts by sampling pz(z) and pdata(x) for m samples each. This is followed
by training the discriminator, using backpropagation and stochastic gradient
descent, with the following loss function:

1

m

m∑
i=1

[log (D (xi)) + log (1−D (G (zi)))] (2.3)

The second step only samples pz(z) and utilizes the following loss function for
training:

1

m

m∑
i=1

[log (1−D (G (zi)))] (2.4)

Once step two finishes the process starts again and is repeated for a predeter-
mined number of iterations after which training concludes.

2.3 Texture analysis

2.3.1 Texture

In order to analyse various textures, a clear definition of what constitutes
a texture is essential. Intuitively, texture is defined as an object’s surface
consistency or tactile quality. However, this understanding is insufficient when
referring to the textures used within virtual content as they are not physical
mediums.
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Figure 2.7: An illustration of the texture spectrum extracted from the article
Lin et al. (2004).

This presents a problem as an accurate mathematical definition of a texture
currently does not exist. However, various attempts have been made to capture
certain aspects or properties of texture such as discussed in Heeger and Bergen
(1995); Gatys et al. (2015); Berger and Memisevic (2016). The results of these
attempts have lead to the following conjecture as stated by Mirmehdi (2008):

Conjecture 1 A texture is a pattern that can be characterised by its local
spatial behaviour, and is statistically stationary.

The first property, local spatial behaviour, assumes the intensity of a pixel xi,j
is only dependent on a small neighbourhood around the pixel relative to the
image. The second property, statistically stationary, places a constraint on the
joint density to be invariant with respect to translation in space.

2.3.2 Texture classes

Various texture classification schemes and properties have been proposed such
as those outlined in Lous (1990), Buhmann et al. (1998), Lin et al. (2004), Liu
et al. (2004), and Kolář et al. (2017), of which only Lin et al. (2004) will be used
in this work. This is due to its simplistic nature and adequately distinguishes
between the types of textures the various methods are capable of synthesising.

The five commonly used classes are regular, near-regular, irregular, near-
stochastic and stochastic. These five classes can be more accurately thought of
as regions along a spectrum with highly structured textures considered as regu-
lar and textures with low or no structure considered as stochastic. Throughout
the rest of the presented work, regular textures will refer to both regular and
near-regular textures and stochastic textures will refer to both near-stochastic
and stochastic. Figure 2.7 illustrates the texture spectrum proposed by Lin
et al. (2004).
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2.3.3 Texture model

Throughout the presented work, the term texture model refers to an algo-
rithm or a range of statistics aimed at capturing properties contained within
a texture5.

Various techniques aimed at texture modelling have been proposed such as
Heeger and Bergen (1995), De Bonet (1997), Gatys et al. (2015), and Irmer
et al. (2017). Such methods are commonly categorised into patch-based and
statistically-based approaches. The most influential texture models concerning
the work presented in the following chapters are those of Simoncelli and Portilla
(1998) and Gatys et al. (2015) with both techniques classified as statistically-
based. The texture model used by Gatys et al. is discussed in detail in Chap-
ter 4.

2.4 Summary
This chapter introduced two critical architectures, CNN and GAN, alongside
the following layers and concepts: pooling, dropout, join layers, transposed
convolution, and residual connections. The following chapter introduces in-
fluential patch-based texture synthesis algorithms followed by a discussion on
work related to the synthesis of textures with neural networks.

5Additionally these models are commonly tasked to ensure that the textures are seam-
lessly tileable.
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Chapter 3

Related work

The synthesis of textures is researched in a variety of fields with various ap-
plications such as: the synthesis of similar textures given some exemplar, in-
terpolating lost information in images (inpainting), upsampling low resolution
images (super-resolution), and style transfer from one image to another.

One area of research that has gained popularity is exemplar-based tex-
ture synthesis. Traditionally, exemplar-based methods have been divided into
two approaches: statistically-based approaches and patch-based approaches.
Statistically-based methods are predicated on the assumption that textures
can be described by a set of statistical measurements, whereas patch-based
methods focus more on rearranging samples from a given exemplar.

This chapter will explore methods for the synthesis and evaluation of tex-
tures. The chapter is divided into three sections: Tiling, Exemplar patch-based
and Exemplar statistically-based.

3.1 Tiling
Tiling is one of simplest ways to synthesize a new texture. It involves placing
copies of a pre-existing set of textures next to one another forming a grid were
the resolution is determined by the number of columns and rows. Textures
synthesized with this approach commonly contain artefacts between tiles unless
they were specifically designed for tiling and the system is aware of how these
pre-existing tiles interact. Furthermore, the approach exhibits no variation
in the textures it produces when there is only one exemplar. However, this
approach has two advantages, these being the low cost of synthesizing and
storing new textures. Textures synthesized with this approach are shown in
Figure 3.1.

14
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(a) Stochastic (b) Irregular (c) Regular (d) Complex

Figure 3.1: The first row of figures are the exemplar textures used to synthesize
the textures in the second row. Figures (a), (c) and (d) illustrate the seamless
composition that can be obtained with suitable textures. Figure (b) shows the
result when the texture is not suitable.

3.2 Exemplar patch-based
Patch-based methods are a natural progression from tiling in the sense that
they attempt to improve on various aspects where tiling commonly fails, such
as the lack of variance in local and global texture structures1 and artefacts
between tiles.

There is an abundance of patch-based methods including, Efros and Leung
(1999); Guo et al. (2000); Efros and Freeman (2001); Chua and Yang (1988b)
following the same basic procedure. First, a set ω is constructed which contains
subsamples from a sample texture I. This is followed by defining a new texture
Î and tiling it with samples from ω until Î is fully populated. The algorithm
concludes by executing a procedure to reduce the artefacts between tiles. Note
that some algorithms also apply constraints on how to construct and sample
ω.

Texture synthesis by non-parametric sampling

Efros and Leung (1999) describe arguably one of the first methods to introduce
the patch-based approach, however, this may also considered to be a pixel-
based method according to Shin and Shin (2004).

This method is based on the work done by Popat and Picard (1993) and
assumes an underlying Markov random field (MRF) model. However, this

1This specifically refers to the case where there are only a few exemplars available.
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method is more simplistic as the probability density function is never calcu-
lated. Further, they assume that there exists a scale for which I is considered
stationary2. Note that various improvements have been made to this algorithm
(see Aguerrebere et al., 2013a) however, this is the classical approach.

Usually when defining an MRF one requires the following: a set of ran-
dom variables, a graph, the range for each variable, and a method capable of
calculating the potential3 of a variable given its Markov blanket.

In the context of this article the set of random variables is distributed over
the image such that there is one variable for each pixel. The range of each
variable is defined as x ∈ < : 0 ≤ x ≤ 1. The graph considered for this model
is a lattice where vertices correspond to pixels and edges to direct statistical
dependencies between neighbouring pixels. The potential function however, is
never explicitly stated in the article, as their approach differs from that of the
standard MRF model.

Their approach is as follows. First define a set

Ω(p) = {w′ ⊂ I : d(w′, w(p)) < ε} (3.1)

where w′ refers to an n×n neighbourhood in I, w(p) the neighbourhood of the
current pixel, d(w′, w(p)) to the perceptual distance between two neighbour-
hoods, and ε to the smallest distance for neighbourhoods not be considered
perceptually equivalent. The distance is calculated by first applying a Gaus-
sian kernel followed by calculating the sum of the squared differences. The
Gaussian kernel is used to weight each pixel in the neighbourhood according
to their distance to the centre pixel. The conditional probability density func-
tion P (p|w(p)) is then estimated by a histogram which is calculated by using
the centre pixels of all neighbourhoods in the set Ω.

Now that all of the necessary components are defined a texture is synthe-
sized with the following process. Define a new texture Î with values initialised
to black and populate the centre with a random n × n sample from I. This
is followed by selecting an unpopulated pixel p that borders synthesized or
placed pixels. The conditional PDF is then estimated and sampled to obtain
a value for p. The process concludes once all of the pixels are synthesized.
Textures synthesized using this approach are illustrated in Figure 3.2.

Two of the major goals of this algorithm is to preserve local structure
and increase variance where Figure 3.2 illustrating the algorithm’s success in
achieving both. However one major draw back of this algorithm is its running
time. In a recent review (Aguerrebere et al., 2013a) of this method, it was
recorded to take up to 665 seconds to synthesize a 128 × 128 texture from a
512× 512 exemplar4.

2This is a common assumption that is made when synthesizing textures.
3Note that in the context of MRFs, energy refers to the negative log of the potential.
4Details regarding the specific hardware used for this test were omitted.
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(a) Sample (b) Irregular (c) Sample (d) Regular

Figure 3.2: These textures were synthesized with Aguerrebere et al. (2013b).

Chaos mosaic

Another influential method is Chaos mosaic as developed by Guo et al. (2000).
This method was developed with time and memory constraints in-mind, with
the aim of being used in rendering applications

The success of this method is due to the following two properties as stated
by the authors:

1. Î maintains the local features of I.

2. Globally Î has an even and visually stochastic distribution of the local
features of I and the global distribution is quickly calculated.

Property one ensures that Î has the same local characteristics as I. The
second property ensures the reduction in repetitive structures, commonly as-
sociated with the tiling of one exemplar, and ensures a speed increase.

Another key element to note is how the authors satisfied these require-
ments. First, to ensure property two holds, they decided to apply a chaos
transformation5 on Î that is fast to compute, ergodic, strongly irregular and
both one-to-one and onto. The selected transformation was based on cat map,
introduced by Arnold and Avez (1968) and is referred to as cat map iteration.
Second, to ensure that property one holds, the cat map iteration is applied on
complete subregions and not individual pixels of Î.

The texture synthesis process for Chaos mosaic is as follows. It starts
by tiling I over Î. This is followed by selecting rectangular subregions of Î
and applying the cat map chaos transformation n times on each region6. The
synthesis process concludes by applying the method discussed in Efros and
Leung (1999) on the border of the selected regions as well as each tile.

Note that a small alteration was made to Efro’s algorithm. That being it
only randomly selects between the top 5 closest neighbourhoods and not all

5Chaos transformation according to Guo et al. is: “a nonlinear dynamic system in which
previous history uniquely determines the future behaviour.”

6n is a parameter determined by the user.
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(a) Sample (b) Stochastic (c) Sample (d) Regular

Figure 3.3: These textures were synthesized by Guo et al. (2001).

of the neighbourhood within a given distance. Textures synthesized with this
approach are illustrated in Figure 3.3.

A clear advantage this method has over previous methods is its speed. Guo
et al. report that their approach was roughly 6500 times faster compared to
the statistical approach by Heeger and Bergen (1995).

Overall their results showed that Chaos mosaic works best with stochastic
textures and, if a regular texture is presented, then zero cat map iterations
should be used.

Image Quilting for texture synthesis and transfer

In the previous method, the stitching of tiles and selection of patches were
expensive processes that utilised the method of Efros and Leung (1999). One
could instead use quilting, introduced by Efros and Freeman (2001), which is
a more efficient and effective algorithm.

The core of this method is to select new patches based on some metric
that is conditioned on its already populated neighbours. This is followed by
randomly selecting one of the patches which has an error within some tolerance.
The metric used to calculate the error is the sum of the squared difference
between the overlapping tiles.

Once a tile is selected its error surface is calculated:

e = (Bov
1 −Bov

2 )2 (3.2)

with e denoting the error surface, and Bov
1 and Bov

2 the overlapping sections of
each tile. Dijkstra’s algorithm is then used to find the path that minimizes the
error between the two tiles and acts as the boundary between the two tiles.
This process is repeated until the image is fully populated.

This algorithm performs well with a wide variety of textures, including
some regular textures with which statistical approaches commonly struggle.
At the time of their writing in 2001, the authors reported that the time it
takes to synthesize a texture can range from 15 seconds to a couple of minutes,
depending on the texture. However, the authors do stress the fact that their
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(a) Sample (b) Stochastic (c) Sample (d) Regular

Figure 3.4: These textures were synthesized by Park (2017).

implementation was inefficient and that it would be possible to run this kind
of algorithm in real-time as shown in Liang et al. (2001). It is worth noting
that this method was developed concurrently with Liang et al. (2001).

According to the authors’ experiments, this algorithm struggles when bound-
aries are blurred or mismatched and when there is excessive repetition in the
sample texture. Textures synthesized with this approach are illustrated in
Figure 3.4.

Fast generation of natural textures with cellular neural
network-based stitching

Cellular neural networks7 were inspired by combining features from neural
networks and cellular automata. They were first introduced by Chua and
Yang (1988b) and Chua and Yang (1988a) with the former developing the
theory and the latter considering various applications. One application that
was only introduced later by Debiec et al. (2006); Slot et al. (2007) utilises this
kind of network for texture synthesis. This application was further developed
by Slot and Komatowski (2010); Ślot et al. (2012) to introduce a patch-based
approach. The novelty of this method derives from how it utilizes cellular
neural networks to stitch tiles together.

The algorithm starts by creating a set ω containing subsamples from I of
size M ×N . ω is then sampled and tiled over a new texture Î such that each
tile is separated by a horizontal and vertical border. Further, even rows are
also shifted to the right by one vertical border. The author added this shift to
increase the number of pixels, in each border, influenced by the surrounding
patches.

Each border can be considered as a cellular neural network that is padded
with two additional rows and columns of fixed boundary cells. The boundary

7The abbreviation for Cellular Neural Network is CNN. This will not be used in an effort
to avoid any confusion with Convolutional Neural Network.
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cells are initialized with the associated pixel values and non-boundary cells
with white noise.

The behaviour of each cell is determined by the state, output and input
equations. They are responsible for the behaviour of each cell and ultimately
determines if the system converges to a stable state, i.e. a state in which the
network has synthesized a texture.

The main advantage of this approach is its efficiency in synthesizing tex-
tures, which is in part due to the nature of a cellular neural network being
easily parallelizable as well as being implementable in hardware. In Slot and
Komatowski (2010) the authors estimated that it would take about half a
millisecond to generate a 1048 × 1048 image with a patch size of 96 × 96 if
implemented in hardware.

Supplementary material

This concludes the patch-based section. These techniques were mentioned as
they have influenced or were used by neural network-based techniques. For a
more comprehensive discussion on state-of-the-art patch-based techniques the
reader is referred to Barnes and Zhang (2017).

The following section introduces statistically-based techniques and how
they relate to one another.

3.3 Exemplar statistically-based
As mentioned previously, statistical methods commonly extract measurements
from a given exemplar I in an attempt to describe the features contained
within. There are various techniques available for extracting features including
Heeger and Bergen (1995), Graves and Schmidhuber (2008), Lin et al. (2015),
Gatys et al. (2015) and Berger and Memisevic (2016).

One aspect that these methods share is that they are based on the human
visual system in that they have the ability to process an image on various
scales. This is important as it allows the system to describe local interactions
at one scale and more coarser detail at another scale. The differences between
these approaches usually lie in what summary statistics they use and how the
multi-scale decomposition is constructed.

This section consists of two subsections: non neural network-based and
neural network-based. The first subsection discusses various decompositions
and summary statistics that influenced the later neural network-based tech-
niques.

The second subsection focusses on the development of various summary
statistics, and decompositions related to neural networks, namely Gramian
matrices, feature maps, transformed Gramian matrices, and spectrum con-
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straints. Additionally, the subsection introduces direct synthesis techniques
utilizing FCNs and GANs, which are capable of real-time texture synthesis.

3.3.1 Non neural network-based

This section introduces three techniques. The first of which is mentioned as
it is arguably one of the first techniques to utilize hierarchical decomposition
with a simple summary statistic for the purpose of texture synthesis. The
subsequent technique introduces the notion of content and style, as well as
applying constraints on the synthesis process. The final technique is discussed
as it was highly influential to the approach introduced by Gatys et al. (2015).

Pyramid-based texture analysis and synthesis

Heeger and Bergen (1995) utilised histograms to describe a texture at different
scales. This approach employs two assumptions: firstly that all relevant fea-
tures can be captured by first order statistics and secondly that textures with
similar descriptions are hard to discriminate. The multi-scale decomposition
for this approach is represented by two kind of pyramids: Laplacian pyramids
and steerable pyramids.

The Laplacian pyramid consists of multiple layers with each layer consisting
of a low-pass image and a band-pass image. The low-pass image represents the
source image at a lower detail scale with the band-pass image representing the
higher detail features contained in the low-pass image of the previous layer.
Note that Heeger and Bergen calculated the low-pass and band-pass images
by using simple reduce and expand functions and not by means of convolution,
as it is more efficient.

The steerable pyramid was introduced because the Laplacian pyramid is
unable to capture oriented features. The steerable pyramid differs in two ways:
firstly for each scale there are multiple band-pass images and secondly each
band-pass image is calculated by convolving the low-pass image, of the previous
layer, with a preselected oriented band-pass filter.

This method is capable of synthesizing stochastic textures, however, the
histogram pyramid is unable to capture the structure of regular textures. It is
also worth noting that this was one of the first synthesis methods capable of
synthesizing colour textures.

Multiresolution sampling procedure for analysis and synthesis of
texture images

The method described by De Bonet (1997) is based on the approach of Heeger
and Bergen (1995) with three major differences. First, an image is recon-
structed from the lowest resolution to the highest. Second, the synthesis of
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(a) Sample (b) Stochastic (c) Sample (d) Regular

Figure 3.5: These textures were synthesized using De Bonet (2014).

a texture at a particular scale is conditioned on the results of coarser scales.
Lastly, this method introduces two metrics D∗ and V ∗ to constrain the syn-
thesis process.

V ∗ is utilised to determine the visual difference between the exemplar I and
the synthesized texture Î. D∗ is used to determine the perceptual difference
between the texture elements (texels) of I and Î. Visual and perceptual in this
context refer to individual pixel values and the perceived content of the image,
respectively. Examples of perceptual content would be rock, window frame,
car or house. During the synthesis process D∗ ensures that the synthesized
texture contains the same elements as the exemplar. At the same time V ∗
ensures that Î is not a verbatim copy of I.

Alongside these metrics two user-defined parameters were introduced Tmax
and Tmin. The two parameters identify the maximum perceptual and minimum
visual distances between I and Î, respectively.

This approach is more efficient and produces textures of higher quality
relative to Heeger’s method. The increase in quality was illustrated by synthe-
sizing textures for which Heeger’s is known to perform poorly and comparing
it to those synthesized by De Bonet’s approach. However, the approach is
highly sensitive to the values of Tmax and Tmin according to Mirmehdi et al.
(2008). Examples synthesized with this approach are illustrated in Figure 3.5.

Texture characterization via joint statistics of wavelet coefficient
magnitudes

Simoncelli and Portilla (1998) introduced a technique similar to Heeger and
Bergen (1995), but capable of describing and synthesizing a wider variety of
textures.

The model’s heightened ability stems from two factors: use of the steerable
wavelet pyramid proposed in Simoncelli and Freeman (1995) and the use of a
wider variety of statistics to describe a texture. The statistics used for this
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(a) Sample (b) Irregular (c) Sample (d) Regular

Figure 3.6: These textures were synthesized by Portilla and Simoncelli (1999).

description are calculated using the image pixels, raw wavelet coefficients, and
wavelet coefficient magnitudes. The synthesis process used in this method
is similar to that of projection onto convex sets (POCS) used by Hirani and
Totsuka (1996) instead of the histogram matching that was used previously by
Heeger and Bergen (1995).

This method is capable of synthesizing stochastic and some regular tex-
tures. Textures synthesized using this method are shown in Figure 3.6. Note
that a revised version of this article was republished in Portilla and Simoncelli
(2000) where they provided a more detailed description of the method.

3.3.2 Neural network-based

This subsection first introduces the seminal paper published by Gatys et al.
(2015) that formed the basis on which subsequently discussed methods build.
The second paper introduces the concept of content and style separation, with
the third and fourth introducing direct texture synthesis with neural networks.

The fifth paper introduces the concept of CoMatch layers and how they are
utilized for multi-style texture synthesis. The sixth and seventh papers intro-
duce two summary statistics aimed at improving the ability of the approach
of Gatys et al. (2015) to synthesize regular textures.

The section concludes with the remaining papers mainly focusing on direct
synthesis methods utilizing variations of FCNs or GANs architectures.

Texture synthesis using convolution neural networks

Gatys et al. (2015) is a seminal paper that introduced the idea of utilising
CNNs for the purpose of texture analysis and synthesis. It was based on the
work of Portilla and Simoncelli (2000) with the critical difference of using
trained convolution filters instead of handcrafted filters.
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The main idea behind this technique is to utilise the hierarchical structure
and feature-rich space of a CNN, trained for object recognition, in conjunction
with a summary statistic in an attempt to model textures.

The network used in the paper is the VGG19 network detailed by Simonyan
and Zisserman (2014) and is accompanied by a spatial summary statistic re-
ferred to as a Gramian matrix. The Gramian matrix calculates the correlation
between feature map activations at a specific depth or layer8.

The texture model used by this paper consists of a collection of Gramian
matrices that is formed when calculating one for each selected convolutional
layer in the VGG19 network.

Synthesizing a texture using this model starts by initializing a texture Î
with white noise. This is followed by calculating the descriptions for both I
and Î. Once the descriptions are established, a new texture is synthesized by
reducing the distance or error between the two descriptions. This is commonly
achieved by applying stochastic gradient descent. Note that only Î is altered
during the synthesis process.

The quality of textures synthesized by this method surpasses those of pre-
vious models regarding stochastic and irregular textures. This method is how-
ever, slower than the previous state-of-the-art, taking a couple of minutes to
synthesize a texture, when utilizing a GPU9. Textures synthesized with this
approach are shown in Figure 3.7.

A neural algorithm of artistic style

Gatys et al. (2016) aimed to deepen our understanding of how humans per-
ceive and create art by expanding the work done in Gatys et al. (2015). This
approach was also further investigated by (Nikulin and Novak, 2016, a) and
(Novak and Nikulin, 2016, b).

This was achieved by dividing a texture into its content and style. The
content of a texture is defined by the collection of feature maps obtained once
an image is passed through a CNN. The style is defined by the collection of
Gramian matrices formed when calculating one for each layer in the CNN.

The content and style loss functions serve a similar purpose to that of the
constraint functions D∗ and V ∗, introduced by De Bonet (1997), in that they
determine how similar Î is to Ic on a pixel level and Is on a perceptual level.
Ic and Is refer to content and style exemplars.

This separation enables the technique to synthesize a texture that captures
the content responses of one texture but drawn with the style of another. An
example of style transfer is provided in Figure 3.8.

8Section 4.1.1 provides an in-depth explanation as to why the Gramian matrix is well
suited for this task.

9The system hardware included a an Intel i7-4790K processor with 32GB of RAM and
an Nvidia Maxwell Titan X GPU.

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 3. RELATED WORK 25

(a) Stochastic (b) Stochastic (c) Stochastic (d) Regular

(e) Stochastic (f) Stochastic (g) Stochastic (h) Regular

Figure 3.7: Textures a - d are the exemplars used during the synthesis process
with textures e - h representing the synthesized textures.

(a) Style (b) Content

(c) Result

Figure 3.8: The style of texture (a) was transferred to texture (b) that resulted
in texture (c). The texture was synthesized using source code provided by
Johnson (2015).
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Perceptual losses for real-time style transfer and super-resolution

Following the work done in Gatys et al. (2015) and Gatys et al. (2016), the two
main contributions of Johnson et al. (2016) are the introduction of a new loss
function and the use of a deep residual CNN to directly synthesize a texture.

The loss function introduced consists of the texture model described in
Gatys et al. (2016), in other words, the loss function consists of a CNN from
which the feature and style losses are calculated and summed.

An additional regularization term was also added to the loss function that
calculates the total variation (TV) of the synthesized image, in order to im-
prove the stability and quality.

The use of a CNN to directly synthesize a texture is important as it shows
that one can produce content comparable to that of Gatys et al. (2015), but
in a fraction of the time.

Gatys et al. do not explicitly state that this method is capable of texture
synthesis however, this was shown to be possible in Ulyanov et al. (2016a).

Texture networks: feed-forward synthesis of textures and stylized
images

Texture networks introduced by Ulyanov et al. (2016a) is an approach similar
to Johnson et al. (2016) in that they both use a CNN as a loss function and
that a network is trained to directly synthesize a texture. The main differences
between these two techniques are the network topologies used and training
methodology.

Ulyanov et al. technique utilises a network topology10 composed of convo-
lutional and join layers, whereas the technique introduced by Johnson et al.
uses a deep residual CNN. The current techniques approach to synthesizing a
texture is similar to that of De Bonet (1997) where coarse features are intro-
duced first followed by more detailed features. Note that this is contrary to
how the other methods synthesize textures, excluding Yang et al. (2017) which
utilizes both approaches.

With regard to differences in training: texture networks only require style
and content exemplars, compared to the large dataset require for Johnson et al.
(2016). This is because the input images used during training are generated
by sampling a Gaussian distribution.

Thus the goal during training is slightly different from Johnson’s in that
the network is trained to transform white noise into a texture with similar
properties as the exemplar.

The quality and speed reported by both techniques indicate that they are
comparable to each other, however, further experimentation is required for a

10The network topology is discussed in Section 4.3 and illustrated in Figure 4.13.
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definitive answer. More recently, improvements regarding speed and quality
were introduced by Ulyanov et al. (2017).

Multi-style Generative Network (MSG-NET) for real-time transfer

Similar to Johnson et al. (2016); Ulyanov et al. (2016a) the approach intro-
duced by Zhang and Dana (2017) trains a generative network to synthesize
textures.

The main contribution of this paper stems from the ability to transfer
multiple styles with a single forward pass compared to previous approaches
that are limited to only one style per network11.

The network utilised to achieve this is referred to as Multi-style Generative
Network (MSG-NET). The key layer in this network that enables the incor-
poration of many different styles is referred to as an inspiration or CoMatch
layer.

The CoMatch layer approximates the solution obtained by minimizing the
loss function proposed by Gatys et al. (2016) that consists of content and style
loss terms. The approximation is given by the following equation:

Î i = Φ−1
[
Φ
(
F i (Ic)

)
WG

(
F i (Is)

)]T (3.3)

where Φ and F i (.) denote a reshape function and feature maps for the content
or style at the ith scale, respectively. G (.) denotes the Gramian matrix for a
given set of vectors. W is a weight matrix that during training learns to match
the Gramian matrix of the style exemplars. This shifts the responsibility away
from runtime which enables this approach to run in real-time. During the
synthesis process, any of the Is used during training can be applied to new
unseen content exemplars.

Zhang and Dana (2017) reports that the MSG-NET is capable of synthe-
sizing textures comparable to that of Johnson et al. (2016); Ulyanov et al.
(2016a) in quality and runtime. However this approach has no variance for
a given content and style pair as there is no stochastic component similar to
those in Gatys et al. and Ulyanov et al..

Incorporating long-range consistency in CNN-based texture
generation

Berger and Memisevic (2016) attempt to address the issue of synthesizing
regular textures, like those shown in Figure 3.7h, which represented a weakness
of Gatys et al. (2015).

This was addressed to some extent by the introduction of a summary statis-
tic referred to as a transformed Gramian. The transformed Gramian represents

11This excludes the paper published by Chen et al. as they were able to synthesize a
texture with multiple styles.
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(a) Sample (b) Gatys (c) CC (d) Spectrum

Figure 3.9: Textures (a) are the exemplars and (b) are textures synthesized
using the approach established by Gatys et al. (2015). Textures (c) and (d) are
textures synthesized using the approaches established by Berger and Memisevic
(2016) and Tartavel et al. (2015), respectively.

the co-occurrence between spatially transformed feature maps T (F ), where T
denotes any spatial transformation.

One of the transformations proposed and used by Berger enabled the model
to capture the average correlations between local features at varying positions.

With the additional spatial summary statistic, this method was able to
synthesize a wide variety of regular textures as shown in Figure 3.9c first row.
However, as Figure 3.9c indicates in its second row, this method still fails in
some cases.

Texture synthesis through convolutional neural networks and
spectrum constraints

Liu et al. (2016) also attempt to address the issue of synthesizing regular
textures.

This work is based on the advancements made by Galerne et al. (2011a,b),
and Xia et al. (2013) who showed that it is possible to synthesize textures
containing low frequency structures by imposing spectrum constraints.

Exactly how this is achieved is expanded upon in Section 4.1.4, however
stated briefly the spectrum phase of Î is projected onto the closest spectrum
phase of I. A new image Ĩ is formed by applying the inverse Fourier transform
on the projected spectrum. The constraints are then introduced by means of
a loss function that calculates the mean squared difference between Î and Ĩ.

This method did succeed in synthesizing a large number of regular textures
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as shown in the first row of Figure 3.9d, however, there are still some for
which the method fails as shown in the second row of Figure 3.9d. Another
improvement this method introduced was a speed increase, as the synthesis
process only requires a fraction of the number of iterations compared to the
approaches proposed by Gatys et al. (2015) and Gatys et al. (2016).

Bilinear CNN models for fine-grained visual recognition

Numerous networks inspired by the two-streams hypothesis12 have been pro-
posed for various tasks. One such a network is referred to as a Bilinear convo-
lutional neural network (BCNN). This network was first introduced by Tenen-
baum and Freeman (2000) with the goal of separating content and style. In
more recent developments reported in Lin et al. (2015), this framework has
been utilised for fine-grain visual recognition.

An imported aspect of this framework is the use of a bilinear feature layer.
This feature layer is identical to a Gramian matrix and also serves the same
purposes, however, they are employed differently. In the context of a BCNN,
the feature vector forms part of the network and training process compared to
previous approaches where it does not.

It is exactly for this reason why this network architecture is mentioned as
it can potentially be utilised for texture synthesis in conjunction with other
feed-forward techniques including Johnson et al. (2016) and Zhang and Dana
(2017).

Texture attribute synthesis and transfer using feed-forward CNNs

Irmer et al. (2017) is a recent publication that utilises the concept of manip-
ulating textures with human readable attributes, introduced by Lin and Maji
(2016), in combination with the feed-forward approach proposed by Ulyanov
et al. (2016a).

This provides more control, as the user can decide which attributes they
wish to apply as well as being able to do so efficiently. Further, an addi-
tional advantage of this approach is, once a network is trained with a specific
attribute, that attribute can be transferred to as many textures as needed.

According to the authors, this approach is capable of synthesizing textures
at a quality comparable to Ulyanov et al. (2016a), however, they also state
that this is not the case for every attribute.

12The two stream hypothesis proposes that the human visual system is divided into two
streams: ventral and dorsal. The ventral stream is involved in identification and recognition
of objects and the dorsal stream spatial position and movement. Refer to van Polanen and
Davare (2015) for an in-depth discussion around the two-streams hypothesis.
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Blind inpainting using the fully convolution neural networks

Cai et al. (2015) is similar to Irmer et al. (2017) in the sense that a network
is trained to synthesize a texture or part of a texture with only one forward
pass. More specifically this network is tasked with the correction of corrupted
or distorted images and preforms adequately on a variety of patterns.

One pattern that is of particular interest is the raster pattern which stems
from the fact that it closely resembles the problem of stitching tiles together.
It is for this reason that the paper is mentioned, as we aim to investigate this
possible application in Chapter 5.

Texture synthesis with spatial generative adversarial network
(SGAN)

As mention in Section 2.2 the concept of an adversarial network was first intro-
duced by Goodfellow et al. (2014b). More recently this approach was utilised
for texture synthesis with the introduction of spatial generative adversarial
networks (SGANs) by Jetchev et al. (2016)13.

The main idea behind this new approach is to train a generative CNN that
transforms white noise images, sampled from some distribution, into textures
such that a network trained to classify whether or not a given texture was
synthesized is unable to perform better than chance.

The performance of this approach once training is completed is expected
to be similar to that of Ulyanov et al. (2016a), and Johnson et al. (2016) as
both also only require one forward pass to synthesize a texture.

With regards to quality, this method is capable of synthesizing textures
that rival those produced by Gatys et al. (2015), however, more results are
required for a definitive comparison.

One drawback of this approach is the difficulty of training an adversarial
network, as they are highly susceptible to weight explosion if the classifier
continuously rejects the texture produced by the generative CNN.

Textures synthesized with this approach are illustrated in Figure 3.10.

Generative adversarial text-to-image synthesis

The synthesis of textures using only text exemplars to describe the content is
challenging, as the network has to model numerous relationships.

Reed et al. (2016b) attempted to solve this problem by using a GAN in com-
bination with a character convolution-recurrent network (Reed et al., 2016a)
and manifold interpolation (Reed et al., 2014).

13It is worth mentioning that Denton et al. (2015) was the first to utilize a GAN for the
purpose of texture synthesis.
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(a) Sample (b) Gatys (c) SGAN

Figure 3.10: Textures (a) are the exemplars, (b) are textures synthesized using
the approach established by Gatys et al. (2015), and textures (c) are synthe-
sized using the approach established by Jetchev et al. (2016).

The article introduces three different GANs to address this problem: GAN-
CLS, GAN-INT and GAN-CLS-INT.

The CLS suffix introduces a loss term that enables the discriminator to
handle the following three situations: receiving a real image paired with the
correct description, receiving a real image with the wrong description, and
receiving a fake or generated image with the correct description.

The INT suffix introduces a loss term that enables the network to model
relationships between text descriptions. This is achieved by interpolating be-
tween two text encodings and introducing this new encoding as input alongside
a white noise image to a GAN.

The paper compares four methods GAN, GAN-CLS, GAN-INT, and GAN-
CLS-INT. The GAN-INT and GAN-CLS-INT produce consistently high qual-
ity textures however, their variance in textures are reduced for some datasets.
The GAN and GAN-CLS had high variance in the quality of textures they
produce, however, the results were also more diverse.

LR-GAN: layered recursive generative adversarial networks for
image generation

Another adaptation of a GAN was recently introduced by Yang et al. (2017)
and is referred to as a Layered Recursive Generative Adversarial Network (LR-
GAN).

The main difference between this approach and those prior to it is the
division of the generator G into a background generator Gb and multiple fore-
ground generators Gc

f .
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Each foreground generator produces a mask and an image. The image is
merged with the background according to the associated weights in the mask.
The number of foreground generators is specified prior to training.

Regarding quality, the textures synthesized with this approach are better
than those produced by Radford et al. (2015) according to an Amazon Mechan-
ical Turk study done by Yang et al.. As for the performance of this approach,
it is expected to be similar to that of Ulyanov et al. (2016a) and Johnson et al.
(2016), as this technique also only requires one forward pass to synthesize a
texture.

Generative image modeling using spatial long short-term memory
(LSTM)

Enabling texture models to represent long term relationships is challenging
as it can risk violating some of the core assumptions made during texture
synthesis such as locality.

One article strongly considered during the course of this research to address
the issue of modeling regular textures was Bethge (2016). This approach is
based on the work of Ranzato et al. (2014) that utilises LSTM in order to
model images and is referred to as recurrent image density estimator (RIDE).

The core of this approach revolves around use of mixtures of conditional
Gaussian scale mixtures (MCGSMs) (Theis et al., 2012) and multi-dimentional
LSTM (Graves and Schmidhuber, 2008). The multi-dimentional LSTM is
utilised to create a hidden vector for each pixel, which is in turn used as
input to a factorised MCGSM to predict the state of a given pixel.

Regarding performance, this approach is capable of reproducing a variety
of patterns with strong long-range correlations.

3.4 Other methods
As mentioned these methods are all exemplar-based and form only a small
subset of all the available methods. Other methods of modelling and synthe-
sizing textures include Perlin noise (Sim et al., 2016), Fractal patterns (Dodd,
1987), Moving average (Cadzow et al., 1993), Autoregressive (Chellappa and
Kashyap, 1985), Markov random field (Cross and Jain, 1983; Li and Wand,
2016), and Conditional variational autoencoders (Yan et al., 2016).

3.5 Summary
This chapter introduced existing work related to exemplar based techniques.
More specifically tiling, patch-based and statistically-based methods were dis-
cussed. These techniques were used for a wide variety of applications including:
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texture analysis, texture synthesis, style transfer, noise reduction, inpainting,
and super-resolution.

The patch-based section covered texture synthesis by non-parametric sam-
pling, chaos mosaic, image quilting, and cellular neural network stitching.

The statistical section covered the following influential texture representa-
tions and summary statistics: histogram matching, wavelet coefficients, fea-
ture maps, Gramian matrices, transformed Gramian matrices, spectrum con-
straints, convolutional neural network, CoMatch layer, character convolution-
recurrent networks, and conditional Gaussian scale mixtures.

Finally, the statistically-based methods also covered the following decompo-
sition techniques: Laplacian pyramid, steerable pyramid, convolutional neural
network variations, and generative adversarial network variations.

The following section provides an in-depth discussion on the various sum-
mary statistics and network architectures mentioned in this chapter.
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Chapter 4

Quantitative Texture
Representations and Network
Architectures

This chapter is divided into three sections, the first of which discusses in de-
tail the relevant texture analysis techniques used by the synthesis methods
mentioned in Section 3.3.

The second section builds on these methods by introducing and discussing
two variations based on these techniques. The aim of the first technique is to
apply localized constraints. The aim of the second is to determine whether
there are any benefits obtained by combining the various summary statistics
and constraints.

The chapter concludes by aggregating the various methods into three cat-
egories, discussing each category in detail. The three categories are: iterative,
fully convolutional network, and generative adversarial network.

4.1 Texture analysis
This section mainly focuses on statistical and spectral techniques employed in
the various articles discussed in Chapter 3. Each subsection will introduce the
relevant mathematical definitions associated with each technique, followed by
a discussion on why it is used and how it is employed.

4.1.1 Gramian matrix

A Gramian matrix G of a given set of vectors V = {v1,v2,v3, . . . ,vN |vi ∈ <n}
is constructed by calculating all possible inner products between elements of
V . Each entry in a Gramian matrix is defined as

Gij = 〈vi,vj〉 (4.1)

34
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where Gij refers to the entry located at the i-th row and j-th column. In
other fields, a Gramian matrix is also be referred to as a bilinear feature vector
as mentioned by Lin et al. (2015) and is defined as

G
′
=

1

n

n∑
i=1

ui ⊗ ui (4.2)

where ui = (v1i, v2i, v3i, . . . , vNi) with N = |V |. It is important to note that
their formal definitions are equivalent excluding the 1

n
constant1. The main

difference between the two definitions is the use of inner and outer products
to construct the matrix.

As mentioned in Section 3.3.2, utilizing Gramian matrices to construct a
texture model was popularized by Gatys et al. (2015). The vectors used by
Gatys to construct a Gramian matrix were flattened feature maps produced
by a convolutional layer with each layer accompanied by one matrix Gl. The
feature maps for a single layer is collectively denoted by Fl were each row
consists of a flattened feature map of the associated layer l. The dimension
of Fl is N ×M were N and M denote the number of feature maps of a given
layer and the product of the height and width of the associated feature maps,
respectively. Taking the context into account, each entry is given by

Glij = 〈Fli, Flj〉 (4.3)

where Glij is the Gramian matrix value at position i, j of layer l and Fli the
i-th feature map at layer l. The matrix Gl is thus given by

Gl = FlF
T
l =


〈Fl1, Fl1〉 〈Fl1, Fl2〉 〈Fl1, Fl3〉 . . . 〈Fl1, FlN〉
〈Fl2, Fl1〉 〈Fl2, Fl2〉 〈Fl2, Fl3〉 . . . 〈Fl2, FlN〉
〈Fl3, Fl1〉 〈Fl3, Fl2〉 〈Fl3, Fl3〉 . . . 〈Fl3, FlN〉

...
...

... . . . ...
〈FlN , Fl1〉 〈FlN , Fl2〉 〈FlN , Fl3〉 . . . 〈FlN , FlN〉


This notation provides insight as to how a Gramian matrix captures the corre-
lation between feature responses for a given layer, however, it does not provide
further insight into the meaning behind the various entries. An in-depth dis-
cussion into the properties of the diagonal and off-diagonal entries is provided
later in this section.

With the base definition and notation in place, the focus now shifts towards
addressing why Gramian matrices are suitable for this task.

The initial justification for the use of Gramian matrices was provided in
Gatys et al. (2015), which points to the property of spatial invariance. This
property stems from the spatial averaging that occurs when calculating the

1Some Gramian matrix definitions also include a constant with similar function.
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entries for a Gramian matrix. This is an important property for two reasons.
First, textures are by definition stationary, according to the conjecture stated
in Chapter 2.3, thus the texture model should be invariant with respect to the
global layout of the various features contained within a texture.

Second, each Gramian matrix does not uniquely define the exemplar at a
specific scale, but rather defines a range of possibilities with similar properties
at a particular scale. The matrix, however, also describes feature combinations
that are nonsensical. This issue is particularly prevalent when reproducing
regular textures. Partial solutions to this issue are discussed in Sections 4.1.3
and 4.1.4.

One key point of interest that was not discussed by Gatys et al. (2015),
but was investigated by Berger and Memisevic (2016), is the difference in
functionality between the diagonal and off-diagonal entries.

Each diagonal entry is equivalent to the squared Euclidean norm ||Fli||2F
and indicates the activation strength for the associated filter at a particular
scale. In other words, it measures the prevalence of certain features for a given
layer. It is important to note that each diagonal entry only utilizes one feature
map. This implies that no constraints are applied on the interactions between
feature maps. In other words, features are modelled independently. This allows
for more variation in the textures synthesized due to fewer constraints when
only utilizing diagonal entries. However, unless the exemplar is stochastic,
and therefore containing little or no structure, the synthesized texture will
have a higher probability of converging on a combination of features that are
nonsensical. Figure 4.1 serves as an example illustrating a model’s capability
when only utilizing diagonal entries compared to utilizing the full Gramian
matrix.

When observing the quality produced by each model, it is evident that
the model using the full Gramian matrix produces better results regarding
textures belonging to irregular and regular classes. This raises the question of
how the off-diagonal entries affect the representation of a given texture in the
current model.

According to the article Berger and Memisevic (2016), the local2 preserva-
tion of coherence across multiple features is essential in synthesizing sensible
textures. This statement is supported with two key arguments pointing to
phase congruency as noted by (Kovesi, 1999) and the phase relationships in
natural images as noted by (Wang and Simoncelli, 2004). The former article
by Kovesi (1999), developed a method for calculating phase congruency us-
ing wavelets and demonstrated that phase congruency, between two wavelets3
across multiple scales and orientations, points to significant features. The
latter article by Wang and Simoncelli (2004), introduces a method for phase

2Local refers to an individual convolutional layer.
3Two-dimensional filters.
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Figure 4.1: Row one illustrates the exemplars used during the synthesis process
with row two illustrating textures synthesized by only utilizing the diagonal
entries in the Gramian matrices. Row three illustrates textures synthesized
utilising the full Gramian matrices. The texture class for each column is as
follows: stochastic, stochastic, irregular, regular and regular. The texture were
synthesized using the algorithm outlined in Gatys et al. (2015).

prediction of wavelet coefficients and hypothesized that the disruption in local
phase coherence, in a natural images, causes an unnatural perception of the
image.

Further, Berger and Memisevic (2016) stated that by capturing the co-
occurrence between feature maps, which is achieved by the off-diagonal terms,
this requirement is satisfied to some extent. To illustrate this requirement, we
discuss the following example.

Consider the source image in Figure 4.2, by convolving the two Sobel op-
erators from Tables 4.1a and 4.1b, the resulting images contain the horizontal
and vertical edges, respectively. By considering the resulting images as fea-
ture maps, the Gramian matrix is calculated and shown in Table 4.1c. As
expected, the magnitude of the off-diagonal entries are negligible compared to
the diagonal entries4. This is an indication of the weak co-occurrence between
the two features in the source image.

By ignoring the constraints applied on the interaction between feature
maps, textures with higher co-occurrence can also be produced. Figure 4.2d
illustrates one such possibility with key features in the source image being
distorted and thus highlights the model’s inability to accurately represent the
source texture.

With the core reasoning in place, the focus now shifts to how the Gramian
matrix is utilized to model and synthesize textures. In order to synthesize

4Only the eight corners of the rectangular border contribute to the off-diagonal terms,
however, their sum total is zero.
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(a) Source (b) Horizontal (c) Vertical (d) Example (e) Horizontal (f) Vertical

Figure 4.2: Figure (a) is an exemplar illustrating potential features found
within textures with Figures (b) and (c) capturing the horizontal and vertical
edges, respectively. Figure (d) is one possible outcome of the synthesis process,
assuming Figure (a) was the exemplar, with its associated feature maps (e)
and (f).

1 0 -1
2 0 -2
1 0 -1

(a) Sx.

1 2 1
0 0 0
-1 -2 -1

(b) Sy

46496 0
0 21728

(c) G

46496 −10398
−10398 21728

(d) Ĝ

Table 4.1: Sx and Sy calculates the horizontal and vertical changes, respec-
tively. G and Ĝ are the Gramian matrices for the source and example textures,
respectively.

textures, a measure of similarity is required. In other words, a distance5 func-
tion that produces a positive measure of pairwise dissimilarity, usually zero for
identical objects. The distance function, for an individual layer introduced by
Gatys et al. (2015) is the mean squared error:

Ds
l =

1

4N2
l M

2
l

∥∥∥Ĝl −Gl

∥∥∥2
F

(4.4)

Ds
l denotes the distance D between the styles s for a given target description

G and a synthesized description Ĝ at a particular layer l. The N and M
represents the number and size of feature maps at a particular layer. Note
that the gradient ∂Dsl

∂Fli
is required during the synthesis process, as discussed in

Section 4.3 and is given by the following equation:

∂Ds
l

∂F̂li
=

 1
N2
l M

2
l

((
F̂l

)T (
Ĝl −Gl

))
i

if F̂li > 0

0 if F̂li ≤ 0

(4.5)

It should be noted, however, that the gradient is typically not explicitly entered
as code, but rather calculated symbolically using a deep learning framework,
of which Theano Development Team (2016) is an example.

5Distance is synonymous with loss, as some articles refer to loss functions instead of
distance functions.
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(a) Source (b) conv1 (c) conv2 (d) conv3 (e) conv4 (f) conv5

Figure 4.3: Reconstruction of the source image with only using the selected
layer from the Alexnet implemented in Caffe (Jia et al., 2014).

The total distance between two textures is given by the following equation6:

Ds(Is, Î) =
∑
l

λslD
s
l (4.6)

Here Ds denotes the total weighted distance between the target style texture
Is and the synthesized texture Î. The weight λsl associated with each layer is
manually chosen and represents its contribution to the style distance. However,
the weights were mainly used to select which convolutional layers to include
and which to exclude.

4.1.2 Feature maps: Content and style separation

As mentioned in Chapter 2.1, feature maps are the resulting impulse responses
after convolving the output of the previous layer with each of the filters in the
current convolution layer. The use of feature maps, in order to capture some
aspects of a texture, was introduced by Gatys et al. (2016). This was in
an attempt to split the content and style of textures in order to better our
understanding of how humans perceive artistic imagery, an example shown in
Figure 3.8.

In order to achieve the content and style separation, the author first demon-
strated that because of the hierarchical decomposition of a source image, the
first layers capture more localized information with the deeper layers captur-
ing high-level features which also represent broader image regions. This is
illustrated in Figure 4.3 with the reconstruction of each image only using the
feature maps of one layer at a time as per the method outlined in Mahendran
and Vedaldi (2015).

Thus content representation of a given image is represented by the feature
maps in higher layers7 as they capture broader features and allowing the more
detailed features to be dictated by the style representation. In order to utilize

6Note that this distance function will henceforth be referred to as style distance.
7High layers refer to convolutional layers towards the end of the CNN.
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the content representation for texture synthesis a distance function is required
and is given by the equation:

Dc
l =

1

2

N∑
i

(
F̂li − Fli

)2
(4.7)

The total content distance is given by:

Dc(Ic, Î) =
∑
l

λclD
c
l (4.8)

Here Dc
l denotes the distance between content c for the feature maps of a given

target Fl and synthesized texture F̂l at a particular layer l. Ic and Î refers to
the target content exemplar and synthesized texture, respectively.

The total distance incorporating both distance functions is given by the
following equation:

D(Ic, Is, Î) = αDc(Ic, Î) + βDs(Is, Î) (4.9)

The introduction of the variables α and β enables setting the contribution
of each of the distance functions, therefore enabling users to determine the
magnitude of influence either the content and style has on the synthesized
texture. This separates content and style to a degree.

4.1.3 Spatially transformed gramian

The initial texture model proposed by Gatys et al. (2015) has certain limita-
tions as discussed in Section 4.1.1. By evaluating the texture model through
synthesizing textures belonging to regular, irregular and stochastic classes, it
is evident that the average local co-occurrence, captured by the Gramian ma-
trix, is unable accurately model the long-range structures present in textures
of the regular class.

According to Berger and Memisevic (2016) the main contributing factor is
that the model captures coherence at a single spatial location8 and in order to
address this issue numerous transformations of each feature would have to be
matched with itself. However, this type of approach is at odds with the number
of features available within each layer. The model’s inability is illustrated in
Figure 3.9 and Figure 4.4.

In order to address this issue, Berger and Memisevic (2016) incorporated
spatial transformations with Gramian matrices to form what is referred to as
a transformed Gramian.

8In other words, it is aggregated to a single value in the Gramian matrix.
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Figure 4.4: Row one illustrates the sample textures with the second row illus-
trating the textures synthesized utilizing the method outlined by Gatys et al.
(2015) and emphasizing the methods inability to synthesize each texture.

A spatial transformation can be intuitively understood as a mapping from
one set of coordinates, from a source image, to another set of coordinates in
an output image and is expressed by:

y = T (x) (4.10)

Here x and y denote locations in the source image and output images respec-
tively with T referring to an arbitrary mapping function. Examples of such
transformations are: translation, rotation, scaling, and cropping.

A spatially transformed Gramian of a given set of vectors V , refers to when
a spatial transformation T is applied on the set V prior to the Gramian matrix
calculations and is given by the following equation:

GT
l,i,j = 〈T (vi), T (vj)〉 (4.11)

GT
l,i,j denotes an entry of a transformed Gramian at layer l with T denoting an

arbitrary spatial transformation. Vectors vi and vj are both elements of V .
The transformation function is the only variable component and thus cru-

cial to the methods success in capturing long-range structure. The transfor-
mation function that was selected with this goal in mind is translation.

The translation function enables the transformed Gramian matrix to cap-
ture the co-occurrence between two translated feature maps9 on average. More
specifically the diagonal terms measure the local similarities within a single fea-
ture map. The off-diagonal terms measure the similarities between features,
from different feature maps, that neighbour10 each other spatially.

This is achieved by first translating a feature map Fli on a selected axis in
the positive direction, by a predetermined δ, followed by translating a second

9Note that the translation happens before each feature map is flattened.
10Local in this context is a predetermined constant that can vary from layer to layer.
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feature map Flj in the negative direction and finishes with the inner product
between the two flatten feature maps. Assuming the translation is along the
x-axis, the matrix is calculated by the following equation11:

Gcc
l,x,δ,i,j = 〈Tx,+δ(Fli), Tx,−δ(Flj)〉 (4.12)

Here Tx,+δ and Tx,−δ denote translations along the x-axis in positive and neg-
ative directions, respectively. The cc superscript denotes cross-correlation and
is required to distinguish between the various transformations T . To incorpo-
rate this representation with the initial model, a distance function is required
that is defined as follows for each selected layer l:

Dcc
l,δ =

1

2

(∥∥Ĝl,x,δ −Gl,x,δ

∥∥2
F

+
∥∥Ĝl,y,δ −Gl,y,δ

∥∥2
F

)
(4.13)

The total cross-correlation distance is given by

Dcc(Is, Î) =
∑
l

λccl D
cc
l,δ (4.14)

Where λccl denotes the contribution coefficients for each layer.
The total distance function incorporating the style and cross-correlation is

given by:
D(Is, Î) = βDs(Is, Î) + γDcc(Is, Î) (4.15)

Here Is is the exemplar texture with β and γ denoting the contributions for
each distance function.

When using the cross-correlation representation, it is important to keep
the following in mind. First, each layer contains multiple cross-correlation
matrices each associated with a given δ as it was shown, by experimentation,
to improve the models ability to capture regular textures. Second, according
to experiments done by Berger and Memisevic, the optimal δ value depends
on the layer and expect an increase in synthesis times of roughly 80%.

Finally, another transformation that was also experimented with by Berger,
is reflection around the x- and y-axes. This was in an attempt to improve the
texture model’s capability to represent and synthesize symmetric textures.

The results showed that the texture models was capable of capturing sym-
metric elements in the exemplar textures. However, the structure of the sym-
metric elements do vary. Further, Berger also observed that structures that
were not initially symmetric, do not become symmetric during the reconstruc-
tion, when the reflection distance function is introduced.

11Note that the following equation is different in form to what was originally proposed
by Berger and Memisevic as their manuscript contained a mistake which was confirmed by
inspecting their Theano implementation.
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4.1.4 Spectrum constraints

The Fourier transform has been used in various image processing related ap-
plications and was recently used by Tartavel et al. (2015) and Liu et al. (2016)
to aid in the process of synthesizing textures through the use of spectrum con-
straints. The initial purpose of applying constraints on the Fourier spectrum
of the synthesized texture, was to capture high frequency details. However,
the experimentation done by Liu et al. (2016) demonstrated that it was also
capable of capturing low frequency regularity. This resulted in an approach
capable of synthesizing regular textures.

This is achieved by first defining a set ls which consists of all phase shifted
images with the same amplitude spectra as the exemplar I and is formally
defined by:

ls =
{
eiθF (I) |∀θ ∈ [0, 2π]

}
(4.16)

Here F (I) denotes the Fourier transform of I and θ the phase by which F (I)
is shifted.

The idea is to project Î onto the closest phase shift variant of I, in other
words, to the closest element in ls. The projection is defined by the following
equation:

Ĩ = F−1


x︷ ︸︸ ︷

F (Î)·F (I)∗∣∣∣F (Î)·F (I)∗
∣∣∣

y︷︸︸︷
F (I)

 (4.17)

Here F−1 (.) denotes Inverse Fourier Transform of an image and F (.)∗ the
complex conjugate of F (.). Furthermore, all operations excluding F and F−1
are element-wise. It is also important to keep in mind that component x
calculates the phase by which component y needs to shift. Only y’s phase
is affected because x is normalized by

∣∣∣F (Î)·F (I)
∣∣∣, and therefore has unit

magnitude. When applying this projection to a coloured image it is important
to ensure that the phase differences between colour channels are preserved.
The derivation of Equation 4.17 can be found in Tartavel et al. (2015) and
Appendix C.

After the projection is calculated, Tartavel et al. introduce the constraints
to their system by means of a distance function. Given the similarities in
how the constraints are applied to the methods of Gatys et al., Liu et al.
(2016) utilized this approach in combination with the Gramian matrices to
improve the quality of regular textures produced by Gatys et al.’s approach.
The following distance function was proposed to incorporate the spectrum
constraints:

Dspec =
1

2

(∥∥∥Î − Ĩ∥∥∥)2 (4.18)

Here Dspec, Î, and Ĩ denote the spectrum distance, synthesized texture, and
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Figure 4.5: Rows one through three represent represent the texture classes
Stochastic, Irregular, and Regular. Each column indicates a different β, ζ
pair. For column one β = 109, ζ = 0, column two β = 109, ζ = 1, 75 × 104,
column three β = 109, ζ = 1, 4 × 105, column four β = 105, ζ = 1, 75 × 104,
and column five β = 0, ζ = 1, 75× 104

projected texture, respectively. The total distance function consisting of the
style and spectrum distance is defined as follows:

D(I, Î) = βDs(I, Î) + ζDspec(I, Î) (4.19)

Here β and ζ denote the contribution coefficients of the style and spectral con-
straint. Figure 4.5 illustrates the effect when varying the ζ and β coefficients.

In conclusion, this approach decreases the time it takes to synthesize a
texture by a factor of ten, including a heightened ability to synthesize textures
with more regular structures. It also significantly reduces the gain artefacts
visible in textures synthesized solely with Gatys et al.’s approach which is
illustrated in the first column of Figure 4.5.

4.2 Proposed variations
This section discusses the relevant extensions we made to the the previously
mentioned techniques. The first extension is an adaptation of the method
proposed by Liu et al. (2016). The second extension is comprised of all pre-
viously mentioned techniques in Section 4.1. The experiments and evaluation
regarding these two techniques are introduced and discussed in the following
chapter.
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(a) Original (b) Gatys (c) FT (d) CC

Figure 4.6: Two example textures that consists of multiple classes with the
performance of each technique are illustrated in Figures (a) to (d).

4.2.1 Adaptive spectrum constraints

Our initial attempt to reproduce the results published by Liu et al. (2016)
highlighted a particular type of texture that all previously mentioned tech-
niques struggle to reproduce consistently. These are textures comprised of
more than one class: an example of such a texture would be pebbles, classified
as irregular, merging with sand, classified as stochastic. Figure 4.6 illustrates
two such cases with the performance of each technique.

The two textures produced by Gatys’s method showed that it was able to
synthesize localized sections of the texture. However, as expected the method
was not able to reproduce the division between classes correctly. The two tex-
tures synthesize using spectrum constraints in addition to Gramian matrices,
showed that the method was more capable of capturing the two composite
textures in that, horizontal and vertical segmentation was achieved. However,
not in the correct regions of the texture, as the water in the first texture is at
the bottom and the ground in the second texture is at the centre. The final
method which uses transformed Gramians matrices in addition to Gramian
matrices, is the only method that was able to achieve the segmentation in
the exemplar textures. However, this approach has no direct control over how
regions are segmented. This method also suffers from the same grain effect
mentioned in Section 4.1.1.

One plausible explanation for the inconsistent or poor performance are the
summary statistics that average over the spatial extent of the image, thus
discarding any spatial information. As previously mentioned, this has the
effect of enabling the model to capture a wide range of feature combination,
however, that includes possibly nonsensical variations. In order to reduce such
variations, the spatial resolution of the spectrum constraints are increased by
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(a) Modulation (b) Auxiliary (c) Product

Figure 4.7: The result of applying the auxiliary function to the modulation
function. Note that for the purpose of illustration the modulation function is
sinusoidal.

utilizing the windowed Fourier transform in place of the Fourier transform12.
The definitions and notation used follows those stated by Gomes and Velho
(2015).

The windowed Fourier transform is a Fourier transform modified for the
purpose of providing better localization properties in the spatial-frequency do-
main. The windowed Fourier transform is derived from the Fourier transform
with the addition of an auxiliary or windowing function g. The auxiliary func-
tion is localized in the spatial domain and can be considered to spatially limit
the modulating function e−j2πωx. Figure 4.7 provides an example of the effects
g has on the modulating function. It is important to note that the bijective
property still holds with the introduction of g as shown in Gomes and Velho
(2015).

Further, in order to utilize the windowed Fourier transform in the current
application it is required to generalise it to two dimensions, resulting in the
following equation:

F (x0, y0, ω1, ω2) =

∫ ∞
−∞

∫ ∞
−∞

f(x, y)g(x− x0, y − y0)e−j2π(ω1x+ω2y)dxdy (4.20)

Here F (x0, y0, ω1, ω2) denotes the windowed Fourier transform with an auxil-
iary function centred around the position (x0, y0). f(x, y), g(x−x0, y−y0) and
e... represent the source, auxiliary and modulation functions, respectively. Fig-
ure 4.8 illustrates the result of introducing the auxiliary or windowing function
and the difference in the amplitude spectra when using the windowed Fourier
transform compared to the Fourier transform.

It is worth noting that the original technique proposed by Liu et al. (2016)
is a special case of this technique. Thus the performance achieved by Liu
et al. is always possible if the additional parameters of the windowed Fourier
transform are not required or perform worse. This is possible by selecting an

12Note that henceforth Fourier transform will refer to a two-dimensional Fourier transform.
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(a) Original (b) Two-dimensional
Fourier transform

(c) Two-dimensional
windowed Fourier transform

Figure 4.8: Figure (b) shows the result of applying the Fourier transform on
the greyscale image (a). Figure (c) shows the result of applying the windowed
Fourier transform with two (x0, y0) pairs. The result of windowing is clearly
visible in Figure (c).

auxiliary function that spans the entire image and is constant with a value of
one.

Following the formal definition, Section 5.4 demonstrates the improved
performance13 of this technique, on textures with multiple classes. However,
noticeable artefacts did occur close to the border of each window under the
condition that the product between auxiliary functions are zero. In other
words, the areas covered by the windowing function at the various centres do
not overlap.

The occurrence of these artefacts can in part be attributed to the loss
of information between windows. In order to counteract this phenomenon,
a sliding window or a region of overlap is introduced between each window.
The area of overlap represents the degree of interaction between regions. One
immediate drawback is that it requires some element of manual tuning during
the generation process. With that said the question now shifts to how to
address the interaction between overlapping areas of different regions.

The first proposed approach places the burden of addressing the interaction
on the projection function. This is due to the introduction of overlapping
regions via the auxiliary function. The projection function is altered to utilize
the windowed Fourier transform. This is achieved by calculating the phase
and shifting each region independently before applying the inverse windowed

13Performance in this context refers to quality of the texture produced.
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Fourier transform, which is represented by the following equations:

Px =
Fx(Î)·Fx(I)∗∣∣∣Fx(Î)·Fx(I)∗

∣∣∣Fx(I)

Ĩp = F−1X (Px) (4.21)

Dspecp =
1

2

(∥∥∥Î − Ĩp∥∥∥)2 (4.22)

Here Fx denotes the windowed Fourier transform centred around x and F−1X

the inverse windowed Fourier transform with the sequence of window centres
X. Further, Px denotes the closest phase shifted variant of Fx(I) to Fx(Î)
centred around x. Ĩp represents the estimated14 closest projected image after
applying the inverse windowed Fourier transform with X identifying each of
the window centres. One clear advantage of this approach is not needing to
change the distance function introduced by Liu et al. (2016). However, the
auxiliary function has to be carefully selected depending on which type of
texture classes are present. The performance of this approach is discussed in
Section 5.4.

The second approach places the burden of addressing the interaction on
the distance function. This is achieved by assuming a rectangular auxiliary
function and pre-emptively dividing the source image or extracting the subma-
trices. Each region is then projected separately using the technique described
in Chapter 4.1.4. Following the projections, the distance functions are calcu-
lated.

Two alterations to the spectrum distance function, that take into account
overlapping regions, are proposed. The first approach calculates the weighted
average between the source and projected images and is represented by the
following distance function:

∆ =

∑R
r=1

(
Îr − Ĩr

)
∑R

r=1 Jr
(4.23)

Dasc−avg =
1

2
‖∆‖2 (4.24)

Here ∆ is a matrix with the same dimensions as Î and where each entry is
the average difference between all overlapping regions. Dasc−avg represents the
spectrum distance and the matrices Î, Ĩ and J denote the synthesized texture,
projected texture and a ones matrix, respectively. The dimensions of each of
these matrices are equal to that of I. The subscript r denotes the r-th region
of an image and R the total number of regions. It is important to note that

14It is important to mention that it is unknown whether this altered projection function
is guaranteed to provide the closest solution.
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(a) Boarder overlap (b) Error surface (c) Optimal border cut.

Figure 4.9: Image (a) illustrates the overlapping areas form the two images
with image illustrating the squared difference between the two areas. Image
(c) an example of one possible border cut.

the r-th region of any matrix in Equation 4.23 is obtained by masking out the
irrelevant regions and not by extracting a submatrix. This is to ensure that
the dimensions stay consistent. The performance of this technique regarding
texture quality and running time is discussed in Chapter 5.4.

The second alteration proposed, is to utilize the minimum boundary cut al-
gorithm, mentioned in Chapter 3.2. This algorithm is a dynamic programming
approach that finds a path for which the difference between the overlapping
areas is minimized and that cuts through the overlapping area.

The algorithm starts by overlapping the boundary regions of two textures
and disregarding sections that do not overlap. This is followed by calculating
the squared difference between the pixel values of the two overlapping regions,
as shown by Equation 3.2, which results in a new matrix that is referred to as
the error surface. This process is partly illustrated in Figure 4.9.

Once the error surface is calculated, the accumulative error to reach each
pixel is calculated with the following equation:

Eij = eij + min (Ei−1,j−1, Ei−1,j, Ei−1,j+1) (4.25)

Here eij is the error previously calculated for the pixel located at position (i, j)
and Eij the minimum accumulative error to reach the pixel. The purpose
for only using using adjacent neighbours is to ensure that there are not any
noticeable discontinuities in the path. Also, depending on whether it is a
horizontal or vertical border, the flow will be from left to right or top to bottom.
Once the accumulative error is calculated, the minimum path is simply the
path with the smallest cumulative error in the last row15. After the minimum
boundary cut algorithm, the projected image Ĩ is obtained by calculating the
total sum of all the regions where each region has an associated binary weight
matrix Br. The weight matrix effectively masks out pixels that cross the

15This assumes that it is a vertical border. If the border was horizontal then the smallest
value in the last column will identify the path.
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previously calculated border. Ĩ is calculated with the following equation:

Ĩ ′ =
R∑
r=1

(
Ĩr ◦Br

)
(4.26)

Here Ĩ ′ denotes the merged projected image and ◦ the Hadamard product.
The distance function for this approach is defined as:

Dasc−cut =
1

2

∥∥∥Î − Ĩ ′∥∥∥2 (4.27)

Here Dasc−cut denotes the spectrum distance calculated with the aid of the
minimum boundary cut algorithm. As previously mentioned, the evaluation
of this alteration is done in Chapter 5.4.

4.2.2 Joint distance function

During the initial literature study, it was evident that none of the techniques
discussed in Sections 4.1.2, 4.1.3, and 4.1.4 were used in unison. Thus the
following distance function is proposed which combines the advances made by
each technique while potentially reducing their individual disadvantages. This
is referred to as joint distance and is given by the following equation:

D(Ic, Is, Î) = αDc(Ic, Î) + βDs(Is, Î) + γDcc(Is, Î) + ζDspec(Is, Î) + ηDTV (Î)
(4.28)

Here D(Ic, Is, Î) denotes the joint distance with the superscript, c, s, cc, spec
and TV identifying the content, style, cross-correlation, spectrum and total
variation distance functions. Furthermore, c and s also identify the content
and style exemplars. The Dspec term is a place holder for any of the four
methods that apply spectrum constraints discussed in Sections 4.1.4 and 4.2.1.
The variables α, β, γ, ζ, and η weight the influence of their respective distance
functions. Figure 4.10 illustrates how these distance functions work in unison.

With the introduction of joint distance, three pertinent questions are raised:
first, how would each technique potentially contribute to the total modelling
capability? Second, what is the role of the DTV term? Lastly, does this
technique perform better than the previously discussed techniques and, if so,
what is the additional runtime penalty?

Regarding the first question, the content and style separation does not guar-
antee better quality textures, but does offer more control over the resulting
textures with at least equivalent quality to that of Gatys et al.. The trans-
formed Gramian improves the model’s ability to capture regular, irregular, and
stochastic textures with the greatest improvement visible in capturing regu-
lar textures. However, as previously mentioned in Section 4.1.1, this method
suffers from a grain effect when using the iterative approach. This is partly
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Distance Functions
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Figure 4.10: This image represents the various distance functions discussed in
Section 4.1. The entirety of this figure forms what is referred as the distance or
loss network. The green section represents the style distance as introduced by
Gatys et al. with the yellow section representing the content distance. The red
and orange sections represent the transformed Gramian distance function and
spectrum constraints distance functions, respectively. Note that generally the
content distance in the yellow section is calculated using a different exemplar
than that of the style.

due to the loss function plateauing when the majority of pixels have reached a
steady state. The spectrum constraints complement the transform Gramian in
this regard as they greatly reduce this effect. Furthermore, it also reduces the
time it takes to synthesize a texture and, when utilizing the windowed Fourier
transform, it can also apply localized constraints.

Out of all of the distance functions, DTV is yet to be discussed. It is referred
to as a total variation regularizer and was first used for this application by
Johnson et al. (2016) in order to increase the stability of the texture produced.
Stability here refers to the amount of noise present in synthesized textures after
a given amount of time. In other words, it promotes smoothness in the output
image. The total variation is approximated by the following distance function:

DTV (Î) =
∑
i,j

(
(Îi,j+1 − Îij)2 + (xi+1,j − xi,j)2

)κ
2 (4.29)

Here DTV is the finite-difference approximation of the total variation as intro-
duced by Mahendran and Vedaldi (2015). Furthermore, according to Mahen-
dran and Vedaldi (2015), choosing a κ > 1 could be beneficial as it penalises
large highly localized gradients, also referred to as spikes, and instead dis-
tributes changes across the image. Thus this has the potential of reducing the
spikes, or gain effect, present when using the iterative approach.
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Finally, with regards to the last question, the performance and evaluation
of this technique is discussed in Section 5.4.

This concludes the discussion on all mentioned techniques aimed at cap-
turing various aspects of textures. The following section discusses how these
techniques are used in conjunction with various CNN architectures for texture
synthesis.

4.3 Neural network architectures for texture
synthesis

As mentioned, there are at least three general approaches to synthesizing tex-
tures using neural networks: iterative, FCNs, and generative adversarial net-
works (GANs). The three classes are formed by first classifying techniques into
one of two categories: iterative and direct. The iterative category only utilizes
a neural network (NN) to extract features at various scales. This is followed by
an optimization technique that iteratively improves the synthesized texture.
The direct category refers to a NN that is trained to directly synthesize a tex-
ture and is further divided, by network architecture, into two categories: FCN
and GAN. Each category is discussed in-depth and paired alongside a figure
that illustrates the associated synthesis process and network architecture.

4.3.1 Iterative

At its core, the iterative process is an optimization problem, which in the
context of texture synthesis, commonly consists of the following four compo-
nents: exemplar texture I, initial texture Î, distance function D(I, Î), and
an optimization technique. The exemplar and initial textures, respectively
serve as the texture from which content should be synthesized and the texture
synthesized thus far. The basic algorithm for synthesizing textures with this
approach starts by populating Î with noise. This is followed by the optimiza-
tion technique updating Î, for every iteration, to minimize D(I, Î) till a given
threshold is reached.

Synthesizing textures with this incremental algorithm, is an approach em-
ployed by various authors including Portilla and Simoncelli and more recently
Gatys et al., who made two important contributions. The first contribution,
regarding Gramian matrices, is discussed in Section 4.1.1. The second contri-
bution is to utilize a CNN instead of wavelet transforms, in order to obtain a
hierarchical decomposition of an image. This contribution was made under the
assumption that filters from a CNN, that was trained for object classification,
capture a wider range of features, in contrast to those features extracted by
the handcrafted filters used by Portilla and Simoncelli. This assumption is, in
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Interative Approach
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Figure 4.11: An iterative approach to synthesize textures utilising CNNs, in-
troduced by (Gatys et al., 2015). The red section highlights the stationary
description of the exemplar with the green section highlighting the iterative
process of passing the generated texture through the network, followed by cal-
culating the distance and updating the texture synthesized by the previous
iteration.

part, supported by the fact that some CNN architectures were outperforming
other competing techniques, in datasets such as Russakovsky et al..

Synthesizing a texture with this process, outlined by Gatys et al., starts
by populating I with a selected texture followed by initializing Î with noise
sampled from a Gaussian distribution centred around zero with a variance
of one. Both textures are then passed through a CNN in order to construct
an hierarchical decomposition of each texture. The selected network was the
VGG19 network detailed by Simonyan and Zisserman (2014). It is at this point
were the various modelling techniques discussed in Section 4.1 are employed to
obtain descriptions for both textures. Initially Gatys et al. only used Gramian
matrices to construct these descriptions.

With the descriptions established the gradient of the distance function,
represented by Equation 4.5, is calculated and Î is updated accordingly. This
process is repeated till the maximum number of iterations is reached or the
distance between descriptions falls below a specified threshold. Figure 4.11
illustrates this process.

The specific algorithm used to minimize the distance is L-BFGS-B intro-
duced by Zhu et al. (1997). L-BFGS-B was considered a reasonable choice by
Gatys et al. because it was design for high-dimensional optimization prob-
lems within a limited memory environment. Other optimization techniques
are considered in Section 5.5.

During their evaluation of this technique, Gatys et al. noted the following
observations.
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The quality of produced textures exceeds that of previous methods. How-
ever, the increase in quality is at the cost of runtime performance16. Fur-
thermore, the number of parameters used during the synthesis process can be
greatly reduce with minimal effect on quality. This is achieved by only using
one convolutional layer for each scale and applying PCA on each of the feature
maps followed by selecting the first 64 components.

Finally, they also observed that the network architecture plays an impor-
tant role. This was demonstrated by comparing the results obtained by using
the VGG19 to those obtained by a network similar to AlexNet. The compar-
ison showed a reduction in quality that they attributed to larger filter and
stride dimensions.

4.3.2 Fully convolutional network (FCN)

Utilizing FCNs for the purpose of synthesizing textures was proposed in close
succession by Johnson et al. (2016)17 and Ulyanov et al. (2016a). The key
advancement both articles incorporated, was shifting the majority of the com-
putational burden, introduced by the iterative process, to a preprocessing or
training phase. This was achieved by training a network to transform noise
into a texture with similar properties to that of provided content and style
exemplars. This results in a network that approximates the solutions obtained
by iterative processes.

While there exists a broader family of networks that can be used with this
approach, only those experimented by Johnson et al. (2016) and Ulyanov et al.
(2016a) are discussed, as they represent a broad range of possibilities.

The first network, as developed by Ulyanov et al., is a deep convolutional
neural network with residual blocks as well as spatial batch normalization.
The architecture of this network adheres to the guidelines outlined by Radford
et al. (2015) aimed at GANs, which results in the following: pooling layers are
replaced with fractional-strided convolutions and all activation functions are
ReLUs excluding the output layer that uses Tanh. The basic topology of this
network is illustrated in Figure 4.12.

Further, it is also worth mentioning that residual blocks were initially in-
troduced because they can arguably improve a network’s ability to learn the
identity function. This property was important because the network was origi-
nally trained for style transfer and super resolution applications, both of which
having inputs and outputs that share structure. However, the effects and per-
formance of residual blocks during texture synthesis is yet to be investigated.

The second network, introduced by Ulyanov et al. (2016a) and mentioned
in Chapters 2 and 3.3.2, only consists of convolutional and join layers. This

16An independent evaluation of this technique can be found in Chapter 5.4.
17As mentioned in Chapter 3.3.2 this approach was not specifically designed for textures

synthesis however, Ulyanov et al. showed that this is possible with minor alterations.
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Generative Approach 1

Convolutional neural network Loss network

X F1i F2i FL−2i FL−1i Î

Ic

Is

Î F1i F2i FL−1i FLi

Figure 4.12: The convolutional neural network, identified by the green back-
ground, is trained to transform an input image X, populated with noise, into
an output image Î that has similar content and style to images Ic and Is.
The red section illustrates the network utilised to calculate the content and
style losses. Figure 4.10 provides a detailed view on how the content and style
distances are calculated.

network was specifically selected by the authors as it contains less parameters
and trains faster than a similar CNN. The distinguishing feature of this network
is the synthesis process establishing the coarse features first followed by the
finer features, which is contrary to any of its other neural network counterparts.
This method also samples a distribution at each scale that allows for finer
control over the distribution of features at each scale. The network is illustrated
in Figure 4.13.

Once training is complete, a texture can be synthesized by populating the
required input textures with noise followed by calculating a single forward
pass.

The most apparent advantage of this approach, is the reduction in the
time it takes to synthesize a texture. This is due to the fact that once the
training is completed, the network is capable of synthesizing a texture with a
single forward pass. This approach is also memory efficient, as textures can be
encoded into a single integer seed, as both initialization, which uses a pseudo
random number generator, and forward pass processes are deterministic.

However, this approach is not without its disadvantages. The first of these
disadvantages is the large initial cost associated with training a FCN. Secondly,
the model is less flexible, as each trained FCN is only capable of synthesizing
one type of texture.

Additionally, Johnson et al. noted the following observations during their
evaluation of this approach. The quality of synthesized textures are compa-
rable to that of the iterative process. However, strictly speaking the iterative
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Convolutional neural network...

Zk−2

Zk−1

Zk

conv

conv

conv

Z1

join conv join join conv

Î

. . .

Figure 4.13: The network topology as introduced by Ulyanov et al. (2016a).
The first column represent the input images at their respective scales with the
smallest scale denoted by Zk and the largest by Z1. Each conv block consists
of three convolutional layers. Each join block upscales the input with smaller
dimensions to match the other input, followed by a channel wise concatenation.
Figure 4.10 provides a detailed view of the loss function used with this network.

approach produces results with lower loss totals after ten seconds. Further,
the training process takes roughly two hours to complete with an Nvidia Tesla
K40 GPU. Finally, a significant reduction in memory usage from 1100MB to
170MB was also observed at runtime.

4.3.3 Generative adversarial network (GAN)

The label of this category, GAN, is derived from the network architecture
that is used to train the generators for texture synthesis. The current cate-
gory shares a number of similarities with the previous, most notably that the
generators from both are fully convolutional. In contrast, two distinguishing
properties of this category may be found in how the generators are trained
and how they function after training. As mentioned in Section 2.2, adversarial
networks consist of a generator and discriminator. The generator, in the con-
text of texture synthesis, aims to synthesize textures that are indistinguishable
from those provide. The aim of the discriminator is to determine whether a
texture was synthesized. With these two goals in mind Jetchev et al. (2016)
proposed an extension to the GAN architecture, referred to as SGAN.

The key architectural differences between a GAN and SGAN are the fol-
lowing. Firstly, the fully connected layers in both the generator and classifier
are replaced with convolution layers. This ensures that the network is fully-
convolutional and thus capable of synthesizing textures of any dimensions.
Secondly are the changes made to the loss function to compensate for the re-
moval of the fully connected layers. Thirdly, batch normalization layers are
added after each convolutional layer, excluding the last. Fourthly, the dataset
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Generative approach 2

Generator Discriminator

z F1i F2i FL−2i FL−1i Î

Dataset x

Sample F1i F2i FL−1i FLi

Figure 4.14: The first convolutional neural network, identified by the green
background is trained to transform the samples z from some distribution into
an image Î such that the second network, identified by the red background, is
unable to distinguish between I and a sample from X.

containing non-synthesized textures are all subsamples from a single provided
exemplar contrary to the datasets used by GANs. Finally, it is worth men-
tioning that this architecture also adheres to Radford et al. (2015)’s guidelines
for stable Deep Convolutional GANs. Also, the defined loss function does
not incorporate any of the methods discussed in Section 4.1, but is instead
represented by the following loss function as defined by Jetchev et al.:

min
G

max
D

L (D,G) =
1

ml

l∑
j=1

m∑
i=1

EZ [log (1−D (G (Z)))]

+
1

ml

l∑
j=1

m∑
i=1

EX [log (D (X))]

(4.30)

Here G and D denote the generator and discriminator, respectively, and l and
m are the output dimension of the discriminator. The network architecture is
illustrated in Figure 4.14.

This approach has similar advantages and disadvantages to those of the
FCN category with the added disadvantages of being difficult to train and un-
able to independently specify the content and style of the synthesized textures.

Additionally, Jetchev et al. (2016) also noted the following observations.
The training process takes between 10 and 30 minutes to complete with an
Nvidia Tesla K80 GPU, which is significantly faster than the two hours recorded
by the previous category even when taking into account the performance dis-
parity in the hardware18.

18A direct comparison using the same hardware was not done by Jetchev et al..

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 4. NETWORK ARCHITECTURES 58

4.4 Summary
This chapter discussed the various summary statistics employed by existing
systems in Section 4.1. This was followed by the introduction of two variations
on these summary statistics in Section 4.2: adaptive spectrum constraints
(ASC) and joint distance. The chapter concluded with a discussion on three
approaches of utilizing neural networks for texture synthesis in Section 4.3:
iterative, generative fully convolutional, and generative adversarial.

The next chapter evaluates performance, regarding runtime and quality,
of the various network architectures and summary statistics discussed in this
chapter.
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Chapter 5

Experiments and Evaluation

The previous chapter outlined variants of the original texture model proposed
by Gatys et al. (2015). This chapter aims to highlight four critical components
in the synthesis process and address key questions regarding each of these
components. This is to deepen our understanding of how to use these models
as well as how they function. The four selected components are: training
set, network architecture, texture representation, and generation. How these
components relate to one another is illustrated in Figure 5.1.

Neural Network

Generation New Texture

Input Data Comp 1 Neural Network Network Learning

Comp 2 Network Architecture

Comp 3 Texture Representation

Current summary

Comp 4

Target summary

Generation Synthesized Texture

Figure 5.1: Component diagram of the synthesis process. The neural network
section, identified with the blue background, is responsible for calculating the
texture representations for the source and process textures. The generation
section, shown with a red background, either utilizes an optimization algorithm
to minimize the distance between the two texture representations or utilizes a
neural network to approximate such a process. Finally the new texture section,
identified with the green background, represents a newly synthesized texture.
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5.1 Evaluation methodology
Evaluating textures in a consistent manner is crucial for an accurate analysis
of the results produced by the following experiments. This is particularly
important as the outcome of each experiment predominantly depends on the
quality of its synthesized textures.

Texture The evaluation criteria for any given texture consists of a quanti-
tative component using distance functions1 and a visual inspection.

The purpose of visual inspection is to determine whether synthesized and
source textures are similar regarding content and style. Further, artefacts that
manifest in the synthesized textures are identified if present. The available
functions used to calculate the distance are discussed in Sections 4.1 and 4.2.

Texture model The evaluation criteria for any texture model used during
experimentation is as follows. Select six source textures, two from each class2,
and synthesize ten textures for each source texture. This is followed by the
author selecting the top two synthesized textures of each source and discard-
ing rest. The evaluation concludes by comparing the remaining synthesized
textures using the criteria previously stated.

Network architecture The performance of a particular network architec-
ture, regarding the application of texture synthesis, is determined by training
10 networks using an appropriate dataset. The dataset is divided into three
sections with the following labels and ratios: training 0.7, validation 0.1, and
test 0.2. Also, unless specified otherwise, the loss function used during training
is boosted cross-entropy (Huang et al., 2014) and is used alongside the opti-
mizer ADADELTA (Zeiler, 2012). This is followed by comparing the trained
networks with each other. The comparison process is the same as that of a
texture model as each trained network is considered to be new texture model.

5.2 Component: Training set
The aim of this section is to determine the possible effects that the dataset,
used during training of the loss network illustrated in Figure 4.10, has on the

1Chapter 4 defines the available distance functions.
2As stated in Section 2, there are three texture types: regular, irregular, and stochastic.
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synthesized textures as captured by the following question:

Question 1 To what extent does the training set affect the types of textures a
network can represent?

This question was posed in order to determine whether it is possible to ob-
serve an improvement in the model’s ability to capture and synthesize textures,
under the condition that the synthesized textures were part of the training set.
In addition, if this is the case, to observe if such a result is consistent between
texture classes.

There are two experiments in total aimed at addressing this question. The
first of these experiments tests whether it is possible to improve the quality of
synthesized textures under the condition that the loss network was fine-tuned
with categories containing the source textures.

The second experiment takes this one step further by training a neural
network, from its initialized state, with a training set that includes the source
textures.

Experiment 1

The aim of this experiment is to evaluate and compare four network architec-
tures, consisting of one reference network and three CNNs fine-tuned with a
selected dataset.

The dataset used during this experiment for the purpose of fine tuning
consists of four categories: bricks (irregular), fire (stochastic), sky (stochastic),
and stone (irregular). These four categories form a subset from the original
twelve categories obtained from Texturex (2016).

The network architecture used to synthesize the reference textures, is the
VGG-19 network outlined by Simonyan and Zisserman (2014) and trained
using the Imagenet (Russakovsky et al., 2015) dataset.

The topologies for the three networks that will be fine-tuned are slightly
altered VGG-19 networks which are illustrated in Table 5.1. The alterations
were introduced to enable the network to classify the selected categories and
reducing overfitting.

For the first network the three fully-connected layers were replaced by two
fully-connected layers: the first consists of 128 rectified linear hidden units
with a dropout rate of p = 0.5 and the second consists of four sigmoidal hidden
units each associated with one of the four selected categories. The weights for
the fully-connected layers are initialized with Theano’s Xavier implementation
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Layer type Output Filter Dimensions Trainable
N1 N2 N3

Input 3× 256× 256
Conv1_1 64× 256× 256 3× 3, Pad
Conv1_2 64× 256× 256 3× 3, Pad
Pool1 64× 128× 128 2× 2, Max
Conv2_1 128× 128× 128 3× 3, Pad
Conv2_2 128× 128× 128 3× 3, Pad
Pool2 128× 64× 64 2× 2, Max
Conv3_1 256× 64× 64 3× 3, Pad
Conv3_2 256× 64× 64 3× 3, Pad
Conv3_3 256× 64× 64 3× 3, Pad
Conv3_4 256× 64× 64 3× 3, Pad
Pool3 256× 32× 32 2× 2, Max
Conv4_1 512× 32× 32 3× 3, Pad
Conv4_2 512× 32× 32 3× 3, Pad
Conv4_3 512× 32× 32 3× 3, Pad
Conv4_4 512× 32× 32 3× 3, Pad
Pool4 512× 16× 16 2× 2, Max
Conv5_1 512× 16× 16 3× 3, Pad
Conv5_2 512× 16× 16 3× 3, Pad
Conv5_3 512× 16× 16 3× 3, Pad
Conv5_4 512× 16× 16 3× 3, Pad
Pool5 512× 8× 8 2× 2, Max
Fully-connect 1× 128
Softmax 1× 4

Table 5.1: The three columns shown under the title trainable refer to which
of layers are set to trainable during the fine tuning process of the three men-
tioned networks. Further, all trainable convolutional layers are normalized
with instance normalization (Ulyanov et al., 2016b). Note that all networks
were trained for the purpose of classification.
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(a) Brick (b) Fire (c) Sky (d) Stone

Figure 5.2: Sample textures from the four categories obtained from Texturex
(2016).

(Glorot and Bengio, 2010) whereas the rest of the network is initialized with
the pre-trained weights used by the reference network.

Furthermore, a subset of the convolutional layers have to be mutable as the
selected summary statistics used by the texture model solely depend on feature
maps. Thus, it is essential for convolutional layers to form part of the fine
tuning process, otherwise the texture representations will remain unchanged
when compared to those produced by the reference model.

With this in-mind the last convolutional layer, labelled as conv5_4, is set
to be mutable during training. This is in part an attempt to allow the network
to fine tune its high level features related to the selected dataset.

The second and third networks are topologically identical to the first. How-
ever, the convolutional layers conv3_4 and conv4_4 within the second network
were also set to be mutable in addition to conv5_4. The third network further
sets conv2_2 and conv1_2 to be trainable. Both changes enable the networks
to learn smaller localized features typically associated with more stochastic
textures.

The three networks were selected because they had the following two prop-
erties. First, high classification accuracies on both the training and test
datasets with minimal overfitting. The second aspect is that the network
topology, the VGG-19 network, is used by the majority of authors to create
texture representations and thus provides a good baseline of existing results
regarding its ability to capture textures.

The three non-reference architectures were trained in accordance with the
guidelines set in Section 5.1. The accuracies obtained during the training
process are shown in Table 5.2, also highlighting the accuracies of the three
selected networks.

Using the selected networks in combination with style, transformed Gramian,
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1 2 3 4 5
train test train test train test train test train test

Network 1 24.4% 27% 7.7% 8.3% 7.8% 6.8% 0.0% 4.1% 1.1% 6.2%
Network 2 10.1% 12.5% 12.5% 10.4% 13.6% 12.5% 4.7% 4.1% 9.5% 10.4%
Network 3 26% 13.6% 26.6% 20.4% 11.5% 13.6% 15.1% 18.1% 27.2% 20.4%

Normalized
1 2 3 4 5

train test train test train test train test train test
Network 1 14.8% 16.6% 15.4% 18.7% 2.3% 12.5% 7.1% 10.4% 16.6% 16.6%
Network 2 22.6% 18.7% 6.5% 10.4% 12.5% 18.7% 8.9% 16.6% 10.7% 20.8%
Network 3 13.6% 25.0% 25.0% 37.5% 22.0% 33.3% 14.2% 27.0% 21.4% 31.2%

Table 5.2: This table identifies the classification errors on the training and test
datasets obtained by each of the network topologies. Each network topology
was trained ten times to obtain the best training and test accuracies, of which
only five are shown. The three listed networks correspond to the three previ-
ously stated networks. Each networks’ second row of entries were obtained by
also normalizing the mutable or trainable convolutional layers using instance
normalization (Ulyanov et al., 2016b).

Texture Model Network β,Ds γ,Dcc ζ,Dspec

Model 1 Reference 106

Model 2 Reference 106 106

Model 3 Reference 106 106 101

Model 4 Network 1 106

Model 5 Network 1 106 106

Model 6 Network 1 106 106 101

Texture Model Network β,Ds γ,Dcc ζ,Dspec

Model 7 Network 2 106

Model 8 Network 2 106 106

Model 9 Network 2 106 106 101

Model 10 Network 3 106

Model 11 Network 3 106 106

Model 12 Network 3 106 106 101

Table 5.3: Weights associated with each of texture models used in Exper-
iment 1. The distance functions utilized in the above table are from Sec-
tion 4.1.1, Section 4.1.3, and Section 4.1.4.

and spectrum constraint distance functions, results in 12 texture models that
will be evaluated according to the process stated in Section 5.1. The textures
selected for the evaluation process consists of those within the four categories
used during fine tuning of which eight are shown in Figure 5.2. Now follows
the relevant hypotheses and a discussion focused around the results.

Results and discussion

The discussion for this experiment will start with the observations focusing
around the quantitative component and concludes with the visual inspection.
For the interested reader, a discussion focused on the expected running time
for each network is provided in Appendix B.

The first observation relevant to addressing Question 1 is the significant
increase in the initial distance function evaluation. The increase was roughly
two orders of magnitude for the fire and sky categories as illustrated in Fig-
ure 5.3. This increase was expected as it implies that the network is more
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(a) Reference Imagenet network
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(b) Network 2

Figure 5.3: The two graphs illustrate the log of the average distance for a given
image at a specific iteration using the associated network. Additional graphs
divided by category and network are shown in Figure D.1
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Figure 5.4: Illustrates the difference in quality between the reference network
and Network 3.

sensitive to the features within the source textures, which could imply that
the network is better able to represent such textures.

However, the second observation illustrated in Figure 5.4 disproved this
notion, as the quality of textures produced in the majority of situations in
which the increase was observed, were of lower quality when compared to the
reference network.

Further, the poor results produced by Network 1 regarding stochastic tex-
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(a) Source (b) Gatys (C) CC (d) CC + FT

Figure 5.5: Each row illustrates the quality of synthesized textures each net-
work is capable of producing: the first is the reference network followed by
networks one to three as discussed in Section 5.2 and illustrated in Table 5.1.
The first column illustrates the reference textures with Columns two to four
representing the various distance functions used during the synthesis process:
style (Gatys), style and transformed Gramian (CC), and style, transformed
Gramian and spectrum constraint distance (CC + FT) functions. Additional
results are shown in Figures D.3 - D.9
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tures, shown in Figure D.6, indicate that the variety and quantity of features
in a network are more important than having only have a features focused on a
particular texture. Final comments and conclusions regarding Question 1 are
discussed in the end of this section. Additional unrelated observations made
during Experiment 1 are now discussed.

The results produced by Network 1 are contradictory to what was expected,
as only one of the five convolutional layers used to model textures was altered
and the final layer at that. There was an expectation that the results pro-
duced by this network for stochastic textures would remain large unaffected.
However, as illustrated in Figure D.7 this was not the case.

This thus leads to one of the following two conclusions regarding the per-
formance of Network 1. First, the texture class assigned to the category may
have been incorrect and perhaps should have been considered irregular. This
would explain its high dependence on the final convolutional layer. The second
possible conclusion is that our current perception that stochastic textures are
mainly influenced by the lower convolutional layers is incorrect.

Experiment 2

The second experiment goes one step further than the previous by testing
whether it is possible to observe an improvement in synthesis quality: under
the condition that the textures were part of the training set3.

There are three texture models used during this experiment. The first is
the original model proposed by Gatys et al. (2015) using the VGG-19 network
architecture, outlined in Simonyan and Zisserman (2014), as the loss network
alongside the L-BFGS-B optimization technique. The second model adds the
use of the transformed Gramian distance function with the third model further
adding the spectrum constraints distance function. The weight configurations
for the distance function are shown in Table C.1.

Each of these models will follow the evaluation process as stated in Sec-
tion 5.1 with the following additional constraint placed on the textures used
during evaluation: the two textures from each class must consist of one tex-
ture that is within the dataset and one that is not. The selected textures are
illustrated in Figure 5.6 and were selected from the stone, wall and aquatic
categories from the Russakovsky et al. (2015) dataset.

Results and discussion

Regarding Question 1, no notable observations were made regarding the dif-
ference in quality between synthesized textures that were in the training set
and those that were not. This results is consistent with what was observed in
the previous experiment.

3This also under the assumption that the network can correctly classify the texture.
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(a) Stochastic 1 (b) Irregular 1 (c) Regular 1

(d) Stochastic 2 (e) Irregular 2 (f) Regular 2

Figure 5.6: Sample textures for Experiment 2. The sample textures (a) - (c)
form part of the Russakovsky et al. (2015) dataset. Sample textures (d) - (f)
are not contained within Imagenet.

Conclusions and final remarks relevant to Question 1 are discussed at the
end of this section. The following results and conclusions are additional ob-
servations made during the experiment

Regarding the average per iteration evaluation of the distance function, it
is evident as shown in Figure 5.7 that when synthesizing textures within the
training set, a lower distance value is obtain after 36 iterations. There is on
average a disparity of 766 after 2 iterations and 161 after 36 iterations4.

There are various possible explanations for the disparity with the following
being of particular interest: the disparity is due to the network being tuned
to the features contained within the training set textures. However, when
adding an additional three textures that are not contained within Russakovsky
et al. (2015) it is clear that this is not the case. Due to the small sample
size and to ensure that the observed results are not just due to chance, the
mean activation strength for addition 200 textures were calculated and are
illustrated in Figure D.12. The additional results further contradict the initial
explanation for the disparity, which is also consistent with the results obtained
in the previous experiment.

Regarding the observations made during the visual inspection. A low vari-
ation in the synthesized textures was present with the weight configuration of
β = 106, γ = 106, ζ = 1. This is mostly due to the an over influence of the

4It is important to note that an additional 633 textures were synthesized thus it is unlikely
that the illustrated results do not generalize.
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Figure 5.7: The graphs in the first row illustrate the average distance cal-
culated for each iteration. The y-axis indicates the maximum and minimum
distances on average obtain when synthesizing the stochastic, irregular and
regular textures. The left is obtained when only using the distance values as-
sociated with the textures that are within Russakovsky et al. (2015) and the
right graph using those that are not. Note that the first two distance entries
are omitted as those values are between one and three million for each texture
class. The graphs in the second row illustrate the mean activation strength
for each pooling layer used to describe the relevant textures. Also note the
different y-axis rages of the top two figures.
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transformed Gramian distance function as Figure D.11 indicates5.

Question 1: Conclusion

Regarding Experiment 1, according to our observations the quality of synthe-
sized textures do not improve under the condition that the network was fine-
turned with categories containing those textures. Additionally, the reduced
quality produced by Network 2 and Network 3 indicate that both networks
captured less structure than before and is supported by the noticeably worse
performance by both networks when only utilizing the style distance function
as illustrated in Figure 5.5.

Regarding Experiment 2, no significant difference in texture quality was
observed which implies that the effect of the disparity in the distance evaluation
is minimal. This implies that there will be no significant improvements in the
visual quality of a synthesized texture, when the loss network was trained to
classify that particular texture, under the condition that the VGG-19 network
is used for the texture representations. Furthermore, this potentially implies
that the the number of categories, and thus the degree to which the network
generalizes, affects the types of textures the network can accurately represent.
However, further experimentation with significantly fewer categories must be
conducted to determine if this is the case.

In closing, regarding Question 1. Both experiments showed no visually
observable improvement which potentially implies that the more influential
factors to consider for a specific dataset are the variety of categories it contains
and the quantity of examples rather than content of a specific kind of texture.

The following section investigates how the network architecture affects the
quality of the synthesized textures.

5.3 Component: Network architecture
The aim of this section is to further our understanding of how a network
architecture affects the synthesis process. Throughout this section, three key
questions are raised with each accompanied by an experiment.

The first experiment investigates what each convolutional layer represents
when applied to texture modelling with the second assessing the viability of
using more modern convolutional architectures for the purpose of texture syn-
thesis. The final experiment compares the quality of textures produced when
using the relevant approaches discussed in Section 4.3, namely iterative and
FCN in conjunction with the following distance functions: style, transformed
Gramian, and Spectrum constraints.

5Figure D.13 illustrates the effect of using the wrong mean to centre the data.
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(a) Stochastic (b) Irregular (c) Regular

Figure 5.8: Sample textures for Experiment 2.

The first question to be addressed is the following:

Question 2 What does each layer represent when used in a texture model?

This question was posed to reinforce what is currently known about the
purpose of each layer. A similar experiment was conducted by Gatys et al.
(2015) wherein they showed the network’s ability to synthesize textures as
deeper convolutional layers are added to the texture model.

Experiment 3

This experiment uses the standard iterative approach introduced by Gatys
et al. (2015) that utilizes the VGG-19 (Simonyan and Zisserman, 2014) net-
work with normalized weights. During the experiment three pairs of texture
are selected each associated with a different texture class and are shown in
Figure 5.8.

There are twelve texture models used for this experiment. The first is
the reference texture model and utilizes all available pooling layers in the
network. The first three additional texture models are constructed by removing
one pooling layer at a time starting at the shallowest layer first. The next
four are constructed in a similar manner starting from the deepest pooling
layer and the final four models, each only utilizes one of the available pooling
layers. The distance functions associated with each texture model are style
and transformed Gramian with the following weighs: β = 106; γ = 106, β =
106; γ = 105 and β = 106; γ = 104. The inclusion of the transformed Gramian
in this experiment is important, as it is designed to better capture structure
in textures than the style distance function and will thus better capture the

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 5. EXPERIMENTS AND EVALUATION 72

difference in the structures captured by various layers.
These models are evaluated according to the process stated in Section 5.1

using the textures illustrated in Figure 5.8. It is important to note that the
idea here is to observe the change in quality as convolutional layers are removed
and not to be an indicative measure of the quality one could expect from a
network with x amount of convolution layers. Also note that “remove” here
refers to excluding a convolutional layer in the texture model and not removing
it from the network itself. It is important to note that due to the nature of
neural networks and their training, the following results are tied to the VGG-19
network architecture as well as the weights used.

Hypothesis 1 The underlying structure in each texture is captured by the
deeper layers with the earlier layers capturing the colour distribution present
in each texture.

Results and discussion

This section first determines the validity of Hypothesis 1 and concludes with
addressing Question 2.

Regarding Hypothesis 1, by observing Figure 5.9 it is clear that the quality
of synthesized textures degrade as layers are removed. This is expected as
the number of parameters used to define a given texture is reduced. Further-
more, the following observations were made when comparing the degradation
in quality shown in Figures 5.9c through 5.9e with Figures 5.9h through 5.9j.

The first notable observation is the merger of features, in the synthesized
textures, during the reduction of deeper pooling layers and is particularly
prevalent in Figures 5.9h, 5.9i, and 5.9j. This observation supports the stated
hypothesis as the colour palette remains consistent however structure is lost.

The second observation is the sharp artefacts that are exhibited across all
textures and weight variations with the reduction in shallower pooling layers
which are clearly illustrated in Figure 5.9e and the fifth row of Figures 5.10a
through 5.10c. One possible explanation for the increase in artefacts could
be due to a reduction in constraints applied on the smaller features as the
resolution of the feature maps produced by pool4 is an 8-th of those produced
by pool1 allowing for more variations in the higher pooling layer.

However, by only observing these results it is not clear what the deep pool-
ing layers capture and thus the six original textures with an additional six
textures were synthesized at a higher resolution of 256 × 256 for nine itera-
tions. Furthermore, all configurations that only utilized pool4 were used again
to synthesize an additional 36 textures for 64 iterations instead of nine. This
was done in order to determine whether the artefacts were caused due to an
insufficient number of iterations by the optimization technique. Furthermore,
an additional 48 textures were synthesized by reconstructing the source image
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(a) Reference (b) Pool 1,2,3,4 (c) Pool 2,3,4 (d) Pool 3,4 (e) Pool 4

(f) Reference (g) Pool 1,2,3,4 (h) Pool 1,2,3 (i) Pool 1,2 (j) Pool 1

Figure 5.9: The figure illustrates the resulting quality when only using a por-
tion of the available layers.

by only using one of the available pooling layers with the inversion technique
described by Mahendran and Vedaldi (2015). The additional results are illus-
trated in Figure 5.10 and Figures D.14 and D.16.

Regarding the additional results, the artefacts previously observed, when
exclusively using pool4, are still present. However, the textures that ran for
the additional 55 iterations did show a clear reduction, as illustrated in Fig-
ure D.16, but was unable to remove the artefacts completely as the reduction
in the loss function stagnated.

Furthermore, the additional results clearly indicate the relationship be-
tween the features extracted in the various feature maps at a particular layer
and what is captured by the texture model at that layer. This observation
supports Hypothesis 1 with Figure D.15 and Figure D.14 illustrating the rela-
tionship.

The last notable observation is that the ground texture shown in Figure 5.9a
was the least affected by any of the weight and pooling layer variations. The
only observable differences were the reduced colour spectrum in Figure 5.9j
compared to Figure 5.9a, and the evenly distribution of darker ground colours
in Figure 5.9e compared to Figure 5.9f. One possible explanation for this is
the lack of features within the texture.
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Figure 5.10: The first row of each column illustrates the source texture used
for synthesizing all of the following textures of the same column. Regarding
the rows, each utilized a different combination and number of pooling layers for
the synthesis processes. The pooling layer combinations are as follows: pool
1; pool 2; pool 3; pool 4; pool 1 and 2; pool 1, 2 and 3; pool 3 and 4; pool 2, 3
and 4; pool 1, 2, 3 and 4; pool 1, 2, 3, 4 and 5. All textures were synthesized
with only utilizing the style and transformed Gramian distance functions with
the following weights:β = 106, γ = 104. Additional results are illustrated in
Figure D.15.
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Question 2: Conclusion

The results produced by the experiment supports the statement made by Hy-
pothesis 1 which points to the following expected answer for Question 2. What
a layer represents is directly related to the scale of the filter with relation to
their inputs and the features extracted. Thus Gramian matrices utilizing high
resolution layers are more likely to capture small features and colour variations
with those utilizing lower resolution layers capturing larger features encoding
the broader underlying structures.

The second question to be addressed is the following:

Question 3 What other network architectures are available for the purpose of
texture synthesis and how do they compare with one another?

The reason why this question was posed is to observe how the advance-
ments made in convolutional neural networks affect a texture model’s ability
to synthesize textures.

Experiment 4

In order to address this question the first task is to identify potential networks
followed by identifying several textures to evaluate each of these networks with
and determining which layers of each network should be used.

The networks identified for this experiment are CaffeNet (Krizhevsky et al.,
2012a; Ding et al., 2014), ResNet-50 (He et al., 2015), GoogLeNet (Lim, 2015),
Inception-V3 (Szegedy et al., 2016), and ResNet-152 (Kumar, 2016). These
networks were selected because all of them were trained using the ImageNet
dataset with the task of classification and recognition in mind. The layers
considered for texture synthesis by each network is shown in Tables C.4-C.9
and was determined by utilizing the process introduced by Mahendran and
Vedaldi (2015). This process reconstructed the source images, illustrated in
Figure 5.11, by using only one layer at a time thus visually illustrating what
is captured by each layer. The observations made during the selection process
is also discussed in the results section.

Two distance function combinations are considered during this experiment
with the first only utilizing the style distance function. The second utilizes the
style, transformed Gramian and spectrum constraint distance functions. The
weights consider for each of network are illustrated in Table 5.4.

Each network topology is evaluated according to the process stated in Sec-
tion 5.1 using the textures illustrated in Figure 5.11 with the mentioned dis-
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β,Ds γ,Dcc ζ,Dspec

Weights 1 106 0 0
Weights 2 106 106 0
Weights 3 106 105 0
Weights 4 106 104 0
Weights 5 106 106 10
Weights 6 106 105 10
Weights 7 106 104 10
Weights 8 106 106 102

Weights 9 106 105 102

Weights 10 106 104 102

Weights 11 101 101 0
Weights 12 101 101 10
Weights 13 101 101 102

Table 5.4: The weights used
during the synthesis process of
Experiment 2.

(a) Stochastic (b) Irregular (c) Regular

Figure 5.11: Sample textures for Ex-
periment 2 and Experiment 3.

tance functions.

Results and discussion

This section first discusses the observations made during the layer section pro-
cess followed by a runtime and visual comparison between the various network
architectures. The reason why the total loss for each iteration is not com-
pared is due to each network using different weight and layer combinations.
It is important to note all of the illustrated results were obtained by utilizing
the following distance functions: style, transformed Gramian, and spectrum
constraints.

The first notable observation made during the selection process was ResNet-
152’s consistent and considerably poor performance regarding quality for all
considered weight and layer pairings. It is for this reason that ResNet-152 is
omitted throughout the rest of this experiment.

The second key observation was that using the output of each residual
block associated with ResNet50 produced results of poor quality as shown in
Figure 5.12a. The best results with ResNet50 were obtained when using the
centre convolutional layer within each residual block of which results are also
shown in Figure 5.12b.

The third observation involves InceptionV3 and showed that including the
output of the inception layers introduced noise in the textures as shown in
Figure 5.12c. However, similar results were not observed with GoogleNet.

The fourth and final observation made during the layer selection process
involves both InceptionV3 and GoogleNet and highlights the importance of
the convolutional layers that are introduced before the inception layers. Fig-
ure 5.12 illustrates the difference in results when including and omitting these

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 5. EXPERIMENTS AND EVALUATION 77

0 1 2 3 4 5 6 7 8
Iteration

3

4

5

6

7

8
Ti
m
e(
s)

CaffeNet
VGG19
ResNet50
GoogleNet
Inception-V3

Average synthesis times per iteration

(a) Res output (b) Res centre (c) Inc noise

Figure 5.12: The graph illustrates the average synthesis time for each of the
stated network architectures. Column one illustrates the quality of textures
obtained when using the output of residual connections and column two when
using the centre. Column three highlights the noise introduced by the incep-
tion layers as well as the importance of the initial non-inception convolutional
layers. The first image in the third column was obtain by only using the first
4 convolutional layers and the second was obtain by utilizing all other layers.

layers in the texture model. There it is clear that the performance of both
techniques are drastically reduced when these layers are omitted, however, the
reason for this is still unclear. Next follows the discussion on the synthesis
times.

The average synthesis time per iteration for each technique is shown in
Figure 5.12. There it is clear that CaffeNet is on average the fastest. This is
expected as it uses the fewest number of layers at five, consisting of the fewest
parameters, for texture synthesis.

Further, the performance of the VGG-19 network compared to Resnet50
was also expected, as the VGG-19 network utilizes 610304 parameters dur-
ing synthesis compared to the 57344 used by Resnet50. This reasoning was
initially put into question when considering InceptionV3’s faster performance
with 1628160 parameters. However, this discrepancy can be attributed to the
reduction in parameters influencing the distance at each layer, allowing for
faster convergence.

For these observations to have any significant meaning, they have to be
paired with their capability to synthesize textures, which leads to the following
visual comparison between the techniques.

Figure 5.13 demonstrates the quality each techniques is capable when syn-
thesizing stochastic textures with additional results shown in Figure 5.14. The
first key observation is the architecture that produced the lowest quality re-
sults for all texture classes which was the InceptionV3 architecture. However,
as previously mentioned these results could be attributed to a network that

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 5. EXPERIMENTS AND EVALUATION 78

(a) Source (b) CaffeNet (c) VGG-19 (d) Resnet50 (e) Inception (f) GoogleNet

Figure 5.13: The figure illustrates the expected quality when synthesizing
stochastic textures using each of the network architectures. Additional results
for the other textures classes are provided in Figure 5.14.

was poorly trained and requires further investigation.
The second notable observation is the consistent and comparable quality

produced by VGG-19, ResNet50, and GoogleNet regarding stochastic, irreg-
ular, and regular textures. It is also worth noting that CaffeNet produced
results with similar quality to those produced by the VGG-19 network, but
these results are visibly more pixelated. However, this can be reduced when
synthesizing textures with dimensions 128 × 128 or smaller. It is also worth
mentioning that network architectures with fewer layers than CaffeNet were
also experimented with, however, their results were non-satisfactory and in-
dicated that reducing the layer count further is not feasible6. The network
architectures utilized during the additional experiments are shown and dis-
cussed in Appendix C.2.

Question 3: Conclusion

Generally the results produced by VGG-19, ResNet50 and GoogleNet were
close. However, the network architecture that provided the best performance
is the VGG-19 network even when taking the time penalty into account. One
possible explanation for this could be that the features of the more modern
architectures are distributed across more layers reducing the interaction be-
tween key features that are formed in the off-diagonal entries of the various
Gramian matrices.

In conclusion the CaffeNet is suitable when synthesizing textures smaller
than 128× 128 with VGG-19 being the recommend choice for larger textures.

6It is worth mentioning that this is possible as shown by Ustyuzhaninov et al. (2016),
however, they utilized non-standard convolutional layers.
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Figure 5.14: The first row of each column illustrates the source texture used
for synthesizing all of the preceding textures of the same column. Each row
synthesized using a different architecture: CaffeNet, VGG19, ResNet50, In-
ceptionV3 and GoogleNet.

The third and final question to be addressed in this section is the following:

Question 4 How does the quality and runtime of the various synthesis tech-
niques discussed in Section 4.3 compare with one another when using the style,
transformed Gramian and spectrum constraint distance functions?

The aim of this experiment is to determine whether or not the advance-
ments made in the texture model used by the iterative approach could improve
the quality of textures produced by the FCN approach. Note that the GAN
approach is omitted from this experiment as it does not utilize any of the
discussed texture modelling techniques.
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α,Dc β,Ds γ,Dcc ζ,Dspec

Weights 1 106 106 0 0
Weights 2 106 106 104 101

Weights 3 106 106 104 102

Weights 4 105 106 0 0
Weights 5 103 106 0 0
Weights 6 0 106 0 0
Weights 7 0 106 105 0
Weights 8 0 106 0 101

Weights 9 0 106 104 101

Weights 10 0 106 0 102

Weights 11 0 106 104 102

Weights 12 0 109 0 0

Table 5.5: Weights associated with each of texture models used in Experi-
ment 3 of Section 5.3

Experiment 5

The loss network that will be used with the iterative and FCN approaches is
the VGG-19 network trained with Russakovsky et al. (2015). The reason for
selecting this architecture is due to its performance in Experiment 2 and its
common use in literature which will enable the comparison between the results
obtained in this experiment with those previously produce by other authors.

The distance functions considered for this experiment are content, style,
transformed Gramian and spectrum constraints with the weight combinations
used during the experiment are shown in Table 5.5. Regarding the iterative
method, the optimization technique selected for this experiment is L-BFGS-B,
as it is widely used, and will execute for a total of 16 iterations. The reason
for selecting 16 in particular is due to the minimal reduction in the distance
beyond this point as shown in Figure 5.7.

Regarding the FCN approach, two network architectures considered for this
experiment are illustrated in Table C.3. The first represents a standard fully
convolutional network with residual connections as used by Johnson et al.
(2016) with the second representing the bottom up approach introduce by
Ulyanov et al. (2016a). The topology of the two architectures are almost
identical to those used by Johnson et al. (2016) and Ulyanov et al. (2016a)
with the only difference being the use of instance normalization over batch
normalization. The reason for this is because Ulyanov et al. (2016b) illustrated
the benefit of instance normalization for texture synthesis and style transfer.
Also note that during training a batch size of twelve was used for the residual
network and a batch size of one7 for the network introduced by Ulyanov et al.
(2016a).

Finally, each network topology is evaluated according to the process stated
7Ulyanov et al. (2016a) used a batch size of one to obtain their texture synthesis results.
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(a) ζ = 0 (b) ζ = 10 (c) Variation Stochastic (d) Variation Regular

Figure 5.15: Figures (a) and (b) illustrate the difference in rate of convergences
when content and spectrum constraints are included. Figures (c) and (d)
illustrate the low variance in synthesized textures when including the spectrum
constraints and content distance functions.

(a) Iterative (b) FCN (c) Iterative (d) FCN (e) Regular

Figure 5.16: Figures (a) and (b), and Figures (c) and (d) illustrate the com-
parative performance between the iterative (Gatys) approach and the FCN.
Figure (e) illustrates the expected performance of the FCN approach when
only utilizing the style distance function.

in Section 5.1 using the six reference textures in Figure 5.118.

Results and discussion

This section first discusses the various observation made during the training
process followed by the visual comparison.

During training each of the FCN’s were trained for 90 epochs when using
weight configurations one, four, five, six, seven, and twelve. The reason for this
was it took about two hours to finish, which was roughly the same time men-
tioned by Ulyanov et al. (2016a). The remaining weight combinations were
only trained for about 20 to 30 minutes due to the significantly faster conver-
gence rate when adding the spectrum distance function9 that is illustrated in
Figure 5.15a and Figure 5.15b.

The content distance function reduced the feature position variance signif-
icantly as illustrated in Figure 5.15c and Figure 5.15d that is an observation

8Note that synthesis time per iteration is omitted from this experiment as it not appli-
cable.

9Note the specifications of the system used during the experiment are the following:
32GB of memory with an Intel 4790K CPU and a Nvidia Maxwell Titan X GPU.
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(a) Source (b) Iterative (c) FCN (d) FCN (e) FCN

Figure 5.17: Textures synthesizing using the style and spectrum constraint
distance functions.

which Ulyanov et al. (2016a) also mentioned10.
The last notable observation made during the training process, was the re-

duction in training time when the ADAM optimization algorithm (Kingma and
Ba, 2014) was tested as an alternative to ADADELTA and was thus adopted.
The reason why ADAM was considered was due its use by Ulyanov et al.
(2016a).

The following observation was made during the visual inspection and com-
parison of the various textures produced by the three approaches.

Firstly, the textures produced by the two FCNs were in most cases com-
parable in quality to those produced by Gatys et al. (2015)’s approach when
using weight configuration twelve with selected examples illustrated in Fig-
ure 5.16. This observation was expected as it used an identical weight and
network configuration as Ulyanov et al. (2016a) and thus similar results were
expected. Additionally, Figure 5.16e illustrates an example of where the di-
rect methods were unable to reproduce a regular texture which the iterative
method was able to reproduce.

Secondly, the FCNs, similarly to Gatys et al. (2015)’s approach when only
using the style distance function, also struggled to capture regular structures
like those illustrated in Figure 5.16e.

The final observation is both FCNs were able to capture more structure as
illustrated in Figure 5.17 with the addition of the transformed Gramian and
spectrum constraints distance function. However, the quality is not compara-
ble to that achieved by Gatys et al. (2015) that also utilizes the transformed
Gramian and spectrum constraint distance function.

Question 4: Conclusion

Regarding Question 4, the direct methods did take advantage of the additional
modelling capabilities introduced by the transformed Gramian and spectrum
constraint distance functions and are capable of synthesizing a wide variety

10Note that the stated observations are tightly coupled with the selected weights.
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of stochastic and irregular textures at a quality comparable to Gatys et al.
(2015). However, both FCNs were unable to reproduce regular textures that
were comparable to those produced by Gatys et al. (2015) with the additional
distance functions.

5.4 Component: Texture representation
The aim of this section is to deepen our understanding of how the available tex-
ture representations affects the synthesis process. Two questions are addressed
with this aim in mind. Each question is associated with one experiment with
the first investigating which of the proposed techniques in Section 4.2.1 pro-
duces the best results. The second experiment further compares the joint
distance approach with style and transformed Gramian distance functions.

The first question to be addressed is the following:

Question 5 Which of the adaptive spectrum constraint techniques introduced
in Section 4.2.1 is best suited for texture synthesis?

Experiment 6

During this experiment six texture models will be evaluated. Each model
utilizes the normalized VGG-19 network introduce by Simonyan and Zisserman
(2014) with the relevant distance functions.

The first model only utilizes the style distance function and serves as a
reference regarding quality and runtime. The second model adds the use of
spectrum constraints as introduced by Liu et al. (2016). The third model
utilizes the style and adaptive spectrum constraints distance functions with
no overlapping regions. The fourth model utilizes the ASC variant where
the merger of overlapping regions is placed on the projection function. The
auxiliary function considered for this experiment is a multivariate Gaussian
distribution. Lastly the fifth and sixth models each utilize the style distance
in conjunction with one of the remaining two ASC variations, namely Dasc−avg

and Dasc−cut.
Additionally, each model is calibrated individually to ensure that each tex-

ture model was provided with a good set of parameters. A total of 20 images
consisting of regular, irregular and stochastic textures were used. The weights
considered during calibration ranged from 101 to 106. The calibration process
consisted of synthesizing a texture for every image-weight pair. The generated
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β,Ds ζ,Dspec ζ,Dasc ζ,Dspecp ζ,Dasc−avg ζ,Dasc−cut

Model 1 106

Model 2 106 101

Model 3 106 101

Model 4 106 101

Model 5 106 101

Model 6 106 101

Table 5.6: Weights associated with each of texture models used in Experi-
ment 1 of Section 5.4

(a) Brick (b) Fire (c) Sky (d) Stone

Figure 5.18: Sample textures from the four categories obtained from Texturex
(2016).

textures were then manually inspected and the best performing weights were
chosen. The weights used in each model are shown in Table 5.6.

Regarding the methods involving overlapping regions, in order to deter-
mine how different window sizes affect the resulting synthesized texture. Six
textures11 were selected and paired with different window sizes. The step sizes
considered during this process were half, three quarters and the full length of
the window size. The window sizes considered experimentally were the follow-
ing: h×w, 1

2
h×w, h× 1

2
w, 3

4
h× 3

4
w, 1

2
h× 1

2
w and 1

4
h× 1

4
w, where h and w refer

to the height and width of the source image. The source image dimensions
considered for this experiment were 256× 256, 128× 128, and 64× 64.

During the experiment each texture model is evaluated according to the
process stated in Section 5.1 using the textures illustrated in Figure 5.18.

11Two regular, two irregular and two stochastic textures.

Stellenbosch University  https://scholar.sun.ac.za



CHAPTER 5. EXPERIMENTS AND EVALUATION 85

(a) Source (b) (c) (d) (e) (f)

Figure 5.19: The figure illustrates the artefacts that occurs at the borders of
the windows if no overlap is considered. The dimensions of the source texture
were 128× 128 with a window dimension of 64× 64.

(a) Source (b) (c) (d) (e) (f)

Figure 5.20: The figure illustrates the reduced quality of textures when small
window and step sizes, compared to the window dimensions, are used. The
dimensions of the source texture were 128× 128 with a window dimension of
48× 48 : 32.

Results and discussion

This section investigates how the techniques in Section 4.2.1 are affected when
varying the window and step sizes12. The aforementioned techniques are then
compared to the model mentioned in Section 4.1.4. The section concludes with
comparing the results obtained using the proposed ASC techniques.

In our results regarding the influence of window sizes, it was observed that
in the case of Dasc, where there is no overlap, artefacts occurred on the borders
of each window as illustrated in Figure 5.19. This is expected as the spectral
constraints applied on each window are then independent of one another. Note
that the window sizes used here were employed to demonstrate general effects
one could expect when changing the window size. This is intended to illustrate
the trade-offs that one would have to keep in mind when choosing a window size
for a new texture. However we did observe that, for this particular dataset, a
window width equal to half of the image width with a quarter overlap produced
convincing results with acceptable variation.

Regarding the influence of the step size, only two notable observations
were made. Firstly, the quality of synthesized textures were reduced when a

12Note that the step size is just the technique used to control the overlapping regions.
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(a) Original (b) Gatys (c) FT (d) ASC

Figure 5.21: Illustrates the texture quality produced by Model 1 (Gatys),
Model 2 (FT), and Model 5 (ASC).

small step size, coupled with a small window size, with respect to the image
dimensions, was used, as illustrated Figure 5.20. This is in part attributable
to the overlapping sections being averaged as shown in Equation 4.23.

Regarding the comparison between images generated by the Fourier and
windowed Fourier transforms, the most striking observation is the smudge
artefact visible in Fourier transform image shown in Figure 5.21 has been
reduced when using the windowed Fourier transform. Furthermore, the win-
dowed Fourier transform was able to capture the shift in brightness from the
centre to the edges of the image. This is attributed to using the windowed
Fourier transform as the windows apply more localized constraints on the dif-
ferent sections of the image. Further, as expected our results indicated that
the window size determines the partially isolated regions and the step size
determines the degree of interaction between regions.

As mentioned in Section 4.2.1, the use of the windowed Fourier transform
includes all of the functionality provided by the Fourier transform. Due to
this only the situations where the Fourier transform constraints were unable
to fully capture a specific texture are considered and compared with the results
obtained from applying the ASC techniques.

A subsample of the results are shown in Figure 5.22. Upon inspection,
the generated textures suggest that the windowed Fourier transform or ASC
techniques are better able to capture textures which contain some element of
merging. However, Figures 5.22m-5.22p shows a texture that neither could
convincingly reproduce even though it contains such an element.

The reason for this failure is in part attributed to the extension’s inability
to capture the diagonal pattern and a large window size. The ASC techniques
also perform noticeably better on some near-stochastic textures. Furthermore
both Fourier transform and windowed Fourier transform techniques performed
well with most of the irregular and stochastic textures, in our dataset, with no
noticeable increase in texture quality. However, there were certain cases, for
which the reason is still to be determined, where the Gatys et al. (2015) model
performed better, one such case is shown in Figures 5.22i to 5.22l. Further
tests did indicate that the quality can be improved by reducing the influence
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Figure 5.22: Illustrates the texture quality produced by Model 1 (Gatys),
Model 2 (FT), and Model 5 (ASC). Model 1 is the reference approach in-
troduced by Gatys et al. (2015) which only uses the style distance function.
Model 2 additionally applies spectrum constraints using the Fourier transform
with Model 5 also applying spectrum constraints but using windowed Fourier
transform.

of the spectrum constraints while maintaining a similar level of noise reduction
as illustrated in Figures 5.22l - 5.22h.

Regarding which of the proposed ASC techniques performed the best, Fig-
ure 5.23 illustrates the result obtained by each technique. There it is clear
that Model 4 and Model 5 produced similar results, though some banding is
visible for Model 5. Model 6 produces observably worse results, notably with
respect to texture structure.

Initially Model 6’s significantly degraded performance was thought to be
caused by the selected weight combination. However, after considering other
weights and synthesizing additional textures it is clear that Model 6 failed to
achieved its goal. Further investigation is needed to find the reason for this
behaviour.

Question 5: Conclusion

To address Question 5, the recommended technique would be Dasc−avg as it is
able to produce similar quality to Dspecp and is computationally less expensive
as an additional two integrals have to be calculate when using Dspecp.
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(a) Model 4 (b) Model 5 (c) Model 6 (d) Model 6,
Dasc−cut = 102

Figure 5.23: Illustrates the quality produced by Model 4 (Dspecp), Model 5
(Dasc−avg), and Model 6 (Dasc−cut).

The second question to be addressed is the following:

Question 6 How does the technique introduced in Section 4.2.2 compare to
the currently available techniques?

The aim of this experiment is to compare the distance functions discussed
in Section 4.1 and Section 4.2.

Experiment 7

This experiment will evaluate the performance of each texture model using
the iterative approach utilizing the VGG-19 network with the various distance
functions.

A total of eight models are considered with the various weight configura-
tions shown in Table 5.7. Again these weights were obtained by calibrating
each model individually to ensure that each texture model was provided with
a good set of parameters. A total of 20 images consisting of regular, irregular
and stochastic textures were used. The weights considered during calibration
ranged from 101 to 106. The calibration process consisted of synthesizing a tex-
ture for every image-weight pair. The generated textures were then manually
inspected and the best performing weights were chosen.

It is also worth mentioning that models one to four were introduced by
Gatys et al. (2015), Gatys et al. (2016), Berger and Memisevic (2016), and
Liu et al. (2016) respectively, with the remaining models, five through eight,
introduced in this body of work, with Model 5 and Model 6 published in
Schreiber et al. (2016).
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α,Dc β,Ds γ,Dcc ζ,Dspec ζ,Davg η,DTV

Model 1 109

Model 2 106 106

Model 3 106 105

Model 4 106 102

Model 5 106 105 101

Model 6 106 105 101

Model 7 102 106 105 101 101

Model 8 102 106 104 102 101

Table 5.7: Weights associated with each of texture models used in Experi-
ment 2 of Section 5.4

Similar to the previous experiment each texture model is evaluated ac-
cording to the process stated in Section 5.1 using the textures illustrated in
Figure 5.18.

Results and discussion

This section investigates and compares the results produced by Model 1 through
Model 8 with the goal of determining whether Model 5 through Model 8 pro-
vides improved results over the first four.

To ensure that the observations made during the synthesis process are not
outliers, an additional 40 textures were selected and used by each model to
synthesize five textures per additional source texture. Note that the additional
textures were initially used by Berger and Memisevic (2016) to evaluate their
own technique, Model 3.

The window and step size pairs13 considered, for Models 6 through Model 8,
during this experiment were 192 × 192 : 192, 192 × 96 : 72, 96 × 192 : 72,
96 × 96 : 72 and 96 × 96 : 48. A subsample of the results are shown in Fig-
ure 5.24 and supplemented by Figure 5.25 with additional results illustrating
the variation in quality for Model 3 and Model 6. The majority of results
produced by models one, two, and three contained noise which was especially
prominent in low contrast images14. Furthermore, the textures synthesized
were significantly more faded compared to the original and those produced by
model’s four through eight. This effect is illustrated in Figures 5.24g, 5.24k
and 5.24o. Overall Model 3 and Model 4 were capable of capturing structures
of similar complexity to those captured by Model 5 through Model 8. How-
ever, the results of Model 5 through Model 8 did indicate an improvement
when synthesizing regular and near-regular textures. Figure 5.26 illustrates

13Each window and step size pair is separated by a colon(:).
14Note that this was not introduced by our implementation as we used the author’s pro-

vided code to generate all the relevant examples.
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(a)
Original

(b)
Model 1

(c)
Model 3

(d)
Model 6

(e)
Original

(f)
Model 1

(g)
Model 3

(h)
Model 6

(i)
Original

(j)
Model 1

(k)
Model 3

(l)
Model 6

(m)
Original

(n)
Model 1

(o)
Model 3

(p)
Model 6

Figure 5.24: Illustrates the texture quality produced by Model 1 (Gatys),
Model 3 (CC), and Model 6 (ASC).

the expected variance in features and quality produced by Model 6 through
Model 8 which utilize the Dasc−avg distance function.

Regrading the content distance function, as expected it significantly re-
duced the variance in synthesized textures as illustrated in Figure 5.26 which
complements our findings in Experiment 3. However, we found it to be possible
to slightly improve a model’s capability to capture structure and still obtain
an acceptable variety in the synthesized textures by reducing α to between the
range [103, 104] given that β = 106 as illustrated in Figure 5.26.

Generally we found the content distance function is only useful in the ap-
plication of style transfer and should be omitted from Model 2, Model 7, and
Model 8 during texture synthesis.

Question 6: Conclusion

Model 5 through Model 8 produced comparable results to that of Model 1
regarding stochastic and irregular textures. The formerly mention models are
also capable of better capturing the underlying structures contained within
regular textures. Furthermore, the overall synthesis time is also reduced as
only 16 iterations are require on average to produce acceptable results. How-
ever, one expected drawback we observed was the execution time for Model 5
through 8 which was on average six15 seconds slower per iteration than the orig-
inal four seconds per iteration. Lastly, the content distance function should
only be included for the purpose of style transfer.

15Further experiments indicated that every additional window adds about a second to the
per iteration synthesis time.
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(a) Model 6, 96× 192 : 72 (b) Model 6, 96× 96 : 72

(c) Model 3 (d) Model 3

(e) Model 6, 192× 96 : 72 (f) Model 6, 96× 96 : 72

(g) Model 3 (h) Model 3

Figure 5.25: The first and third rows illustrate the variance and quality pro-
duced by Model 5 which utilizes the style, transformed Gramian, and adap-
tive spectrum constraint distance functions with window and step sizes of
96× 192 : 72 and 96× 96 : 72, and 192× 96 : 72 and 96× 96 : 72. The second
and forth rows illustrate the variance and quality produced by Model 3 which
utilizes the style and transformed Gramian distance functions.

5.5 Component: Generation
Since the original paper by Gatys et al. (2015), the L-BFGS-B optimization
algorithm has been used consistently16. This technique does provide adequate
results, however, little effort has gone into investigating possible alternatives.
The following question and experiment aims to address this by investigating

16Note all mentioned techniques are available in the Scipy (Jones et al., 2001–) Python
package.
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(a) Source (b) α =
0, β = 106

(c) α =
102, β =
106

(d) α =
103, β =
106

(e) α =
1500, β =
106

(f) α =
5000, β =
106

(g) α =
104, β =
106

(h) α =
105, β =
106

(i)
Original

(j)
3
4h×

3
4w

(k)
1
2h×

1
2w

(l)
1
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1
4w

(m)
1
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1
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1
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1
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1
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1
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Figure 5.26: The first row illustrates the reduction in variance as α is increased.
The second row illustrate textures synthesized by Model 6 with associated
window and step sizes. The variables h and w refers to the image height and
width.

other available techniques.

Question 7 Which of the considered optimization algorithms provide the best
result on average?

Experiment 8

The aim of this experiment is to investigate other readily available optimization
techniques and compare the results obtained with those techniques to those
obtained by L-BFGS-B.

The unconstrained optimization techniques considered for this experiment
are the following: Nedler-Mead simplex algorithm (Nelder and Mead, 1965),
modified Powell’s method (Powell, 1964), nonlinear conjugate gradient algo-
rithm (Nocedal and Wright, 2006), BFGS (Fletcher, 2013), and the Newton-
CG method (Nocedal and Wright, 1999).

The selected constrained optimization techniques are the following: trun-
cated Newton algorithm (Nash, 1984), the Constrained Optimization By Lin-
ear Approximation (COBYLA) method (Powell, 1998), Sequential Least Squares
Programming (SLSQP) (Kraft, 1988), and the Differential Evolution method
(Storn and Price, 1997).
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β,Ds γ,Dcc ζ,Dspec

Weights 1 106 0 0
Weights 2 106 105 0
Weights 3 106 104 101

Table 5.8: Distance function weights
used during Experiment 1 of Compo-
nent 4. (a) Stochastic (b) Irregular (c) Regular

Figure 5.27: Sample textures for Ex-
periment 1 of Component 4.

The network architecture used alongside the various optimization tech-
niques is the VGG-19 architecture, outlined in Simonyan and Zisserman (2014),
as the loss network. The distance functions used in conjunction with the
network are style, transformed Gramian and spectrum constraints with the
weights shown in Table 5.8.

Regarding the evaluation process for the experiments, each optimization
technique is paired with the weight configurations and used to synthesize the
textures shown in Figure 5.27. During the synthesis process the distance ob-
tained for each iteration is recorded alongside the time elapsed for that itera-
tion and compared with one another. Additionally a visual comparison is also
done. Note the specifications of the system used during the experiment are the
following: 32GB of memory with an Intel 4790K CPU and an Nvidia Maxwell
Titan X GPU.

Results and discussion

This section starts by discussing the various techniques than did not produce
useful results followed by a comparison of those that did.

The techniques that did not finish due to insufficient memory17 are the fol-
lowing: BFGS, SLSQP and the Differential Evolution method. The following
techniques are also not included in the results as each took longer than 30 min-
utes to finish the first iteration of 64: Nedler-Mead simplex algorithm, modified
Powell’s method, BFGS, Newton-CG method, and COBYLA. The reason why
a 30 minute cutoff was selected is due to practical usability considerations.

The two techniques other than L-BFGS-B that completed successfully are
the truncated Newton (TNC) and nonlinear conjugate gradient (CG) algo-
rithms. The distance value obtained and the time it took for each technique
are shown in Figure 5.28 with additional graphs shown in Figure D.1718. The

17Insufficient memory implies more than 32GB of memory was required
18Note that all graphs only contain the results obtained by using the first set of weights.
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Figure 5.28: The left graph illustrates the average synthesis time require for the
third through to the fourteenth iteration. The graph on the right illustrates
the average distance obtain by each approach for the third through to the
fourteenth iteration.
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Figure 5.29: The results obtained when using the L-BFGS-B algorithm during
the iterative synthesis process. The first row illustrates the reference images
with the second, third, and fourth rows illustrating the results obtain by weight
set one, two, and three, respectively.
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graphs shown in Figure 5.28 only present the results for the third through
to the fourteenth iteration as the improvements with additional iterations are
generally not noticeable. However, the full graphs are provided as part of the
additional material in Figure D.17.

Regarding the time elapsed per iteration. The technique that performed
noticeably worse is the CG algorithm, which on average was four seconds slower
per iteration than the other two techniques. The technique that performed on
average the best is TNC. However, the average increase is only 0.053s.

Regarding the distance obtained by each technique, the technique that
achieved the lowest distance on average after fourteen iterations is L-BFGS-B.
This result is further consistent for the stochastic and regular texture classes
when partitioning the data into the three texture classes. However, the CG
technique outperforms the other two techniques when synthesizing textures of
class irregular which is illustrated in Figure D.17.

Regarding the quality of textures produced by each algorithm, Figures 5.29
through 5.31 illustrate the textures produced by each algorithm. No anomalies
or artefacts were observed in any of the produced textures. Furthermore, the
quality of all of the textures are comparable.

Question 7: Conclusion

Regarding Question 7, all three techniques, L-BFGS-B, TNC, and CG, pro-
duces equivalent results regarding quality. However, only L-BFGS-B and TNC
should be considered if synthesis time is a concern.

5.6 Summary
In this chapter the four components shown in Figure 5.1 of the synthesis pro-
cess was investigated by addressing seven key questions related to these com-
ponents.

Section 5.2 (Component 1) investigated the effects of the dataset used
during training of the distance network. There it was concluded that the more
influential factors are the variety of categories and quantity of examples rather
than the inclusion of a specific kind of texture.

Section 5.3 (Component 2) focused on how the various network architec-
tures used during the synthesis process affect the synthesized textures in which
the following was concluded. First, Gramian matrices utilizing high resolution
layers are more likely to capture small features and colour variations with
those utilizing lower resolution layers capturing larger features encoding the

The results obtained when using weight sets two and three varied slightly from those obtained
by weight set one. However, these changes were not large enough to change any of the
conclusions drawn in this section.
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Figure 5.30: The results obtained when using the CG algorithm during the
iterative synthesis process. The first row illustrates the reference images used
for the synthesis process. The second, third, and fourth rows illustrate the
results obtain by weight set one, two, and three, respectively.
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Figure 5.31: The results obtained when using the TNC algorithm during the
iterative synthesis process. The first row illustrates the reference images used
for the synthesis process. The second, third, and fourth rows illustrate the
results obtain by weight set one, two, and three, respectively.
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broader underlying structures. Second, of the available network architectures
only CaffeNet, VGG-19, GoogleNet produced comparable results. The third
and final conclusion of the second component investigation, highlighted that
direct methods are capable of producing results equal to the iterative approach
if stochastic textures are synthesized, but produces unsatisfactory results with
irregular and regular textures.

Section 5.4 (Component 3) evaluated the ASC techniques and concluded
that the Dasc−avg variant produced the best results in the shortest time frame.
Further, the section also compared the Dasc−avg technique with other available
techniques and concluded thatDasc−avg provided the best results in most cases.

The chapter concludes with Section 5.5 (Component 4) which evaluated
available optimization techniques for use in the iterative approach and con-
cluded that the L-BFGS-B, TNC, and CG techniques are suitable for texture
synthesis.

The next chapter will summarize what was achieved in this body of work,
followed by a discussing on how the stated aims and objectives were reached
and concludes with outlining future work.
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Chapter 6

Conclusion

The main aim of this thesis was to investigate the currently available texture
synthesis techniques utilizing neural networks and devise a method that is
capable of applying localized constraints.

In order to achieve this, we first investigated available summary statis-
tics and found that feature maps, Gramian matrices, transformed Gramian
matrices and spectrum constraints formed the basis for most techniques. Fur-
thermore, we found that Gramian matrices are only ever utilized with one of
the remaining three summary statistics.

Following this investigation we further identified two general approaches
to texture synthesis with neural networks. The first is the iterative approach
introduced by Gatys et al. (2015) which only utilizes a convolutional neural
network in conjunction with the available summary statistics for the purpose
of texture modelling.

The second approach trains various convolutional neural network architec-
tures to directly synthesize the textures. In essence the direct approach approx-
imates the solution previously obtained by the iterative approach. This ap-
proach is further divided into two classes: fully convolutional networks (FCN),
and generative adversarial networks (GAN) with our work focused more on
former as the latter does not utilize any of the available summary statistics.
Additionally, we also identified that the FCN approach was yet to utilize the
advancements brought forth by utilizing the transformed Gramian and spec-
trum constraint distance functions.

Building on the findings of our prior investigations, we further developed
Liu et al. (2016)’s approach by utilizing the windowed Fourier transform, in-
stead of the Fourier transform, to apply local spectrum constraints on the
Fourier domain. This enables regions within a texture to be treated as partially
independent. Four variations of this technique were proposed with the first,
adaptive spectrum constraints (ASC), assuming that underlying regions do
not interact or overlap. The remaining three techniques are adaptive spectrum
constraints with Gaussian window (specp), adaptive spectrum constraints with
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averaging (ASC-avg), and adaptive spectrum constraints with minimum error
boundary cut (ASC-cut), which does not assume that there is no interaction
between different regions. The investigation regarding the ASC-avg technique
was published in Schreiber et al. (2016).

Additionally, we proposed a texture model called the joint distance which
combines the advances made by each technique while reducing their individ-
ual disadvantages. This model utilized one of our ASC techniques alongside
Gramian matrices, transformed Gramian matrices, feature maps and total
variations.

Following on the proposals we evaluated the effects of the three components,
training data, network architectures, and texture representations.

During the investigation of how the network architecture affects the texture
model, we concluded that of the available network architectures (CaffeNet,
VGG-19, ResNet50, ResNet152, InceptionV3 and GoogleNet) only CaffeNet,
VGG-19 and GoogleNet produced useful results. Additionally, it was also
demonstrated that direct methods are capable of producing results equal to
the iterative approach if stochastic textures are synthesized, but unsatisfactory
results were produced for irregular and regular textures.

Finally, during the investigation of the texture representation component,
we demonstrated that of our proposed ASC techniques, ASC-avg outperformed
the other two techniques regarding quality and runtime for all texture classes.
The specp technique produced similar results, but with an additional runtime
overhead. Further, the joint distance model utilizing the ASC-avg technique
was compared to Gatys et al. (2015), Liu et al. (2016), and Berger and Memise-
vic (2016). We concluded that our approach produced more desirable results
when synthesizing regular and near-regular textures. However, there were
some textures belonging to the stochastic class for which Gatys et al. (2015)
and Liu et al. (2016) produced superior results.

In closing, the component investigation emphasized the strengths and weak-
nesses of the currently available techniques and provides insight into the influ-
ence each component has on the resulting textures. Furthermore, it provides
perspective on the expected quality of direct synthesis methods compared to
the iterative approach and notes its shortcomings. Finally, it also provides a
baseline of results against which future techniques can be compared.

Future work
• In time-sensitive situations, such as real-time texture synthesis appli-

cations, a direct method could be utilized over the iterative approach.
However, one clear limitation of the direct techniques is the inability to
reproduce near-regular and regular textures. This poses a good oppor-
tunity to investigate why the direct methods are unable to utilize the
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co-occurrence (transformed Gramian) and spectrum constraint distance
functions to the same extent as the iterative approach. This could be
followed by an investigation to determine if other transformed Gramian
distance functions could improve the direct methods ability to synthesize
regular textures comparable to the iterative approach.

• The results produced by the Dasc−cut technique were unexpected. A
further investigation into why could prove valuable in developing a tech-
nique that has an improved ability to capture regular textures.

• It is still unclear why InceptionV3’s results were significantly worse than
those produced by GoogleNet. Thus a further investigation as to why this
is the case could prove useful when selecting a network architecture with
the aim of modeling textures. A likely experiment in such as investigation
would retrain InceptionV3 in order to determine if its poor quality was
due to its trained weights or due to its topology.

• Developing a tool that is capable of illustrating the relationship between
input images and their effect on the Gramian matrix entries. This could
prove useful when attempting to understand how the features in the
neural network affect the texture model.

• Investigate how overfitting on small and large datasets affect the resulting
textures. This could prove useful in the situation where no pre-trained
models are available.

• Investigate how the variety and quantity of categories used to train CNNs
influence textures modelled by the trained network.
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Glossary

ANN artificial neural network. 116–118

ASC adaptive spectrum constraints. 59, 84, 86–88

backpropagation . 12, 120

BCNN bilinear convolutional neural network. 30

CNN convolutional neural network. ix, xi, xiii, 2, 6, 7, 14, 24–27, 30, 31, 40,
53, 54, 56, 62, 101, 126

FCN fully convolutional network. ix, xv, 53, 55, 56, 58, 71, 80–84, 99, 127

FFNN feedforward neural network. xvii, 118, 119

Fourier transform . xiii, 44, 47, 48, 87, 99

GAN generative adversarial network. 6, 12, 14, 31, 32, 53, 55, 57, 58, 80

LR-GAN Layered Recursive Generative Adversarial Network. 32

LSTM long short-term memory. 33

MCGSM mixtures of conditional Gaussian scale mixture. 33

MLP multilayer perceptron. 118

MRF markov random field. 16, 17

MSG-NET Multi-style Generative Network. 28

NN neural network. 53

overfitting . 62, 64

POCS projection onto convex sets. 23
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RIDE recurrent image density estimator. 33

SGAN spatial generative adversarial network. 31, 57

stochastic gradient descent . 12, 25, 120

texel texture element. 22

TV total variation. 26

windowed Fourier transform . xiii, 47–49, 52, 87, 99
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Appendix A

Additional background material

A.1 Neural networks
Research into neural network has gained a renewed interest over the past
decade due to factors such as the increase in available computational power and
the success researchers have achieved applying these models to a wide range of
problems Krizhevsky et al. (2012b); Graves et al. (2013); Gatys et al. (2015);
He et al. (2016). These models are more specifically referred to as artificial
neural networks (ANNs) and draw much of their inspiration from their biolog-
ical counterparts. In the next section we introduce biological neural networks
and how they function before introducing artificial neural networks (ANNs).

A.1.1 Biological neural networks

Biological neural networks are composed of a set of interconnected cells called
neurons. The structure of each neuron can be divided into four portions: the
cell body, dendrites, axon, and synapses. This structure is shown alongside an
artificial neuron in Figure A.1.

The dendrites are responsible for carrying impulses from other neurons
to the cell body, whereas the axon is responsible for carrying impulses to
other neurons. Each neuron has only one axon connection that splits into a
tree structure where only the root is connected to the cell body. The axon
connects to the dendrites of other neurons by means of synapses. A synapse
can either inhibit or excite a neuron. If a neuron is excited beyond a certain
threshold within a given period, it sends out an impulse along its axon. This
time period is referred to as the period of latent summation. The interactions
between neurons results in the processing of information.
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(a) Structure of a biological neuron
(Stanford, 2016).

(b) Artificial neuron (Stanford, 2016).

Figure A.1
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Figure A.2: Sigmoidal, rectified linear, and linear activation functions

A.1.2 Artificial neural network (ANN)

An artificial neural network is an approach to information processing that
attempts to emulate certain aspects of a biological neural network. A key
aspect is the ability to learn by example, similar to humans.

An ANN consists of an interconnected network of nodes of which an ex-
ample is shown in Figure A.3. Each node in this network represents a single
artificial neuron as shown in Figure A.1. Artificial neurons are simplified ab-
stractions of biological neurons.

The outgoing connections of each node collectively form an axon whereas
the incoming connections constitutes the dendrites. Each connection has an
associated weight that simulates a synapse.

The axon, dendrites, and synapses enable an artificial neuron to send and
receive signals, and to determine whether incoming signals excite or inhibit.
The cell body, on the other hand, determines when the outgoing communica-
tion occurs. Figure A.1b illustrates a cell body consisting of two components:
the weighted summation of all of the incoming edges wixi adjusted with some
bias b, and an activation function f . The first component simulates the pe-
riod of latent summation with the key difference being that there is no actual
time delay involved. The second component, also known as the activation
function, determines the output strength of a unit given the result of the first
component, f(

∑
iwixi + b). Three common activation functions are shown in

Figure A.2.
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Figure A.3: A FFNN that calculates the exclu-
sive or.

Inputs Output
x y z
0 0 0
1 0 1
0 1 1
1 1 0

Table A.1: Truth
table for XOR

The interaction between neurons and the ability to change weights/synapses
enables the network to learn. This is commonly referred to as training and
will be discussed in the following section.

The network architecture of an ANN specifies the types and amount of neu-
rons being used as well as how they connect with one another. There are many
different types of architectures, including: feedforward neural networks, recur-
rent neural networks, convolution neural networks, spiking neural networks
and Hopfield networks. The following sections will mainly focus on feedfor-
ward neural networks, convolution neural networks, and generative adversarial
networks.

A.1.3 Feedforward neural network (FFNN)

A FFNN, also referred to as a multilayer perceptron (MLP), is divided into
layers, where each layer consists of units whose outputs are only dependent
on input from preceding layers. A layer that is commonly employed is the
fully-connected layer: each unit in this layer is connected to each unit in the
preceding layer.

An example of a basic FFNN is shown in Figure A.3. This network consists
of two layers: a hidden layer, and an output layer with sigmoidal activation
functions.

The network in Figure A.3 is capable of calculating the exclusive or of its
inputs. This problem holds significant importance as it was a simple exam-
ple that showed the limitations of using a single perceptron1 Preparata and
Shamos (1969).

Computation A forward pass through a FFNN is the process by which
the output of each layer of units is calculated, this procedure starts at the

1A neural network with only a single neuron.
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input layer. This process is demonstrated with the following example using
the network in Figure A.3.

During this example we will be using the following notation. Let Nij rep-
resent the output of the jth unit in the ith layer, with N0j representing the
input of the network. Units are numbered in a top-down fashion.

This process starts by initializing the inputs to the network. For this
example the input values 0 and 1 will be assigned to N00 and N01, respectively.
As mentioned earlier in this section, to determine the output of a unit one must
calculate the weighted sum of it inputs offset by some bias. This value is then
used as input to the unit’s activation function at which point we have the
output for that unit.

The inputs for units N10 and N11 are:

I10 =
1∑
i=0

N0i × wi10 + b10 = 0× 2 + 1× 2 + (−1) = 1

I11 =
1∑
i=0

N0i × wi11 + b11 = 0× (−2) + 1× (−2) + (3) = 1

where Iij represent the input to the jth unit’s activation function in the ith
layer. The outputs for units N10 and N11 after applying the activation function
are:

N10 = σ(I10) =
1

1 + e−I10
=

1

1 + e−1
= 0.731

N11 = σ(I11) =
1

1 + e−I11
=

1

1 + e−1
= 0.731

If this process is repeated for the last layer we will get the following output:

I20 =
1∑
i=0

N1i × wi20 + b20 = 0.731× 2 + 0.731× 2 + (−3) = 1.386

N20 = σ(I20) =
1

1 + e−I20
=

1

1 + e−1.386
= 0.80 ≈ 1

Comparing this result with that shown in Table A.1 indicates that the output
of the network is indeed correct.

Training Training is the process by which a FFNN identifies discriminative
features of set example input-output pairs referred to as the training set. Dur-
ing training an additional layer is present which is referred to as the error or
loss layer and provides feedback to the network. This layer is responsible for
calculating the distance/error between the label and the output of the network.
The weights in the network are then adjusted according to some strategy to
minimize the total error.
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(b) Back propagation of error

Figure A.4: Symbol representation of the network illustrated in Figure A.3
alongside an illustration of how the error is back propagated.

Stochastic gradient descent is one such a method and is defined by:

wilk = wilk − µ×
∂E

∂wilk
(A.1)

where wilk refers to the ith weight of unit k in the lth layer. ∂E
∂wilk

is the partial
derivative of the E with respect to the weight wilk, which is calculated by
the backpropagation algorithm. µ is the step size, also known as the learning
rate, by which the gradient is followed. The training procedure is referred to as
online learning when Equation A.1 is calculated for after each training set pair.
Other techniques also used to minimize the error include, momentum (GGCS,
1986), RMSProp (Hinton et al.), adagrad (Duchi et al., 2011), adadelta (Zeiler,
2012), and adam (Xu et al., 2015).

As mentioned before, the backpropagation algorithm (Linnainmaa, 1976)
is utilized to calculate the error derivative with respect to each weight and is
illustrated in Figure A.4.

The goal of the algorithm is to efficiently calculate the error with respect
to each of the weights in the network. This procedure starts by calculating
the error derivative with respect to the outputs NLj of the network. This is
followed by calculating the error derivative with respect to the total input ILj
of each of the output units, which is achieved by using the chain rule.

∂E

∂ILj
=

∂E

∂NLj

∂NLj

∂ILj
(A.2)

Now calculate the error with respect to the weight connecting unit i in layer
L−1 to unit j in layer L. This is done by employing the chain rule once again
and obtaining the following result:

∂E

∂wiLj
=

∂E

∂ILj

∂ILj
∂wiLj

(A.3)
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To extend this algorithm to propagate the error through the entire network,
one more partial derivative is required, the error derivative with respect to the
output of the units at layer L− 1.

∂E

∂N(L−1)i
=
∑
j

∂E

∂ILj

∂ILj
∂N(L−1)i

(A.4)

At this point, Equations A.2 and A.3 can be reused to calculate the error
derivative with respect to the weight connecting unit i in layer L− 2 to unit j
in layer L − 1. This process is then repeated until L = 0, at which point the
algorithm terminates.
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Appendix B

Runtime analysis

Component 1: Experiment 1

For the runtime analysis an additional 240 textures were synthesized in a
controlled environment1 to ensure that no external processes biased the results.
The synthesis time for each iteration was recorded of which the average for
each iteration is shown in Figure B.1.

There it is evident that there is a significant decrease in the average syn-
thesis time from 3.1966s for the reference network to 2.538s for Network 2 and
2.634 for Network 3. However, this does not accurately depict the expected

1No other applications apart form the operation system were running for the duration of
the experiment.
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Figure B.1: The graph illustrates the average time it took to synthesize a tex-
ture for each iteration. The histogram illustrates the distribution of iteration
synthesis times. It is important to note that the right shift that is visible in
network 3’s histogram is due to the five additional instance normalization lay-
ers. Additional graphs divided according to category and network architecture
are shown in Figure D.2.
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Figure B.2: The graph illustrates the average time it took to synthesize a tex-
ture for each iteration. The histogram illustrates the distribution of iteration
synthesis times. It is important to note that in the previous histogram and
graph were obtain by only utilizing the style distance function.

synthesis time of any given iteration and is the reason why a histogram of
iteration synthesis times was also included in Figure B.1.

The bimodal histogram illustrates that the synthesis time of any iteration
is expected to be between 1.0s and 1.5s or 3.0s and 3.7s. The two peaks are
the result of the gradient plateauing and causing the L-BFGS-B optimization
algorithm to terminate sooner. However, further investigation revealed that
this phenomenon was mainly prevalent in one category within each network
and is supported by Figure D.2: for the reference network it was the brick
category of which the earliest occurrence was recorded at the 65-th iteration,
for Network 2 it was the fire category at the 25-th iteration, and finally for
Network 3 it was also fire category with a significant decrease in synthesis time
at the 12-th iteration.

This leads to the conclusion that on average the synthesis time for each
iteration before 15 is approximately equivalent. However, after 15 iterations
the difference in synthesis times between the reference and fine turned networks
increases significantly resulting in an average increase of between 0.8s and 1.0s.

Component 1: Experiment 2

The only notable conclusion made from the synthesis time per iteration is
the expected running time, which is approximately 4.24s when using the style
and transformed Gramian distance functions and 5.65s when further adding
spectrum constraints. Figure B.2 illustrates the average synthesis time per
iteration and a histogram of iteration times.
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β=Style γ=CC ζ=Spec
Configuration 1 β = 106 γ = 106 ζ = 0
Configuration 2 β = 106 γ = 106 ζ = 100

Configuration 3 β = 106 γ = 106 ζ = 10−1

Configuration 4 β = 106 γ = 106 ζ = 10−2

Configuration 5 β = 106 γ = 106 ζ = −101

Configuration 6 β = 106 γ = 106 ζ = −102

Configuration 7 β = 106 γ = 105 ζ = 100

Configuration 8 β = 106 γ = 105 ζ = 10−1

Configuration 9 β = 106 γ = 105 ζ = 10−2

Configuration 10 β = 106 γ = 105 ζ = −101

Configuration 11 β = 106 γ = 105 ζ = −102

Configuration 12 β = 105 γ = 106 ζ = 100

Configuration 13 β = 105 γ = 106 ζ = 10−1

Configuration 15 β = 105 γ = 106 ζ = 10−2

Configuration 16 β = 105 γ = 106 ζ = −101

Configuration 17 β = 105 γ = 106 ζ = −102

Configuration 18 β = 105 γ = 104 ζ = 100

Configuration 19 β = 106 γ = 104 ζ = 10−1

Configuration 20 β = 106 γ = 104 ζ = 10−2

Configuration 21 β = 106 γ = 104 ζ = −101

Configuration 22 β = 106 γ = 104 ζ = −102

Configuration 23 β = 104 γ = 106 ζ = 100

Configuration 24 β = 104 γ = 106 ζ = 10−1

Configuration 25 β = 104 γ = 106 ζ = 10−2

Configuration 26 β = 104 γ = 106 ζ = −101

Configuration 27 β = 104 γ = 106 ζ = −102

Table C.1: This table indicates the style, transformed Gramian, and spectrum
constraint weight combinations used during the additional synthesis process
of Experiment 1 in Section 5.2.
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Layers Network 1 Network 2 Network 3 Network 4

Input 3× 64× 64 3× 64× 64 3× 96× 96 3× 224× 224
Conv 32× 64× 64

32× 64× 64
32× 64× 64
32× 64× 64

48× 86× 86
48× 76× 76

32×244×244

Pool 32× 8× 8 32× 16× 16 64× 38× 38 44×122×122
Conv 64 × 8 × 8

64× 8× 8
32× 16× 16
32× 16× 16

64× 34× 34
64× 30× 30

44×122×122

Pool 64× 8× 8 64× 15× 15 44× 61× 61
Conv 64 × 8 × 8

64× 8× 8
64× 15× 15
64× 15× 15

56 × 61 × 61
56× 61× 61

Pool 96× 7× 7 56× 30× 30
Conv 128 × 7 × 7

96× 7× 7
68 × 30 × 30
68× 30× 30

Pool 128× 3× 3 68× 7× 7
Conv 80 × 7 × 7

80× 7× 7
FC 1× 382 1× 1024
FC 1× 256 1× 256 1× 256 1× 256
SoftMax 1× 256 1× 256 1× 256 1× 256

Table C.2: Note these network architectures were experimented with in an ef-
fort to determine whether small CNNs are capable of synthesizing textures with
satisfactory quality. It is also important to note that after the first attempt
at training each of the networks it was clear that overfitting was a consider-
able problem that needed to be addressed first. The following techniques were
employed in order to reduce overfitting and promote generalization. Firstly a
batch normalization layer was added after each convolutional layer. The rea-
son why batch normalization was selected over other available normalization
techniques including instance and layer normalization is due to it providing
the highest test accuracy increase for this particular dataset. Secondly, pool-
ing layers were replaced by convolutional layers with filter dimensions of 3× 3
coupled with a stride and padding of two and zero using leaky rectified linear
units. Also for the smallest network tanh activation functions were used as
they achieved the best accuracy. Lastly, random rotations by ±45◦ and ±90◦

were applied during training. It is also worth noting that the first two layers
of the VGG-19 network with their trained weights were added at the start of
the network to preemptively extract features. This was ultimately removed
as no significant increase is network performance was observed. The results
obtain after experimenting with the adjusted network architectures indicated
that using smaller networks were not feasible as none of the networks were even
able to reproduce stochastic textures. However, if non-standard techniques are
used as those by Ustyuzhaninov et al. (2016), then it is possible.
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Bottom up FCN
Input 3× 16× 16 Input 3× 32× 32
Block 8, 3× 3 Block 8, 3× 3
Block 8, 3× 3 Block 8, 3× 3
Block 8, 3× 3 Block 8, 1× 1

Join
Input 3× 64× 64

Block 16, 3× 3 Block 8, 3× 3
Block 16, 3× 3 Block 8, 3× 3
Block 16, 1× 1 Block 8, 1× 1

Join
Input 3× 128× 128

Block 24, 3× 3 Block 8, 3× 3
Block 24, 3× 3 Block 8, 3× 3
Block 24, 1× 1 Block 8, 1× 1

Join
Input 3× 256× 256

Block 32, 3× 3 Block 8, 3× 3
Block 32, 3× 3 Block 8, 3× 3
Block 32, 1× 1 Block 8, 1× 1

Join
Block 40, 3× 3
Block 40, 3× 3
Block 40, 1× 1
Block 3, 1× 1

Block S,N ×N
Mirror pad
Conv S × A×B, Filter N ×N
Instance normalization
Leaky ReLU

Join
Input 1
Upsample Input 2
Instance norm Instance norm

Channel concat

Tradition Residual FCN
Input 3× 256× 256

Conv 32× 256× 256, 9× 9, Pad
Conv 64× 128× 128, 3× 3, Pad
Conv 128× 64× 64, 3× 3, Pad

Residual Block 128
Residual Block 128
Residual Block 128
Residual Block 128
Residual Block 128
Residual Block 128

Fractional Conv 64× 128× 128, 3× 3, Pad
Fractional Conv 32× 256× 256, 3× 3, Pad

Conv 3× 256× 256, 9× 9, Pad
Residual Block
Conv 128× 64× 64
Instance norm
Conv 128× 64× 64
Instance norm
Concat addition

Table C.3: The two FCN architectures used in Experiment 5 in Section 5.3.
The three smaller tables indicate the sturture of the Join, Block and residual
modules.
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CaffeNet: Network layers Selected
Input 3× 224× 224
Conv 96, 11× 11, 4, 0
MaxPool 96, 3× 3, 2, 0

LocalResponseNormalization
SliceLayer [0, 47] Slicelayer [48, 95]
Conv 128, 5× 5, 1, 2 Conv 128, 5× 5, 1, 2

Channel Concatenation
MaxPool 256, 3× 3, 2, 0

LocalResponseNormalization
Conv 384, 3× 3, 1, 1

SliceLayer [0, 191] Slicelayer [192, 383]
Conv 192, 3× 3, 1, 1 Conv 192, 3× 3, 1, 1

Channel Concatenation
Conv 192, 3× 3, 1, 1 Conv 192, 3× 3, 1, 1

Channel Concatenation
MaxPool 384, 3× 3, 2, 0
Fully connected 4096
Fully connected 4096
Fully connected 1000

Table C.4: The network architecture
of CaffeNet used in Experiment 4 in
Section 5.3. The selected column iden-
tifies the layers used during synthesis
of which the layers marked in the first
column produced the best results.

Inception V3: Network layers Selected
Input 3× 224× 224
Conv 32, 3× 3, 2, 0
Batch Norm
Conv 64, 3× 3, 1, 0
Batch Norm
Conv 64, 3× 3, 2, 1
Batch Norm
MaxPool 64, 3× 3, 2, 0
Conv 80, 1× 1, 1, 0
Batch Norm
Conv 192, 3× 3, 1, 0
Batch Norm
MaxPool 192, 3× 3, 2, 0
InceptionA:
(64), (48, 64), (64, 96, 96), (32)
InceptionA:
(64), (48, 64), (64, 96, 96), (64)
InceptionA:
(64), (48, 64), (64, 96, 96), (64)
InceptionB:
(384), (64, 96, 96)
InceptionC:
(192), (128, 128, 192),
(128, 128, 128, 128, 192), (192)
InceptionC:
(192), (160, 160, 192),
(160, 160, 160, 160, 192), (192)
InceptionC:
(192), (160, 160, 192),
(160, 160, 160, 160, 192), (192)
InceptionC:
(192), (192, 192, 192),
(192, 192, 192, 192, 192), (192)
InceptionD:
(192, 320), (192, 192, 192, 192)
InceptionE:
(320), (384, 384, 384),
(448, 384, 384, 384), (192)
InceptionE:
(320), (384, 384, 384),
(448, 384, 384, 384), (192)

Table C.5: The network architecture
of Inception-V3 used in Experiment 4
in Section 5.3. Selected refers to lay-
ers utilized for texture synthesis with
each column identifying a specific con-
figuration.
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Inception V3
Layers Selection

Batch Norm 0
Batch Norm 1
Batch Norm 2
Batch Norm 3
Batch Norm 4
Batch Norm 5
Batch Norm 7
Batch Norm 10
Batch Norm 12
Batch Norm 14
Batch Norm 17
Batch Norm 19
Batch Norm 21
Batch Norm 24
Batch Norm 26
Batch Norm 29
Batch Norm 30
Batch Norm 33
Batch Norm 38
Batch Norm 40
Batch Norm 43
Batch Norm 48
Batch Norm 50
Batch Norm 53
Batch Norm 58
Batch Norm 60
Batch Norm 63
Batch Norm 68
Batch Norm 71
Batch Norm 75
Batch Norm 76
Batch Norm 79
Batch Norm 83
Batch Norm 85
Batch Norm 88
Batch Norm 92

Table C.6: The batch normalization layers within the Inception-V3 network ar-
chitecture used in Experiment 4 in Section 5.3. Selected refers to layers utilized
for texture synthesis with each column identifying a specific configuration.
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Resnet-152
Layers Selection
Conv1

res2a_relu
res2b_relu
res2c_relu
res3a_relu
res3b1_relu
res3b2_relu
res3b3_relu
res3b4_relu
res3b5_relu
res3b6_relu
res3b7_relu
res4b1_relu
res4b2_relu
res4b3_relu
res4b4_relu
res4b5_relu
res4b6_relu
res4b7_relu
res4b8_relu
res4b9_relu
res4b10_relu
res4b11_relu
res4b12_relu
res4b13_relu

Layers Selection
res4b14_relu
res4b15_relu
res4b16_relu
res4b17_relu
res4b18_relu
res4b19_relu
res4b20_relu
res4b21_relu
res4b22_relu
res4b23_relu
res4b24_relu
res4b25_relu
res4b26_relu
res4b27_relu
res4b28_relu
res4b29_relu
res4b30_relu
res4b31_relu
res4b32_relu
res4b33_relu
res4b34_relu
res4b35_relu
res5a_relu
res5b_relu
res5c_relu

Table C.7: The layers within the Resnet-152 network architecture used in
Experiment 4 in Section 5.3. Selected refers to layers utilized for texture
synthesis with each column identifying a specific configuration.

Selection Resnet-50
Selection 1 bn_conv1 bn2c_branch2c bn3d_branch2c bn4f_branch2c bn5c_branch2c
Selection 2 res2a_branch2b res2b_branch2b res2c_branch2b res3a_branch2b res3b_branch2b res3c_branch2b res3d_branch2b res4a_branch2b
Selection 3 pool1 res2a_branch1 res2b_branch2c res2c_branch2c res3a_branch1 res3b_branch2c res3c_branch2c res3d_branch2c

Resnet-50

res4b_branch2b res4c_branch2b res4d_branch2b res4e_branch2b res4f_branch2b res5c_branch2b
res4a_branch1 res4b_branch2c res4c_branch2c res4d_branch2c res4e_branch2c res4f_branch2c res5a_branch1 res5b_branch2c res5c_branch2c

Table C.8: The layers within the Resnet-50 network architecture used in Ex-
periment 4 in Section 5.3. Selected refers to layers utilized for texture synthesis
with each row identifying a specific configuration.
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Googlenet Layer selection
Select 1 Select 2 Select 3 Select 4 Select 5

conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2
pool1/3x3_s2 pool1/3x3_s2 pool1/norm1 pool1/norm1 pool1/3x3_s2
pool1/norm1 pool1/norm1 conv2/norm2 conv2/norm2 pool1/norm1

conv2/3x3_reduce conv2/3x3_reduce pool2/3x3_s2 pool2/3x3_s2 conv2/3x3_reduce
conv2/3x3 conv2/3x3 inception_3b/output inception_3b/3x3 conv2/3x3

conv2/norm2 conv2/norm2 inception_4e/output inception_4e/3x3 conv2/norm2
pool2/3x3_s2 pool2/3x3_s2 inception_5b/output inception_5b/3x3 pool2/3x3_s2

inception_3a/output inception_3b/output inception_3a/3x3
inception_3b/output inception_4e/output inception_3b/3x3
inception_4a/output inception_5b/output inception_4a/3x3
inception_4b/output inception_4b/3x3
inception_4c/output inception_4c/3x3
inception_4d/output inception_4d/3x3
inception_4e/output inception_4e/3x3
inception_5a/output inception_5a/3x3
inception_5b/output inception_5b/3x3

Googlenet Layer selection
Select 7 Select 8 Select 9 Select 10 Select 11 Select 12

conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2 conv1/7x7_s2
pool1/3x3_s2 pool1/3x3_s2 pool1/3x3_s2 pool1/3x3_s2 pool1/3x3_s2 pool1/3x3_s2
pool1/norm1 pool1/norm1 pool1/norm1 pool1/norm1 pool1/norm1 pool1/norm1

conv2/3x3_reduce conv2/3x3_reduce conv2/3x3_reduce conv2/3x3_reduce conv2/3x3_reduce conv2/3x3_reduce
conv2/3x3 conv2/3x3 conv2/3x3 conv2/3x3 conv2/3x3 conv2/3x3

conv2/norm2 conv2/norm2 conv2/norm2 conv2/norm2 conv2/norm2 conv2/norm2
pool2/3x3_s2 pool2/3x3_s2 pool2/3x3_s2 pool2/3x3_s2 pool2/3x3_s2 pool2/3x3_s2

inception_3a/5x5 inception_3a/3x3 inception_3a/3x3 inception_3a/3x3 inception_3a/3x3
inception_3b/5x5 inception_3b/3x3 inception_3b/3x3 inception_3b/3x3 inception_3b/3x3
inception_4a/5x5 inception_4a/3x3 inception_4a/3x3 inception_4a/3x3
inception_4b/5x5 inception_4b/3x3 inception_4b/3x3 inception_4b/3x3
inception_4c/5x5 inception_4c/3x3 inception_4c/3x3
inception_4d/5x5 inception_4d/3x3 inception_4d/3x3
inception_4e/5x5 inception_4e/3x3
inception_5a/5x5 inception_5a/3x3
inception_5b/5x5

Table C.9: The layers within the Googlenet network architecture used in Ex-
periment 4 in Section 5.3. Selected refers to layers utilized for texture synthesis
with each column identifying a specific configuration. Note that the layer la-
bels are those used by the Lasagne framework.
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(a) Reference Imagenet network
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(b) Network 1

Figure D.1: Associated with Experiment 1 in Section 5.2. The four graphs
illustrate the log of the average distance for a given image at a specific iteration
using the associated network.
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(c) Network 2
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(d) Network 3

Figure D.1: Associated with Experiment 1 in Section 5.2. The four graphs
illustrate the log of the average distance for a given image at a specific iteration
using the associated network. (cont.)
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Figure D.2: Associated with Experiment 1 in Section 5.2. The two graphs
illustrate the average time it takes for each network to finish an iteration for
each category .
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Figure D.3: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.4: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.5: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.6: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.7: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.8: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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Figure D.9: Associated with Experiment 1 in Section 5.2. Each row illustrates
the quality of synthesized textures each network is capable of producing: the
first is the reference network followed by networks one to three as discussed in
Section 5.2 and illustrated in Table 5.1. The first column illustrates the refer-
ence textures with Columns two to four representing the various distance func-
tions used during the synthesis process: style (Gatys), style and co-occurrence
(CC), and style, co-occurrence and spectrum constraint distance (CC + FT)
functions.
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(a) 106, 106, 100 (b) 106, 106,−101 (c) 106, 106,−102

(d) 106, 105, 100 (e) 106, 105,−101 (f) 106, 105,−102

(g) 105, 106, 100 (h) 105, 106,−101 (i) 105, 106,−102

(j) 106, 104, 100 (k) 106, 104,−101 (l) Source

Figure D.10: Associated with Experiment 1 in Section 5.2. This figure illus-
trates the various texture qualities achieved when using the associated weights.
The weight associations for each texture is: β, γ, and ζ. The weights are also
shown in Table C.1.
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(a) 106, 106, 100 (b) 106, 106,−101 (c) 106, 106,−102

(d) 106, 105, 100 (e) 106, 105,−101 (f) 106, 105,−102

(g) 105, 106, 100 (h) 105, 106,−101 (i) 105, 106,−102

(j) 106, 104, 100 (k) 106, 104,−101 (l) Source

Figure D.11: Associated with Experiment 1 in Section 5.2. This figure illus-
trates the various texture qualities achieved when using the associated weights.
The weight associations for each texture is: β, γ, and ζ. The weights are also
shown in Table C.1.
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Figure D.12: Associated with Experiment 2 in Section 5.2. Each graph il-
lustrates the minimum, median, mean, and maximum values obtained of the
mean activation strength for the associated textures. The brick category con-
sists of 72 textures with fabric and Fire categories each consisting of 53 and
75 textures, respectively.
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(a) Irregular (b) Irregular

Figure D.13: Associated with Experiment 2 in Section 5.2. The left columns
illustrate the results adjusted using the correct mean with right columns illus-
trating the results when using the wrong mean.
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(a) Source (b) pool1 (c) pool2 (d) pool3 (e) pool4

Figure D.14: Associated with Experiment 3 in Section 5.3. Reconstruction of
the source images with only using the selected layer from the VGG19 network.
These image are used in conjunction with those in Figure D.16 to get a better
idea of exactly what each layer in the texture model represents.
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Figure D.15: Associated with Experiment 3 in Section 5.3. The first row
of each column illustrates the source texture used for synthesizing all of the
preceding textures of the same column. Regarding the rows, each utilized a
different combination and number of pooling layers for the synthesis processes.
The pooling layer combinations are as follows: pool 1; pool 2; pool 3; pool 4;
pool 1 and 2; pool 1, 2 and 3; pool 3 and 4; pool 2, 3 and 4; pool 1, 2, 3 and 4;
pool 1, 2, 3, 4 and 5. All textures have the dimension of 256 × 256 and were
synthesized with only utilizing the style and transformed Gramian distance
functions with the following weights β = 106, γ = 104 for nine iterations.
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Figure D.16: Associated with Experiment 3 in Section 5.3. The first row
contains the source textures. The second row of textures were obtained after
nine iterations and the third with 121 iterations.
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Figure D.17: Associated with Experiment 8 in Section 5.5.
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Figure D.17: Associated with Experiment 8 in Section 5.5.
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