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SUMMARY

Incidence can be defined as the rate of occurence of new infections of a disease like HIV and

is an useful estimate of trends in the epidemic. Annualised incidence can be expressed as a

proportion, namely the number of recent infections per year divided by the number of people at

risk of infection. This number of recent infections is dependent on the window period, which

is basically the period of time from seroconversion to being classified as a long-term infection

for the first time. The BED capture enzyme immunoassay was developed to provide a way to

distinguish between recent and long-term infections. An optical density (OD) measurement is

obtained from this assay. Window period is defined as the number of days since seroconversion,

with a baseline OD value of 0, 0476 to the number of days to reach an optical density of 0, 8.The

aim of this study is to describe different techniques to estimate the window period which may

subsequently lead to alternative estimates of annualised incidence of HIV infection. These

various techniques are applied to different subsets of the Zimbabwe Vitamin A for Mothers and

Babies (ZVITAMBO) dataset.

Three different approaches are described to analyse window periods: a non-parametric survival

analysis approach, the fitting of a general linear mixed model in a longitudinal data setting and

a Bayesian approach of assigning probability distributions to the parameters of interest. These

techniques are applied to different subsets and transformations of the data and the estimated

mean and median window periods are obtained and utilised in the calculation of incidence.

Assuming no underlying parametric model for window period, a non-parametric survival analy-

sis approach is followed when recognising the data as being interval censored. Regarding the

data as being double interval censored, the estimate of incidence using the mean window pe-

riod is very similar to the prospectively estimated incidence. This estimate may however be

influenced by uncertainty in the right tail and consequently the estimate of incidence using the

median may be more appropriate for estimating central location.
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Fitting a linear mixed model to the data may lead to over-estimates of the window period since

optical density measurements increase linearly for some time but then level out after some time.

A simple transformation of the data provides an estimate of incidence using the mean window

that is also quite similar to the prospectively estimated incidence. The estimated incidence

using the median is very similar to that when using survival techniques. Bootstrap techniques

are applied to obtain accurate estimates and intervals for these estimates.

The linear mixed model approach is extended and modified by adopting the Bayesian method-

ology. A class of non-informative and conjugate priors are assumed for all the parameters in

the model. The Bayesian approach enables one to directly obtain the posterior distribution of

the relevant parameters on which all inference is then based. A mixture of Gibbs sampling and

the Metropolis-Hastings algorithm of the Markov Chain Monte Carlo simulation procedure is

used to obtain the posterior distributions. Posterior analyses of both window period and inci-

dence are done with relative ease. Both measures of central location obtained by this approach

is very similar to prospectively estimated results.
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OPSOMMING

Insidensie kan gedefinieer word as die koers waarteen nuwe infeksies van ’n virus soos MIV

plaasvind en is ’n nuttige beramer van tendense in ’n epidemie. Jaarlikse insidensie kan as

’n proporsie uitgedruk word, naamlik die aantal onlangse infeksies per jaar gedeel deur die

aantal mense wat die risiko loop om besmet te word. Hierdie getal onlangse infeksies hang

af van die vensterperiode wat gedefinieer word as die tyd vanaf serumomskakeling totdat die

infeksie vir die eerste keer as langtermyn geklassifiseer word. Die BED ensiemvaslegging-

immuuntoetsprosedure is ontwikkel as ’n metode om te kan onderskei tussen onlangse en

langtermyn infeksies. ’n Optiese digtheid-meting (OD) word hierdeur verkry. Venster peri-

ode is nou gedefinieer as die aantal dae sedert serumomskakeling, met ’n basislyn OD waarde

van 0,0476 tot die aantal dae wat dit neem om ’n OD waarde van 0,8 te bereik. Die doel van

hierdie studie is om verskillende tegnieke te beskryf waarmee vensterperiode beraam kan word

en sodoende alternatiewe beramers van jaarlikse MIV insidensie te verkry. Hierdie verskillende

tegnieke word toegepas op verskillende sub-stelle van die Zimbabwe Vitamiene A vir Moeders

en Babas (ZVITAMBO) datastel.

Die verskillende tegnieke om vensterperiodes te bepaal word beskryf: ’n nie-parametriese

oorlewingsanalise-benadering, die passing van ’n algemene gemengde lineêre model in ’n lon-

gitudinale opset en ’n Bayes-benadering waardeur waarskynlikheidsverdelings aan die para-

meters van belang toegeken word. Hierdie tegnieke word toegepas op verskillende sub-stelle

en transformasies van die data en die beraamde gemiddelde en mediaan vensterperiodes word

verkry en toegepas in die berekening van insidensie.

Sonder om enige onderliggende parametriese model vir die vensterperiode te aanvaar, word

’n nie-parametriese oorlewingsanalise-benadering toegepas op hierdie interval gesensoreerde

data. Wanneer die data as dubbeld-interval gesensoreerd beskou word, is die beraming van

die gemiddelde insidensie baie naby aan die prospektiewe beraming van insidensie. Hierdie

beraming mag egter onderworpe wees aan onsekerheid in die regter stertgedeelte en gevolglik
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sal die beraming met die mediaan ’n meer gepaste beraming van sentrale lokaliteit wees.

Die passing van ’n gemengde lineêre model op die data mag tot oorberamings van die venster-

periode lei aangesien die optiese digtheid metings min of meer lineêr toeneem oor tyd maar

later afplat. ’n Eenvoudige transformasie lei tot ’n gemiddelde beraming van insidensie wat

redelik ooreenstem met die prospektiewe beraming van insidensie. Die beraamde insidensie

met die mediaan stem redelik ooreen met die beraamde insidensie met die behulp van oorlew-

ingsanalise. Standaardfoute vir die beramings van die gemiddelde en mediaan vensterperiode

word met behulp van skoenlus-tegnieke verkry.

Die gemengde lineêre model word uitgebrei en aangepas deur die Bayes-benadering te beskou.

’n Klas van nie-inligtinggewende en toegevoegde apriori-verdelings word vir al die parame-

ters in die model aanvaar. Die Bayes-benadering stel die statistikus in staat om direk die

aposteriori-verdeling van die relevante parameters te verkry. Alle inferensie word op hierdie

aposteriori-verdeling gebaseer. ’n Kombinasie van Gibbs steekproefneming en die Metropolis-

Hastings algoritme van die Markov ketting Monte Carlo simulasie prosedure word gebruik om

hierdie aposteriori-verdelings te verkry. Gevolglik kan aposteriori-analises met redelike gemak

vir beide die vensterperiode en die insidensie gedoen word.
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TERMINOLOGY AND NOTATION

The various notations, symbols and abbreviations throughout the thesis are defined and ex-

plained below.

F (x|.) cumulative distribution function of the variable X
f(x|.) pdf of the variable X
p(x|.) probability mass function of the variable X
pdf probability density function
MLE maximum likelihood estimate(s)
θ vector/scalarbθ estimator of θ
Θ parameter space for θ
l(data|.) likelihood function of the data
π(θ) prior distribution of the parameter θ
π(θ|data) posterior distribution of θ, given the data
E[.] expected value
Ex[.] expectation with respect to x
V [.] variance
L(.) loss function
x sample values
N(μ, σ2) normal distribution with mean μ and variance σ2
Zα critical values of N(0, 1)
G(α, β) gamma distribution with parameters α and β
tn−1 t− distribution with n− 1 degrees of freedom
log(x) loge(x) or ln(x)
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CHAPTER 1

INTRODUCTION

Worldwide an estimated 42 million people are infected with HIV, the human immunodeficiency

virus that leads to AIDS (acquired immunodeficiency syndrome) and about 74% of these in-

fected individuals are living in Sub-Saharan Africa. Many countries have implemented preven-

tion programs and interventions as a measure to inhibit the spread of the disease. The impact

of these preventative measures is evaluated by the incidence of HIV in a population, defined as

the rate of occurence of new infections. Estimates of incidence may also be useful indicators

of trends in the epidemic and give an indication of the number of people in the population who

will progress to AIDS and subsequently require treatment.

Prevalence, or the general existence of disease, is easily estimated with the help of a cross-

sectional survey. Incidence has been estimated with these same surveys but is necessarily retro-

spective and it relies on an accurate and complete AIDS case reporting system, which is rare in

resource-constrained countries. Many logistical problems with this estimation method have led

to the development of laboratory assays which may provide a reliable means of distinguishing

individuals with recent versus long-term infection within the infected population. With this in-

formation annualised incidence can be expressed as a proportion, namely the number of recent

infections per year divided by the number at risk of infection in that same year. This number

of recent infections is dependent on the window period, i.e. the period of time that it takes for

newly infected individuals to pass from being recently infected to having a long-term infec-

tion. The aim of this study is to describe techniques which may lead to accurate estimates of

the window period and subsequently to refined estimates of incidence.

The objective of a study done by Hargrove et al. (2008) on the ZVITAMBO data was to validate

1



1 INTRODUCTION

the BED capture enzyme immunoassay for use with HIV-1 subtype C virus and to derive ana-

lytic adjustments to improve BED estimates of HIV-1 incidence from cross-sectional surveys.

These scientists estimated mean window period by linear mixed effects modelling. The current

study will describe three methods of estimating mean and median window period on different

subsets of the BED OD information obtained from the ZVITAMBO dataset.

Before one can start to apply statistical methods to draw inferences from the data, basic ter-

minology should be discussed and the data should be described. Chapter 2 provides basic and

applicable knowledge regarding the data and HIV concepts used in subsequent chapters.

Chapter 3 applies the non-parametric approach of using survival analysis techniques to obtain

estimates of mean and median window period. The ZVITAMBO data can be seen as interval

censored data, since the possible window period of each woman can be expressed as an interval.

Turnbull’s modification of the Product-Limit estimator yields a survival function from which

inference is made.

In Chapter 4 a longitudinal data analysis is applied to the data. Repeated measurements taken

on each woman in the study are not at fixed dates and some women had more follow-up mea-

surements than others. The data is therefore unbalanced. The primary goal of a longitudinal

data analysis is to characterise the change in response over time and the factors that influence

change. The fit of a general linear mixed model to the data is able to study changes over time

within subjects and for the entire group. This model is fitted to different subsets and transfor-

mations of the ZVITAMBO data. Bootstrap techniques are applied to obtain intervals for the

mean and median window periods.

The Bayesian paradigm followed in Chapter 5 allows one to assign probability distributions to

the unknown parameters in the model. In contrast to the frequentist approach, where the be-

haviour of future observations are characterised conditional on parameter estimates such as a

slope or an intercept, the Bayesian analysis of data allows one to incorporate the observations

together with a prior belief to make inferences about these parameters. Median and mean win-

dow periods and subsequently incidence is calculated with the help of a posterior distribution

on these parameters.
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1 INTRODUCTION

Chapter 6 concludes this study and will identify some areas of future research.
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CHAPTER 2

TERMINOLOGY AND DATA

DESCRIPTION

2.1 Introduction

The emphasis of this study is to find improved or alternative estimates of the incidence of

the Human Immunodeficiency Virus (HIV) in a population. Before one can discuss different

statistical techniques to find the appropriate estimates, one needs to understand the background

of the data at hand, some terminology regarding HIV and the test which was used to obtain

measurements. Firstly, the difference between incidence and prevalence will be discussed.

2.2 Incidence and Prevalence

Incidence is the rate at which the population gets infected and is therefore a useful indication

of trends in an epidemic like HIV. Prevalence on the other hand is a measure of the extent

of a disease in a population, e.g. 29,1% of pregnant women observed at antenatal clinics in

South Africa in 2006 were HIV positive (Rehle et al., 2007). If there exists a reliable means of

detecting disease, prevalence or the general existence of disease can be easily measured from a

cross-sectional study which can be described as a large cohort of initially uninfected individuals.

Incidence, however, is more difficult to measure as it usually requires longitudinal follow-up of

the individuals identified. These follow-ups are time consuming, expensive, subject to biases

and are not always possible to do. One can circumvent the need for prospective follow-up within

the prevalent population if a way can be found to distinguish recent versus long-term infection

in patients. This knowledge can be used to estimate incidence by means of a proportion of

recently infected persons. HIV is the epidemic of concern in the dataset used in this study
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2 TERMINOLOGY AND DATA DESCRIPTION

and to understand incidence of this disease, one should first understand a little more about the

disease itself. The subsequent section describes some terminology regarding HIV.

2.3 HIV Types and Subtypes

HIV type 1 is a violent retrovirus recognised as the agent that induces Acquired Immunodefi-

ciency Syndrome (AIDS), a condition in humans in which the immune system begins to fail,

leading to life-threatening opportunistic infections. A retrovirus is a virus that replicates itself

by copying its own RNA into the DNA of the host using an enzyme called reverse transcriptase.

The natural history of HIV-1 infection has evolving features and could therefore be used to dis-

tinguish recent from long-term infection. The predominant HIV is of type 1 and is generally

referred to when a type is not specified. The relatively uncommon HIV-2 type is transmitted

similarly to HIV-1, but is transmitted less easily and the period between initial infection and

progression to AIDS is longer. This type is concentrated in West Africa and is rarely found

elsewhere.

Figure 2.1 HIV types, groups and subtypes.

Figure 2.1 illustrates HIV classification into different levels. HIV-1 can be classified into three

groups: the "major" group M , the "outlier" group O and the "new" group N . Group O appears

to be restricted to west-central Africa and group N , discovered in 1998 in Cameroon, is ex-

tremely rare. More than 90% of HIV-1 infections belong to HIV-1 group M . In this group, as

can be seen above, there are 9 known genetically distinct subtypes of HIV-1. The tenth subtype

in the diagram is formed when two viruses of different subtypes meet in the cell of an infected

person and mix together their genetic material to create a new hybrid virus. If this strain sur-
5



2 TERMINOLOGY AND DATA DESCRIPTION

vives long enough to infect more than one person it is known as circulating recombinant forms

or CRF’s. For example, the CRF A/B is a mixture of subtypes A and B. There is no subtype E

and I in the above diagram, but this study is concerned with subtypes B, D and E. Subtype E

is most likely the CRF A/E which is thought to have resulted from hybridisation between sub-

type A and some other "parent" subtype E. The following table describes where each subtype

is predominant.

Table 2.1 Prevalence of HIV Subtypes

Subtype Region
A and CFR A/G West and Central Africa
A Russia
B Europe, Americas, Japan, Australia
C Southern and East Africa, India, Nepal
D East and Central Africa
CRF A/E South-East Asia
F Central Africa, South America, Eastern Europe
G and CRF A/G West and East Africa, Central Europe
H Central Africa
J Central America
K Democratic Republic of Congo, Cameroon

The HIV-1 subtypes and CRF’s are very unevenly distributed throughout the world, with the

most widespread being subtypes A and C. Subtype C caused the world’s worst HIV epidemics

and is responsible for more or less 50% of all infections. The subsequent section discusses the

development of a technique aimed at detecting infection in patients with subtypes B, E and D.

2.4 BED Capture Enzyme Immunoassay

Laboratory assays are being developed to detect recent- versus long-term infection as an alter-

native to longitudinal studies. An assay is a test to detect the presence and concentration of a

substance in the blood, other body fluids or body tissues. These tests rely on the fact that the

characteristics of initial antibody response differs from those of long-term infection. An ELISA

(enzyme linked immunosorbent assay) is the most common test used to detect the presence of

antibodies of HIV in the blood, which are indicative of ongoing HIV infection. An enzyme is
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2 TERMINOLOGY AND DATA DESCRIPTION

a protein that can produce a chemical change in another substance without being changed itself

and for this reason it is called a natural catalyst.

There are different techniques that distinguish a recent infection from a long term infection with

the help of assays. The only one of these techniques (thus far) that shows similar performance

with different HIV-1 subtypes, therefore subtype independency, is the BED capture enzyme im-

munoassay (BED) technique. This technique is based on the principle that the proportion of anti

HIV-1 Immunoglobulin G (IgG) to total IgG increases following seroconversion. Immunoglob-

ulin is a serum protein that confers immunity and is also the general term used for antibodies,

the disease-fighting proteins in the blood that are created by the immune system. IgG is the

most prominent type of immunoglobulin that circulates in the blood and enters tissue.

Briefly, the assay procedure is as follows: Plates coated with goat-antihuman IgG are used to

capture both HIV-specific and non-HIV-IgG in test sera. HIV-specific IgG is detected by a

branched multi-subtype gp41 peptide (BED) labeled with biotin. Incubation with streptavidin-

peroxidase followed by tetramethylbenzidine (TMB) substrate allowed colorimetric detection

of HIV-IgG. Appropriate calibrator (CAL) and control specimens are run in triplicates on every

plate. The optical density (OD) values of test specimens were normalised (OD-n) by a ratio us-

ing calibrator (specimen OD/CAL OD) to minimise inter-run variations. Those specimens with

OD-n of ≤ 1, 5 were tested again in triplicate and the median values were used for evaluation.

Sera with OD-n of≤ 1, 0were considered to be from individuals with recent infection (Nesheim

et al., 2005). In most recent analyses an OD-n of ≤ 0, 8 is regarded as the cut-off value for

recent infection. The calibrator specimen mentioned above is from a HIV-1-seronegative indi-

vidual. Note that in this and all subsequent chapters and sections, BED OD-n will be referred to

as OD. Advantages of the BED technique, except for subtype independency, is that it requires

relatively small sample volume and it is stable with small variation between multiple operators

and plate lots. The BED technique may fail under circumstances where additional clinical and

epidemiologic information is not available for interpretation and estimation. If this information

is not available, the incidence may be over- or underestimated because a person may have OD

of ≤ 0, 8 after a very long period or OD of≥ 0, 8 at seroconversion. For the dataset used in this

study, additional clinical and epidemiologic information is not available and the predominant
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2 TERMINOLOGY AND DATA DESCRIPTION

clade is the subtype C virus, not B,E or D. However, in studies done by Hargrove et al. (2008)

it was shown that an incidence estimate for the data can be found which is not significantly

different from the prospectively observed rate. This estimate is adjusted for the possibility of

being misclassified as a recent seroconverter. The calculation of different incidence estimators

are described in the following section.

2.5 Estimates of Incidence

This section is based on the work done by Hargrove et al. (2008) on the ZVITAMBO dataset,

which is described in section 2.6. The authors emphasise the fact that in the ZVITAMBO

study the estimator of interest is the cumulative incidence or risk (I) defined as the possibility

that a HIV negative person becomes HIV positive in a 12-month period. A very important

parameter in the calculation of any incidence estimator is the window period Ω0 in which a

patient is considered to be a recent infection. This period was first identified as the number of

days since seroconversion, with a baseline OD value of 0, 0476, to the number of days to reach

OD=0, 8. Since there is no measureable increase in BED absorbance for about 25 days after

seroconversion, Ω0 underestimatesΩ and the true window period was assumed to beΩ = Ω0+25

in further analyses.

If the assumption is made that seroconversions are uniformly distributed over the year prior

to the time a cross-sectional survey is being made, the BED data of this study can be used to

provide a simple estimator for I, defined as:

bI0 = R/(Ω/365)

R/(Ω/365) +N
=

R

R+ ωN
, (2.1)

where Ω represents the window period in days, R is the number of seroconversions during a Ω-

day window period, N is the number of people who is still HIV negative and ω equals Ω/365.

A 95% confidence interval for (2.1) is given by bI0 ± 1,96bI0√
R

. This estimate of incidence can be

improved by adjusting for sensitivity and specificity as follows:

bII = fR/ω

(fR/ω) +N
=

fR

fR+ ωN
,

8



2 TERMINOLOGY AND DATA DESCRIPTION

where

f =
(R/P ) + ρ2 − 1

(R/P )(σ − ρ1 + 2ρ2 − 1)

and P is the total number of HIV positive individuals, σ is the sensitivity of the BED test, ρ1
is the specificity of the BED test over the period [Ω, 2Ω] and ρ2 is the specificity of the BED

over all times > 2Ω. An even simpler adjustment arises if we consider that every person in the

study has a probability of being misclassified as recent after being seropositive for much longer

than the window period. Suppose this probability is ε and by excluding these persons from the

study, we get the following refined estimator of incidence:

bIII = R− εP

R+ ωN − εT
, (2.2)

where T = P +N . The derivations for all of these estimators and their variances are given in

Hargrove et al. (2008). The incidence estimator can be further adjusted to account for the use

of anti-retroviral therapy (ART), but since the ZVITAMBO trial was conducted prior to ART

availability in Zimbabwe, this estimator will not be discussed here.

In further analyses the following values will be considered fixed: for 9839 women who provided

a plasma sample at 12 months after recruitment, P = 3244 tested positive for HIV and N =

6595 tested negative. Although R depends on the value of Ω, it will be considered fixed at

R = 279 because of a lack of detailed data. The probability of being misclassified as recent is

fixed at 5, 2% for the purposes of this study.

2.6 The ZVITAMBO Dataset

This dataset consists of archived plasma specimens and data collected during the Zimbabwe

Vitamin A for Mothers and Babies trial (ZVITAMBO) in which 14110 postpartum mothers

were recruited within 96 hours of delivery between November 1997 and January 2000 and

followed at 6 weeks, 3 months and at 3-monthly intervals thereafter, for at least one year. The

data were collected at maternity clinics in greater Harare, Zimbabwe and the initial purpose of

the dataset was to test whether postpartum vitamin A supplementation can reduce incident HIV

among postpartum women and identify risk factors for HIV incidence. The conclusion of the

study done by Humphrey et al. (2006) was that among postpartum women, a single large-dose

9



2 TERMINOLOGY AND DATA DESCRIPTION

vitamin A supplementation had no effect on incidence, although low serum retinol was a risk

factor for seroconversion. The researchers concluded that further investigation is required to

determine whether supplementation of the vitamin to vitamin-A-deficient or anaemic women

can reduce HIV incidence.

In the subsequent chapters of this thesis, two subsets of the ZVITAMBO trail is used for analy-

sis. Sections 2.6.1 and 2.6.2 describes these two subsets.

2.6.1 Subset I Data

In our analyses a subsample of 186 HIV-1-positive women from the ZVITAMBO data is used.

These women each provided at least two samples and seroconverted during follow-up. The

dataset consists of three variables: an unique identification number, the normalised OD count

and a time value. This time value is rescaled to zero, which means that date of last negative is

seen as time equals zero (t = 0) and follow-up times are measured in days since last negative.

Table 2.2 contains, as an example, the data of three of the women, which depicts the main types

of data observed. The full dataset appears in the appendix.

The first type of woman, of which individual 10030G is an example, has OD greater than 0, 8

at first positive follow-up. The second type, of which individual 23817Z is an example, has the

development that is expected: a small OD at first positive which gradually increases over time

and reaches 0, 8 after some time has passed. Individual 16963A is an example of the last type,

which contains women who did not reach an OD of 0, 8 during the trial.

Figure 2.2 illustrates a subset of the data, where time at zero indicates a particular woman’s

last negative consultation. All lines in the graph start at the number of days since last negative,

where the women were for the first time diagnosed as HIV positive.

It is clear that the majority of women have times as measured in black in Figure 2.2 where at

least one follow-up time yields a OD less than 0, 8 and more than one follow-up time yield

OD levels above 0, 8, similar to individual 23817Z. Some women never reach OD of 0, 8 and

some women have OD larger than 0, 8 at first follow-up. These last two groups of women may

10



2 TERMINOLOGY AND DATA DESCRIPTION

influence our estimators to over- or under-estimate the window period and therefore under- or

over-estimate incidence. The data can be analysed as 4 different groups and estimates can be

compared accordingly:

Scenario 1: All the data used in the estimations (all 186 women’s follow-up times used).

Scenario 2: Excluding the women whose the OD never reached 0, 8 (yellow line).

Scenario 3: Excluding the women whose the OD is above 0, 8 at first positive time (green line).

Scenario 4: Excluding women from both scenarios 2 and 3, therefore only using women whose

OD spanned the range above and below 0, 8.

Table 2.2 An example subset of the data

ID Times OD-n
10030G4 89 0.866
10030G5 180 2.0511
10030G6 270 2.1315
10030G7 363 2.3353
10030G8 459 2.1544
10030G9 550 2.4024

23817Z3 84 0.0753
23817Z4 192 0.4156
23817Z5 267 0.7699
23817Z6 366 1.3870
23817Z7 448 1.8155
23817Z8 549 2.1937
23817Z9 631 2.2849

16963A2 91 0.0812
16963A3 182 0.2024
16963A4 273 0.2789
16963A5 364 0.6376
16963A6 455 0.6728
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Figure 2.2 HIV positive follow-ups: serial plasma samples.

2.6.2 Subset II Data

In the study done by Hargrove et al. (2008), different subsamples of the women were taken

to compare the results. Only women with more than two follow-ups were included and taking

a minimum of 3, 4 or 5 follow-ups resulted in small, non-significant changes in results. For

the purpose of this study women with a minimum of three follow-ups are included in subset

II. Another important factor that was considered is that estimates are inherently less reliable

for large values of the time (t0) between the last negative and first positive samples, because

of the increasing uncertainty of the time of seroconversion. As results are also unreliable for

small values of t0 because of the small number of women who qualify, only the subsample

of women who had 75 < t0 < 180 were used. This smaller dataset of women can also be

subdivided into the four scenario’s discussed in the previous section and further analyses will

include these, resulting in different estimators for window period and incidence. Hargrove et al.

(2008) included only those individuals whose OD counts spanned the range above and below

0, 8, therefore the women of scenario 4.

12



2 TERMINOLOGY AND DATA DESCRIPTION

2.7 Conclusion

The main aim in subsequent chapters is to propose other ways to estimate the window period

for each individual and the resulting estimates of central location of the window period are

used in incidence calculations. In Chapter 3, a non-parametric approach will be followed to

obtain estimates of the mean and the median window period with the aid of survival techniques.

Only subset I data will be used since no additional information will be gained or lost with this

technique when the statistician uses a minimum of two or three observations per individual, as

when using subset II data.
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CHAPTER 3

NON-PARAMETRIC APPROACH

3.1 Introduction

The first approach that is followed to estimate the window period focuses on the use of survival

techniques for censored data. This approach involves a non-parametric statistical analysis and

makes no assumptions about a parametric model or underlying distribution of the observed

data. It was developed due to difficulties statisticians found in analysing time-to-event data,

for example time to death or, as in this case, time to reach OD of 0, 8 since seroconversion.

A common feature of time-to-event data, especially in a medical context, is that it contains

either censored or truncated observations, or both. Censored data arises in the current setting

when an individual’s window period is only partially known. The three most common censoring

scenario’s are right censoring, where the only information is that the person has not experienced

the event at a given time, left censoring where it is known that the person experienced the event

before the start of the study, or interval censoring, where it is known that the event happened

within a known interval. With left truncation, only individuals who have not experienced the

event for a sufficient time are included in the study and with right truncation only individuals

who have experienced the event by a certain time are included in the study. In the study at hand,

the ZVITAMBO data can be regarded as a double interval censored set, since seroconversion

(the event) occured between last negative and first positive time and time to reach OD of 0, 8

(second event) may occur between two known times or may still occur in future (right censored).

Estimates for interval censored data are obtained by modification of the estimates for right

censored data. The subsequent sections describe the major techniques used to analyse right-

and interval censored data.

14



3 NON-PARAMETRIC APPROACH

3.2 Some Important Parameters

The survival function, mean- and median lifetimes are some of the important parameters in

survival analysis.

3.2.1 The Survival Function

The time until an individual experiences an event is a non-negative random variable T . One of

the aims of survival analysis is to obtain an estimate of the survival function

S(t) = Pr(T > t), (3.1)

which is the probability of surviving beyond time t. The survival function defined in (3.1) is

a monotonic decreasing function and if lifetimes are discretely observed, the survival function

estimator is a decreasing step function.

For the continuous random variable T , the survival function is the complement of the cumulative

distribution function, F (t) or S(t) = 1−F (t), where F (t) = Pr(T ≤ t). The survival function

is therefore related to the probability density function f(t), with

S(t) =

Z ∞

t

f(t)dt.

Hence,

f(t) = −dS(t)
dt

.

The survival function will be equal to one at time zero, S(0) = 1, and tends to zero as the time

approaches infinity. The rate of decline of the function depends on the risk of experiencing the

event at time t.

In the ZVITAMBO dataset the women are observed at discrete follow-up times. Suppose that

T can take on the values

tj, j = 1, 2, ...

with probability mass function

p(tj) = Pr(T = tj), j = 1, 2, ...

15



3 NON-PARAMETRIC APPROACH

and

t1 < t2 < ...

The survival function for a discrete random variable T is given by

S(t) =
X
tj>t

p(tj).

The parameters discussed in the subsequent section are all related to the survival function.

3.2.2 Mean and Median Lifetime

The mean residual life at time t is a parameter that measures expected remaining lifetime con-

ditional on survival beyond time t and is defined as

mrl(t) = E(T − t|T > t).

For a continuous random variable,

mrl(t) =
R∞
t
(x− t)f(x)dx

S(t)
=

R∞
t

S(x)dx

S(t)
.

The mean lifetime, µ = mrl(0) is defined as

µ = E(T ) =

Z ∞

0

xf(x)dx =

Z ∞

0

S(x)dx. (3.2)

The variance of the random variable T is related to the survival function by

V (T ) = 2

Z ∞

0

xS(x)dx−
·Z ∞

0

S(x)dx

¸2
. (3.3)

The 100 × pth percentile of the distribution of T is the largest tp such that

S(tp) ≤ 1− p, i.e., tp = inf {x : S(x) ≤ 1− p} . (3.4)

Therefore, the estimated median lifetime is the smallest time t for which bS(t) ≤ 0, 5. For a

continuous variable T the median lifetime can be found by solving S(t0.5) = 0, 5.

The next section describes techniques to obtain estimates for these quantities.
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3 NON-PARAMETRIC APPROACH

3.3 Non-parametric Estimation

Censoring and truncation were briefly discussed in section 3.1. The subsequent sections explore

the estimation of the survival function and mean- and median lifetimes for right-censored data

and the modifications of these estimators for interval-censored data.

3.3.1 Right-Censoring

The next sections describe estimation methods for the survival function and the mean- and

median lifetime of right censored data.

3.3.1.1 The Survival Function

A standard estimator of the survival function, proposed by Kaplan and Meier (1958), is the

so-called Product-Limit estimator. Before going into the definition of this estimator, suppose

that events occur at D distinct times. Suppose these times are denoted as t1 < t2 < ... < tD

and that at time ti there are di events. Let Yi be the number of individuals who are at risk at

time ti i.e. the number of persons who do not experience the event before time ti. Yi also

includes the number of persons who experience the event at time ti. The quantity di
Yi

provides a

crude estimate of the conditional probability that an individual who survives just prior to time

ti experiences the event at time ti. The Product-Limit estimator is now defined for all t as:

bS(t) = ½ 1

Πti≤t
h
1− di

Yi

i if t < t1,

if t ≥ t1.
. (3.5)

For values of t beyond the largest observation time, this estimator is not well defined. The

estimator in (3.5) is a step function with jumps at the observed event times. The size of these

jumps depends not only on the number of events observed at each event time ti, but also on the

pattern of the censored observations prior to ti.

The variance of the Product-Limit estimator is estimated by Greenwood’s formula (Greenwood,

1926): bV hbS(t)i = bS(t)2X
ti≤t

di
Yi(Yi − di)

. (3.6)
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3 NON-PARAMETRIC APPROACH

These estimates can be used to obtain a confidence interval for the survival function (3.1) at a

fixed time t0. Let

σ2S(t) = bV hbS(t)i /bS(t)2,
then the most commonly used 100× (1 − α)% confidence interval for the survival function at

time t0, the so-called linear confidence interval, is defined byhbS(t0)− Z1−α/2σS(t0)bS(t0), bS(t0) + Z1−α/2σS(t0)bS(t0)i , (3.7)

where Z1−α/2 is the 100 × (1 − α/2)% percentile of a standard normal distribution. Borgan

and Liestol (1990) suggested transforming (3.5) to obtain better confidence intervals. A log-

transformation of (3.5) yields the 100× (1− α)% confidence interval

hbS(t0)1/θ, bS(t0)θi , where θ = exp

Z1−α/2σS(t0)

log
hbS(t0)i

 . (3.8)

This transformation will ensure that the interval is always contained between zero and one.

Other transformations e.g. the arcsine-square root transformation exists that yields more com-

plicated expressions, but will not be discussed and used in this study.

Estimates of mean and median lifetime for right censored data are discussed in the subsequent

section.

3.3.1.2 Mean and Median Lifetime

Non-parametric estimates of the quantities in (3.2) and (3.3) can be obtained by simply sub-

stituting the Product-Limit estimator (3.5) for the survival function in the respective formulae.

Because of the fact that the Product-Limit estimator is not well defined for values of t beyond

the largest observation time, it is better to take the integral in (3.2) only up to τ instead of up

to∞, where τ is either the longest observed time or a preassigned time. The estimated mean

restricted to the interval [0, τ ] is

bµτ = Z τ

0

bS(x)dx. (3.9)
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The variance of (3.9) is

bV [bµτ ] = DX
i=1

·Z τ

ti

bS(x)dx¸2 di
Yi(Yi − di)

(3.10)

and a 100× (1− α)% confidence interval for the mean is expressed by

bµτ ± Z1−α/2 × s.e.(bµτ ). (3.11)

A non-parametric estimate for the median lifetime is obtained in a similar manner by substitut-

ing the Product-Limit estimator in (3.4) for p = 0, 5 as follows:

btp = inf nx : bS(x) ≤ 1− p
o
. (3.12)

It is difficult to compute a standard error for the estimate in (3.12) because it requires an estimate

of the density function of T at tp. An alternative was suggested by Brookmeyer and Crowley

(1982). Modifications were made on the interval constructions of (3.7) and (3.8) for S(t), which

do not require estimation of the density function. The linear 100×(1−α)% confidence interval

for tp is the set of all points x which satisfy the following condition:

−Z1−α/2 ≤
bS(x)− (1− p)

s.e.(bS(x)) ≤ Z1−α/2. (3.13)

The 100× (1− α)% confidence interval for tp based on the log-transformed interval is the set

of all points x which satisfy the following condition:

−Z1−α/2 ≤
h
log
n
− log

hbS(x)io− log {− log [1− p]}
i hbS(x) log hbS(x)ii

s.e.(bS(x)) ≤ Z1−α/2.

(3.14)

These estimates can similarly be obtained for interval-censored data, as will be shown in the

subsequent sections.

3.3.2 Interval-Censoring

The subsequent sections describe the modification of the estimators for the survival function

and the mean- and median lifetime of right-censored data, to apply to interval-censored data.
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3 NON-PARAMETRIC APPROACH

3.3.2.1 Survival Function

The ZVITAMBO dataset contains interval censored data as will be discussed in Section 3.5.

Interval censoring occurs when all that is known is that an individual’s event time falls within

an interval (Li;Ui] where Li is the left endpoint and Ui is the right endpoint of the censoring

interval. Estimates for left censored data are obtained by a modification of the Product-Limit

estimator, as suggested by Turnbull (1976). Turnbull’s algorithm can easily be modified to

obtain an estimate of the survival function for interval censored data. This modification is

summarised in the subsequent paragraphs.

Let 0 = τ 0 < τ 1 < . . . < τm be a grid of time points which includes all the points Li, Ui

for i = 1, . . . , n. For the ith observation, define a weight αij to be 1 if the interval (τ j−1; τ j] is

contained in the interval (Li;Ui], and 0 otherwise. Note that αij is an indicator of whether the

event which occurs in the interval (Li;Ui] could have occurred at τ j . An initial guess of S(τ j),

j = 1, ...,m is made. The algorithm is as follows:

i Calculate the probability of an event’s occurring at time τ j as pj = S(τ j − 1) − S(τ j) for

j = 1, . . . ,m.

ii Estimate the number of events which occurred at τ j by

dj =
nX
i=1

αijpjX
k
αikpk

.

Note that the denominator is the total probability assigned to possible event times in the interval

(Li;Ui].

iii Calculate the estimated number of persons at risk at time τ j , by

Yj =
mX
k=j

dk

iv Calculate the updated Product-Limit estimator by using the pseudo data found in steps (ii)

and (iii). If the updated estimate of S(τ j) is close to the previous estimates of S(τ j) for all τ j‘s,
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stop the iterative process, otherwise repeat step (i) to (iii) using the updated estimate of S(τ j).

3.3.2.2 Mean and Median Lifetime

Estimates for the mean and median lifetime for interval censored data are calculated in the same

way as those for right censored or left truncated data as described in Section 3.3.1.2. The mean

is found by substituting the converged estimate of the survival function found in Turnbull’s

algorithm in the previous section into (3.9). Estimates of the variance and 100 × (1 − α)%

confidence interval is obtained by substituting the converged estimates of the survival function

into (3.10) and (3.11) respectively.

Similarly, estimates for the median lifetime and 100 × (1 − α)% confidence intervals for the

median are found by substituting Turnbull’s estimate of survival into (3.12), (3.13) and (3.14).

The next sections describe the application of survival analysis techniques to the ZVITAMBO

dataset.

3.4 Application to the ZVITAMBO Data

The aim of this analysis is to estimate the window period, which is defined as the number of days

since seroconversion (with a baseline OD of 0, 0476) and the time OD is equal to 0, 8, which

can be seen as a recent infection. The data at hand is rescaled to zero, which means that t = 0

is time of last negative HIV result. Since the exact date of seroconversion and the date when

the OD is equal to 0, 8 are not known, an interval censoring scheme is applied to quantify these

times. This means that the time of seroconversion will be regarded as a time falling between two

known times and the time that OD equals 0, 8 will also be regarded as a time falling between

two known times. The intervals are obtained for the data of the ZVITAMBO women. When

these two intervals are combined, an interval for the window period is formed. As explained

in Section 2.5.1, there are three different groups of women and the method of obtaining the

intervals will be different for each type. To illustrate this, consider the three women in Table

2.2.
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ID 10030G: This woman has an OD of 0, 8860 at time 89 days. It is known that she is sero-

negative at time 0, therefore she seroconverted and reached an OD of 0, 8 within 89 days. The

shortest window period possible for her will be greater than zero. The longest possible window

period for her will be if she seroconverted just after her measurement was taken at time 0 and

reached an OD 0, 8 just before her measurement was taken at time 89 days. This means that her

window period can fall within the interval (0; 89], meaning her window length is less than 89

days.

ID 23817Z: This woman seroconverted in the interval between time 0 and 84 days. She reached

an OD of 0, 8 in the interval between 267 and 366 days. Her shortest possible window period

will be if she seroconverted just before her measurement was taken at time 84 days and reached

an OD of 0, 8 just after her measurement was taken at time 267 days. Therefore her shortest

window will be 267 − 84 = 183 days. The longest possible window period for this individual

will be found if she seroconverted just after time 0 and reached an OD of 0, 8 just before time

366 days. This means that her window period can fall within the interval (183; 366], meaning

her window length must be larger than 183 days and shorter than 366 days.

ID 16963A: This woman have not reached an OD of 0, 8 at 455 days. It is known that she

seroconverted within 91 days. Therefore her shortest possible window time will be if she sero-

converted just before time 91 days and reached an OD of 0, 8 just after time 455 days. Since it

is not known if or when this person reached an OD of 0, 8, her longest possible window period

is infinity, meaning that she never reached an OD of 0, 8. The interval in which this individual’s

window period can fall is therefore (455 − 91;∞) or (364;∞), meaning this interval can also

be considered as right censored.

Each of the women’s window period can be written as an interval:

Wi = (Li;Ui], i = 1, . . . , 186.

The window length is now regarded as the random variable in the estimation of the survival

function (3.1). Turnbull’s algorithm in section 3.3.2.1 is used to obtain estimates for the survival

functions of the women for each of the four scenarios described in Chapter 2. These estimated

survival functions are plotted against days for each scenario in the following graph:
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Figure 3.1: Survival function for the discrete random window periods.

It can be seen in Figure 3.1 that the survival curves for scenarios 1 and 3 take longer to reach 0

than the curves for scenarios 2 and 4. It can be assumed from this that scenarios 1 and 3 will

have longer median window lengths. One can also see that the area under the curve for scenario

3 will be much larger than that for scenario 2, which leads to the assumption that scenario 3 will

have a much larger mean window period than scenario 2. This statements can be confirmed by

estimating the mean and median lifetime for all the scenarios.

The mean and median window period together with their 100×(1−α)% confidence intervals are

estimated by substituting the survival function estimates into the formulae in Section 3.3.1.2.

A summary of these estimates are given in the following tables. Note that the linear 95%

confidence interval will be used for the median.
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Table 3.1: Median window period and 95% linear confidence interval for the median.

MEDIAN LOWER UPPER
Scenario 1 185 106 207
Scenario 2 115 106 183
Scenario 3 185 129 276
Scenario 4 140 129 183

Table 3.2: Mean window period and 95% confidence interval for the mean.

MEAN LOWER UPPER
Scenario 1 184 166 201
Scenario 2 135 126 144
Scenario 3 211 190 231
Scenario 4 159 147 170

Both the estimated means and the medians of the window period for scenario 2 are much shorter

than those for scenario 3, which has the longest mean and median window period. This is

because scenario 2 does not include those women who never reach a BED OD value of 0, 8 and

these women therefore do not skew the results to be larger than they should be. In contrast to

this, the women with the shortest possible window lengths (who were OD=0,8 at first positive)

are not included in scenario 3 and therefore the mean and median for this group will be larger,

an over-estimation. It will be better to use scenario 4, where all of these outliers are excluded

and the mean and median are calculated using only the women who show normal development

of HIV. The only concern when making this statement is that scenario 1 includes all 186 women

in the study and scenario 4 includes only 107 of them. Using the complete data may lead to

smaller errors.

The information in Tables 3.1 and 3.2 can be used to obtain estimates for incidence. Note that

25 days will be added to Ω0 in Tables 3.1 and 3.2. The estimate for incidence adjusted for the

proportion of misclassified as recent converters given in (2.2) will be used. As an alternative to

a method of using the standard error of the incidence estimator to obtain confidence intervals,

a simplified method is used to obtain confidence intervals of incidence. The lower and upper

bounds of Tables 3.1 and 3.2 are directly substituted into bIII = R−εP
R+ωN−εT . This means that with

ω = Ω/365,Ω is replaced by the lower and upper bounds of Tables 3.1 and 3.2.
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Table 3.3: Estimated incidence and 95% linear confidence interval using the median.

INCIDENCE LOWER UPPER
Scenario 1 3,1% 2,79% 5,17%
Scenario 2 4,8% 3,13% 5,17%
Scenario 3 3,1% 2,12% 4,33%
Scenario 4 4,01% 3,13% 4,33%

Table 3.4: Estimated incidence and 95% confidence interval using the mean.

INCIDENCE LOWER UPPER
Scenario 1 3,11% 2,86% 3,43%
Scenario 2 4,15% 3,91% 4,42%
Scenario 3 2,74% 2,51% 3,02%
Scenario 4 3,57% 3,35% 3,84%

The estimate of incidence using the mean for the women of scenario 4 is close to the prospec-

tively estimated incidence of 3.4% [95% confidence interval (CI), 3.0%-3.8%] (Humphrey et

al., 2006). It can be noted that the median is more appropriate to use as an estimate of central

location in this case due to the uncertainty in the right tail. The mean will in most cases be an

underestimate of central location.

3.5 Conclusion

The window length is estimated using a non-parametric survival analysis technique. No para-

metric interpolation is used to obtain the cut-off time where the BED OD reaches 0, 8 or the

seroconversion time point. On the negative side, only time points that will define the interval

boundaries were used, which means that three or more successive time points for any specific

woman were not fully utilised. However, time points as few as two per women could be used in

this estimation of window length. Using the mean window period the estimate of incidence is

close to the prospectively estimated incidence, but the higher incidence using the median may

be more appropriate as there exists uncertainty in the right tail of the distribution of window

periods.

The subsequent chapter looks into a longitudinal data analysis of the ZVITAMBO dataset,

which applies a general linear mixed model to obtain estimates of incidence.
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CHAPTER 4

LONGITUDINAL DATA ANALYSIS

4.1 Introduction

The defining feature of longitudinal studies is that repeated measurements are taken on a subject

through time, thereby allowing the direct study of change over time. The primary goal of a

longitudinal data analysis is to characterise the change in response over time and the factors

that influence change. The resulting model is able to study changes over time within subjects

and changes over time between groups. Measurements on the same experimental unit are likely

to be correlated, those closer in time more than those measurements further apart in time. Often

variances in longitudinal data change over time as well. Repeated measurements analysis must

account for this possibly complicated covariance structure. If the number and timing of the

repeated measurements are the same for all the individuals it is a balanced study. Due to the

human element one will very seldom find balanced data in longitudinal studies done over a long

period of time as some individuals may miss scheduled visits or dates of observation. The aim

of the ZVITAMBO trial was to observe women at 6 weeks after recruitment, at 3 months and at

3-monthly intervals thereafter, for at least one year. Few of these visits occurred at these exact

dates and some not at all. The ZVITAMBO dataset is therefore unbalanced. The subsequent

sections will describe a longitudinal data analysis for unbalanced data, with the help of the

general linear mixed model. A longitudinal data analysis will be applied to the ZVITAMBO

dataset so as to estimate a window period for each individual. Bootstrap methods to obtain

estimates of the mean and median window period will also be described.

4.2 Analysis of Variance

One of the earliest proposals for analysing correlated responses was the repeated measures
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analysis of variance (ANOVA) or mixed model analysis of variance. In this model the corre-

lation among repeated measurements is assumed to arise from the additive contribution of an

individual-specific random effect to each measurement on any individual (Fitzmaurice et al.,

2004). The ANOVA model leads to positive and constant correlation among any pair of re-

peated measures, regardless of the time that has elapsed between the measurement occasions.

This constraint on the correlation among repeated measurements are unappealing for longitu-

dinal data, where the correlations are expected to decay with increasing separation in time.

Another important assumption regarding the ANOVA model is constant variance across time,

which is often an unrealistic assumption in longitudinal studies.

The ANOVA model for repeated measures was developed for designed experiments where the

data was balanced, complete and had only discrete covariates. It will therefore not be used to

analyse the unbalanced and incomplete ZVITAMBO dataset with a continuous covariate, time.

The ANOVA model can be extended to form the multivariate analysis of variance (MANOVA)

model which can handle cases where there are multiple response variables. The MANOVA

model can also not be applied to unbalanced data.

Another important question in longitudinal studies is how to treat missing observations or in

general missingness in a dataset. The subsequent section will touch on this issue.

4.3 Missing Data

Since missing data is the rule and not the exception in longitudinal studies, one needs methods of

analysis that can handle unbalanced data without having to discard data on individuals with any

missing observations. The obvious result of missing data is a loss of information and reduced

precision in estimates of the mean response over time. This drawback depends directly on the

amount of missing data and how the method of analysis uses the available data. Using only

the complete cases will be the least efficient method. Another important aspect is that certain

assumptions about the reasons for missingness should be made.

A distinction is made between missing data mechanisms that are referred to as missing com-

pletely at random (MCAR) and missing at random (MAR). This distinction determines whether

one will use maximum likelihood estimation under the assumption of a multivariate normal dis-
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tribution for the responses or the generalised least squares estimation that does not require any

assumptions about the shape of the distribution.

In both MCAR and MAR the failure to observe a certain data point is assumed independent

of the unobserved (missing) value. With MCAR data, the missingness must be completely

independent of all other variables as well. With MAR data, the missingness may depend on

other variables in the model, and through these be correlated with the unobserved values. It

is clear that MCAR is a much more restrictive assumption than MAR. The failure to observe

a certain data point may also be dependent of the unobserved value or dependent on other

variables. In this case the missing data mechanism is called missing not at random (MNAR).

As will be shown in subsequent sections, the linear mixed model will be used, which allows a

flexible approach to modelling longitudinal data. Data does not need to be balanced and all the

available data will be used. The method that is used is the so-called likelihood-based ignorable

analysis (Verbeke and Molenberghs, 2000) and leads to a valid analysis when data is MAR,

which can be assumed in the ZVITAMBO study. The general linear mixed model, which is the

back bone of a longitudinal data analysis will be discussed in the subsequent section.

4.4 The General Linear Mixed Model

A appealing aspect of the general linear mixed model is its flexibility in accommodating any

degree of imbalance in longitudinal data, along with its ability to account for the covariance

among the repeated measures. This linear mixed effects model is an extension of the general

linear regression model, which is briefly discussed in the subsequent section.

4.4.1 The General Linear Model

A specific feature of the general linear model is that the mean response is linear in the regression

parameters. This standard linear regression model can be defined as

Y = Xβ + ε, (4.1)

where Y is the vector of observed responses, X is the design matrix of predictor variables, β is

the vector of regression parameters and ε is the vector of random errors. The vector of random
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errors ε, is assumed to have mean zero and therefore the regression model given by (4.1) implies

that

E(Y |X) = µ = Xβ,

where µ is the vector of means. This model describes how the vector of mean responses is

related to the covariates. It is assumed that the random errors are independent and normally

distributed, i.e. ε ∼ N(0,Σ), where Σ = σ2I.

The general linear model for longitudinal data is somewhat different. The response vector Y i

now represents the responses for individual i which will not be independent, especially those

observed close to each other in time. The response vector Y i is assumed to comprise of two

components: a systematic component Xiβ and a random component εi. The systematic com-

ponent implies that the mean response can be expressed as a simple, weighted sum of the fixed,

but unknown regression coefficients β. The random variability of Y i arises from the addition

of εi, the random component. This implies that assumptions made about the shape of the dis-

tribution of the random errors translate into assumptions about the shape of the distribution of

Y i given Xi. This can be translated to mean that the respective distributions of Y i and εi differ

only in the sense that the errors have a distribution with a mean that is centered at zero and that

of Y i is centered at Xiβ.

It will be assumed throughout that the random errors are normally distributed, εi ∼ N(0,Σi).

The covariance matrix will not be a diagonal matrix of constant variances, since error terms

may be correlated. The vector of continuous responses will also have a multivariate normal

distribution with mean response vector

E(Y i) = µ
i
= Xiβ, (4.2)

and covariance matrix

Cov(Y i) = Σi,

therefore

Y i ∼ N(Xiβ,Σi).
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The subsequent section extends (4.1) to the general linear mixed model.

4.4.2 Extension of the General Linear Model to Linear Mixed Models

The underlying idea of linear mixed models is that some subset of the regression parameters

vary randomly from one individual to another, thereby accounting for sources of natural hetero-

geneity in the population. That is, individuals in the population are assumed to have their own

subject-specific mean response over time and a subset of the regression parameters are now re-

garded as being random. The distinctive feature of linear mixed effects models is that the mean

response is modelled as a combination of population characteristics, β, that are assumed to be

shared by all individuals, and subject specific effects that are unique to a particular individual.

The former are referred to as fixed effects, while the latter are referred to as random effects. The

term mixed is used in this context to denote that the model contains both fixed and random ef-

fects (Fitzmaurice et al., 2004). This extension of the general linear regression model can be

defined as

Y i = Xiβ + Zibi + εi, (4.3)

where Zi is the design matrix, bi is the vector of random-effect parameters and εi is no longer

required to be independent and homogeneous. The vector bi is allowed to vary over subjects

and these subject-specific coefficients reflect the natural heterogeneity in the population. The

vector β, as in the general linear model, represents parameters that are assumed to be the same

for all subjects.

To fix ideas, consider the following example of a linear mixed effects model with intercepts and

slopes that vary randomly among individuals. That is, for the ith subject at the jth measurement

occasion,

Yij =
£
1 tij

¤ ∙β1
β2

¸
+
£
1 tij

¤ ∙b1i
b2i

¸
+ εij

= β1 + β2tij + b1i + b2itij + εij ,

where j = 1, ..., ni, tij is a covariate such as time and ni is the number of measurements for
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subject i. This can be rewritten as

Yij = (β1 + b1i) + (β2 + b2i)tij + εij , (4.4)

which is a clear indication that subject i has a randomly varying intercept and slope. Omitting

the random variables reflecting subject-specific slopes generates a random intercepts model,

defined as

Yij = β1 + β2tij + b1i + εij

= (β1 + b1i) + β2tij + εij.

The inclusion of the random errors εij allows the response at any occasion to vary randomly

above and below the subject-specific trajectories.

An important distinction can be made between the conditional and marginal means of Y i. The

conditional or subject-specific mean of Y i, given bi is

E(Y i|bi) = Xiβ + Zibi, (4.5)

while the marginal or population-averaged mean of Y i, when averaged over the distribution of

the random effects bi, is

E(Y i) = E (E(Y i|bi)) (4.6)

= E(Xiβ + Zibi)

= Xiβ + ZiE(bi)

= Xiβ,

since E(bi) = 0. Hence, the fixed effects (regression parameters β) are assumed to be the same

for all individuals and have population averaged interpretations, e.g. in terms of changes in the

mean response, averaged over all individuals in the population. In contrast to this, the vector

bi, when combined with the corresponding fixed effects, comprises the random effects (subject-

specific coefficients) and describes the mean response profile of any individual, as defined in

(4.5).
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The linear mixed effect model allows for the explicit analysis of between-subject and within-

subject sources of variation in the responses. The subsequent section focuses on the covariance

structure of the linear mixed model.

4.4.3 Random Effects Covariance Structure

The random effects, bi are assumed to have a multivariate normal distribution with mean zero

and covariance matrix G, i.e. bi ∼ N(0, G). The vector of errors, εi, is assumed to be inde-

pendent of bi and is also assumed to have a multivariate normal distribution with mean zero

and covariance Ri, that is εi ∼ N(0, Ri). This matrix describes the dependence among the

longitudinal observations when focusing on the conditional mean response profile of a specific

individual, defined in (4.5). Section 4.4.4 describes features of Ri.

In Section 4.4.2 a distinction was made between subject-specific mean defined in (4.5) and

the population averaged mean defined in (4.6). In a similar way one can distinguish between

conditional and marginal covariances. The conditional covariance of Y i, given bi is

Cov(Y i|bi) = Cov(εi) = Ri,

while the marginal covariance of Y i, averaged over the distribution of bi, is

Cov(Y i) = Cov(Zibi) + Cov(εi) (4.7)

= ZiCov(bi)Z
0
i + Cov(εi)

= ZiGZ
0
i +Ri.

This marginal covariance matrix will generally have non-zero off-diagonal elements, thereby

accounting for the correlation among the repeated observations on the same individuals in a

longitudinal study. The subsequent section explores Ri.

4.4.4 Residual Covariance Structure

Often, it is assumed thatRi is the diagonal matrix σ2Ini where ni is the number of measurements

for individual i. In this case the errors are uncorrelated, have equal variance and are sampling
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or measurement errors. This is often referred to as the conditional independence assumption,

that is, given the random effects bi, the measurement errors are independently distributed with a

common variance σ2. This assumption may lead to unrealistically simple covariance structures

for the response vector Y i, especially for models with few random effects. These covariance

assumptions can be relaxed to allow a more general residual covariance structure Ri for the

vector εi of subject-specific error components. In the model proposed by Diggle, Liang and

Zeger (1994), it is assumed that εi has constant variance and can be decomposed as

εi = ε(1)i + ε(2)i (4.8)

in which ε(2)i is a component of serial correlation, suggesting that at least part of an individ-

ual’s observed profile is a response to time-varying stochastic processes operating within that

individual. This type of random variation results in a correlation between measurements, which

is usually a decreasing function of time between measurements (Verbeke and Molenberghs,

2000). The first part of (4.8), ε(1)i, is an extra component of measurement error reflecting

variation added by the measurement process itself. The linear mixed model (4.3) can now be

expressed as

Y i = Xiβ + Zibi + ε(1)i + ε(2)i,

with

ε(1)i ∼ N(0, σ2Ini) and ε(2)i ∼ N(0, τ 2Hi)

and all bi, ε(1)i and ε(2)i mutually independent. A specific structure is assumed for the (ni × ni)

correlation matrix Hi. It depends only on i through the number of observations ni and through

the time points tij at which measurements were taken. It is assumed that the(j, k) element hijk
of Hi is modelled as

hijk = g(|tij − tik|)

for some decreasing function g(·) with g(0) = 1. This means that the correlation between ε(2)ij

and ε(2)ik only depends on the time interval between measurements yij and yik and decreases

as the time between these measurements increases. The exponential, g(u) = exp(−φu), and

the Gaussian, g(u) = exp(−φu2), serial correlation functions are frequently used functions for
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g(·) (Verbeke and Molenberghs, 2000). The residual covariance structures as a result from this

approach are further discussed in Section 4.6.1.

The subsequent section regards the estimation of all the relevant parameters.

4.5 Estimation of the Marginal Model

As derived in (4.6) and (4.7), the hierarchical general linear mixed model given by

Y i = Xiβ + Zibi + εi, (4.9)

with

bi ∼ N(0, G) and εi ∼ N(0, Ri),

where b1, ..., bN , ε1, ..., εN mutually independent, implies the marginal model

Y i ∼ N(Xiβ,ZiGZ
0
i +Ri), (4.10)

which can be used for inference. The subsequent sections describe two ways of estimating the

parameters in the marginal distribution.

4.5.1 Maximum Likelihood Estimation

Let α denote the vector of all variance and covariance parameters in Vi = ZiGZ
0
i + Ri. Let

θ = (β0, α0) be the s-dimensional vector of all parameters in the marginal model for Y i and

N be the number of individuals in the study. The classical approach to inference is based on

estimators obtained from maximising the marginal likelihood function

LML(θ) =
NY
i=1

½
(2π)−ni/2 |Vi(α)|−1

2 × exp
µ
−1
2

¡
Y i −Xiβ

¢0
V −1i (α)

¡
Y i −Xiβ

¢¶¾
(4.11)

with respect to θ. If α were known, the maximum likelihood estimator (MLE) of β, obtained
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from maximising (4.11), conditional on α, is given by

bβ(α) = Ã NX
i=1

X 0
iWiXi

!−1 NX
i=1

X 0
iWiyi, (4.12)

where Wi = V −1i (Laird and Ware, 1982).

When α is not known, but an estimate bα is available, we can set

bVi = Vi(bα) =cW−1
i ,

and estimate β by using (4.12) in which Wi is replaced by cWi. The maximum likelihood es-

timator of α is obtained by maximising (4.11) with respect to α, after β is replaced by (4.12).

This approach arises naturally when we consider the estimation of α and β simultaneously by

maximising the joint likelihood (4.11) (Verbeke and Molenberghs, 2000).

4.5.2 Restricted Maximum Likelihood Estimation

In order to understand restricted maximum likelihood (REML) estimation for the linear mixed

model, the examples in the subsequent section should be discussed first.

4.5.2.1 Variance Estimation in Normal Populations

If the mean µ of a normal distribution N(µ, σ2) based on a sample Y1,..., YN is known, the MLE

for σ2 equals

bσ2 = 1

N

NX
i=1

(Yi − µ)2,

which is unbiased for σ2. Unknown µ is replaced by Y = 1
N

NP
i=1

Yi which leads to

E(bσ2) = N − 1
N

σ2, (4.13)

indicating that the MLE is biased downward due to the estimation of µ. An unbiased estimate

is easily obtained from (4.13), yielding the classical sample variance

S2 =
1

N − 1
NX
i=1

(Yi − Y )2. (4.14)
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Let Y = (Y1, ..., YN)0 be the vector of all measurements and 1N be a N−dimensional vector of

unity. The distribution of Y is thenN(µ1N , σ2IN). LetA be anyN×(N−1)matrix with (N−1)
linearly independent columns orthogonal to the vector 1N . Now define U the vector of N − 1
so-called error contrasts as U = A0Y , which now has distribution N(0, σ2A0A). Maximising

the corresponding likelihood with respect to the only remaining parameter σ2 yields

bσ2 = Y A(A0A)−1A0Y /(N − 1),

which can be shown to equal (4.14). This estimator is called the REML estimator since it is

restricted to N − 1 error contrasts.

Similarly, in the estimation of the residual variance in the linear regression model (4.1) where

the ε’s are independently and normally distributed with mean 0 and variance σ2, the MLE for

σ2 equals bσ2 = 1

N
(Y −X(X 0X)−1X 0Y )0(Y −X(X 0X)−1X 0Y ),

which can be easily shown to be biased downward by a factor (N−p)/N , where X is a (N×p)

matrix of known covariates. Following the same method as above, but with A now being any

N × (N − p)matrix with N − p linearly independent columns orthogonal to the columns of X,

maximising the corresponding likelihood with respect to σ2 yields

bσ2 = 1

N − p
(Y −X(X 0X)−1X 0Y )0(Y −X(X 0X)−1X 0Y ), (4.15)

which is the mean squared error and an unbiased estimate of σ2. If matrix A satisfies the

specified conditions, (4.15) is the REML estimator for σ2. The subsequent section applies this

technique to the linear mixed model.

4.5.2.2 REML Estimation for the Linear Mixed Model

Combine all N subject-specific regression models (4.9) to one model:

Y = Xβ + Zb+ ε,

where the vectors Y , b and ε and the matrix X are obtained from stacking the vectors Y i, bi
and εi and the matrices Xi respectively, underneath each other. Z is the block-diagonal matrix
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with blocks Zi on the main diagonal and zeros elsewhere. The dimension of Y equals
PN

i=1 ni

and will be denoted by n. The marginal distribution of Y is N(Xβ, V (α)) where V (α) equals

the block-diagonal matrix with blocks Vi on the main diagonal and zeros elsewhere. Define U

the vector of error contrasts as U = A0Y where A is any n × (n − p) full-rank matrix with

columns orthogonal to the columns of the X matrix. The vector U is therefore distributed

N(0, A0V (α)A), which is not dependent on β anymore. Harville (1974) has shown that the

likelihood of the error contrasts can be written as

L(α) = (2π)−(n−p)/2
¯̄̄̄
¯
NX
i=1

X 0
iXi

¯̄̄̄
¯
1
2

×
¯̄̄̄
¯
NX
i=1

X 0
iV
−1
i Xi

¯̄̄̄
¯
−1
2 NY
i=1

|Vi|− 1
2

× exp
(
−1
2

NX
i=1

³
Y i −Xi

bβ´0 V −1i (α)
³
Y i −Xi

bβ´) , (4.16)

where bβ is given by (4.12). The REML estimator of α is obtained by maximising this likelihood

and, as in the examples explained in the previous section, does not depend on the choice of A.

Note that the MLE’s for the means in the examples in the sections above are independent of

residual variance σ2. This means that the estimates for the means do not change whether ML or

REML estimates are used for the variance components. This is however not true for the linear

mixed model. Although REML estimation is only with respect to the variance components, the

"REML" estimator for the vector of fixed effects is not identical to its ML version.

The likelihood function in (4.16) equals

L(α) = C

¯̄̄̄
¯
NX
i=1

X 0
iWi(α)Xi

¯̄̄̄
¯
−1
2

LML

³bβ(α), α´ , (4.17)

where C is a constant not depending on α, W−1
i = Vi(α) and where LML

¡
β, α

¢
= LML(θ)

is the maximum likelihood function given by (4.11). Because |PX 0
iWi(α)Xi| in (4.17) does

not depend on β, it follows that the REML estimators for α and for β can also be found by

maximising the so-called REML likelihood function

LREML(θ) =

¯̄̄̄
¯
NX
i=1

X 0
iWi(α)Xi

¯̄̄̄
¯
− 1
2

LML(θ)
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with respect to α and β simultaneously (Verbeke and Molenberghs, 2000). The subsequent

section looks into the comparison of the ML and REML methods.

4.5.3 Comparison between ML and REML Estimation

Both maximum likelihood and restricted maximum likelihood estimation are based on the like-

lihood principle, which has the properties of consistency, asymptotic normality and efficiency.

REML corrects for the downward bias in the ML estimators for the parameters in G and R

and REML handles strong correlations more effectively. The distinction between the ML and

REML becomes important only when the number of fixed effects is relatively large. In that

case, the comparisons favour REML.

Note that the matrix R is the block-diagonal matrix with blocks Ri on the main diagonal and

zeros elsewhere. The subsequent section discusses the very important issue of selecting the

structure for Ri.

4.6 Selecting the Appropriate Covariance Structure

The validity of the statistical inference of the general linear mixed model depends upon the

covariance structure selected for Ri. Therefore, a large amount of time spent on building the

model is spent on choosing a reasonable residual covariance structure, Ri.

4.6.1 Frequently used Covariance Structures

The simplest covariance structure is the independent or variance component model, which has

constant variance σ2 on the main diagonal and zeros elsewhere, thus within-subject error cor-

relation is zero. This may be a reasonable choice for the structure of Ri if the repeated mea-

surements occured at long enough intervals so that the correlation is effectively zero relative to

other variation.

The compound symmetry structure assumes constant within-subject error correlation (ρ) re-

gardless of the distance between time points. For example, if a person has three measurements,

the correlation between measurements 1 and 2 will be the same as the correlation between mea-
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surements 1 and 3. This is the assumption that univariate ANOVA makes, but is usually not a

reasonable choice in longitudinal data analysis. This covariance structure is given by

Ri =

 σ2 σ2ρ σ2ρ
σ2ρ σ2 σ2ρ
σ2ρ σ2ρ σ2

 .

The unstructured covariance structure assumes that the observations for each pair of times have

their own unique correlations. This is the covariance structure used in multivariate ANOVA and

is given by

Ri =

 σ21 σ12 σ13
σ12 σ22 σ23
σ13 σ23 σ23

 .
This approach requires the estimation of a large number of variance and covariance parameters

and can lead to computational problems, especially with unbalanced data. Although the un-

structured covariance structure does not require equal spacing of the time points, the structure

is not appropriate if the spacing between time points is different across subjects.

The first order autoregressive, AR(1), covariance structure assumes that the correlation between

observations is a function of the number of time points apart. In this structure, the correlation

between adjacent observations is ρ, ρ2 for observations 2 units apart and ρd for observations d

units apart. The resulting covariance structure for subject i who had 4 measurements can be

given by

Ri =


σ2 σ2ρ σ2ρ2 σ2ρ3

σ2ρ σ2 σ2ρ σ2ρ2

σ2ρ2 σ2ρ σ2 σ2ρ
σ2ρ3 σ2ρ2 σ2ρ σ2

 .
The AR(1) structure requires equally spaced longitudinal data. The Toeplitz covariance struc-

ture is similar to the AR(1) structure in that the pairs of observations separated by a common

distance share the same correlation. However, observations d units apart have correlation ρd

instead of ρd. This covariance structure also assumes equally spaced data (Patetta, 2005).
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Covariance structures that allow for unequal spacing are the spatial covariance structures. These

structures are very useful for unequally spaced longitudinal measurements where the correla-

tions decline as a function of time. Refer to Section 4.4.4 for background on these serial cor-

relations. The spatial power structure provides a direct generalisation of the AR(1) structure

for equally spaced data. Only two parameters ρ and σ2 need to be estimated in the covariance

matrix which can be defined as

Ri =

 σ2 σ2ρ|t1−t2| σ2ρ|t1−t3|

σ2ρ|t1−t2| σ2 σ2ρ|t2−t3|

σ2ρ|t1−t3| σ2ρ|t2−t3| σ2

 . (4.18)

This means that the correlation between a measurement taken at time 1 and at time 2 depends

on the number of days between these two time points.

The spatial Gaussian structure is another frequently used covariance structure for unequally

spaced measurements and is given by

Ri =


σ2 σ2 exp

³
−|t1−t2|2

ρ2

´
σ2 exp

³
−|t1−t3|2

ρ2

´
σ2 exp

³
−|t1−t2|2

ρ2

´
σ2 σ2 exp

³
−|t2−t3|2

ρ2

´
σ2 exp

³
−|t1−t3|2

ρ2

´
σ2 exp

³
−|t2−t3|2

ρ2

´
σ2

 . (4.19)

The correlation between a measurement taken at time 1 and at time 2 again depends on the

number of days between the two measurements. The difference between the spatial covariance

structures is the assumptions made on how the correlation between the error terms decreases

as the length of the time interval increases. A method is needed to help the statistician decide

on the best covariance structure and effectively the best model. A tool for model selection is

discussed in the subsequent section.

4.6.2 Information Criteria

Akaike’s Information Criterion (AIC) (Akaike, 1974) is a measure of the goodness of fit of an

estimated statistical model. It is a relative measure of the information lost when a given model

is used to describe actual observations and can be said to describe a trade-off between bias and

variance in model building or, stated differently, between precision and complexity. The AIC
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penalises the likelihood by the number of covariance parameters in the model, therefore

AIC = −2 log(L) + 2d, (4.20)

where L is the maximised value of the likelihood function for the estimated model and d is the

number of parameters in the model. The smaller the value, the better the model.

Other information criteria that may be used is the finite sample version of the AIC (AICC)

and the Schwarz’s Bayesian Information Criterion (BIC) (Schwarz, 1978). The AICC is AIC

with a second order correction for small sample sizes and it converges to AIC as the number of

observations n gets large. The BIC also penalises the likelihood, but the penalty is log(n) ∗ d
which is larger than 2d as in (4.20). For this reason, the BIC tends to choose less complex

models than the AIC and the AICC. The information criteria methodology attempts to find the

model that best explains the data with a minimum of parameters. A number of models will be

fitted on the ZVITAMBO data which will be validated with these criteria in section 4.8.

The subsequent section describes the use of bootstrap techniques to improve small-sample sta-

tistics.

4.7 Bootstrap Techniques

The subsequent sections provide a short description of the bootstrap method and how it can be

used to construct intervals for statistics in small samples. In the study of the ZVITAMBO data,

bootstrap techniques will be used to estimate more accurate mean and median window periods

as well as bootstrap intervals for these statistics.

4.7.1 Introduction to Bootstrap

The bootstrap is a computer-based method for assigning measures of accuracy to statistical

estimates (Efron and Tibshirani, 1993). Suppose the statistician is interested in the accuracy of

the mean of a small sample of n observations, x = (x1, x2, ..., xn) defined as x = 1
n

nP
i=1

xi. An

accuracy formula can be obtained for the mean of a sample, since the estimated standard error
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(s.e.) for a mean of a sample x is given by

s.e.(x) =
r

s2

n
, where s2 =

1

n− 1
nX
i=1

(xi − x)2. (4.21)

The standard error of any estimator is defined to be the square root of its variance, that is,

the estimator’s root mean square variability around its expectation. If this standard error was

very large considering the estimator, the estimate would be too inaccurate to depend on. Small

samples often lead to big variability.

None the less, the standard error is a good measure of accuracy. Unfortunately, for most sta-

tistical estimators other than the mean, there is no formula like (4.21) to provide the estimated

standard errors. In other words, it is hard to assess the accuracy of an estimate other than the

mean. A brief summary of the bootstrap estimate of a standard error follows.

Suppose a vector of independent data points x = (x1, x2, ..., xn) is observed from which we

compute a statistic of interest s(x). A bootstrap sample x∗ = (x∗1, x
∗
2, ..., x

∗
n) is obtained by

randomly sampling n times, with replacement, from the original data points x1, x2, ..., xn. The

bootstrap algorithm begins by generating a large number of independent bootstrap samples

x∗1, x∗2, ..., x∗B, each of size n. Corresponding to each bootstrap sample a bootstrap replication

of the statistic s, namely s(x∗b), b = 1, ..., B is evaluated. The bootstrap estimate of the standard

error is the standard deviation of the bootstrap replications,

s.e.(s(x)) =

(
BX
b=1

£
s(x∗b)− s(·)¤2 /(B − 1))1

2

(4.22)

where s(·) = 1
B

BP
b=1

s(x∗b). The precision of estimates can now be assessed with (4.22), without

having closed-form expressions for the standard errors. Computation will increase with a factor

of B, but due to efficient computers, this is not a major concern.

Standard errors are the simplest measures of accuracy. Bootstrap methods can also assess more

complicated accuracy measures like biases, prediction errors and intervals.

Bootstrap is not only used to estimate the accuracy of an estimator, but also to compute better
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estimates of the statistic itself. Suppose the statistic of interest is the median. The median of the

medians of the B bootstrap samples x∗1, x∗2, ..., x∗B will be a better estimate of the true median

than just taking the median of the n observations x = (x1, x2, ..., xn). This also applies to the

mean of a sample.

The more complicated computation of bootstrap intervals will be discussed in the subsequent

section.

4.7.2 Bootstrap Intervals

The basic principles of bootstrap intervals need to be considered. The next section provides a

brief description of these intervals.

4.7.2.1 Introduction to Bootstrap Intervals

Suppose an estimator bθ is normally distributed with unknown expectation θ, bθ ∼ N(θ,s.e.(bθ)2),
with the standard error known. Then the random quantity

Z =
bθ − θ

s.e.(bθ) ∼ N(0, 1). (4.23)

The probability Pr
© |Z| ≤ Z1−α/2

ª
= 1− α is algebraically equivalent to

Pr
θ

n
θ ∈

hbθ − Z1−α/2 · s.e.(bθ), bθ + Zα/2 · s.e.(bθ)io = Pr
θ

n
θ ∈ [bθlo,bθup]o = 1− α. (4.24)

Bootstrap intervals will be denoted by [bθlo,bθup]. The interval [bθlo,bθup] in (4.24) has probability

of exactly 1 − 2α to contain the true value of θ and more precisely, the probability that θ lies

below the lower limit is exactly α, as is the probability that θ exceeds the upper limit. The fact

that this statement holds for every possible value of θ is what is meant when it is said that a

(1− 2α) bootstrap interval [bθlo,bθup] is accurate.

If the distribution of the estimator bθ is not known, it can be assumed that (4.23) holds for

n→∞. For finite samples

Z =
bθ − θ

s.e.(bθ) ·∼ tn−1,
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where tn−1 represents the Student’s t-distribution on n − 1 degrees of freedom. Using this

approximation, the interval ishbθ − tn−1,1−α/2 · s.e.(bθ), bθ + tn−1,α/2 · s.e.(bθ)i
with tn−1,α/2 denoting the α

2
th percentile of the t distribution on n− 1 degrees of freedom.

The use of the t-distribution to obtain bootstrap intervals does not adjust for possible skew-

ness in the underlying population. The next section describes an interval that adjusts for these

possible errors, namely the bootstrap-t interval.

4.7.2.2 Bootstrap-t Interval

One can use bootstrap techniques to obtain accurate intervals that does not depend on any

underlying distribution assumptions. The bootstrap-t interval is built by generating B bootstrap

samples x∗1, x∗2, ..., x∗B and computing the bootstrap version of Z in (4.23) for each,

Z∗(b) =
bθ∗(b)− bθ
s.e.(bθ(b)) ,

where bθ∗(b) = s(x∗b) is the value of bθ and s.e.(bθ(b)) the standard error of bθ∗(b) for the bootstrap

sample x∗b. The α
2

th percentile of Z∗(b) is estimated by the value bt(α/2) such that

#
©
Z∗(b) ≤ bt(α/2)ª

B
=

α

2
.

To give an example, if B = 1000, the 2.5% point is the 25th largest value of the Z∗(b)’s and the

97.5% point is the 975th largest Z∗(b). The bootstrap-t interval is given byhbθ − t(1−α/2) · s.e.(bθ), bθ + t(α/2) · s.e.(bθ)i .
Difficulties with this interval arises when bθ is a more complicated statistic for which there is no

simple standard error formula. As will be shown in the subsequent section, instead of focusing

on a statistic of the form (4.23), one can utilise directly the bootstrap distribution of bθ to obtain

bootstrap intervals.
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4.7.2.3 The Percentile Interval

The percentile interval method of obtaining intervals is based on percentiles of the bootstrap

distribution of a statistic.

Let bθ be the usual plug-in estimate of a parameter θ and s.e.(bθ) be its estimated standard error.

The standard normal confidence interval for θ is [bθ − Z1−α/2·s.e.(bθ), bθ + Zα/2·s.e.(bθ)]. Let bθ∗
indicate a random variable drawn from the normal distribution as follows bθ∗ ∼ N(bθ,s.e.(bθ)2).
Then bθlo = bθ − Z1−α/2·s.e.(bθ) and bθup = bθ + Zα/2·s.e.(bθ) are 100(α/2)th and 100(1 − α/2)th

percentiles of bθ∗. In other words,

bθlo = bθ∗(α) = 100(α/2)th percentile of bθ∗’s distribution andbθup = bθ∗(1−α) = 100(1− α/2)th percentile of bθ∗’s distribution.

Similarly, one may use the percentiles of the bootstrap distribution to define intervals. Suppose

bootstrap samples x∗ are drawn according to the estimated probability model bP → x∗ and

bootstrap replications of the statistic s(x) is computed as bθ∗ = s(x∗). Let bG be the cumulative

distribution function ofbθ∗. Now the 100(1−α)% percentile interval is defined by the 100(α/2)th

and 100(1− α/2)th percentiles of bG as follows:

[bθ%,lo,bθ%,up] = h bG−1 ³α
2

´
, bG−1 ³1− α

2

´i
. (4.25)

Since by definition bG−1(α
2
) = bθ∗(α/2), the 100(α/2)th percentile of the bootstrap distribution,

we can also write the percentile interval as

[bθ%,lo,bθ%,up] = hbθ∗(α/2),bθ∗(1−α/2)i .
This interval refers to the ideal bootstrap situation where the number of bootstrap replications

is infinite. In practice one can only have a finite number of replications of the statistic bθ∗(b) =
s(x∗b) for b = 1, 2, ..., B. Now bθ∗(α/2) will be the 100(α/2)th empirical percentile of the bθ∗(b)
values. In other words, bθ∗(α) is the B · (α/2)th value in the ordered list of the B replications ofbθ∗. For example, if B = 1000 and α = 0, 05 then bθ∗(α/2)B will be the 25th ordered value of the
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replications. The approximate 100(1− α)% percentile interval is

[bθ%,lo,bθ%,up] = hbθ∗(α/2)B ,bθ∗(1−α/2)B

i
.

The aim of this bootstrap method of computing is to produce intervals that give dependably

accurate coverage probabilities in all situations. The bootstrap-t interval has a good theoretical

coverage probability, but tend to be erratic in practice. The percentile intervals are less erratic,

but have less satisfactory coverage probabilities. The subsequent section describes an improved

version of the percentile intervals.

4.7.2.4 The BCa Method

The abbreviation in BCa stands for bias-corrected and accelerated. The BCa intervals are an

improvement upon percentile intervals in theory and in practice. These intervals are also given

by percentiles of the bootstrap distribution, but depend on two values ba and bZ0, the acceleration

and the bias-correction. The BCa interval of intended coverage 100(1− α)%, is given by

[bθlo,bθup] = hbθ∗(α1),bθ∗(α2)i ,
where

α1 = Φ( bZ0 + bZ0 + Zα/2

1− ba( bZ0 + Zα/2)

and

α2 = Φ( bZ0 + bZ0 + Z1−α/2
1− ba( bZ0 + Z1−α/2)

.

Here, Φ (·) is the standard normal cumulative distribution function and Zα/2 is the 100(α/2)th

percentile point of a standard normal distribution. The value of the bias-correction bZ0 is ob-

tained directly from the proportion of bootstrap replications less than the original estimate bθ,

bZ0 = Φ−1

#
nbθ∗(b) ≤ bθo

B

 ,

with Φ−1 (·) indicating the inverse of the standard normal cumulative distribution function.

This value measures the median bias of bθ∗ or the discrepancy between the median of bθ∗ and bθ,

in standardised units.
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The easiest of the different methods to obtain the accelerationba is given in terms of the jackknife

value of a statistic bθ = s(x). The jackknife value of a statistic is defined as bθ(i) = s(x(i)), where

x(i) is the original sample with the ith observation, xi, deleted. A simple expression for the

acceleration is

ba = Pn
i=1

³bθ(·) − bθ(i)´3
6

½Pn
i=1

³bθ(·) − bθ(i)´2¾3/2 ,

where bθ(·) = 1
n

Pn
i=1
bθ(i). The quantity ba is called the acceleration because it refers to the rate

of change of the standard error of bθ with the respect to the true parameter value θ. The BCa

method has two advantages over the percentile method. It is transformation respecting, which

means that its endpoints transform correctly if we change the parameter of interest from θ to a

function of θ. The second advantage is improved accuracy.

As will be seen in Section 4.8.2, the BCa method is used to obtain intervals for the median and

mean window periods. The subsequent sections describes the application of longitudinal data

analysis to the ZVITAMBO data.

4.8 Application to the ZVITAMBO Data

The observations of the ZVITAMBO data can be seen as longitudinal observations, since the

study was designed to obtain measurements of OD for each woman at 6 weeks after recruitment,

3 months and at 3-monthly intervals thereafter, for at least one year. Few of these visits occured

at these exact dates and some not at all. The ZVITAMBO dataset is therefore unbalanced.

The subsequent sections look into a longitudinal data analysis (LDA) of this dataset. The first

important step is to explore the main features of the data.

4.8.1 Exploratory Data Analysis

Proposed guidelines in the model-building process is to explore the mean structure of the data,

explore the random effects structure and select a residual covariance structure. Following these

three steps lead to a preliminary linear mixed model which can be improved upon. All analyses

regarding longitudinal data will be done with the aid of the MIXED procedure in SAS. The
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subsequent sections describe the three exploratory steps for the ZVITAMBO data.

4.8.1.1 Exploring the Mean Structure

The appropriate starting point for exploratory data analysis is to plot the individual measure-

ments over time as in Figure 2.2. This graph clearly showed that OD increases over time at

different rates for different individuals. Because of the fact that there are so many individuals

in the study, this plot of the individual profiles is essentially useless. A more meaningful plot

is an overlay plot of the individual profiles and the average trend. Therefore, a smoothed line

is fitted non-parametrically to the data using a spline routine. This smoothing is seen in Figure

4.1 for scenario 1 data mentioned in Chapter 2.

Figure 4.1 Smoothing spline fit to individual profiles

There are few data points after a year into the study and even less after two years. It seems

that average OD increases linearly over time, especially in the first year where most of the
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observations were made. Further analyses will be based on the assumption that OD increases

linearly as a function of time. The average trend of the other scenario’s mentioned in Chapter

2 shows similar linear patterns. Note that for longitudinal data with several covariates, further

exploration into the mean structure will be needed.

The subsequent section continues the exploratory data analysis by learning from the residuals.

4.8.1.2 Random Effects Structure

Another important aspect in the exploration of the ZVITAMBO data, is the selection of a pre-

liminary random effects structure. A Loess smoothing spline can be fitted to the ordinary least

squares (OLS) residuals obtained by fitting a general linear model to the data. When this plot

shows constant variability over time, stationarity can be assumed and the only random effects

included in the model will be random intercepts.

Figure 4.2 Smoothed average trend of squared OLS residuals
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Figure 4.2 clearly suggests non-stationarity and one can assume that the structure in the OLS

residuals can be described by a linear function over time. Therefore, random intercepts and

linear random slopes for time are included in the preliminary random effects structure which

means that the application of the general linear mixed effects model (4.3) to the ZVITAMBO

data can be given by a function similar to (4.4) as

Yij = (β1 + b1i) + (β2 + b2i)tij + εij, (4.26)

where Yij is the OD of individual i at the jth observation and tij is the number of days since

last negative of individual i at the jth observation. Fitting smoothed average trends of the OLS

residuals for the other scenario’s lead to the same general trend as in Figure 4.2 and it can

therefore be assumed that the same random effects structures could be fitted to the different

subsets of data.

4.8.1.3 Residual Covariance Structure

Different possible covariance structures are available, as was seen in section 4.6.1. If it is

assumed that the mean structure is a linear function of time and the model has both random

intercepts and slopes, one can fit a linear mixed model with each of the applicable covariance

structures as in Section 4.6.1 and compare the Akaike Information Criteria’s (AIC’s) of each

fitted model. The AIC’s for the different covariance structures fitted along with the preliminary

random effects and mean structure to the women of scenario 1 are given in the following table:

Table 4.1 AIC’s corresponding to different covariance structures.

Covariance Structure AIC
Simple 712,4

Spatial Exponential 714,4
Spatial Power 647,7

Spatial Gaussian 714,4

Note that the AR(1) and Toeplitz covariance structures are not included in this table since they

apply only to balanced data. Simple and unstructured covariance structures were applied, but

did not converge. A lower AIC is preferred over a higher one. For highly unbalanced data
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like the ZVITAMBO dataset, one can assume that most of the variation in the data is explained

by the random effects and that the remaining error components εi do not have a complicated

covariance structure. Fitting serial correlation functions g(·) as in section 4.4.4 lead to low

AIC’s. Fitting the spatial power covariance structure given by (4.18) to the different scenarios

resulted in the lowest AIC and it will be assumed that this is the most appropriate covariance

structure for the data.

After having specified a covariance structure, one should go back a step and confirm that the ran-

dom effects included are really necessary. Since time is the only covariate in the

ZVITAMBO dataset, it is rather easy to compare models as there are not that many differ-

ent possible models. By leaving out the random effect, time, it can be confirmed that random

slopes should indeed be included in the model as excluding it results in a higher AIC. The

next section discusses the model that is fitted with the mean-, random effects- and covariance

structures decided on in these sections.

4.8.2 Interpretation of the Fitted Model

Time is the only covariate in the ZVITAMBO data, therefore there is no need for further stream

lining the mean structure. The MIXED procedure using REML estimation, the Kenward-Roger

(Kenward and Roger, 1997) method of calculating degrees of freedom, a linear mean structure,

random slopes and intercepts and the spatial power covariance structure fits a line through the

data points of each individual in scenario 1 as in (4.26) as

bYij = (−0, 00028 + b1i) + (0, 003428 + b2i)tij.

This model can be illustrated graphically by considering the three women in Table 2.2.

Figure 4.3 illustrates the subject-specific evolution for each woman in Table 2.2. It seems that

the model under-estimates the true values of OD for the woman whose OD is greater than 0, 8

at first follow-up and over-estimates the true values of OD for women who never reaches OD of

0, 8 during the study. The resulting large errors are a good reason to exclude these cases from

the analyses, as in scenario 4.
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Figure 4.3 The GLMMmodel fit for each woman in Table 2.2

As an example, the model for individual 23817Z can be given as

bYij = (−0, 00028− 0, 0001) + (0, 003428 + 0, 00023)tij (4.27)

= −0, 00038 + 0, 003658tij.

One should now reconsider the main aim of this study: to find appropriate estimates of incidence

of HIV. To compute incidence, an estimate of the number of days since seroconversion to the

day that OD reaches 0, 8 (window period) is needed. Under the assumption that the errors

εij is normally distributed with a mean of 0, one can compute the estimated number of days to

seroconversion (OD=0,0476) for individual 23817Z by inverting (4.27) for the desired responsebY = 0, 0476 as

t =
bY + 0, 00038
0, 003658

=
0, 0476 + 0, 00038

0, 003658
= 13, 12 days. (4.28)

Similarly, the number of days till OD reaches 0, 8 can be computed as 218, 8 days. The resulting
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estimated window period for this individual will therefore be Ω0 = 218, 8− 13, 12 = 205, 68 ≈
206 days.

Figure 4.3 can be replicated for all 186 women in the study and this is illustrated by Figure 4.4:

Figure 4.4 The GLMM fit for every individual in scenario 1: Subset I

Figure 4.4 shows that individuals with very small slopes will only reach OD=0, 8 after a very

long estimated time. This may skew results. On the other hand, there are women in the study

who have an OD value of 0, 8 at the first follow-up and these women may skew the results

in the opposite direction. The same procedure that was follwed to fit a general linear mixed

model (GLMM) to the data of scenario 1 of subset I can be followed to fit a GLMM to the data

of scenario 4. In this dataset, these individuals who may skew results are left out. Figure 4.5

shows the model fitted for the women of scenario 4.
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Figure 4.5 The GLMM fit for every individual in scenario 4

In Figures 4.4 and 4.5, horizontal lines were drawn at OD=0, 8 and OD=0, 0476 to give the

computation in (4.28) a graphical perspective. The estimated number of days to reach an OD

of 0, 0476 are negative values in some cases, because some individuals have OD values smaller

than 0, 0476 even after three months. There are less individuals with very small estimated slopes

in scenario 4 and results are more stable. However, there are still some outliers. This is because

of the fact that this subset includes those women who only came for a first follow-up after time

t0 after e.g. 506 days and still had an OD value of less than 0, 8. An analysis of subset II will

eliminate these outliers.

The estimated window period for each individual can be computed as for woman 23817Z. The

107 estimated window periods for the women of scenario 4 are illustrated in Figure 4.6.
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Figure 4.6 Estimated window periods for women of scenario 4

The mean and median of these window periods can easily be calculated as Ω0 = 219, 73 and

Ω0 = 195, 84 days respectively. For a small sample as in this case of 107 estimated windows,

better estimates of the mean and median can be computed with the aid of bootstrap techniques,

as described in section 4.7. Appropriate 95% bootstrap intervals for the mean and median

window period can also be calculated with the BCa method of section 4.7.2.4. Figures 4.7 and

4.8 illustrates the bootstrap method of computing statistics and intervals for the statistics.
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Figure 4.7 Scenario 4: Bootstrap histogram of the median window period Ω0

Figure 4.8 Scenario 4: Bootstrap histogram of the mean window period Ω0
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Figures 4.7 and 4.8 are histograms of B = 1000 bootstrap replications of the median and mean

respectively. The dashed lines in the histograms represent the sample mean and median and the

dotted lines represent 95% BCa intervals. The bootstrap statistics and intervals for the window

periods are given in the following tables.

Table 4.2: Median window period and 95% bootstrap interval for the median.

MEDIAN LOWER UPPER
Scenario 1 218 210 238
Scenario 2 102 100 103
Scenario 3 225 205 239
Scenario 4 196 186 206

Table 4.3: Mean window period and 95% bootstrap interval for the mean.

MEAN LOWER UPPER
Scenario 1 251 236 276
Scenario 2 103 101 104
Scenario 3 291 267 326
Scenario 4 219 203 246

The information in Tables 4.2 and 4.3 are used to obtain estimates for incidence. Note that 25

days are added to Ω0 in Tables 4.2 and 4.3. As in Chapter 3, the estimate for incidence adjusted

for the proportion of misclassified as recent converters given in (2.2) will be used. Simplified

intervals for (2.2) are estimated by substituting the lower and upper bounds in Tables 4.2 and

4.3 directly into bIII = R−εP
R+ωN−εT . This means that in ω = Ω/365, Ω is replaced by the upper

and lower bounds in Tables 4.2 and 4.3.

Table 4.4: Estimated incidence and 95% bootstrap interval using the median.

INCIDENCE LOWER UPPER
Scenario 1 2,65% 2,44% 2,75%
Scenario 2 5,35% 5,3% 5,44%
Scenario 3 2,57% 2,43% 2,81%
Scenario 4 2,93% 2,8% 3,08%

57



4 LONGITUDINAL DATA ANALYSIS

Table 4.5: Estimated incidence and 95% bootstrap interval using the mean.

INCIDENCE LOWER UPPER
Scenario 1 2,32% 2,12% 2,46%
Scenario 2 5,3% 5,23% 5,4%
Scenario 3 2,01% 1,81% 2,19%
Scenario 4 2,64% 2,37% 2,84%

Is is clear that only excluding the women who were misclassified as recent seroconverters, i.e.

those who had OD less than 0,8 at the end of the study leads to over-estimates of incidence.

For both the mean and median window periods the estimates of incidence are more than double

the estimates of the scenario where those who had OD= 0, 8 from time t0 were also excluded.

These estimates are much lower than the estimates obtained with the non-parametric approach

in Chapter 3 and much lower than the prospectively estimated incidence of 3, 4%. This may

indicate that improvements can be made to the model.

The subsequent section considers analyses of subset II of the ZVITAMBO data.

4.8.3 Subset II

A similar longitudinal analysis as for the complete ZVITAMBO dataset in subset I can be ap-

plied to subset II. This subset leaves out individuals with only two observations and only in-

cludes individuals who had a value of t0 between 75 and 180 days. In studies done by Hargrove

et al. (2008), it was found that this subset leads to more stable estimates.

The graphical exploratory data analysis for this subset results in Figure 4.9 and Figure 4.10.
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Figure 4.9 Mean structure of scenario 1: subset II

Figure 4.10 Smoothed variance function of scenario 1: subset II
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The mean structure of subset II looks more linear than the mean structure of subset I in Figure

4.1. The smoothed variance function seems to be a cubic function of time, but in the first year

where most observations are made, it seems more quadratic or even linear. The spatial power

covariance structure again leads to the smallest AIC’s. One can obtain the best model by first

including all possible random effects and hierarchically deleting the effects until the smallest

possible AIC is reached. In this case the best model has random intercepts and a linear time

random effect, similar to subset I data. When the final model is fit to the data, a analogous graph

to Figure 4.4 can be constructed to represent the linear evolution of each individual.

Figure 4.11 The GLMM fit for every individual in scenario 1: subset II

One of the conclusions that can be made after investigating Figure 4.11 is that there are not as

many outliers in scenario 1, subset II data as in scenario 1, subset I data. Since there are only

57 individuals included in this analyses, it may be better not to further reduce the number to

exclude women who were OD≥ 0, 8 at first positive or women who never reached an OD of
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0, 8, but the use of bootstrap techniques will improve the accuracy of a sample as small as the

41 individuals of scenario 4 of subset II data.

Estimates of the window periods for each individual can be obtained by the calculation given in

(4.28) and a histogram of these windows are given by Figure 4.12.

Figure 4.12 Estimated window periods for women of scenario 1: subset II

There are no extreme outlier values for window periods as in the case of subset I data. Estimates

of the mean and median will be much more stable and more alike, respectively 233 and 232

days. A disadvantage may be that these window periods are calculated for a very small sample

of individuals and therefore the sample statistics may not be accurate. Bootstrap techniques

as described in section 4.7 can be applied to this small sample of window periods to obtain

more accurate estimates of the mean and median windows. Similar steps as in section 4.8.2 are

followed to obtain the data in Tables 4.6 and 4.7.
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Table 4.6: Subset II: Median window period and 95% bootstrap interval for the median.

MEDIAN LOWER UPPER
Scenario 1 232 214 242
Scenario 2 218 208 230
Scenario 3 229 202 246
Scenario 4 210 190 234

Table 4.7: Subset II: Mean window period and 95% bootstrap interval for the mean.

MEAN LOWER UPPER
Scenario 1 233 222 246
Scenario 2 221 210 231
Scenario 3 255 230 288
Scenario 4 227 204 260

Estimates for mean and median incidence are obtained as in the previous section and are given

in the following tables.

Table 4.8: Subset II: Estimated incidence and 95% bootstrap interval using the median.

INCIDENCE LOWER UPPER
Scenario 1 2,5% 2,4% 2,7%
Scenario 2 2,65% 2,52% 2,77%
Scenario 3 2,53% 2,37% 2,85%
Scenario 4 2,75% 2,48% 3,02%

Table 4.9: Subset II: Estimated incidence and 95% bootstrap interval using the mean.

INCIDENCE LOWER UPPER
Scenario 1 2,49% 2,37% 2,61%
Scenario 2 2,62% 2,45% 2,75%
Scenario 3 2,29% 2,03% 2,52%
Scenario 4 2,55% 2,24% 2,82%

The estimates of incidence in all the scenario’s of subset II are very similar. The estimates in

Table 4.8 and 4.9 is also much lower than the prospectively estimated rate of 3,4%. This may

be a result of the uncertainty in the right tail.
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Transformations of the data may cause the data to evolve more linearly over time, even at the

extreme ends. The subsequent section explores such a transformation.

4.8.4 Transformations of Subset II Data

An analogous version of Figure 4.3 for the general linear mixed model fitted in section 4.8.3 is

given by:

Figure 4.13 The GLMMmodel fit for each woman in Table 2.2

This graph is similar to Figure 4.3 which means that even though results may be more stable

when studying subset II, fitting a linear line to the data does not necessarily result in a good fit.

One can explore different transformations of the variables in pursuit of finding a transformation

that results in a more linear mean evolution. The assumption that a linear model can be fitted

to the data will then be more accurate. A possible transformation is to fit the log of time to the

square root of OD. The mean structure of this transformation is illustrated in Figure 4.14.
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Figure 4.14 Mean structure of transformed subset II data

Figure 4.15 Smoothed variance function of transformed data
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The smoothed mean evolution of the transformed observations for the individuals of subset II

seems to be linear over the entire time range, unlike Figures 4.1 and 4.9 where the smoothed

trend only seemed to be linear in the first year after last negative.

The plot of the squared residuals of the general linear model fitted to the transformed data

shows that OLS residuals are much smaller than was the case for the untransformed data. The

smoothed variance function does not vary that much over time, which may indicate that a dif-

ferent random effects structure is applicable or that the random intercepts will have the most

influence. The linear mixed model resulting in the lowest possible AIC in this case has the spa-

tial power covariance structure and random intercepts and slopes. The illustration in Figure

4.13 after the GLMM is fitted to the transformed data, is given by Figure 4.16.

Figure 4.16 The GLMMmodel fit for each woman in Table 2.2
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It is evident that this model leads to a much closer fit than the models before transformation

and that the intercepts of individual fits differ greatly. The model for individual 23817Z can be

given as qbYij = (−1, 6359− 0, 8017) + (0, 4684 + 0, 1376) log(tij) (4.29)

= −2, 4376 + 0, 606 log(tij).

To compute incidence, an estimate of the number of days since seroconversion to the day that

OD reaches 0, 8 (window period) is needed. The log of the number of days to reach a squared

root of 0, 0476 OD can be calculated as

t =

pbY + 2, 4376
0, 606

=
0, 2182 + 2, 4376

0, 606
= 4, 38. (4.30)

Reversing the transformation yields exp(4, 38) = 79, 838 as the number of days for individual

23817Z to reach an OD value of 0, 0476. Similarly, the number of days till OD reaches 0, 8

can be computed as 244, 3. The resulting estimated window period Ω0 for this individual will

therefore be 244, 3− 79, 838 = 164, 46 ≈ 164 days. The same calculation for each individual

in the transformed subset II leads to 57 estimated window periods given in Figure 4.17.

Window periods in this illustration are more spread out as in Figure 4.12, but this may be closer

to the real values since less over- and under-estimating occurs at the extreme values. Tables 4.9

to 4.12 contains the same information as in Tables 4.6 to 4.9 but for the transformed data.
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Figure 4.17 Estimated window periods for the transformed data of scenario 1: subset II

Table 4.10: Transformed subset II: Median window period and 95% bootstrap interval

for the median.

MEDIAN LOWER UPPER
Scenario 1 176 139 187
Scenario 2 149 106 207
Scenario 3 201 115 317
Scenario 4 145 113 173

Table 4.11: Transformed subset II: Mean window period and 95% bootstrap interval for

the mean.

MEAN LOWER UPPER
Scenario 1 193 171 226
Scenario 2 392 264 677
Scenario 3 263 205 330
Scenario 4 172 138 211
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Table 4.12: Transformed subset II: Estimated incidence and 95% bootstrap interval using

the median.

INCIDENCE LOWER UPPER
Scenario 1 3.25% 3.07% 4.04%
Scenario 2 3.79% 2.79% 5.17%
Scenario 3 2.86% 1.85% 4.8%
Scenario 4 3.89% 3.3% 4.88%

Table 4.13: Transformed subset II: Estimated incidence and 95% bootstrap interval using

the mean.

INCIDENCE LOWER UPPER
Scenario 1 2,98% 2,56% 3,33%
Scenario 2 1,51% 0,89% 2,21%
Scenario 3 2,22% 1,78% 2,81%
Scenario 4 3,32% 2,74% 4,1%

The incidence computed from the mean window period for scenario 4 is very close to the

prospectively estimated incidence of 3,4%. Using the median the value is higher, but the value

3,4% falls within the 95% bootstrap interval for the median. The incidence based on the mean

of scenario 2 is very low as a result of patient 13266Z who were observed five times between

133 and 500 days after first positive and whose BED absorbance was 2,2894 at 133 days, de-

creased for some time and increased again to 2,4067 after 500 days. Because of the fact that the

general linear mixed model leads to a close fit to the transformed data values, patients whose

OD values increased very slowly over time had very long window periods. The median is in

this case a better indicator of central tendency.

Other transformations of the data have been investigated and resulted in less stable results and

will not be discussed here. Scale transformations of time, eg. subtracting 25 days from all

observation times or dividing all observation times by 365 lead to exactly the same results as

before any transformation.

4.9 Conclusion

A longitudinal data analysis is a flexible approach in which general linear mixed models with
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different structures can be fitted to different subsets and transformations of the data. Apply-

ing the method to the ZVITAMBO data leads to estimates of incidence that is in line with

prospectively estimated incidence and also similar to estimates found with other techniques.

The method may be unstable as a result of strong assumptions eg. linearity. This unstability is

lessened by the use of transformations.

The subsequent chapter describes the main features of a Bayesian approach to analyse data and

how it can be applied to the ZVITAMBO data.
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CHAPTER 5

BAYESIAN APPROACH

5.1 Introduction

In a Bayesian approach to inference, the uncertainties concerning the unknown parameters of a

distribution can be quantified by assigning a probability structure to them. The Bayesian para-

digm thus allows one to assign probability distributions to the unknown parameters. Consider

the Bayesian theory from the basic principle: A parametric statistical model consists of the ob-

servation of a random variable X, distributed according to f(x|θ), where only the parameter θ

is unknown and belongs to a vector space Θ of finite dimension (Robert, 2001). Once the statis-

tical model is defined, observations of X are used to improve our knowledge of the parameter

θ, hence, decisions and inferences related to this parameter can be made. Stated differently, a

statistical analysis aims to retrieve the causes (parameters) from the effects (observations). In

contrast to this, probabilistic modelling characterises the behaviour of the future observations

conditional on the parameters. For this reason, the inversion of probabilities is given by Bayes’s

theorem: If A and E are events such that P (E) 6= 0,then P (A|E) and P (E|A) are related by

P (A|E) =
P (A ∩E)
P (E)

(5.1)

=
P (E|A)P (A)

P (E|A)P (A) + P (E|Ac)P (Ac)
.

It is clear that (5.1) describes the updating of the likelihood of A from P (A) to P (A|E) once

E has been observed. A continuous version of this theorem has been proved for two random

variables X and Y , with conditional distribution f(x|y) and marginal distribution g(y), as

g(y|x) = f(x|y)g(y)R
f(x|y)g(y)dy . (5.2)
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Bayes and Laplace (1774) extended (5.2) and proposed that the uncertainty about the parameters

of a model could be modelled through some probability distribution π(θ), the so-called prior

distribution on the parameter space. Inference is now based on the distribution of the parameters

θ conditional on the observation x of X, π(θ|x), called the posterior distribution and defined by

π(θ|x) = f(x|θ)π(θ)R
f(x|θ)π(θ)dθ .

To summarise, a parametric Bayesian statistical model is made up by a parametric statistical

model, f(x|θ), and a prior distribution on the parameters, π(θ). Note that

π(θ|x) ∝ f(x|θ)π(θ),

since the integral will be a constant in θ. Another important application of this theorem is

that when there exists more than one observation taken at different times, the posterior can be

obtained at different stages with the posterior for one stage being used as the prior for the next

stage. It can easily be proved that for two observations x and y,

π(θ|x, y) ∝ f(x, y|θ)π(θ),

regardless whether x or y was observed first. Therefore if we have random variables X1, ..., Xn

from a specified distribution with pdf f(·|θ) whose joint distribution depends on the value θ in

some parameter space Θ, the joint pdf of X1, ..., Xn given θ is

fn(x1, ..., xn|θ) =
nQ
i=1

f(xi|θ)

and the posterior distribution of θ given the observations x1, ..., xn will be

π(θ|x1, ..., xn) ∝ f(x1, ..., xn|θ)π(θ)
∝ l(x|θ)π(θ),

the likelihood function multiplied by the prior distibution.

In this chapter, Bayesian methods will be applied to obtain a posterior distribution for the in-

cidence of HIV for the ZVITAMBO data. In the subsequent two sections some examples of

different prior distributions, which will be used in the analysis of the ZVITAMBO dataset, will

be discussed.
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5.2 Prior Information

A complete Bayesian model will not exist in all cases, i.e. there will not always be information

available regarding the behaviour of the parameters that can be meaningfully translated into an

appropriate prior distribution, π(θ). This prior is called a subjective prior since it depends on

the statistician’s opinion, with parameter(s) θ ∈ Rm. A prior distribution can be either proper or

improper, depending on whether it integrates to unity or not. These prior distributions should

reflect the true behaviour of the parameters of interest and not contradict the information ob-

tained from the observed data (Box and Tiao, 1973). In order to avoid anticipated criticism

when using subjective priors, a lot of research has been done in the past to divert to the usage

of so-called non-informative priors (Jeffreys, 1946; Robert, 2001). This class of priors is not

subjectively chosen, but in many cases use the observed data, or likelihood, to obtain a suit-

able prior distribution for the parameters. An example of a non-informative prior, as well as

conjugate priors, requiring minimal subjective input, is subsequently discussed.

5.2.1 Non-Informative Priors

Non-informative priors are defined as priors which provide little information regarding the un-

known parameters and have minimal influence on the posterior inference (Box and Tiao, 1973).

These priors, when only considering a single parameter, are usually very simple to derive math-

ematically, but can become a tedious exercise in multiparameter models. These priors are typi-

cally used as a benchmark to other possible prior distributions, when a lack of prior information

exists. Some of the most widely used non-informative priors include the Jeffreys’-, reference-

and the maximal data information (MDI) priors. The next section describes the Jeffreys’ prior

which is a widely used non-informative prior.

5.2.1.1 Fisher Information and Jeffreys’ Prior

The Jeffreys prior, proposed by Jeffreys (1946), is a non-informative prior that is based on the

Fisher information matrix. Under some regularity conditions and for any pdf, say f(x|θ), with

parameter(s) θ ∈ Rm (m ≥ 1), the Fisher information matrix, with ijth element, is obtained
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from

Iij(θ) = −Eθ

·
∂2 {log [f(X|θ)]}

∂θi∂θj

¸
. (5.3)

The expectation in (5.3) is taken with respect to X and is an indication of the amount of in-

formation about θ brought by the model. Thus, by favouring the values for θ that yield a large

I(θ), the influence of the prior is equivalently minimised, which agrees with the concept of

non-informative priors. From (5.3), the Jeffreys non-informative prior is given by

π(θ) ∝ (det[I(θ)]) 12 . (5.4)

The validity of the Jeffreys prior can be justified, due to the fact that it is a measurement (through

the Fisher information) of the amount of information contained in the data.

Consider for example Y ∼ N(µ, σ2) with θ0 = (µ, τ), τ = 1/ σ2 (the precision) and µ =

E [Y ] = α+ βX. Then it is easy to see that

log [f(y|θ)] ∝ 1
2
log τ − 1

2
τ(y − α− βx)2

and therefore

I(θ) = −Eθ

 −τ −τx (y − α− βx)
−τx −τx2 x(y − α− βx)

(y − α− βx) x(y − α− βx) − 1
2τ2

 (5.5)

=

 τ τx 0
τx τx2 0
0 0 1

2τ2

 (5.6)

and the Jeffreys non-informative prior in this case cannot be obtained.

Very often the Jeffreys prior may lead to incoherences in multi-parameter models. This can be

overcome by using the refence prior, a modification of the Jeffreys prior.

Priors which are essentially more informative and require very limited subjective input are dis-

cussed in the subsequent section.

5.2.2 Conjugate Priors

A class of prior probability distributions, π(θ), is said to be conjugate to a class of likelihood
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functions, l(x|θ), if the resulting posterior distributions π(θ|x) are from the same family of

distributions as π(θ). Certain choices of the prior yield that the posterior would have the same

parametric form as the prior (generally with different hyperparameters).

Suppose there is a family of pdf’s of the parameter θ, then two conditions, which are sufficient

for the existence of a conjugate family, are:

i The joint distribution of the sample x1, x2, ..., xn conditioned on θ, is proportional in terms

of θ to one of the pdf’s in the family.

ii The family is closed under multiplication, i.e. for any two distributions of the parameter θ,

say f(θ|γ1) and f(θ|γ2), there exists another f(θ|γ3) such that

f(θ|γ3) ∝ f(θ|γ1)× f(θ|γ2), (5.7)

where γ1, γ2 and γ3 are referred to as the hyperparameters.

In most cases the conjugate family of prior distributions is recognised through the likelihood

function, when it is written in terms of a sufficient statistic. A sufficient statistic T (x) contains

all of the information brought by the data x about the parameter θ. Both the statistic and θ can

be vectors. T (x) is sufficient for θ precisely if the conditional distribution of the data, x, given

the statistic T (x), is independent of the parameter θ (De Groot, 1970).

The subsequent section provides a discussion of a posterior analysis in the Bayesian methodol-

ogy.

5.3 Posterior Analysis

Once a prior distribution, π(θ), for the unknown parameter(s) of the model has been specified,

inferences are based on the distribution of θ conditional on the observed data, π(θ|x). This

posterior distribution can be seen as an updated distribution which is an extensive summary of

the information available about θ given the observed data. Apart from using it in inference, the

posterior distribution has two other main purposes:

i Obtaining the Bayesian point estimator that minimises the posterior expected loss. Provided

that the conditions of differentiation inside the integration are met, the Bayesian estimator is
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obtained by solving for bθ in

d

dbθ
Z

Θ

L(bθ, θ)π(θ|x)dθ
 = 0, (5.8)

where L(bθ, θ) is any suitable non-negative loss function.

ii Prediction of a new observation. The posterior predictive distribution of a future lifetime of

a component z given the data, is

π(z|x) =
Z
Θ

f(z|θ)π(θ|x)dθ, (5.9)

where f(z|θ) denotes the sampling density of z and π(θ|x) the posterior distribution of θ. The

posterior expectation of f(z|θ) and sampling from (5.9) is easily accomplished with the help of

numerical techniques like Markov Chain Monte Carlo simulation techniques.

In the subsequent section posterior techniques, which will be of relevance in further analyses,

will be described.

5.3.1 Loss Functions

The concept of a loss function, L(bθ, θ), where bθ is an estimator of θ ∈ Rm, plays a crucial role

in Bayesian point estimation. The loss function serves as a measurement for the performance

of the estimator. Different loss functions can be defined and the analyst will usually opt for the

loss function that provides him/her with an optimal decision. The choice of a loss function can

be just as problematic as choosing an appropriate prior distribution and careful consideration

should be given to use the most appropriate loss function for the problem at hand.

The Bayesian point estimator that is associated with a loss function can be derived by minimis-

ing the expected posterior loss, which is defined as

p(θ,bθ|x) = Eθ|x
h
L(bθ, θ)i

=

Z
L(bθ, θ)π(θ|x)dθ. (5.10)
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The point estimator for θ will therefore be obtained as the bθ that minimises (5.10). The two

most frequently used loss functions are explained next.

5.3.1.1 Quadratic Loss

The quadratic loss function (Gauss, 1810) is one of the predominantly used loss functions in

statistical decision problems and has the following general form:

L(bθ, θ) = k(θ − θ̂)0(θ − bθ), (5.11)

where k is any positive constant. The penalty incurred due to estimation in (5.11) does not

depend on the sign, but on the magnitude of the error. This incurring same penalty for over- and

under-estimation of equal magnitude is sometimes considered as a drawback. Using (5.10) and

substituting L(bθ, θ) with (5.11),⎛⎝Z
Θ

k(θ − bθ)0(θ − bθ)π(θ|x)dθ
⎞⎠ = Eθ|x[k(θ − θ̂)0(θ − bθ)] (5.12)

has to be minimised with respect to θ̂, using the posterior distribution. The estimate θ̂ that

minimises the expected loss (5.12) is obtained by calculating the posterior mean

θ̂ =

Z
Θ

θπ(θ|x)dθ.

The quadratic loss function is strictly convex, since the second derivative of (5.11) yields

2k > 0, hence, any Bayesian estimator with respect to the quadratic loss is unique. Quadratic

losses provide a second-order Taylor series approximation for more complex symmetrical loss

functions (Robert, 2001).

5.3.1.2 Absolute Error Loss

An alternative loss function to quadratic loss is absolute error loss,

L(bθ, θ) = k
¯̄̄
θ − θ̂

¯̄̄
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(Laplace, 1774) or, more generally a multi-linear function

Lk1,k2(
bθ, θ) = ½ k2(θ − θ̂) if θ > θ̂,

k1(θ̂ − θ) otherwise.
(5.13)

These functions do not increase as fast as the quadratic loss functions. Though they are still

convex, they do not overpenalise large but unlikely errors. The Bayes estimator associated with

the prior distribution π(θ) and the multi-linear loss (5.13) is a (k2/(k1 + k2)) fractile of the

posterior distribution π(θ|x). In particular, when k1 = k2, the Bayes estimator is the posterior

median (Robert, 2001).

The subsequent section describes ways to compute these estimators.

5.4 Bayesian Calculations

The Bayesian point estimators, such as posterior moments or marginal posterior densities, asso-

ciated with an observation x, is found by minimising (5.10) after decisions are made regarding

the choice of the prior distribution and loss function. This minimisation is not always easy in

practice, since the computation of the posterior distribution π(θ|x) may be impossible or may

not be expressable in closed form. Even if π(θ|x) is easily obtained, it may be impossible to

analytically solve the integral in (5.10). Classical approximation methods such as numerical

integration, Monte Carlo methods and Laplace analytic approximation exist to solve (5.10).

In the next section a more general Monte Carlo method that approximates the generation of

random variables from a posterior distribution will be discussed when this distribution cannot

be obtained in closed form.

5.4.1 Markov Chain Monte Carlo (MCMC) Methods

In contrast to the simple Monte Carlo simulation, which directly generates independant data

from the distribution, MCMC methods generate iteratively from the conditional distributions,

where every subsequent draw depends on the previously generated data. The MCMC methods

sample from probability distributions to construct Markov chains that have the distribution of

interest as the limiting distribution. The state of the chain after a large number of steps is then
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used as a sample from the distribution of interest. The two techniques discussed in the next

sections are the most widely used techniques devised to create Markov chains with a given

distribution.

5.4.1.1 Metropolis-Hastings Algorithm

This method is a rejection sampling algorithm that generates a sequence of samples from any

non-standard or complex multivariate distribution that is difficult to sample from directly. The

method, which does not require any knowledge of the normalising constant of the distribution

at hand, was developed by Metropolis, Rosenbluth, Rosenbluth, Teller and Teller in 1935, and

later generalised by Hastings (1970).

In order to sample from a target posterior distribution, π(θ|x), values of θ are drawn from

an approximate distribution, say qt(γ|θ), with the same parameter restrictions as π(θ|x). A

correction is then applied to these values in order to obtain a sample that is closer in distribution

to the target posterior distribution. Each simulation step will result in an improvement of the

current approximate distribution, and eventually converge to the target distribution (Gelman et

al., 1995).

The first step in sampling from a target posterior distribution, π(θ|x), is to select an arbitrary

starting value θ(0) such that π(θ(0)|x) > 0.

The following iterative procedure is used to update θ(t−1) to θ(t), for t = 1, 2, ...:

i Sample a candidate point, θ∗, from a proposed conditional density at time t,

θ∗ ∼ qt(θ
∗|θ(t−1)).

ii Calculate ρ = π(θ∗|x)qt(θ(t−1)|θ∗)
π(θ(t−1)|x)qt(θ∗|θ(t−1))

iii If ρ > 1, set θt = θ∗. If ρ ≤ 1, then with probability ρ accept θt = θ∗, otherwise set θt =

θ(t−1).

The performance of steps (i) to (iii) represents one iteration of the procedure. Each time an

observation has been drawn from the conditional density qt(·|·), it is assumed to have originated

from π(·|x) with probability ρ.
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Standard choices for proposed densities include the uniform-, normal- and t-distributions. These

densities are usually determined by the parameter space of θ, as well as their variance. A

proposed density with a large variance will result in very few generated values being accepted,

resulting in a chain that remain in one place for too long. A small variance however, could

result in a chain that moves slowly through the sample space, with small effective sample size,

and high autocorrelation. Acceptance rates of between 40% to 70% are usually acceptable, but

should be considered within the context of the scenario to which it is applied.

The next method is a special case of the Metropolis-Hastings Algorithm. It is usually faster

and easier to use, but is less generally applicable, since it needs conditional distributions in

closed-form.

5.4.1.2 Gibbs Sampler

An algorithm for extracting marginal distributions from the full conditional distribution was

formally introduced as the Gibbs sampler by Geman and Geman (1984). It is a widely used

computer intensive MCMC technique. Suppose the joint posterior density of the parameters

θ1, ..., θm is given by π(θ1, ..., θm|x) and interest is now in the marginal posterior density of any

one of these parameters, say π(θi|x). The Gibbs sampler effectively generates sequences of

random variates θi1, θi2, ..., θik from π(θi|x). The algorithm performs the following steps:

i. Choose initial values for the parameters of interest. Suppose we have a model with three un-

known parameters θ1, θ2, θ3. Starting values θ(0)1 , θ
(0)
2 , θ

(0)
3 are usually chosen near the posterior

mode or maximum likelihood estimates.

ii. Given the posterior distribution π(θ|x), generate random variates in sequence from the fully

specified conditional posterior distributions as follows:

θ
(j+1)
1 from π (θ1|x, θ(j)2 , θ

(j)
3 )

θ
(j+1)
2 from π (θ2|x, θ(j+1)1 , θ

(j)
3 )

θ
(j+1)
3 from π (θ3|x, θ(j+1)1 , θ

(j+1)
2 )
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Since always conditioning on past draws, the resulting sequence is a Markov chain.

iii. Repeat Step (ii) for j = 1, 2, ..., twhere t is sufficiently large. The following Gibbs-sequence

is obtained:

θ
(0)
1 , θ

(0)
2 , θ

(0)
3 , θ

(1)
1 , θ

(1)
2 , θ

(1)
3 , θ

(2)
1 , θ

(2)
2 , θ

(2)
3 , ..., θ

(t)
1 , θ

(t)
2 , θ

(t)
3 . (5.14)

Once that is obtained this sequence of triplets, the first J of θ(J)1 , θ
(J)
2 , θ

(J)
3 should be discarded

to avoid dependence on the initial values.

It is important to assess the generated chain for convergence. This convergence depends on the

number of iterations and as t → ∞, the sequence generated in (5.14) will effectively reflect

a sample from the joint distribution (Casella and George, 1992). This version of the Gibbs

sampler will be used in our analyses. Gelfand et al. (1990) suggested generating a large number

of independent sequences like (5.14) and using the final realisation of each sequence as an

alternative.

The subsequent section describes the application of the Bayesian methodology to the data of

the study.

5.5 Application to the ZVITAMBO Data

Let Yij be the OD measurement for each individual at each time point for i = 1, 2, ..., 186 and

j = 1, ..., ni where ni = number of observations for individual i. As was seen in Chapter 2

Figure 2.2, OD increases more or less linearly over time. One can therefore assume that the

data can be modelled as a straight line with different intercepts and slopes for each individual

as

Yij ∼ N(αi + βixij, τ
−1
c ), (5.15)

assuming homoscedastic normal measurement errors and independence between αi and βi. The

likelihood function is therefore given by

fn(yij|αi, βi, τ c) =
nY
i=1

niY
j=1

n
(2π)−1/2τ 1/2c exp

h
−τ c
2
(yij − αi − βixij)

2
io

. (5.16)
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Prior distribution assumptions for αi and βi, the slope and intercept, can be given by

αi ∼ N(αc, τ
−1
α ) (5.17)

βi ∼ N(βc, τ
−1
β ),

with the additional assumption of conditional independence throughout. It can be noted that the

conjugate priors were chosen for the slope and intercept parameters in the linear model. Note

that τ represents the precision or inverse of the variance of the normal distributions in (5.15) and

(5.17). A full hierarchical Bayesian analysis now requires the specification of priors for αc, βc,

τα, τβ and τ c, where αc, βc and τ c are the population intercept, slope and precision respectively

and τα and τβ are the precisions of the subject specific intercept and slope respectively. When

one rewrites the likelihood function (5.16) in terms of the parameters given the data, the gen-

eral form of the conjugate priors can be easily recognised. Therefore, the parameters αc and βc

are assumed to follow the normal conjugate priors and the parameters τα, τβ and τ c the gamma

conjugate priors. These priors are made non-informative by using the concept of limiting pos-

terior and letting certain hyperparameters in these conjugate priors go to certain values. The

parameters αc and βc may be assumed to be distributed N(µ, τ−1) and when µ = 0 and τ → 0,

these conjugate priors become non-informative priors. Similarly, the parameters τα, τβ and τ c

may be assumed to be distributed G(α, β) and when α → 0 and β → 0 these conjugate priors

become non-informative priors.

In this current setting, the marginal posteriors for the population parameters (αc,βc) are now

of interest. With these posterior distributions one can derive the posterior distribution for the

window period and consequently a posterior distribution for incidence. The full hierarchical

posterior for this multi-parameter, complex model is:

π(·|data) ∝ fn(yij|αi, βi, τ c)π(τ c)π(αi|αc, τα)π(αc)π(τα)π(βi|βc, τβ)π(βc)π(τβ). (5.18)

Marginal posteriors from this posterior distribution are obtained by using the Gibbs sampler.

A very large number of iterations of Steps (i) to (iii) in Section 5.4.1.2 can be used to ensure

convergence. A large burn-in sample is discarded so that the outcome does not depend on

the subjective choice of initial values. In this study a burn-in sample of size 1000 and 10000
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iterations is used. Simulation were carried out with the software package WinBUGS 14 (Lunn,

2000).

The subsequent section applies the Gibbs sampler with all the prior information as given above

to the ZVITAMBO data.

5.5.1 Generating Marginal Posterior Densities

The women of scenario 1 of subset I are considered to illustrate the methods used. Figures

5.1 and 5.2 represent certain quantiles of the marginal posterior distributions of each of the

αi’s and βi’s. It is found that each of these parameters have a fairly normal marginal posterior

distribution and from Figure 5.1 an assumption can be made that most of the posterior median

values of αi are around zero and most have overlapping credible regions. The outliers with

large posterior median intercepts are those individuals who had OD values larger than 0,8 at first

positive. Figure 5.2 gives the idea that the βi’s are not very similar, but since these values are

very small the absolute differences are not that large. The outliers with large posterior median

slopes are those individuals whose OD values increased very quickly after seroconversion.

The marginal posterior distributions of importance in our analyses are the posterior densities

π(αc|data) and π(βc|data), the common intercept and slope. Figures 5.3 and 5.4 illustrate the

posterior density functions drawn by using each of the 10 000 iterations obtained by the Gibbs

sampler.

From this figures, the marginal posterior distributions for αc and βc seem to be fairly normal.

The median values for αc and βc are −0, 002029 and 0, 003588 respectively. Posterior 95%

credible intervals for the two parameters are [−0, 08671; 0, 08199] and [0, 002959; 0, 004211].
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Figure 5.1 The median and 95% credible interval for the posterior distribution of each αi.

Figure 5.2 The median and 95% credible interval for the posterior distribution of each βi.
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Figure 5.3 Marginal posterior density function of the population intercept αc.

Figure 5.4 Marginal posterior density function of the population intercept βc.
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The sample window period can be given in terms of αc and βc as follows:

Ω0c =
0, 8− αc

βc
− 0, 0476− αc

βc

The marginal posterior distribution for window period for the women in scenario 1 can be

illustrated in Figure 5.5.

Figure 5.5 Marginal posterior density function of the window period Ω0c.

This distribution also seems fairly normal, with a slight skewness to the right caused by the few

women who never reach an OD value of more than 0,8 and therefore have very large estimates

of Ω0. The sample incidence is found by substituting Ωc = Ω0c + 25 into the incidence estimate

given by (2.2). The 10000 realisations of this marginal posterior values are illustrated in Figure

5.6.
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Figure 5.6 Subset I Scenario 1: 10000 Iterations of Incidence.

Figure 5.6 represents 10000 iterations of incidence after a thousand burn-in samples have been

discarded. It seems that convergence has been reached and that most iterations are between

2,5% and 3%. This is also observed in the marginal posterior distribution function of incidence,

given by Figure 5.7. The very small Monte Carlo error of 0,004909 is also an indication that

convergence has been reached.
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Figure 5.7 Marginal posterior density function of incidence.

The marginal posterior distribution of incidence is clearly symmetrically distributed. A result

of this symmetry is that the mean and median estimates of incidence will be very similar. For

this data, as seen in Table 5.1, the estimates of mean and median are the same to two decimals.

Summary statistics of the Bayesian analysis on the four scenario’s of the ZVITAMBO data are

given in Table 5.1.

Table 5.1 Mean and median incidence, Monte Carlo Error and 95% credibility region.

MEAN MEDIAN MC Error LOWER UPPER
Scenario 1 2,75% 2,75% 0,004909 2,29% 3,2%
Scenario 2 3,2% 3,2% 0,004652 2,65% 3,76%
Scenario 3 2,72% 2,72% 0,005617 2,22% 3,23%
Scenario 4 3,3% 3,3% 0,007692 2,58% 4%

The mean and median incidence for scenario 4 is very close to the prospectively estimated
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incidence of 3,4%. The Monte Carlo errors are small in all scenario’s which is an indication

that convergence has been reached.

5.6 Conclusion

In contrast to probabilistic modelling where the behaviour of future observations are charac-

terised conditional on a parameter such as a slope or a intercept, the Bayesian analysis of data

allows one to use the observations to make inferences about these parameters. This method

leads to stable estimates of incidence that are in line with prospectively estimated incidence of

the ZVITAMBO data and are similar to estimates obtained with the help of probablistic meth-

ods.

The great advantage of the Bayesian approach is that the posterior distributions are directly

simulated for all the relevant parameters with relative ease. By using a set of non-informative

priors for all the given parameters in the model, a data dominant analysis can still be carried out

with great success.

The subsequent chapter concludes this study.
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CHAPTER 6

CONCLUSION AND

RECOMMENDATIONS

The aim of this study was to describe and apply different techniques to estimate the window

period which subsequently lead to alternative estimates of annualised incidence of HIV infec-

tion. Three different approaches were described to analyse window period: a non-parametric

survival analysis approach, the fitting of a general linear mixed model in a longitudinal data

setting and a Bayesian approach of assigning probability distributions to the parameters of in-

terest. These various techniques were applied on different subsets of the Zimbabwe Vitamin A

for Mothers and Babies (ZVITAMBO) dataset.

By following the non-parametric survival analysis approach, an estimate of incidence using the

mean window period was found to be very similar to the prospectively estimated incidence of

3,4% [95% CI: 3,0%-3,8%] (Humphrey et al., 2006). Due to uncertainty in the right tail of the

distribution of window periods, the higher estimate of 4,01% [95% CI: 3,13%-4,33%] found

when using the median window period may be more appropriate for describing central location.

The advantage of this approach is that no distributional assumptions were made. The drawback

of the approach is that all the measurements are not fully utilised in the sense that the same

information was drawn from a woman with only two measurements than was drawn from a

woman with eight measurements.

This disadvantage was addressed by fitting a general linear mixed model to the data. Although

each OD measurement could be utilised to obtain estimates, stable estimates were found by

using a minimum of three measurements. The linearity assumption of this approach may be

89



6 CONCLUSION AND RECOMMENDATIONS

a possible disadvantage, but a simple transformation of the data caused the measurements to

evolve more linearly over time. Bootstrap techniques were applied to find 95% bootstrap inter-

vals (BI) of the estimates. The estimate of incidence of 3,32% [95% BI: 2,74%-4,1%] found

when using the mean window period is close to the prospectively estimated incidence. This es-

timate is also similar to the estimate of incidence found in the study by Hargrove et al. (2008)

of 3.5% [95% CI: 2.6%-4.5%] in which linear mixed effects modelling was applied to find the

mean window period. The estimate of incidence using the median of 3,89% [95% BI: 3,3%-

4,88%] is very similar to the corresponding estimate computed when using survival analysis.

The median is a more appropriate measure of central location since women whose OD measure-

ments increase very slowly over time had very long window periods and consequently caused

uncertainty in the right tail of the distribution of window periods.

Bayesian methodology applied in Chapter 5 extended the linear mixed model approach by as-

suming a class of non-informative and conjugate priors for all the parameters in the model.

By using MCMC simulation procedures, posterior distributions of the window period and inci-

dence were directly obtained. Inference on these distributions lead to mean and median estimate

of incidence of 3,3% which is close to the prospectively observed estimate. A 95% credibility

region for the estimates was found as [2,58%-4,0%]. By choosing vague non-informative pri-

ors, the Bayesian approach leads to a data dominant analysis of posterior information on the

parameters of interest. The subjective choice of prior distribution may be a disadvantage of the

Bayesian approach and should be further investigated.

Possible future studies may involve a Bayesian approach to the non-parametric survival analysis

approach by using the Dirichlet, Gamma or Beta process priors to model the probability of

seroconversion in certain time intervals. The Bayesian approach can also be extended by using

appropriate multivariate prior distributions for the intercept and slope parameters in the linear

model.
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The Data: 
 

ID time OD 
18727A2 27 0.0509
18727A3 124 0.1708
18727A4 240 0.4370
18727A5 316 0.5732
17926A1 39 0.0489
17926A2 88 0.3214
17926A3 180 1.2772
17926A4 272 1.7749
17926A5 362 2.0106
19381C2 41 0.0620
19381C3 140 0.8622
23983A1 42 0.2562
23983A2 112 0.6610
23983A3 183 1.0292
23983A5 390 1.4432
23983A9 896 2.6587
11445X1 43 0.1151
11445X2 91 0.2467
11445X3 183 1.2589
11445X4 251 1.3299
11445X9 894 2.1318
16853F1 46 0.0660
16853F2 113 0.4820
16853F3 197 0.7699
16853F6 477 2.1180
23903G2 46 0.0737
23903G3 135 0.5474
23903G4 227 1.1363
23903G5 317 1.6474
23903G6 409 2.1224
23903G7 500 2.0857
23903G8 598 2.3475
23903G9 683 2.3834
20606K2 47 0.0606
20606K3 138 0.2282
20606K4 230 0.5864
20606K5 320 1.2091
15513K2 48 0.0892
15513K3 125 0.3781
15513K4 219 0.4160
15513K6 378 0.7767
15513K7 491 1.1904
18101N2 48 0.0563
18101N3 157 0.6533
18101N4 245 0.8323
18101N5 322 1.0133
21556F2 48 0.0955
21556F3 135 0.4350
21556F4 227 0.9139
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21556F5 295 1.0623
15801X2 49 0.0838
15801X3 182 0.4660
15801X4 217 1.0975
15801X5 323 0.7770
15801X6 418 0.8907
16715D2 49 0.0782
16715D3 141 0.6201
16715D4 233 1.5610
16715D6 400 2.2020
16715D7 506 2.4115
18490X2 49 0.0594
18490X3 140 0.3437
18490X4 232 0.6253
18490X5 322 0.5548
14557A2 50 0.1262
14557A6 470 1.5337
14557A7 516 1.8127
14557A8 597 1.4845
16054N1 50 0.0938
16054N2 91 0.2385
20674F2 50 0.0983
20674F3 141 0.2376
20674F4 232 0.5063
20674F5 326 1.2447
21609P1 56 0.1493
21609P2 129 0.8498
21609P3 182 1.1024
21609P4 290 2.1355
21609P5 367 2.2751
19688F3 58 0.3042
19688F4 147 1.3378
19688F5 238 2.0729
23788C5 58 0.1133
23788C6 154 0.7274
23788C7 240 1.0238
23788C8 335 0.7976
21474G1 59 0.4851
21474G2 91 1.2168
21474G3 183 1.0474
21474G4 273 1.2065
21474G5 368 1.4961
13855N2 59 0.0607
13855N3 143 0.0938
13855N4 232 0.0717
13855N6 463 0.0861
13855N9 773 0.0631
17384N3 62 0.0561
17384N6 396 0.4187
12093C3 64 0.1269
12093C4 154 0.4671
12093C5 280 1.3178
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12093C6 392 1.2435
12093C7 429 1.1025
12093C8 520 1.2886
12093C9 632 1.3939
21549D4 65 0.5063
21549D5 156 1.9677
18064G2 66 0.0460
18064G4 190 2.0933
18064G5 305 2.3141
22692Z8 70 0.0528
22692Z9 203 1.6567
12774Z3 74 0.0776
12774Z4 165 0.7429
12774Z5 256 1.4515
12774Z8 513 2.5834
12774Z9 623 2.9274
22673G3 74 0.1258
22673G4 165 0.7506
22673G5 259 1.3069
22673G6 344 1.7450
22673G7 436 1.6149
22673G8 528 1.5216
22673G9 623 1.9314
11995K4 77 0.2325
11995K5 166 0.4240
11995K6 258 0.5697
11995K7 348 0.8830
11995K8 440 1.3334
11995K9 532 1.4126
17973Z3 77 0.1779
17973Z4 168 0.5492
17973Z5 260 0.9386
15628K4 79 0.1101
15628K5 166 1.3187
15628K6 272 2.3503
23817Z3 84 0.0753
23817Z4 192 0.4156
23817Z5 267 0.7699
23817Z6 366 1.3870
23817Z7 448 1.8155
23817Z8 549 2.1937
23817Z9 631 2.2849
12409C8 85 0.0683
12409C9 176 0.6630
17067N4 86 0.0683
17067N5 185 0.8636
17067N6 276 1.4547
18766Z4 86 0.0561
18766Z5 191 0.2442
23265Z2 86 0.2198
23265Z3 181 1.3336
23265Z5 363 1.4153
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23265Z6 440 1.7970
23265Z7 553 2.3558
23265Z8 637 2.5685
23265Z9 729 2.4606
21538K3 87 0.0867
21538K4 182 1.0965
21538K6 370 2.1876
20695A4 88 0.2575
20695A5 179 0.4897
10030G4 89 0.8860
10030G5 180 2.0511
10030G6 270 2.1315
10030G7 363 2.3353
10030G8 459 2.1544
10030G9 550 2.4024
13202P5 89 0.3694
13202P6 183 0.5813
13202P7 277 0.9373
13202P8 368 1.6101
13202P9 455 1.7190
22690F8 89 0.0562
22690F9 184 0.2602
11053D5 90 0.0835
11053D6 182 0.3740
11053D9 682 2.1040
20931K4 90 0.0724
20931K5 179 0.7112
10448D5 91 0.5995
10448D6 182 1.4747
10448D7 274 1.6812
10448D8 365 1.9886
10448D9 457 1.7797
11723P5 91 0.0619
11723P6 182 0.1902
11723P7 278 0.4110
11723P8 363 0.4912
11723P9 490 1.0050
10856X4 91 0.5026
10856X5 182 0.7968
10856X6 302 1.0500
10856X7 364 1.2891
10856X9 797 1.4470
10912C7 91 0.1364
10912C8 182 0.6520
10912C9 274 0.9175
12119N8 91 0.1838
12119N9 183 1.0159
13196A6 91 0.0692
13196A7 182 0.2635
13196A8 278 0.4064
13632C4 91 0.0925
13632C9 623 1.5749
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14542K4 91 0.3266
14542K5 182 0.7913
14542K9 559 1.8798
14566P6 91 0.0564
14566P8 247 1.5168
14633F7 91 0.0568
14633F8 231 0.5519
14774Z2 91 0.3364
14774Z3 169 0.4816
14774Z4 274 1.2506
14774Z5 365 1.5925
14774Z6 470 1.9983
14774Z7 554 2.3240
15290Z6 91 0.2560
15290Z7 182 1.1830
15398X5 91 0.1112
15398X6 183 0.2115
15398X7 274 0.3620
15680Z6 91 0.3680
15680Z7 226 1.2886
15680Z8 296 2.0670
16963A2 91 0.0812
16963A3 182 0.2024
16963A4 273 0.2789
16963A5 364 0.6376
16963A6 455 0.6728
22087N3 91 1.6335
22087N5 267 2.1848
22563C3 91 0.2247
22563C4 182 0.5542
22563C5 273 0.7576
22563C6 365 1.1090
22563C7 456 1.6140
22563C8 547 1.7828
22563C9 641 1.9265
20382D4 91 0.1751
20382D5 182 0.2557
16626D4 91 0.0522
16626D7 379 0.0524
13272F3 92 0.3653
13272F4 183 0.5974
13272F5 272 1.0828
13272F7 455 1.4383
10523A7 92 0.5746
10523A8 240 1.0346
10523A9 608 1.7723
10958K6 92 0.5466
10958K7 183 0.7556
10958K8 274 0.9366
10958K9 363 0.7725
14180Z4 92 0.5649
14180Z5 178 0.7177
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14180Z6 270 0.7598
14180Z7 361 1.0950
17560A3 92 0.0668
17560A4 183 0.2867
17560A5 259 0.6565
17560A6 366 1.2366
16208N3 92 0.2698
16208N4 183 0.6202
16208N5 274 1.3287
16231P3 92 0.0666
16231P4 183 0.3200
16231P5 274 0.8707
16571X3 92 0.2515
16571X4 182 0.6062
16571X5 273 0.7679
16576K3 92 0.1130
16576K4 184 0.1614
16576K5 275 0.3408
18482X3 92 0.1730
18482X4 183 0.4323
18482X5 274 0.4538
18657K3 92 0.1242
18657K5 274 1.1977
23432G6 92 0.0667
23432G7 183 0.1731
23432G8 274 0.2990
23432G9 366 0.6176
23444X3 92 0.0711
23444X4 183 0.1170
23444X5 274 0.4732
23444X6 366 1.8161
23444X7 457 1.6794
23444X8 548 1.9590
23444X9 640 1.9610
23960K3 92 0.3475
23960K4 186 1.1698
23960K5 286 1.4380
23960K6 417 1.8472
23960K7 467 2.1340
23960K8 552 2.2939
23960K9 645 2.4662
12015F6 93 0.6730
12015F8 282 0.7977
12015F9 369 0.7608
19942A3 93 0.2637
19942A4 184 0.2916
19942A5 275 0.4528
15858F5 94 0.3001
15858F6 185 0.6109
15858F7 275 1.0055
11538N6 95 0.4293
11538N7 185 0.4282



 103

11538N8 273 0.8090
11538N9 364 1.3411
12130Z7 95 0.1066
12130Z8 186 1.0822
20008Z2 96 0.1767
20008Z3 185 1.1308
20008Z4 273 2.0866
20008Z5 367 2.3724
13586A6 97 0.1913
13586A7 160 0.2822
21080A4 99 0.0682
21080A5 182 2.2479
21933A4 99 0.1011
21933A5 182 0.2976
12235F2 101 0.0681
12235F3 193 0.5209
12235F4 314 0.8974
12235F8 661 1.2714
12235F9 733 1.5305
21731N2 103 0.2065
21731N3 190 0.8399
21731N4 273 0.8223
21731N5 365 0.8605
22007D8 105 0.1680
22007D9 181 0.7214
12477P3 106 0.9018
12477P9 760 2.8273
11768G4 109 0.2191
11768G5 200 1.3308
11768G6 296 1.0951
11768G7 385 1.7327
11768G8 506 1.7781
11768G9 568 1.9559
14610X6 109 0.0503
14610X7 195 0.5286
14610X8 287 1.5672
16024D2 109 0.0559
16024D3 205 0.2130
16024D6 466 1.3403
14418A5 112 0.0434
14418A6 192 0.2131
14418A9 547 0.8411
12835K5 115 0.8184
12835K6 184 1.2798
12835K7 273 2.1086
12835K8 362 2.2402
12835K9 460 2.5843
23018G2 117 0.2160
23018G3 212 0.7021
23018G4 272 0.8993
23018G6 450 1.4628
23018G7 560 1.9528
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23018G8 649 1.9873
17397Z5 118 0.6352
17397Z6 196 0.8630
21660G4 119 0.1343
21660G5 204 0.5080
22072F6 119 0.0748
22072F9 584 0.9146
15068K5 120 0.1635
15068K6 210 0.7370
15068K7 302 0.6400
12976F7 123 1.0427
12976F8 228 1.1892
13208Z7 127 0.1081
13208Z8 187 0.3632
13208Z9 275 1.0401
13266Z3 133 2.2894
13266Z4 223 1.6551
13266Z5 316 2.0939
13266Z6 410 2.2526
13266Z7 500 2.4067
22616F3 151 0.1876
22616F4 299 0.8222
22616F5 392 1.7046
22616F9 924 2.6568
12038N5 152 1.1493
12038N6 210 1.1951
12038N8 392 1.7681
10700C3 153 0.7031
10700C4 223 0.9591
10700C5 299 1.3772
10700C6 407 1.9466
10700C7 502 2.2318
10700C8 594 2.5235
10700C9 686 2.3696
14057F4 155 0.0791
14057F5 261 0.2391
14057F6 343 0.8621
14057F7 450 0.7368
14057F8 548 1.5429
22807A3 155 0.7011
22807A5 364 1.3700
19457N3 157 0.0978
19457N5 364 0.3229
22553Z3 171 0.4900
22553Z5 373 0.6627
20530A3 175 0.1867
20530A5 372 1.3518
23139N5 175 1.0745
23139N6 255 1.4017
23139N7 346 1.5749
23139N8 437 1.7268
23139N9 528 1.3440
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17120A4 177 1.3973
17120A5 268 2.2531
17120A6 360 2.2925
20317Z3 177 0.2755
20317Z5 371 1.3270
22556A3 177 0.1440
22556A5 365 1.8450
14183A6 179 1.3498
14183A7 263 1.8855
14183A8 369 2.0511
17035G3 179 0.3282
17035G5 529 1.9202
17066P3 179 0.6409
17066P5 363 1.5129
23699C3 179 0.1344
23699C5 492 0.6869
12380K3 181 0.2088
12380K5 363 0.4811
18699K3 181 0.6339
18699K5 367 2.0046
22519F3 181 0.1310
22519F5 365 0.4326
10054N8 182 0.0637
10054N9 273 0.3280
10256A3 182 0.1728
10256A5 364 0.4889
10719A7 182 0.2793
10719A8 273 0.7136
10719A9 365 1.0435
11342N5 182 0.2042
11342N6 274 0.5204
11342N7 365 1.2762
11342N8 457 1.8563
11342N9 548 2.5771
12805Z3 182 0.9458
12805Z5 544 1.9714
12938C3 182 0.8460
12938C5 364 2.4274
13192D3 182 2.7378
13192D5 350 2.7516
13440K3 182 0.9067
13440K5 365 0.8925
14926F5 182 1.1034
14926F6 274 0.9288
14926F7 365 1.9370
15470C3 182 0.7110
15470C5 360 1.8010
17255G3 182 0.7192
17255G5 362 1.0720
17516D3 182 0.1011
17516D5 370 1.0179
18481Z3 182 0.7925
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18481Z5 577 1.9907
19153C3 182 0.1276
19153C5 366 0.4386
19334N3 182 0.5473
19334N5 364 0.6231
20062K3 182 0.1958
20062K5 364 1.5275
20239A3 182 0.0627
20239A5 364 0.2692
22280P3 182 0.5930
22280P5 364 0.6189
22618Z3 182 0.0535
22618Z5 364 0.7188
23765N3 182 0.7453
23765N5 364 1.7740
23865F3 182 1.6230
23865F4 273 1.7218
23865F6 511 2.7308
23865F7 547 2.7325
23865F8 639 2.6715
23865F9 734 2.8108
10065F3 183 0.1662
10065F5 364 0.8931
11606Z7 183 0.0871
11606Z8 274 1.1749
11606Z9 366 2.0710
14837F3 183 0.0592
14837F5 365 1.3784
15835X3 183 0.0717
15835X5 364 0.4600
20600Z3 183 0.3665
20600Z5 367 1.3189
22172X3 183 0.4509
22172X5 365 1.0593
22547C3 183 1.5927
22547C5 365 2.2430
23972Z3 183 0.4542
23972Z5 365 1.7724
18063K3 185 0.0503
18063K5 365 1.6158
21356C3 185 1.4869
21356C5 431 2.1481
15334N3 186 0.0810
15334N5 610 1.9330
23203K3 186 0.4981
23203K5 730 0.8699
14553D3 192 1.2004
14553D5 389 1.9121
15042K3 196 1.0740
15042K5 364 1.5082
18349G4 200 0.3780
18349G5 288 0.7750
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11194X8 206 0.5131
11194X9 667 2.5437
16395A3 211 0.4370
16395A5 370 1.5725
23600N3 213 0.1638
23600N5 364 0.2129
12452N3 219 0.9254
12452N5 491 2.3417
10591N6 224 0.3620
10591N9 845 2.6552
13859D4 224 1.0547
13859D5 315 1.3091
13859D6 449 1.4956
13859D8 559 2.0279
16391D3 227 1.2088
16391D5 344 1.3114
21921D3 228 0.2784
21921D6 475 0.3998
12214A3 229 2.3514
12214A5 408 2.4578
13708N6 242 0.0861
13708N7 280 0.1232
20462F3 252 0.0823
20462F5 385 0.5346
19204K3 268 1.2629
19204K5 492 1.8935
13685N5 269 0.2866
13685N6 342 0.9291
13685N9 795 2.5888
23104P5 272 0.4339
23104P6 364 1.0425
23104P7 468 1.5410
23104P9 690 2.6459
10634D4 273 2.0949
10634D5 365 1.8495
10634D7 546 2.1649
10634D8 617 1.6733
10634D9 722 1.5126
20925F4 273 1.5980
20925F5 365 1.8811
10381G3 287 1.9857
10381G5 364 2.5957
11767K4 290 0.7686
11767K5 365 1.3758
11767K6 455 1.0655
11767K7 546 1.5904
11767K8 637 1.2924
11767K9 730 1.2182
23655Z3 290 0.0413
23655Z5 359 0.4585
16723D3 295 0.7107
16723D5 364 1.4072
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13140G3 298 1.0732
13140G5 364 1.7390
22285D4 312 2.1006
22285D5 407 2.6279
22285D6 456 2.4479
22285D7 547 2.4322
22285D8 644 2.3491
22285D9 733 2.5290
23111A5 316 0.3477
23111A6 401 0.9335
23111A7 495 0.9477
23111A8 587 1.3785
23111A9 679 2.2470
12610X5 364 0.6036
12610X6 456 0.6943
12610X7 547 0.7882
12610X8 638 0.9162
12610X9 730 1.0704
13211N5 411 0.1563
13211N6 430 0.1794
13211N7 580 0.8451
13211N8 676 1.1771
11572G7 506 0.5032
11572G8 580 0.5201
11572G9 888 0.8201
11666C7 568 0.3450
11666C8 641 0.2551
11666C9 732 0.4046
22580A8 656 1.6047
22580A9 965 1.7206
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Chapter 3 
 
> Turnbull 
function (data,iter)  
{ 
dfram <- data[,1:2] 
Times <- sort(unique(c(dfram$L, dfram$U))) 
nobs <- nrow(dfram) 
ntim <- length(Times) 
alpha <- t(outer(Times, dfram$L, function(x,y)  x > y) *  
           outer(Times, dfram$U, function(x,y)  x <= y)) 
 
func <- function(a){for(i in 1:length(a)){if(a[i]==0)a[i]=0.0000001} 
                    a} 
 
Hfunc <- function(Svec, alpha) { 
    pvec <- -diff(c(1,Svec)) 
    qvec <- 1/c(alpha %*% pvec)    
    dvec <- pvec * c(qvec %*% alpha) 
    dvec <- func(dvec) 
    Yvec <- rev(cumsum(rev(dvec))) 
    Yvec <- func(Yvec) 
    out <- cumprod(1-dvec/Yvec) 
    list(dvec=dvec,Yvec=Yvec,out=out) } 
 
Sinit <- ((ntim-1):0)/ntim 
Sold <- Sinit 
change <- numeric(iter) 
 
Dmat <- matrix(0,ncol=iter,nrow=ntim) 
Ymat <- matrix(0,ncol=iter,nrow=ntim) 
  
 for(i in 1:iter) { 
         Snew <- Hfunc(Sold,alpha)$out 
     Dmat[,i] <-  Hfunc(Sold,alpha)$dvec 
     Ymat[,i] <-  Hfunc(Sold,alpha)$Yvec 
     
change[i] <- round(sum(abs(Snew-Sold)),7)  
if(change[i]>0.01) 
    cat(i,"th iteration change = ",change[i],"\n") 
    Sold <- Snew  
    } 
cat("...","\n") 
cat(iter,"th iteration change = ",change[iter],"\n\n") 
 
Tabel <- cbind(Times=Times, 
Surv=round(Sold,4),dvec=Dmat[,iter],yvec=Ymat[,iter]) 
  
list(Tabel=Tabel) 
} 
 
   proc iml;  
      use scenario4;  
      read all var{l r};  
      nobs= nrow(l);  
     /*********************************************************  
         construct the nonoverlapping intervals (Q,P) and  
         determine the number of pseudo-parameters (NPARM)  
      *********************************************************/  
      pp= unique(r); npp= ncol(pp);  
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      qq= unique(l); nqq= ncol(qq);  
      q= j(1,npp, .);  
      do;  
         do i= 1 to npp;  
            do j= 1 to nqq;  
               if ( qq[j] < pp[i] ) then q[i]= qq[j];  
            end;  
            if q[i] = qq[nqq] then goto lab1;  
         end;  
      lab1:  
      end;  
  
      if i > npp then nq= npp;  
      else            nq= i;  
      q= unique(q[1:nq]);  
      nparm= ncol(q);  
      p= j(1,nparm, .);  
      do i= 1 to nparm;  
         do j= npp to 1 by -1;  
            if ( pp[j] > q[i] ) then p[i]= pp[j];  
         end;  
      end;  
  
     /********************************************************  
         generate the X-matrix for the likelihood  
      ********************************************************/  
      _x= j(nobs, nparm, 0);  
      do j= 1 to nparm;  
         _x[,j]= choose(l <= q[j]  & p[j] <= r, 1, 0);  
      end;  
  
     /********************************************************  
        log-likelihood function (LL)  
      ********************************************************/  
      start LL(theta) global(_x,nparm);  
         xlt= log(_x * theta`);  
         f= xlt[+];  
         return(f);  
      finish LL;  
  
     /********************************************************  
        gradient vector (GRAD)  
      *******************************************************/  
      start GRAD(theta) global(_x,nparm);  
         g= j(1,nparm,0);  
         tmp= _x # (1 /  (_x * theta`) );  
         g= tmp[+,];  
         return(g);  
      finish GRAD;  
  
     /*************************************************************  
        estimate the pseudo-parameters using quasi-newton technique  
      *************************************************************/  
      /* options */  
      optn= {1 2};  
  
      /* constraints */  
      con= j(3, nparm + 2, .);  
      con[1, 1:nparm]= 1.e-6;  
      con[2:3, 1:nparm]= 1;  
      con[3,nparm + 1]=0;  
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      con[3,nparm + 2]=1;  
  
      /* initial estimates */  
      x0= j(1, nparm, 1/nparm);  
  
      /* call the optimization routine */  
      call nlpqn(rc,rx,"LL",x0,optn,con,,,,"GRAD");  
  
     /*************************************************************  
       survival function estimate (SDF)  
      ************************************************************/  
      tmp1= cusum(rx[nparm:1]);  
      sdf= tmp1[nparm-1:1];  
  
  
     /*************************************************************  
       covariance matrix of the first nparm-1 pseudo-parameters 
(SIGMA2)  
      *************************************************************/  
      mm= nparm - 1;  
      _x= _x - _x[,nparm] * (j(1, mm, 1) || {0});  
      h= j(mm, mm, 0);  
      ixtheta= 1 / (_x * ((rx[,1:mm]) || {1})`);  
      if _zfreq then  
         do i= 1 to nobs;  
            rowtmp= ixtheta[i] # _x[i,1:mm];  
            h= h + (_freq[i] # (rowtmp` * rowtmp));  
         end;  
      else do i= 1 to nobs;  
         rowtmp= ixtheta[i] # _x[i,1:mm];  
         h= h + (rowtmp` * rowtmp);  
      end;  
      sigma2= inv(h);  
  
     /*************************************************************  
       standard errors of the estimated survival curve (SIGMA3)  
      *************************************************************/  
      sigma3= j(mm, 1, 0);  
      tmp1= sigma3;  
      do i= 1 to mm;  
         tmp1[i]= 1;  
         sigma3[i]= sqrt(tmp1` * sigma2 * tmp1);  
      end;  
  
     /*************************************************************  
       95% confidence limits for the survival curve (LCL,UCL)  
      *************************************************************/  
     /* confidence limits */  
      tmp1= probit(.975);  
      *print tmp1;  
      tmp1= tmp1 * sigma3;  
      lcl= choose(sdf > tmp1, sdf - tmp1, 0);  
      ucl= sdf + tmp1;  
      ucl= choose( ucl > 1., 1., ucl);  
  
     /*************************************************************  
       print estimates of pseudo-parameters  
      *************************************************************/  
      reset center noname;  
      q= q`;  
      p= p`;  
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      theta= rx`;  
      print ,"Parameter Estimates", ,q[colname={q}] p[colname={p}]  
            theta[colname={theta} format=12.7],;  
  
     /*************************************************************  
       print survival curve estimates and confidence limits  
      *************************************************************/  
left= {0} // p;  
      right= q // p[nparm];  
      sdf= {1} // sdf // {0};  
      lcl= {.} // lcl //{.};  
      ucl= {.} // ucl //{.};  
   sigma3={.} // sigma3//{.};  
      print , "Survival Curve Estimates and 95% Confidence 
Intervals", ,  
            left[colname={left}] right[colname={right}]  
            sdf[colname={estimate} format=12.4]  
            lcl[colname={lower} format=12.4]  
            ucl[colname={upper} format=12.4] 
   sigma3[colname={Error} format=12.4]; 

 
surv1 <- Turnbull(scenario1,3000)$Tabel[,1:2] 
plot(surv1[,1],surv1[,2],xlim=c(0,500),ylim=c(0,1),xlab="window 
period (days)", ylab="estimated exceeding 
probability",main="Estimation of HIV window period since SC using 
Turnbull's Algorithm",type="S",col="red") 
 lines(surv2[,1],surv2[,2],col="purple",type=”S”) 
 lines(surv3[,1],surv3[,2],col="green",type=”S”) 
 lines(surv4[,1],surv4[,2],col="blue",type=”S”) 
 legend(x=300,y=0.8,legend=c("Scenario 1","Scenario 2","Scenario 
3","Scenario 4"),col=c("red","purple","green","blue"),lty=1) 
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Chapter 4 
 
Mean Structure: 
 
> mean.structure 
function (data=scen1.vol)  
{ 
plot(0,0,xlim=c(0,1000),ylim=c(0,3),type="n",xlab="Days since last 
negative", 
ylab="OD", main="Scenario1: Mean Structure") 
for(i in 1:186) 
{x <- data[data[,1]==i,2] 
 y <- data[data[,1]==i,3] 
lines(x,y,col="red") 
}  
ss<-smooth.spline(x=data[,2],y=data[,3],spar=1) 
lines(ss,lwd=3) 
} 

 
Smoothed Variance Function: 
 
r<- (resid(glm(OD~time,data=scen1.vol)))^2 
out <- loess(r~scen1.vol[,2]) 
scen1.r <- data.frame(scen1.vol,r,o=predict(out) ) 
ii <- order(x<-scen1.r[,2],y<-scen1.r[,5]) 
 x <- rbind(x,y)[,ii] 
 plot(scen1.r[,2],scen1.r[,4],xlab="Days since last 
negative",ylab="Squared Residuals",main="Scenario1: Smoothed Variance 
Function",pch=19,cex=0.5,col="red") 
 lines(x[1,],x[2,],lwd=3) 
 
The mixed procedure in SAS: 
 
proc mixed data=tesis.harlog1; 
model sqOD=lnTime / solution ddfm=kr outpred=pred; 
repeated / type=sp(pow)(lnTime) subject=ID r rcorr; 
random intercept lnTime /type=un subject=ID solution; 
ods listing exclude solutionr; 
ods output solutionr=out; 
run; 
 
The GLMM fit for selected individuals: 
 
plot(har1.vol[har1.vol[,1]==4,2],har1.vol[har1.vol[,1]==4,3], 
xlim=c(0,1000),ylim=c(0,3),pch=19,col="red",xlab="Time since last 
negative",ylab="OD",main=”Scenario 1 : Subset II”) 
points(har1.vol[har1.vol[,1]==8,2],har1.vol[har1.vol[,1]==8,3], 
pch=19) 
points(har1.vol[har1.vol[,1]==20,2],har1.vol[har1.vol[,1]==20,3], 
pch=19,col="blue") 
lines(x,har.int1[4,3]+har.slope1[4,3]*x,col="red") 
lines(x, har.int1[8,3]+har.slope1[8,3]*x) 
lines(x, har.int1[20,3]+har.slope1[20,3]*x,col="blue") 
legend(x=600,y=0.6,legend=c("23817Z","10030G","16963A"),col=c("red", 
"black","blue"),pch=19) 
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The GLMM fit for every individual: 
 
plot(0,xlim=c(-100,800),ylim=c(-
1,3),ylab="OD",xlab="time",type="n",main=”Scenario 1: Subset II”) 
  for(i in 1:57){ 
x <- c(-100,800) 
  lines(x=x,y=har.int1[i,3]+har.slope1[i,3]*x)} 
 abline(h=0.8,lty=3) 
  abline(h=0.0476,lty=3) 
 koordinate<-locator(n=2) 
  text(koordinate$x[1],koordinate$y[1],pos=1, 
 "BaselineOD=0.0476") 
 arrows(koordinate$x[1],koordinate$y[1],koordinate$x[2], 
koordinate$y[2], length=0.1) 
koordinate<-locator(n=2) 
 arrows(koordinate$x[1],koordinate$y[1],koordinate$x[2], 
koordinate$y[2],  length=0.1) 
text(koordinate$x[1],koordinate$y[1],pos=3,"OD=0.8") 
 
Histogram, mean and median of window periods: 
 
x.0.8 <- (0.8-har.int4[,3])/har.slope4[,3] 
x.0.0476 <- (0.0476- har.int4[,3])/ har.slope4[,3] 
window.har4<- data.frame(x.0.8=x.0.8,x.0.0476=x.0.0476,window=(x.0.8-
x.0.0476)) 
hist(window.har4[,3],xlab="window",main="Window for each woman") 
mean(window.har4[,3]) 
median(window.har4[,3]) 

 
Computing Bootstrap statistics: 
 
mean.boot.funk 
function (data=window.elk[,3],B=1000,alpha=c(0.05,0.95),nbootsd=1000, 
nboott=1000, v.nbootg=1000,v.nbootsd=1000,v.nboott=1000)  
{ 
library(bootstrap) 
n <- length(data) 
 
theta <- mean(data) 
 
boot.theta <- numeric(B) 
for(i in 1:B){ 
boot.data <- data[sample(1:n,replace=TRUE)] 
boot.theta[i] <- mean(boot.data) 
} 
hist(boot.theta,main="Non-parametric bootstrap 
histogram",xlab=paste("B=",B),ylab="theta") 
abline(v=theta,lty=2) 
 
#standaard 
se.boot <- sqrt(var(boot.theta)) 
onder.std <- theta - qnorm(alpha[2])*se.boot 
bo.std <- theta - qnorm(alpha[1])*se.boot 
leng.std <- bo.std-onder.std 
vorm.std <- (bo.std-theta)/(theta-onder.std) 
 
#persentiel 
sort.boot <- sort(boot.theta) 
onder.pers <- sort.boot[alpha[1]*B] 
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bo.pers <- sort.boot[(alpha[2])*B] 
leng.pers <- bo.pers-onder.pers 
vorm.pers <- (bo.pers-theta)/(theta-onder.pers) 
 
#ABC 
funk <- function(p,x){mean <- sum(p*x)/sum(p)} 
ABC <- abcnon(data,funk,alpha=alpha)$limits[,2] 
leng.ABC <- max(ABC)-min(ABC) 
vorm.ABC <- (max(ABC)-theta)/(theta-min(ABC)) 
 
#BCa 
BCa <- 
bcanon(data,nboot=B,theta=function(x)mean(x),alpha=alpha)$confpoint[,
2] 
leng.BCa <- max(BCa)-min(BCa) 
vorm.BCa <- (max(BCa)-theta)/(theta-min(BCa)) 
 
#boot-t 
uit <- 
boott(data,theta=function(x)mean(x),perc=alpha,nbootsd=nbootsd, 
       nboott=nboott)$confpoints 
leng.t <- max(uit)-min(uit) 
vorm.t <- (max(uit)-theta)/(theta-min(uit)) 
 
#boot-t(VS=T) 
uit2 <- boott(data,VS=TRUE,theta=function(x)mean(x),perc=alpha, 
nbootsd=nbootsd,nboott=nboott,v.nbootg=v.nbootg,v.nbootsd=v.nbootsd, 
                 v.nboott=v.nboott)$confpoints 
leng.t2 <- max(uit2)-min(uit2) 
vorm.t2 <- (max(uit2)-theta)/(theta-min(uit2)) 
 
#basic 
onder.basic <- 2*theta - bo.pers 
bo.basic <- 2*theta - onder.pers 
leng.b <- bo.basic-onder.basic 
vorm.b <- (bo.basic-theta)/(theta-onder.basic) 
 
Tabel <- 
data.frame(onder=c(onder.std,onder.pers,ABC[1],BCa[1],uit[1],uit2[1],
onder.basic), 
                    
bo=c(bo.std,bo.pers,ABC[2],BCa[2],uit[2],uit2[2],bo.basic),  
                          
lengte=c(leng.std,leng.pers,leng.ABC,leng.BCa,leng.t,leng.t2,leng.b), 
                          
vorm=c(vorm.std,vorm.pers,vorm.ABC,vorm.BCa,vorm.t,vorm.t2,vorm.b)) 
rownames(Tabel) <- c("Standaard","Persentiel","ABC","BCa","Boot-
t","Boot-t(VS=T)","Basic Boot") 
 
list(boot.mean=mean(boot.theta),Tabel14.2=Tabel) 
} 
 
median.boot.funk 
function (data=window.elk[,3],B=1000,alpha=c(0.05,0.95),nbootsd=1000, 
nboott=1000,v.nbootg=1000,v.nbootsd=1000,v.nboott=1000)  
{ 
library(bootstrap) 
n <- length(data) 
 
theta <- median(data) 
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boot.theta <- numeric(B) 
for(i in 1:B){ 
boot.data <- data[sample(1:n,replace=TRUE)] 
boot.theta[i] <- median(boot.data) 
} 
hist(boot.theta,main="Non-parametric bootstrap histogram of 
median",xlab=paste("B=",B),ylab="theta") 
abline(v=theta,lty=2) 
 
#standaard 
se.boot <- sqrt(var(boot.theta)) 
onder.std <- theta - qnorm(alpha[2])*se.boot 
bo.std <- theta - qnorm(alpha[1])*se.boot 
leng.std <- bo.std-onder.std 
vorm.std <- (bo.std-theta)/(theta-onder.std) 
 
#persentiel 
sort.boot <- sort(boot.theta) 
onder.pers <- sort.boot[alpha[1]*B] 
bo.pers <- sort.boot[(alpha[2])*B] 
leng.pers <- bo.pers-onder.pers 
vorm.pers <- (bo.pers-theta)/(theta-onder.pers) 
 
#ABC 
funk <- function(p,x){sum(p*x)/sum(p)} 
ABC <- abcnon(data,funk,alpha=alpha)$limits[,2] 
leng.ABC <- max(ABC)-min(ABC) 
vorm.ABC <- (max(ABC)-theta)/(theta-min(ABC)) 
 
#BCa 
BCa <- 
bcanon(data,nboot=B,theta=function(x)median(x),alpha=alpha)$confpoint
[,2] 
leng.BCa <- max(BCa)-min(BCa) 
vorm.BCa <- (max(BCa)-theta)/(theta-min(BCa)) 
 
#boot-t 
uit <- 
boott(data,theta=function(x)median(x),perc=alpha,nbootsd=nbootsd, 
       nboott=nboott)$confpoints 
leng.t <- max(uit)-min(uit) 
vorm.t <- (max(uit)-theta)/(theta-min(uit)) 
 
#boot-t(VS=T) 
uit2 <- boott(data,VS=TRUE,theta=function(x)median(x),perc=alpha, 
nbootsd=nbootsd,nboott=nboott,v.nbootg=v.nbootg,v.nbootsd=v.nbootsd, 
                 v.nboott=v.nboott)$confpoints 
leng.t2 <- max(uit2)-min(uit2) 
vorm.t2 <- (max(uit2)-theta)/(theta-min(uit2)) 
 
#basic 
onder.basic <- 2*theta - bo.pers 
bo.basic <- 2*theta - onder.pers 
leng.b <- bo.basic-onder.basic 
vorm.b <- (bo.basic-theta)/(theta-onder.basic) 
 
Tabel <- 
data.frame(onder=c(onder.std,onder.pers,ABC[1],BCa[1],uit[1],uit2[1],
onder.basic), 
                    
bo=c(bo.std,bo.pers,ABC[2],BCa[2],uit[2],uit2[2],bo.basic),  
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lengte=c(leng.std,leng.pers,leng.ABC,leng.BCa,leng.t,leng.t2,leng.b), 
                          
vorm=c(vorm.std,vorm.pers,vorm.ABC,vorm.BCa,vorm.t,vorm.t2,vorm.b)) 
rownames(Tabel) <- c("Standaard","Persentiel","ABC","BCa","Boot-
t","Boot-t(VS=T)","Basic Boot") 
 
list(boot.median=median(boot.theta),Tabel14.2=Tabel) 
} 
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Chapter 5  
 
WinBUGS Model: 
 
model 
 { 
  for(i in 1:N){ 
    for(j in 1:T[i]){ 
    Y[(t[i]+j)] ~ dnorm(mu[(t[i]+j)],tau.c) 
    mu[(t[i]+j)] <-alpha[i] + beta[i]*x[(t[i]+j)] 
                    } 
              alpha[i] ~ dnorm(alpha.c,alpha.tau) 
         beta[i] ~ dnorm(beta.c,beta.tau) 
     } 
  tau.c ~ dgamma(0.001,0.001) 
  sigma <- 1 / sqrt(tau.c) 
  alpha.c ~ dnorm(0.0,1.0E-6)     
  alpha.tau ~ dgamma(0.001,0.001) 
  beta.c ~ dnorm(0.0,1.0E-6) 
  beta.tau ~ dgamma(0.001,0.001) 
  window <- ((0.8-alpha.c)/beta.c)-((0.0476-alpha.c)/beta.c) 
  incidence <- (279-0.052*3244)/(279+((window+25)/365)*6595- 
                     0.052*(3244+6595))*100                 
 } 

 
Individual intercepts: 
 
plot(0,0,type="n",ylim=c(-
2,2),xlim=c(0,187),ylab="alpha",xlab="woman") 
for(i in 1:186){ 
lines(y=c(alpha4[i,5],alpha4[i,7]),x=c(i,i),type="b",pch=19,col=2:3) 
points(x=i,y=alpha4[i,6],pch=4,col=1)} 
 legend(x=1,y=-1.5,legend="2.5%",pch=19,col=2) 
 legend(x=50,y=-1.5,legend="median",pch=4,col=1) 
 legend(x=100,y=-1.5,legend="97.5%",pch=19,col=3) 

 
Probability Density functions and Iteration plot: 
 
hist(alpha_c[,2],freq=FALSE,xlab="alpha c",main="Probability Density 
of Population Intercept") 
 
plot(incidence_c[,1],incidence_c[,2],type="l",ylim=c(1.5,4),xlab="ite
ration",ylab="incidence (%)",main="10000 Iterations of 
Incidence",col="red") 
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