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5.2.4 Test sequence 4

Figure 5.4: Test sequence 4 with “moved object” problem
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This long sequence of 5027 frames is the last of the outdoor sequences, Figure
5.4. It has the same setting as test sequence 1,2 and 3. Here most of the
background is initially visible, then 2 static cars (part of background) move
off during the sequence. A few people also move through the scene during the
sequence.
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5.2.5 Test sequence 5

Figure 5.5: Test sequence 5 with “moving background” problem
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An indoor sequence of 181 frames, with a view of a escalator door and a foyer
with large plants in it, as can be seen in Figure 5.5. A man exits the lift and
crosses the foyer while the “background” plant oscillates in the draft.
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5.2.6 Test sequence 6

Figure 5.6: Test sequence 6 with “reflections” problem
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Another indoor sequence of 364 frames of a hallway, a set of stairs and glass
reflecting ambient sunlight and reflections of objects and people. A few people
move through the hallway, some going up or down the stairs. This is seen in
Figure 5.6.

5.3 Testing and Results

The experimentation itself consisted of running the algorithms on each of the
test image sequences described in the previous sections and evaluating the
results by comparing them to a human’s classification of background and fore-
ground. The baseline for the ground truth for each sequence is difficult to
compute or non-existent, and the human’s interpretation of the images is still
best. We therefore evaluated the performance of the background subtraction
algorithms by comparing their results with what a human’s classification would
be. The results of the two per-pixel methods, eigenbackgrounds and adaptive
MOG are clear to interpret since background pixels are black and foreground
pixels are white. The AdaBoost algorithm has a bounding rectangle around
pre-trained foreground objects that it classifies. The optical flow algorithm
uses a threshold on the velocity of the optical to classify foreground pixels in
the sparse optical flow.

The following parameters where used in the tests:

For the AdaBoost we set the area to classify in for indoors to 50 × 50 and
outdoors to a smaller value of 20× 20 to compensate for the difference in size
in the different settings. The number of rounds T was set to 20.

For the eigenbackground algorithm we set the number of training images to
use to 30 and a threshold value of 20 was found during testing to be suitable
to separate the foreground from the background effectively.

For the optical flow algorithm the number of sparse optical flow points was
set to 400, this yields enough flow points to distinguish all foreground objects
from the background. The window size was set to 3× 3, and the error ε to 0.3
and the stopping criteria to 20.

For the MOG we set the number of Gaussians to 3, T to a standard value of
2.5 [33], the weight parameter wi of the initial Gaussian components to 0.05
and an initial variance of 30. A threshold value of 0.7 was found during initial
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testing to be effective in separating foreground objects from the background.
The learning rate α was set to 0.3.
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5.3.1 Sequence 1

AB

EB

OF

MOG

Figure 5.7: Result sequences of the algorithms on test sequence 1 with “camouflage”
problem. (Frame numbers 37, 71, 1049, where AB = AdaBoost, EB = Eigenback-
ground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.7.

The AdaBoost algorithm accurately classifies the foreground object in the
beginning of the sequence, as can be seen in frames 37 and 71, even when the
foreground object’s colour is almost similar to the background in frame 71, but
has problems with classification when objects are further away. This is due to
the lack of definition and the size of the training data set. In the frame 37 it
can be seen to find two foreground objects when in reality only one foreground
object can be seen.

The eigenbackground performs adequately under the camouflage problem, the
segmentation does become less accurate as can be seen in frame 37 where
the algorithm only segments part of the foreground object. But when cam-
ouflaged objects are present, only small parts are segmented as foreground.
This can be seen in frame 71, although the foreground object seems to have
been completely camouflaged, the algorithm does still manage to separate the
foreground from the background. Frame 1049 is an example of where it very
accurately separates the foreground from the background.

From the results in frame 37 and 71, optical flow has problems detecting cam-
ouflaged objects. This is due to a lack of features/pixels in the local area
that the Lucas-Kanade method computes, thus less features equals less flow
or no flow. We can see that the camouflaged foreground object does not get
picked up, only in the third frame does the optical flow algorithm manage to
start isolating the moving foreground object due to enough definition becomes
available.

The adaptive MOG performs well under the camouflage problem from the
results in frame 37, 71 and 1049. The dark background (asphalt) does create
some the of noise as can be seen in frame 71, this is a combination of lack
of defining features and the fact that some foreground objects have the same
colour/texture as the background. The artifacts of the compression algorithm
for the image is also a contributing factor of noise, as can be seen in the bottom
left-hand corner of frame 1049.
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5.3.2 Sequence 2

AB

EB

OF

MOG

Figure 5.8: Result sequences of the algorithms on test sequence 2 with ”illumi-
nation” problem. (Frame numbers 197, 1530, 1549, where AB = AdaBoost, EB =
Eigenbackground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.8.

The AdaBoost algorithm struggles with this sequence, as the foreground ob-
jects that it classifies needs a certain amount of definition that is lacking in
this sequence as well as incomplete in the sense that it has been optimized for
human forms as it cannot possibly contain every single permutation of every
single foreground object as in the case of frames 197,1530 and 1549. This can
be remedied by constructing additional training data sets to account for more
diverse foreground objects. The algorithm incorrectly classifies two objects in
frames 197 and 1530.

The eigenbackground algorithm performs well as can be seen in frame 197.
It manages to segment most of the foreground objects, though headlights are
classified as foreground which is not ideal and other illumination cause some
noise artifacts that can be seen in frames 1530 and 1549 of the result sequence.

The optical flow algorithm performs very well in segmenting the foreground
objects from the results in frame 197. It is very robust against local light
changes (car headlights) and global illumination changes seen in frame 1530
and 1549 as the algorithm computes local flow, not global flow which would
pick up those problematic changes. This is most apparent in frame 1549 where
the other per-pixel algorithms seem to have more problems in separating the
foreground from the background and having problems with the noise artifacts.

The adaptive MOG performs well in frame 197, but has many noise artifacts
due to the global illumination changes and local illumination problems such
as the car headlights and street lamps. These artifacts can be clearly seen in
frame 1530 and 1549 of the result sequence. The noise in frame 1549 can be
contributed to the artifacts due to the compression routine used in encoding the
images, appearing to change between frames and being incorrectly classified
as foreground.
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5.3.3 Sequence 3

AB

EB

OF

MOG

Figure 5.9: Result sequences of the algorithms on test sequence 3 with “initial-
ization” problem. (Frame numbers 32, 175, 665, where AB = AdaBoost, EB =
Eigenbackground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.9.

The AdaBoost performs adequate, but cannot classify any foreground objects
in frame 32. It does segment a foreground object in frame 175 and 665, but
some were missed. This is due to a lack of local feature definition and that the
training data only allowing for a finite number of angles or positions. A more
complete data set would alleviate this problem.

The eigenbackground algorithm segments the foreground objects well in frame
32, even though some noise is present. The ghost artifacts seen in frame 175 of
the car is a typical example of occluded background that has not formed part
of the background model. The global illumination also poses a problematic
area in the frame 175, as what should be classified as background shows up as
foreground.

The optical flow performs adequate in frame 32, though the camouflage prob-
lem is also present in this test sequence, this causes a lack of local flow that
the algorithm depends on. This is most apparent in frame 175 of the result
sequence, though in frame 665 enough definition is available for optical flow
to be computed efficiently and segment foreground objects.

The adaptive MOG struggles with frame 32, as can be seen from the results.
It does segment adequately later in frame 175 and 665 , though the global
illumination causes a lot of noise in frame 32, it is not as bad as the eigen-
background results for frame 175. The car artifact is picked up as foreground
in frame 175, due to the fact that object has moved and the algorithm has not
adapted to include the new background into the existing model, thus it is seen
by the algorithm to be partly foreground when it should be background only.
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5.3.4 Sequence 4

AB

EB

OF

MOG

Figure 5.10: Result sequences of the algorithms on test sequence 4 with “moved
object” problem. (Frame numbers 37, 1138, 3000, where AB = AdaBoost, EB =
Eigenbackground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.10.

The AdaBoost algorithm struggles with certain foreground elements, failing to
classify the foreground objects in frame 37 and some of the foreground objects
in frames 1138 and 2070, this is due to the incomplete training data set. A
foreground object is correctly classified in frame 1138. The algorithm also
incorrectly classifies some objects from the results in frame 2070, this is due
to a combination of the lack of definition of features and illumination changes
that causes the far-away tree to be seen as a foreground object.

The eigenbackground algorithm performs well from the results in frame 37.
Global illumination is still a problem, as can be seen in frame 1138 of the
result sequence. The algorithm handles moved objects well, this is seen in
frame 1138. The ghost artifacts are due to not updating the background
enough as well as global illumination changes in frame 2070.

The optical flow algorithm performs adequate in frames 37 and 1138, though
it struggles to segment the slow moving person in frame 2070 of the result
sequence. The algorithm fails in this sequence due to the lack of flow and lack
of features.

The adaptive MOG struggles again with global and local illumination changes
as can be seen from the results in frame 37. This creates a lot of noise artifacts,
in some frames this drowns out the actual foreground objects. The artifacts
caused by the compression algorithm used to encode the images also cause a
lot of noise to be classified as foreground incorrectly. The algorithm does cope
well with the slow moving persons and the moved objects in frames 1138 and
2070, the ghost artifacts of the cars will disappear later thanks to the adaptive
nature of the algorithm. This can be seen in frames 1138 and 2070 of the result
sequence.
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5.3.5 Sequence 5

AB

EB

OF

MOG

Figure 5.11: Result sequences of the algorithms on test sequence 5 with “moving
background” problem. (Frame numbers 35, 47, 65, where AB = AdaBoost, EB =
Eigenbackground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.11.

The AdaBoost algorithm does not accurately classify the foreground object
in frame 35, 47 and 65 of the result sequence, but only classifies some noise.
This is due to the fact that the algorithm can only classify foreground objects
within a certain window of pixels, beyond the boundaries there is either too
little information or in this case, the object is already out of the boundary in
frame 35. The algorithm cannot possibly search for objects of any size, this
was restricted to speed up the algorithm and avoid unnecessary computation.

The eigenbackground accurately segments the foreground object in frame 35,
but also some noise is present due to the background model not having been
updated. The moving plant that is part of the background does get picked
up later in the result sequence, but is seen to manifest as noise artifacts. The
other artifacts that can be seen in frames 47 and 65 is a result reflections
emanating from the floor. The elevator door is also classified as a foreground
object, this can be remedied by using zones of interest so that only foreground
objects in the zones of interest will be segmented or updating region specific
parts of the background model.

The optical flow algorithm performs very well in segmenting the foreground
object from the results in frames 35 and 47. It does not have any problems
with the background plant being picked up as foreground, thanks to the lack
of significant local flow that the plant exhibits in frame 65. The strong local
flow of the foreground object in frame 35 is a good example of this.

The adaptive MOG segments the foreground object well, but still has problems
with the reflections/shadows emanating from/on the polished floor classified
incorrectly as foreground, as can be seen in frame 35 of the result sequence.
The multi-modal movement of the plant is classified as part of the foreground in
the frame 47, which is not correct, although in frame 65 of the result sequence
it has merged into the background model, due to the adaptive background
model.
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5.3.6 Sequence 6

AB

EB

OF

MOG

Figure 5.12: Result sequences of the algorithms on test sequence 6 with “reflec-
tions” problem. (Frame numbers 121, 140, 384, where AB = AdaBoost, EB =
Eigenbackground, OF = Optical Flow, MOG = Mixture of Gaussians)
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Results from the different algorithms are shown in Figure 5.12.

The AdaBoost algorithm struggles a bit with this sequence due to the in-
complete training data set, it still accurately classifies foreground objects in
frames 121, 140 and 384, but the lack of definition and unseen pose in frame 384
causes it to not classify the foreground objects correctly. The algorithm has
no problems with the reflections caused by the ambient light in the sequence.

The eigenbackground algorithm performs well, better than the noisy MOG,
but the algorithm segments the reflections as well as the actual foreground
objects in frames 121 and 140. Camouflage is also an issue in frame 384, even
though to the human eye the person’s clothes does not blend completely as
expected into the background, the algorithm seems to have problems with it.
The ghost artifact in frame 140 is due to a foreground object present while
updating the background.

The optical flow segments this sequence well, as there is lots of local flow as can
be seen in frame 120 and 140. The reflections does not seem to have enough
continuous flow to cause any problems with the segmentation process. The
flow in frame 384 is still enough to segment the foreground objects from the
background.

The adaptive MOG again has problems with illumination and local shadows,
this is very apparent in frames 121,140 and 384 of the result sequence. It
does segment foreground objects, but a lot of noise is introduced due to not
suppressing shadows enough and reflected ambient light in frames 140 and 384.
The localised illumination change in frame 384 behind the foreground objects
cause the algorithm to incorrectly classify background pixels as foreground.

5.4 Results of algorithm with different colour
spaces

To test the effects of different colour spaces, we selected to implement the MOG
with the different colour spaces as it encodes pixel information directly into
the background model and with these different colour spaces the information
at each pixel will be different for each image being processed.
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5.4.1 Sequence 1

MOG

CC

HSV

YCbCr

Figure 5.13: Indoor sequence results of the algorithms with the original RGB MOG,
CC, HSV and YCbCr colour spaces. (Frame numbers 117, 166, 1115)
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From the results in Figure 5.13, we can see that the colour spaces did not
help the shadow removal process. The chromacity coordinates performed as
well as the normal RGB colour space. The HSV colour space introduced a lot
of artifacts and additional noise which impairs post processing. The YCbCr
colour space performed the best out of all tested, the noise and artifacts are
lower than for the RGB colour space. None of the algorithms decreased or
removed the shadows completely.
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5.4.2 Sequence 2

MOG

CC

HSV

YCbCr

Figure 5.14: Outdoor sequence results of the algorithms with the the original RGB
MOG, CC, HSV and YCbCr colour spaces. (Frame numbers 123, 1286, 1716)
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From the results in Figure 5.14, we can see that the colour spaces did not help
the shadow removal process. The chromacity coordinates performed as well
as the normal RGB colour space. The HSV colour space introduced a lot of
artifacts and additional noise which impairs post processing, but as these are
large enough artifacts they can be removed by a proper filter. This is a problem
however, as we cannot be sure how large the foreground objects will be, thus
foreground information can be filtered out and lost. The YCbCr colour space
performed the best out of all tested, the noise and artifacts are lower than
for the RGB colour space. None of the algorithms decreased or removed the
shadows completely.

5.5 Parameters and their effects

We experimented later with the AdaBoost algorithm’s window size due to the
poor results in sequence 5. This worked well, thus a future improvement can
scale the window size progressively when objects have not been detected with
an initial setting.

We experimented with the eigenbackground method with a training set with
n = 20 images. The quality of results was good but seemed to significantly
depend on the images used for the training set. When the current image
contained a moving object in the same position as in a training image, the
projection in the eigenspace did not remove it completely. Too few training
images lead to background being possibly obscured and as such not be present
in the eigenbackground and will subsequently be incorrectly seen as foreground.

For optical flow, we increased the number of flow points to use, this effectively
only increases the processing time per frame. This is due to the lack of motion
in the background, there is only a set number of points that can describe the
moving parts of the foreground, so any new points will be assigned to modelling
the background. We also thresholded the optical flow results so that only the
fastest moving points (foreground) will be shown, as this is a more accurate
way of representing the background. A problem area for optical flow is local
discontinuities in the optical flow. This is more prevalent in outdoor settings
as the further one goes into the background the less detail is available. This
decrease in detail will cause flow discontinuities that will be seen as incorrectly
having a large flow component, when in fact no flow should technically exist.

The adaptive MOG has many parameters and each has a impact on its success.
The parameters of interest for the MOG algorithm are α (learning constant), K
(number of Gaussians), T (prior background probability), ω0 (initial Gaussian
weight), σ0 (initial Gaussian standard deviation) and λ (standard deviation
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threshold). The learning constant, α, is arguably the most important parame-
ter over all scene types; it governs how quickly the algorithm adapts to changes
in the scene.

The number of Gaussians used to model each pixel, K, is dependent on the
maximum number of modes in a pixel’s background distribution. This places
a lower limit on what this value should be, as any value for K less than this
will cause errors in the background model, an integer value from 3 to 5 is
generally used. The prior background probability T specifies the probability
of a pixel value belonging to the background. If this value is set too low,
scenes with multi-modal background distributions may have only some of their
modes considered background; however, if set too high, it can force foreground
distributions to represent the background. The initial weight, ω0, and variance,
σ0, parameters are often overlooked in discussion, but when the algorithm is
used in an environment where it is important to quickly produce meaningful
results, these are as important as the others. The standard deviation threshold
λ is commonly fixed at 2.5.

5.6 Comparative processing times

In practical applications it is desirable that the algorithms run in real-time,
with real time being defined as 24 frames per second. The running times
depicted are in frames per second for each algorithm.

The differences in runtime of the same algorithm on different sequences can
be attributed to the implementation of the algorithms, to some numerical
instabilities such as floating point exceptions and input/output processing.
All the tests were performed on a computer with an Intel T2050 1.66 GHz
Dual Core processor, accompanied with 1GB DDR2-533 RAM and Ubuntu
7.04 LTS.

We summarize the real time performance statistics of our system in Table 5.6.

Algorithm Not using IPP Min Variance in run time File I/O
AdaBoost 5.55 2.48 0.00109361898953 62.5

Eigenbackground 4.25 2.92 0.000449325933945 62.5
Optical flow 8.33 7.24s 0.0955027404722 62.5

MOG 3.70 2.82 0.198791631205 62.5

Table 5.1: Real time performance of our algorithms (average, minimum and vari-
ance in frames per second (fps))
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Algorithm Using IPP Min Variance in run time File I/O
AdaBoost 7.14 2.70 0.01099181278 62.5

Eigenbackground 5.00 3.29 0.00207819681765 62.5
Optical flow 9.09 7.14 0.81849934783 62.5

MOG 4.16 3.10 0.219659105092 62.5

Table 5.2: Real time performance of our algorithms (average, minimum and vari-
ance in frames per second (fps))

As can be seen from the Table 5.6 the IPP performance increases are signifi-
cant enough when running multiple algorithms concurrently on a computer.

Algorithm Memory usage Maximum
AdaBoost 251 Mb 255 Mb

Eigenbackground 464 Mb 580 Mb
Optical flow 260 Mb 273 Mb

MOG 316 Mb 321 Mb

Table 5.3: Memory usage of the algorithms

As can be seen from Table 5.6, the AdaBoost algorithm has the least memory
requirements, followed by Optical flow, MOG and then lastly the Eigenback-
ground.

5.7 Summary

In this chapter testing, extensions and parameter settings of the algorithms
were discussed. The conclusion is that the algorithms work, some better in
differing environments and that especially the optical flow algorithm is very
noise sensitive, such as shadows and reflections problems. The parameters can
be adjusted by the user depending on whether it is more important to avoid
false alarms (background incorrectly classified as foreground) or mis-detections
(foreground incorrectly classified as background).



Chapter 6

Summary and Discussion

This thesis has discussed the use of four algorithms to perform background
subtraction. Finally experiments on several test sequences were performed to
evaluate the algorithms.

6.1 Conclusion

The experimental results prove that the background subtraction methods work
adequately; different algorithms perform better in certain situations. However
the results are not yet perfect. This mostly due to noisy data, the noise is
mostly caused by incorrectly suppressed shadows, global and local illumination
changes and camouflage of foreground objects against the background. These
problems can be removed in pre-processing steps, but this will add to the
complexity and time-per-frame, making real-time processing improbable. A
better solution will be to have extensions to the algorithms to make them
more robust against these problems, or to focus more on the problem areas
and less on the areas that are less problematic.
Another problem is that in the case of the AdaBoost algorithm, the training
data set is not complete enough to be able to classify all the foreground objects,
this can be resolved by extending the training data set from a current 2000
features to be able to classify accurately.
Higher resolution images as well as using uncompressed images for the video
sequences will help overcome the problems associated with noisy images and
provide better details that in turn will provide more accurate models of the
foreground and background.

68
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6.2 Improvements

6.2.1 Better background subtraction algorithms

As the experiments showed, the main bottleneck for the background subtrac-
tion algorithms is calculating and updating the background model, both time-
and accuracy-wise. This can be overcome by using less expensive algorithms
to perform the initial background subtraction and then only occasionally using
computationally expensive algorithms when the need should arise.

6.2.2 Region growing

In the results it is common for a single pixel to be regarded as foreground, or
foreground objects have internal parts that are classified as background. At
the same time one is almost always interested in larger objects moving in a
scene, therefore a simple region growing algorithm could improve the results,
by connecting patches of foreground to more solid foreground objects and also
by filtering out smaller insignificant objects.
It is also possible to look at the images at a higher level, such as per-frame
or per-area, and using the initial segmentation to train object colour/texture
models which can subsequently improve the background segmentation.

6.2.3 Top-down approach

All of our algorithms are examples of a common bottom-up approach where we
do not assume anything about the scene that we are looking at. If one would
know that foreground objects in a scene is approximately of a certain size one
could easily disregard foreground objects that are too small or too large. The
same argument can be used for shape, where if a foreground object does not
match a specific shape, it can be discarded.

6.2.4 Eigencars and Eigenpeople

An extension to the eigenfaces model, one could model cars and people (most
often the foreground objects that one is interested in) using the eigenspace
techniques, allowing for faster and more accurate identification of foreground
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objects.

6.2.5 Use of depth

Another method to better detect foreground/background would be to use a
method to compute the depth of an image, for example a stereo camera setup
or a single camera with a sonar module. The calculated depth field can be used
to reason whether a part of an image is foreground or if it is part of the back-
ground. This is also useful when trying to determine if occluded background
parts have been seen or not. The mixture of Gaussians is ideal candidate for a
test bed, simply by adding another Gaussian to the mixture model to account
for the depth of a certain pixel/group of pixels.

6.2.6 Shadow detection/Noise reduction

Shadows are still a headache for most background subtraction algorithms, the
conic light model could be helpful in eliminating shadow related problems.
Another problem with digital image processing is that commonly only 8-bit
images are used, this leads to problems with light intensity, also when calculat-
ing derivatives of images numerical instabilities can occur and lots of detail can
be lost. The same applies to low image resolutions which causes aliasing and
loss of small features, both problems can be solved by using higher resolution
images with a higher encoding bitrate, but this leads to a higher computing
cost as there are more pixels with more accuracy.
Also noise is a big factor in all digital image processing, in the case of cam-
eras the noise can be modelled as a combination of read-out noise (Gaussian
distributed) and photon-counting noise (Poisson distributed). Most image
processing methods only accounts for the Gaussian distributed noise, but if
knowledge is available about the camera parameters it is possible to reduce
the noise even further by compensating for the Poisson noise.
The best method, and obviously more expensive, would be to use cameras with
as little noise as possible.

6.2.7 Dropping frames

Increases in the execution of the algorithms can be achieved by only using
every n− th frame for processing, but this approach leads to losing important
information. This is especially important when processing images containing
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fast moving objects or objects that change course fast. This approach is useful
when compressing image streams, but this is not necessary due to high network
speeds and having image streams already compressed up to a certain ratio.

6.2.8 Achieving real time performance

For covariance tracking, the likelihood computation requires extraction of
eigenvectors, which is slow. Fast likelihood computation methods can signifi-
cantly improve the computational speed. Hierarchical algorithms and methods
can be applied to accelerate the background modelling process, accuracy and
cpu time.

Adaptations to the algorithms must also be considered , for example improving
the optical flow by implementing Black and Anadan’s [31] robust estimation
of optical flow and also the extension to robust estimation by Kim et al, [32]
whose approach deals simultaneously with motion discontinuities and large
illumination variations.

Special hardware implementations would significantly improve the speed of
these tasks, such as using PyCUDA or other similar software and specialized
graphics cards allowing parallel processing. Pixel-wise operations in object
detection and search operations in tracking can easily be processed in parallel.
On the other hand, robustness to extreme conditions requires scene adaptation
and ability to select between different detectors and trackers. We expect hybrid
solutions that can predict and apply the best combination of the detectors and
trackers to be more popular in the future. Nevertheless, such solutions would
require even more computational power.



Appendix A

Mathematical Constructs

A.1 Bayes theorem

P (A|B) =
P (B|A)P (B)

P (A)
. (A.1)

A.2 Theorem of total probability

If
n∑

i=1

P (Ai) = 1 then P (B) =
n∑

i=1

P (B|Ai)P (Ai) (A.2)
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Appendix B

How to run the program

In this section project files and installation are described. All software used
are freeware or open source and cross platform (developed and tested in Linux,
Ubuntu 7.04 LTS).

B.1 Required software

This system was written mostly in Python 2.5 and requires a compatible
Python interpreter. The following Python and C++ modules are used in
our system and need to be installed:

• wxPython 2.8

• NumPy 1.0.1

• OpenCV 1.0.0

• MatPlotLib 0.87.7

• PIL (Python Imaging Library) 1.1.6

• SciPy 0.5.2

• Swig 1.3

• SciPy 0.6.0

• IPP 6.02

• Gcc 4.2

• Build essentials 11.3
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All these required modules are available on and were installed from the Ubuntu
Linux software repository.

B.2 Directory structure

- GUI -
A lightweight graphical user interface designed to allow access to the Python
implementations.

- Source -
Directory containing the C++ source code.

- Sequences -
Directory containing the video sequences used to evaluate the algorithms.

- Thesis -
Directory containing an electronic copy of this thesis and TEX files.

B.3 Installation issues

OpenCV - when building from source specify –with-python to enable SWIG
wrappers to be compiled into Python bindings or when installing via a manager
such as Synaptic or apt-get the Python bindings are a separate build.

Intel Performance Primitives (IPP) - The IPP install does not automatically
set the proper environment variables to point to the shared libraries and header
files needed, these have to be placed in the ld.so.conf file to maintain a proper
linked environment.

B.4 Running the program

The easiest way to get the algorithms running is to invoke the graphical user
interface contained in the GUI directory, as can be seen in Figure B.1.
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Figure B.1: Invoking the Python graphical user interface

The individual algorithms can also be called directly from the ∗.py files, i.e.
python adaboost.py sequence1.avi

The C++ source code must firstly be compiled as in Figure B.2 by calling the
appropriate build script build_all.sh.

All of the algorithms are called with an argument specifying the location of
the video file to be used, i.e. ./adaboost sequence1.avi.
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Figure B.2: Building the C++ source code
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